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HIGHLIGHTS

-> Generative Al is a cutting-edge field of Al
that can create realistic human-like con-
tent. Concerns over its misuse and societal
implications highlight the importance of
identifying machine-generated content.

-> Solutions to identify Al generated content
should possess the following four proper-
ties: efficiency, integrity of data, robustness

INTRODUCTION

Generative Al (GenAl) [1] is a cutting-edge field of
artificial intelligence (Al) that has recently gathered
considerable attention with the recent advancements
of state-of-the-art techniques and the emergence of
consumer-facing products such as ChatGPT,
Midjourney or Sora. GenAl refers to machine learning
models used to generate media content such as text,
audio, image or video that mirrors human-made
content. The potential of applications spans across
various industries. The creativity and reasoning
abilities of this technology may affect all intellectual
and artistic professions.

Despite the benefits that GenAl offers across various
domains, its growing capabilities have sparked
concerns about unique Al-specific risks to safety and
fundamental rights. GenAl has the potential to
support misinformation campaigns and amplify
opinion manipulation [2], and to increase the
efficiency of fraud by making plagiarism or
impersonation more difficult to detect and more
efficient [3]. These risks can impact significantly
democratic processes [4]. GenAl also blurs the line
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to content alteration, and protection
against manipulation.

-> Current technical solutions based on
metadata, watermarking, fingerprinting or
detection do not fulfil these requirements
sufficiently for text, audio, image and video
content.

between human- and machine-created content,
triggering new paradigms for jobs, creativity and
copyright rules [5].

Policy context

The EU Al Act [6] is a pioneering initiative to propose
transparency obligations for generative Al. In its Art.
52(3), it states that “users of an Al system that
generates or manipulates image, audio or video
content that appreciably resembles existing persons,
objects, places or other entities or events and would
falsely appear to a person to be authentic or truthful
(‘deep fake’), shall disclose that the content has been
artificially generated or manipulated”. The European
Parliament proposed [7] extending recital 60g to
specifically state “generative foundation models
should ensure transparency about the fact the
content is generated by an Al system, not by
humans”. Finally, in the provisional agreement [8], co-
legislators agreed to include additional transparency
obligations in Art. 50: “Providers of Al systems,
including general-purpose Al systems, generating
synthetic audio, image, video or text content, shall
ensure that the outputs of the Al system are marked
in a machine-readable format and detectable as




artificially generated or manipulated. Providers shall
ensure their technical solutions are effective,
interoperable, robust and reliable as far as this is
technically feasible”. Beyond the EU, the question of
machine-generated content has also been
considered. This includes in the US voluntary
commitments by the leading Al companies to develop
robust technical means that ensure that users know
when content is Al generated [9], and in China
numerous requirements on deep synthesis internet
services, including the use of technical measures to
label content produced or edited by these services
[20].

Technological context

The rise of digital technologies over the past fifty
years has considerably remodelled the landscape of
ownership and copyright. The possibility to duplicate
and alter digital assets led to the development of
tools to embed hidden information or markings into
digital media such as images, audio, videos, or
documents (watermarking) or univocally identify
them (fingerprinting), to ensure the authenticity,
traceability and security of assets [11]. The first
watermarking approaches involved simple and visible
modifications to images, such as addition of logos or
text. Overtime these techniques evolved into
watermarks that are imperceptible to human senses
and robust against alterations, in both the visual and
audio domains. Watermarking approaches have been
combined with fingerprinting methods, cryptographic
techniques for added security.

Generative Al technology

GenAl can generate any type of data such as
genomics data, 3D environments, or tabular data. For
the purpose of this brief, the focus is on text, audio
image and video, which are the most common types
of generated data in research works. The main Al
techniques behind GenAl are Transformer-based
large language models [12] such as Generative Pre-
trained Transformers (GPT) for text generation;
convolutional network based technigues [13] such as
WaveNet for audio generation; Generative Adversarial
Networks (GAN) [14] and diffusion models [15] for
image generation. Generation of video [16] or multi-
modal content relies on combined techniques.

Scope of the brief

Making Generative Al more transparent and being
able to detect and identify machine-generated
content is crucial to ensure that the confidence in
digital technology and media will remain intact [17],
promoting trust on the European digital ecosystem.

This brief aims at reviewing four technical solutions
(see Figure 1) to achieve this goal. They are
evaluated according to four desirable properties:

1. Efficiency: Reliable identification of generated
content, by retrieving information such as the
name of the provider, the date of creation, or a
digital signature for authentication. The process
should require minimum effort and time, and re-
main consistent over time.

2. Integrity of data: Preservation of the integrity of
the content, i.e., limited degradation or distortion
of the original data.

3. Robustness to content alteration: Preserved effi-
ciency when the content is subject to changes or
alterations that are foreseeable and do not affect
the synthetic nature of the content, nor alter the
overall appearance or interpretability of the con-
tent (e.g., the brightness of an image or the
volume of an audio).

4, Protection against manipulation: Ability to with-
stand any modification that is intended to
manipulate the information used for identification
purposes, either to change the identifying ele-
ments (tampering) or to remove the information
(removal).

TRANSPARENCY TECHNIQUES FOR
GENERATIVE Al

Metadata

Metadata is data that is embedded in computer files
and that provides information about it, such as
copyright or ownership details, timestamps, unique
identifiers or digital signatures associated to the
content.

Identification: Reading metadata is straightforward
and requires minimal effort. However, this approach
requires using a format that accepts metadata, such
as PNG, JPG, MP3 or PDF. While this is common when
generating audio or image, it is usually not the case
for text generation that returns raw text.

Integrity of data: Metadata does not alter the
content and it is stored separately.

Robustness to content alteration: Altering the
content does not affect metadata. However, some
information in metadata may need to be updated to
reflect the alteration.



Figure 1 Schematic description of the four technical solu-
tions analysed to identify generated content.
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Protection against manipulation: Metadata can be
easily tampered with or simply removed from the file
(e.g., using dedicated tools) [18]. Protecting
information in metadata against unauthorised
alteration could be provided by cryptographic
signatures.

Watermarking

Watermarking techniques embed metadata as
invisible or barely perceptible markers into the
content. Watermarking can be done during the
generation of the media content, or afterwards as a
post-processing step. Some approaches also attempt
to incorporate watermarking at the training stage, so
that the GenAl system inherently produced
watermarked content [19].

Identification: Watermarking requires specific tools
to verify authenticity, detect tampering, or prove
ownership. This is still an open research topic in the

scientific community with promising results for all
types of modalities [20]-[23].

Integrity of data: Watermarking techniques alter the
content. However, the watermark can be designed to
have minimum impact on the quality of the content,

particularly for some modalities like images.

Robustness to content alteration: Watermarking can
be sensitive to modifications of the content, which
may reduce or prevent the identification [24].

Protection against manipulation: Intentional
manipulation of data to remove or alter watermarks
in content is possible and has been demonstrated in
scientific works [25]. Additional layers of protection
(e.g., encryption) can be considered to limit this risk.

Fingerprinting

In the context of transparency of GenAl, fingerprinting
consists in generating and storing in an external
database a unique identifier for the generated
content, known as fingerprint or hash.

Identification: The process of identification consists
in calculating the fingerprint of the generated content
to be identified and comparing it with a list of known
fingerprints [11], [26].

Integrity of data: Fingerprinting does not alter the
content, unless it is explicitly stored as a watermark.

Robustness to content alteration: Fingerprinting can
be sensitive to modifications of the content, which
may lead to a different fingerprint and a wrong
identification.

Protection against manipulation: Intentional
modifications can lead to different fingerprints, even
without visible changes of the content [27].

Detection

Al-based detection tools are built using machine-
learning classification techniques and trained on
human-made and machine-generated content [28]-
[30]. They can be applied to any type of data,
provided sufficient examples exist to train detectors.

Identification: The process of identification consists
in inputting the content to the detector. However, the
current technology for detecting generated content
has a high false-positive rate and can misidentify
human-generated content [31].



Integrity of data: This approach does not require
altering the content.

Robustness to content alteration: Detection is
sensitive to strong modifications of the content [32].
They need to be continuously updated to adapt to the
new generations of GenAl.

Protection against manipulation: As with any Al
systems, evasion attacks can be built to mislead
detectors and make them return wrong predictions
[27], [32].

OPEN SOURCE

Openness fosters a culture of innovation, allowing
developers to iterate on key ideas and progressively
develop increasingly advanced systems. However,
when GenAl models are open source, removing
metadata, fingerprints or watermarks can be as
simple as deleting a single line of code, thus
facilitating potential malicious uses. If any of the
methods used (metadata, fingerprinting,
watermarking, or detection) are also open source,
malicious actors may analyse the code to figure out
ways to circumvent the mechanisms for identifying
generated content.

The most robust approaches to these issues are
those that integrate identification mechanisms into
the generation process, for example, by embedding
watermarks in the GenAl models [33] or by
watermarking all images in the training dataset so,
the GenAl model intrinsically generates watermarked
content [19]. Hybrid open-closed approaches can also
be implemented, where one end may be open while
the other remains closed. For example, open
watermarking code and closed watermarking
detection, or vice versa.

DISCUSSION

Transparency measures for GenAl are limited by the
current state of the art, and no single solution fits all
properties that are desirable to identify robustly and
reliably generated content (see Table 1).

Incorporating metadata and watermarking into
content allow for easier tracking and authentication
of machine-generated digital content. Initiatives such
as the Coalition for Content Provenance and
Authenticity (C2PA) [34] have been leveraged by
GenAl providers [35], [36] to add robust identifiers in
metadata in content generated by their systems.

Table 1 Comparison of technical solutions with respect to
the four desirable properties discussed above. (Green: Cov-
ered, Orange: Partially covered, Purple: No covered).
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However, these methods are not foolproof, as they
can be altered or removed.

On the other hand, fingerprinting and detection
approaches allow distinguishing between genuine and
manipulated content, regardless of the presence of
metadata or watermarks. However, they still have
some drawbacks: fingerprinting requires a dedicated
infrastructure for generating and storing fingerprints
on a large scale, while current attempts by major
GenAl providers to develop Al-based detection tools
have proven to be unreliable so far [31].

A better approach would involve the application of a
combination of techniques in specific contexts, taking
into account technical and legal considerations,
including the type of model, the limitations of
transparency measures, obligations for providers,
current practices of platforms and organisations
handling potential generated content. In particular,
solutions that rely on digital signatures would require
the setup a suitable Public-Key-Infrastructure (PKI)
along with the necessary organisational procedures
to handle key distribution for the providers.
Additionally, technical implementations could be left
to providers, or specified in dedicated standards to
promote interoperability.

All these aspects should be weighed in and part of a
broader governance system of GenAl to ensure the
right interplay between all parties. In practice, this
present several challenges, particularly for
decentralised open source projects and for Al
systems that work in edge devices. On the scientific



side, further fundamental research is needed to
advance the state of the art and develop more
reliable solutions. This involves also the exploration
of new engineering methods to develop products
enabling a more efficient and reliable identification
of generated content.
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