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Preface

Big Data from Space refers to Earth and space observation data collected by space-borne and
ground-based sensors. Whether for Earth or space observation, they qualify being called ’big data’
given the sheer volume of sensed data (archived data reaching the exabytes scale), their high velocity
(new data is acquired almost on a continuous basis and with an increasing rate), their variety (data is
delivered by sensors acting over various frequencies of the electromagnetic spectrum in passive and
active modes), as well as their veracity (sensed data is associated with uncertainty and accuracy mea-
surements). Last but not least, the value of big data from space depends on our capacity to extract
information and meaning from them.

Big Data from Space is an emerging domain given the recent sharp increase in all three main dimen-
sions of big data: volume, velocity, and variety. Fortunately, this increase is paralleled by tremendous
amount of new developments related to big data in other fields and enabled by technological break-
throughs and new challenges in hardware and software developments, multi-temporal data analysis,
data management and information extraction technologies. In addition, the recent multiplication of
open access initiatives to big data from space is giving momentum to the field by widening substantially
the spectrum of users as well as awareness among the public while offering new opportunities for sci-
entists and value-added companies. This is especially true for Space Science with the processing and
data volume challenges given by the Gaia mission which aims to build a catalogue of approximately
1 billion astronomical stars, and for Earth Observation (EO) data with the public release of the com-
plete archive of Landsat data by the United States Geological Survey (USGS). At an even larger scale,
the ambitious and unique European Union Copernicus programme1 whose Sentinel missions operated
by the European Space Agency will deliver free and open access to global data in the microwave and
optical/infrared ranges. The first one, Sentinel-1A, has been launched on the 3rd of April 2014 and is
already delivering high resolution Synthetic Aperture Radar (SAR) global data every 12 days at a daily
rate of 2.5 TB.

Following the advent of the big data from space era confirmed by the success of the Big Data from
Space event organised by the European Space Agency (ESA) in June 2013, this 2014 conference on
Big Data from Space (BiDS’14) was co-organised by ESA, the Joint Research Centre (JRC) of the
European Commission, and the European Union Satellite Centre (SatCen). It was held at the ESA
Centre for Earth Observation (ESRIN), Frascati, 12th–14th November 2014. The conference brought
together researchers, engineers, developers, users in the area of Big Data in the space sector. The focus
is on the whole data life cycle, ranging from data acquisition by space borne and ground-based sensors
to data management, analysis and exploitation in the domains of Earth Observation, Space Science,
Space Engineering, Space Weather, etc. Special emphasis is put on highlighting synergies and cross-
fertilisation opportunities.

The main objectives of BiDS’14 are:

• contribute towards the identification of the priorities for a ’Big Data from Space’ research, tech-
nology development and innovation agenda;

• widen competences and expertise of universities, research institutes, labs, SMEs, and industrial
actors;

1Formerly called the Global Monitoring for Environment and Security.
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• foster networking of experts and users towards better access and sharing of data, tools, and re-
sources;

• leverage innovation, spin in/off of technologies, and business development arising from research
and industry progress.

We are convinced that the presentations, discussions, and contacts established during the conference
as well as the materials presented in these proceedings are greatly contributing to these goals.

A total of 132 papers were submitted for presentation at the conference. Following the peer-review
process by members of the conference programme committee, 79 papers were selected for oral and
41 for poster presentations (for a total of 408 distinct co-authors with affiliations in 28 different coun-
tries). Among the 79 papers selected for oral presentation, 30 originate from special sessions devoted
to a series of horizontal themes as well as applications in astronomy, climate science, and geospatial
information. Given the high number of excellent submissions, besides 3 plenary sessions, the confer-
ence programme was structured around parallel pairs of special and regular sessions complemented by
a poster and demonstration/industry session.

These proceedings consist of a collection of 108 short papers corresponding to all the oral and
poster presentations presented at the conference (except for 4 oral-only and 7 poster-only presentations,
see conference website). They are organised in sections matching the order of the conference sessions
followed by the contributions that were presented during the poster session, also organised by topics.
They provide a snapshot of the current research activities, developments, and initiatives in Big Data
from Space.

Numerous contributions with 3 dedicated sections are addressing the volume dimension of big data
from space, with emphasis on architectures and platforms as well mainstream technology and hardware
developments including graphic processing units. The velocity dimension is driving substantial research
and developments for the analysis of time series as revealed by another 3 dedicated sections. The va-
riety dimension transpires across most contributions where the data coming from different sensors or
even non-sensor data are integrated and exploited. Numerous application domains are represented with
emphasis on geospatial information extraction, climate science, and astronomy presented during the
respective 3 plenary sessions. In addition, the need to scale-up SAR data access, research and service
support, and processing for the Sentinel-1 satellites is recognised by a section on SAR processing. All
generic key aspects of big data are mirrored by respective sections on architectures and platforms, data
storage management, harmonisation and standards, open and linked data, data assimilation, data visu-
alisation, data processing, data mining and content based image retrieval, multi-temporal analysis, and
citizen cyberscience. The proceedings also highlight new and emerging areas as well as areas requiring
special attention such as collaborative environments, the federation of processing capabilities, harmoni-
sation and standardisation of access, and processing mechanisms allowing for the seamless deployment
of approaches exploiting the full spectrum of big data from space so as to foster the generation of new
and reliable meaningful information.

Besides these proceedings, additional conference materials such as electronic version of the slides
presented at the conference, including those regarding keynote lectures, are available on the conference
website http://congrexprojects.com/2014-events/BigDatafromSpace for updates.

We are grateful to all authors and presenters of BiDS’14 as well as the numerous participants (nearly
400 coming from more than 25 different countries). Together, they have ensured the success of the 2014
conference on Big Data from Space. A special thank goes to the Programme Committee members and
the additional reviewers for their thorough reviews and detailed comments that were taken into account
by the authors when preparing the final version of their paper included in these proceedings. Finally, we
acknowledge the technical support of the IEEE Geoscience and Remote Sensing society and the Open
Geospatial Consortium.

Pierre Soille and Pier Giorgio Marchetti
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Begüm Demir and Lorenzo Bruzzone

CREATING A REFERENCE DATA SET FOR SATELLITE IMAGE CONTENT BASED
RETRIEVAL . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

Ambar Murillo, Nicolae Nistor and Mihai Datcu

Citizen Cyberscience

DIGITAL HUMANITARIANS IN THE SKY . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
Patrick Meier

INTRODUCING NEXT-GENERATION EARTH SCIENCE . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
Sven Schade

Big Data Challenges in Climate Science

NEXT GENERATION CYBERINFRASTRUCTURE TO SUPPORT COMPARISON OF
SATELLITE OBSERVATIONS WITH CLIMATE MODELS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

Chris Mattmann, Christopher Lynnes, Luca Cinquini, Paul Ramirez, Andrew Hart, Dean
Williams, Duane Waliser and Pamela Rinsland

IMPROVING ACCESS TO CLIMATE MODEL, OBSERVATIONAL, AND REANALYSIS
DATA . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

Gerald Potter, Tsengdar Lee and Laura Carriere

CLIMATE ANALYTICS-AS-A-SERVICE . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90
Phil Webster, John Schnase and Daniel Duffy

vi



Proc. of the 2014 conference on Big Data from Space (BiDS’14)

Harmonisation and Standards

BIG DATA AND OPEN GEOSPATIAL-TEMPORAL INFORMATION STANDARDS . . . . . . . . . . 94
George Percivall

THE ENVIRONMENTAL DATA ABSTRACTION LIBRARY (EDAL): A MODULAR
APPROACH TO PROCESSING AND VISUALISING LARGE ENVIRONMENTAL DATA. . . . . . 97

Jon Blower, Guy Griffiths, Jane Lewis, Nan Lin and Keith Haines

SCIENCE SQL . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101
Peter Baumann and Dimitar Misev

WHAT’S NEXT AFTER MAP-REDUCE ? . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
Thierry Caminel and Jean-Noël Hourcastagnou
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ABSTRACT 
 
The United States’ National Oceanic and Atmospheric 
Administration's (NOAA) National Climatic Data Center is 
pursuing the transition and sustainment of climate data 
records (CDRs) within its operational environment. Over 23 
CDRs are currently sustained for the user community, with 
an emphasis not only on data but on the preservation and 
distribution of the algorithms, workflows, and 
documentation that allow their wider application. Within a 
Big Data world with ubiquitous storage, processing, and 
memory provided by industrial partners, NCDC’s execution 
of its role as the authoritative source and steward of climate 
knowledge is key to the optimal utilization of the 
information assets in its archives.              

Index Terms— Climate Data Record, CDR, global, 
satellite, operations, archive, preservation, algorithms, 
provenance 
 

1. INTRODUCTION 
 
Since the inception of the United States’ National Oceanic 
and Atmospheric Administration's (NOAA) Climate Data 
Record (CDR) Program at the National Climatic Data 
Center (NCDC) in 2009, much has been learned regarding 
the preservation and application of operational CDRs. While 
other agencies such as the National Aeronautics and Space 
Administration (NASA) and the United States Geological 
Survey (USGS) have created and maintained CDRs as part 
of their research and science portfolios, NOAA approached 
the CDR challenge to learn how to move the research-grade 
CDRs from any satellite observing system into an 
operational environment and sustain, extend, and 
disseminate them to users in an efficient manner. 

As a Big Data issue, global satellite-based CDRs 
exemplify the challenge – maintaining large, rich, and 
complex datasets from which dependable, actionable 
information must be distilled and extracted. For example, 
how best to determine and deliver the climatic trends in 
monthly local rainfall totals for a county water manager, and 
convey the associated confidence in those trends, from a 

multi-terabyte 30-year global record of daily rainfall 
estimates from satellite? A CDR itself is composed of a 
combination of data, algorithms, workflows, and 
documentation that not only describes our changing Earth 
environment but also captures all the skill and expertise 
necessary to provide that CDR and allow it to be sustained 
and improved by NOAA, as well as to be shared with the 
public, industry, other government agencies, and NOAA’s 
international partners.  
 
2. THE ROLE OF GOVERNMENT AND INDUSTRY 

 
The advent of massively-scaled computing and widespread 
economical storage is helping to better define the role that a 
government agency such as NOAA must play in the Big 
Data environment. In the past, a data agency had as its 
primary functions the storage of trusted data, the provision 
of subsamples of those data, and their interpretation for 
users. Simply storing those data, many of which were not 
even in digital form, was a very difficult ask and beyond the 
capabilities of most users. Science activities grew co-located 
at the data archives in great part due to the critical ability to 
gain access to those data in order to accomplish the 
research. 

Today, data are widely copied and distributed around 
the globe on inexpensive digital storage, and are easily 
manipulated by users in elastic computing environments 
such as those now provided as a commodity by Google and 
Amazon for a wide range of applications. A US government 
agency's function is shifting away from the storage and 
dissemination of particular data products and towards a 
more dynamic role: enabling the automated discovery of the 
original observations, establishing and improving their 
quality, maintaining associated algorithms and workflows, 
and ensuring that derived information products may be 
traceable to those observations, algorithms, and workflows.  

While still focused on information preservation, that 
information is now more agile and valuable than ever 
before, and the value is enhanced by the wide dissemination 
of both verified data and algorithms with sufficient 
provenance to permit assured decision-making. In particular, 
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the effective long-term preservation and maintenance of 
scientific algorithms and their associated workflows, and 
their deployment to infrastructure outside of the usual 
designated community, are new challenges for many of 
today’s data agencies. 

In 2014, NOAA has begun a formal process by which it 
intended to engage with industry to help it perform the wide 
range of storage, dissemination, and processing that must be 
applied to its environmental data holdings. NOAA released 
a “Request of Information” to industry asking for help in 
determining the best courses of action to address NOAA’s 
Big Data issues [1]. At the heart of the request is the need to 
maintain NOAA’s inherently governmental role of 
authoritative archive, promote the free and open distribution 
of US Government data in keeping with current US policies, 
while partnering with industry to define their emerging role 
in ensuring that the potential value of NOAA’s Big Data can 
be fully realized. NCDC is well-positioned to leverage 
NOAA’s new partnership(s) with the information 
technology industry to adopt a new climate information 
“platform” approach.  This “platform” will provide the 
access and tools to support the users’ creation of new 
applications from the global CDR data, algorithms, and 
workflows, and deliver climate information to a wider 
audience than has been hitherto possible. 

 
3. TRANSITION TO OPERATIONS 

 
NCDC has been addressing the problem of preserving and 
transition to operations the data, algorithms and workflows 
that are at the heart of its CDR Big Data in an iterative, 
phased approach. The first steps towards establishing an 
initial operating capability for a CDR of sufficient 
maturity[2] in NOAA's operations includes the archive of all 
original and ancillary data used in the CDR’s production; 
archive of the full documentation and source code for the 
scientific algorithms; and the distribution of the entire set in 
a free, open and transparent manner. (Note that if data 
sources are securely preserved at and accessible from 
another recognized archive, NOAA does not require those 
data to be archived again.) Both US policy’s transparency 
requirements and the scientific community’s standards of 
reproducibility are supported by this comprehensive 
approach. NCDC’s archive holdings are controlled within 
the government environment under a disposition schedule, 
and following the best practices of the data archive 
community as well as archive, data and information policies 
established by NOAA and the US National Archive and 
Records Administration (NARA). 

At the initial stage of preservation, updates or extension 
of the CDR time series is often still accomplished by the 
originator (the Principal Investigator or PI) of the CDR, 
usually under a contract or agreement with the government's 
program. At this so-called Initial Operational Capability 

(IOC), NOAA has in its possession all the data, information, 
and knowledge necessary to distribute and produce the CDR 
independently of the PI. The decision to take the CDR to the 
next operational state, Full Operational Capability (FOC), is 
largely a business decision that weighs the user 
community’s needs, the cost of continued external 
production, and the cost of full integration into NOAA’s 
operational environment. 

To integrate the CDR into NOAA's operations for 
efficient long-term sustainment as FOC, the code must be 
transformed to meet standards for maintenance and security, 
which may involve a considerable amount of labor to 
accomplish. The CDR Program has gained valuable 
experience with a variety of CDR codes and with wrapping, 
refactoring, and re-writing code or portions of the code base 
to practical standards of maintenance, security and usability. 
A balance is sought between the user communities needs for 
the existing, new or improved CDRs and amount of funds 
(labor) necessary to bring a CDR to a secure operational 
state within the government infrastructure. Since the use, 
code-base, system requirements, and required labor for each 
CDR’s operational transition is often very different, each 
CDR is evaluated independently before a decision is made 
to bring it to FOC.  

As of the end of US fiscal year 2014, the CDR program 
is sustaining in operations over 23 different global CDRs 
from satellite, and is distributing the products, algorithms, 
workflows, and documentation through its NOAA web site 
(http://www.ncdc.noaa.gov/cdr) while awaiting adoption of 
Big Data infrastructure to realize a climate information 
platform. At the same time, the program is moving beyond 
satellite CDRs to include CDRs from other observing 
systems such as in situ networks, “blended” CDRs, and 
ultimately -- in combination with other information sources 
outside of NOAA -- to broader interdisciplinary data records 
to more directly inform responses to the challenges society 
faces today. 

 
4. USE-INSPIRED SCIENCE AND APPLICATIONS 

 
Matching the many user needs and requirements to the 
availability of mature CDRs within the science community, 
and the ability to sustain them efficiently in operations are 
both significant challenges. Mature CDRs are those that are 
valuable, thoroughly understood and well described, but 
may not in fact be the latest developments or be state-of-the-
art. Such CDRs are useful for operations and data-driven 
decision-making within known, established uncertainty 
bounds. These challenges are being met at NCDC through 
engagement with industry, other government agencies, and 
the general public through a combination of climate 
workshops, industry-specific focus groups, and regional 
outreach efforts by NCDC personnel and affiliated climate 
specialists that are distributed across the US. These 
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specialists gather user needs, which are expressed as 
requirements back to the CDR program which attempts to 
match its future investments and its current portfolio of 
CDRs in its operational “pipeline” with those requirements. 

While NCDC has piloted several new applications of its 
operational CDRs with its academic and corporate partners 
to show how the knowledge contained within can inform 
decision-making and describe climate change, we believe 
that the platform approach is ultimately the most scalable 
and effective approach. The platform is the flexible 
combination of data and services in a framework in which 
users can create their own custom applications. This 
platform is composed of the data, storage, memory, 
processors, documentation, analysis tools, and interpretive 
services, which is provided by a collaboration or partnership 
between IT infrastructure providers, scientists and data 
stewards. While anticipating the upcoming government 
partnerships with industry to efficiently provide the IT 
infrastructure, NCDC is pursuing both a comprehensive 
description of the CDRs and the ability to deploy the 
supporting code and data to virtual environments as they 
become available. 
 

5. THE AUTHORITATIVE SOURCE 
 
NCDC’s primary role in the Big Data environment is as an 
authoritative source for climate observations, and as an 
expert, objective and unbiased partner in climate science, 
data stewardship, and information dissemination. The ability 
to authenticate data products and algorithms and establish 
the provenance for the information contained in the 
government archive is required to assure decision-making 
and investment in a Big Data world. Are scholarly 
references to others’ analyses of the data sufficient, or will 
new, original analyses of the same data be more valuable?  

To support the latter capability, it would add value to 
the analysis and reduce risk in any decisions based thereon 
if one can trace the information to the data and algorithms in 
the authoritative government archive, which in turn are even 
more valuable if they are openly available for scrutiny. The 
technical means to accomplish this authentication rapidly, 
and effectively establish provenance is emerging now in the 
information sciences and cybersecurity fields, and NCDC is 
seeking to implement these solutions on an operational 
basis. Through the use of standard digital signatures, 
certificates, and private/public key practices already widely 
in used in the cybersecurity community, NCDC will be able 
to support an authentication service which will allow data 
product users to establish the veracity and authenticity of 
those products after they have left the government archive. 
Assignment of Digital Object Identifiers (DOIs) to data 
products and the maintenance of persistent URL-based 
product “landing pages” facilitates proper, consistent 

citations of those products and permits attribution and 
recognition of those contributions. 
 

6. EXPANSION OF THE DATA STEWARD’S ROLE 
 
Scientific data stewardship is now a well-established best 
practice in the satellite earth observation and data science 
communities. Defined by the US National Academies of 
Sciences as “all activities that preserve and improve the 
information content, accessibility, and usability of data”[4], 
stewardship ensures that the data will continue to have 
meaning throughout its lifecycle. With the recognition that 
the availability and transparency of the scientific algorithms, 
workflows, and documentation associated with a data 
product also contribute to these ends, they must be managed 
as significant knowledge assets. As processing, storage, and 
memory infrastructure become ubiquitous commodities, 
stewards will play an ever-increasingly important role to aid 
in the utilization of those knowledge assets within the elastic 
computing framework. By providing expert guidance on 
methods, vocabularies, formats, and processes they will 
contribute to the practical interoperability of data and 
support the extraction of actionable information from the 
Big Data stores.  

The large volume and variety of data require that 
scientific data stewards play a critical role in exploring those 
Big Data sources by interacting with users to weed out those 
data that are not relevant, or not of sufficient quality for the 
users’ applications. The stewardship processes developed as 
part of NCDC’s experience with the CDR Program also 
have significant value, especially if they can be effectively 
shared with other stewards for their Big Data applications. 
To promote this exchange and following the success of the 
data maturity model, NCDC is now exploring a stewardship 
maturity model whereby the stewardship processes are 
assessed to aid in achieving higher degrees of effective 
stewardship.  
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ABSTRACT 

 
This article provides a short overview about the TanDEM-X 
mission, its objectives and the payload ground segment 
(PGS) based on data management, processing systems and 
long term archive. Due to the large data volume of the 
acquired and processed products a main challenge in the 
operation of the PGS is to handle the required data 
throughput, which is a new dimension for the DLR PGS. To 
achieve  this requirement, several solutions were developed 
and coordinated. Some of them were more technical nature 
whereas others optimized the workflows. 
 

Index Terms— data management, Earth observation, 
TanDEM-X, payload ground segment 
 

1. THE TANDEM-X MISSION 
 
The main objective of the German spaceborne radar mission 
TanDEM-X (TerraSAR-X-Add-on for Digital Elevation 
Measurements) is to generate a consistent, global, high 
resolution digital elevation model (DEM) of the world's land 
mass. Flown in close formation, two X-band synthetic 
aperture radar sensors will provide the input data for 
generating the DEM by means of radar interferometry. The 
TanDEM-X configuration consists of the TerraSAR-X 
satellite, launched in 2007 and its twin brother launched in 
2010. Data acquisition for the global DEM started in 
December 2010 and was largely concluded by August 2014. 
Depending on land cover and topographic conditions two to 
four (sometimes even more) local coverages were required 
to match HRTI-3 specification1. 

As of July 2014, 374 terabytes (TB) of acquired L0 data 
have been processed to 2200 TB of intermediate products 
for the final production of the global DEM. 95% of the 
global DEM coverage should be available by the end of 
2015. 
 
                                                 
1 HRTI-3:  relative vertical accuracy 2 m (90% linear point-
to-point error), absolute vertical accuracy 10 m (90% linear 
error), absolute horizontal accuracy 10 m (90% circular er-
ror), post spacing 12 m x 12 m 

2. THE TANDEM-X PAYLOAD GROUND SEGMENT  
 
Similar to the TerraSAR-X mission, the TanDEM-X 
payload ground segment (PGS) was developed and is being 
operated by the German Remote Sensing Data Center of the 
German Aerospace Center (DLR), using parts of the multi-
mission PGS infrastructure available within the German 
Satellite Data Archive (D-SDA). 

The basic architecture consists of the following 
components: 

• data management  
• processing systems 
• long term archive 

 
Data management is based on the Data and Information 

Management System (DIMS), a modular multi-mission 
software suite, developed in-house in collaboration with an 
industrial partner [1]. A central part of DIMS is the Product 
Library (PL) which is responsible for the cataloguing, 
archiving and long term preservation of all TanDEM-X data 
products. 

The processing is performed by two different 
processors – the Integrated TanDEM-X Processor (ITP) and 
the Mosaicking and Calibration Processor (MCP). The ITP 
combines bistatic SAR processing, interferometric 
processing, and the generation of (intermediate) digital 
elevation models from the differential phase information [2]. 
The MCP calibrates the intermediate elevation products 
produced by the ITP. The calibrated products will be 
merged in a further processing task to generate the 
mosaicked final DEM [3]. 

The design of the PGS based on the requirements of the 
TanDEM-X mission and past experience. The high 
throughput requirements (up to 5,3 TB/d from the archive to 
the processing systems and 1,4 TB/d in reverse direction) of 
the systematic interferometric radar processing chains added 
a new dimension to the DLR PGS infrastructure, calling for 
adequate solutions, in particular for data archiving, access 
and transfer.  

For example, it was necessary to enhance the multi- 
mission infrastructure by a separated network which 
connects the processing systems and the archive including 
the storage cache separately. 
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Because of the scientific character of the mission and 
the operational experience the PGS scenarios changed 
during the operational phase. So, it was also necessary to 
optimize procedures and performance during the operational 
phase.  

Also a monitoring was established to detect problems in 
the PGS and to evaluate the results of taken actions.   

 
3. CHALLENGES AND SOLUTIONS 

 
A characteristic of the TanDEM-X mission is that there are 
different processing phases. The processing of the acquired 
L0 data (first coverage) to intermediate products was the 
performed in the first phase. During the second phase, 
further acquired L0 data become processed using the 
intermediate products of the previous runs. Also, the 
production of final products was started. Thus, the second 
phase is the most demanding one. In the third phase no more 
L0 data will be acquired. 

The following sections describe some challenges and 
their solutions in the TanDEM-X PGS. 
 
3.1. Reducing the Time to Provide requested Products 
 
One big challenge in the processing chain of the TANDEM-
X mission consisted in the retrieval of products from the 
long term data archive. While the ingestion of newly 
processed products into the archive was fast enough, the 
other way was lagging far behind. The Product Library (PL) 
of the German Satellite Data Archive consists of a metadata 
catalog and a Hierarchical Storage Management System 
(HSM). Due to the huge amount of data produced during the 
mission lifetime, the 75 terabyte of archive storage were 
maxed out in a matter of days. In the background, the HSM 
writes two additional copies of the data to magnetic tape and 
afterwards frees the archive cache again. At first, the HSM 
system worked fully transparent: requests to retrieve files 
from the archive were firstly processed by the PL which in 
turn initiated the file transfer via FTP. Unfortunately, the 
files were no longer on hard disks any longer and the HSM 
had to read back the files from the tapes (staging) with the 
help of tape drives and robotic libraries. File after file, 
without any optimizations. 

The solution was to introduce a better way of data 
handling by means of a pre-staging for some selected 
workflows. Several hours before any product retrieval 
request was triggered, the processing systems summarized 
their upcoming workload and sent the information to the 
archive. These systems in turn prepared for the upcoming 
data retrieval by already staging the needed files from tape 
to disk in advance. When the processing system actually 
activated the product retrieval procedure later, the files 
could directly be transferred by eliminating the substantial 
amount of tape handling needed otherwise. This procedure 

proved to be highly affective and unsophisticated enough to 
be introduced into the official DIMS software later. 
 
3.2. Improving Storage Cache Throughput 
 

In the second phase it became evident that the storage 
comprising the cache file systems for the used HSM file 
could, in its preconfigured state, not deliver the required 
data throughput. In its current state, the storage was able to 
deliver a peak throughput of 450 MB/s, but only under 
optimal conditions, which were never met during phases of 
high activity. Since funding was an issue and the data sheets 
of the storage promised higher throughput, as could be 
gained with the current configuration, some researching 
became necessary. Therefore, the file systems were moved 
to a spare part of the storage, which made them even slower, 
but provided the freed capacity for the necessary tests to 
acquire a faster configuration.In this process it became 
obvious, that the storage has limitations concerning single 
raid sets. So e.g. bigger raid sets, although having more 
rotating hard disks, will not exceed a certain throughput 
limit and especially will not gain more IOPS (input/output 
operations per second) from more hard disks. The 
throughput limit is reached with even a low number of hard 
disks and will decline with higher raid levels. 

The newly developed configuration is - after some more 
file system moving - able to deliver a maximum of 1.6 GB/s 
with the same storage. It is comprised of many very small 
raid sets which are striped together via the HSM file system 
in the archive server. 
 
3.3. Optimizing Processing System Management  
 
The ITP processing system management handles the 
provision of input data, resource allocation and 
communication with the other components of the PGS. 
During operations of this system several changes were 
implemented, to improve the overall system performance. 

A first analysis of the resource requirements for 
preparation of processing (this includes retrieval of input 
data from the long term data archive as well as 
decompression) and processing the input/output 
requirements of these two task indicated a high concurrency 
situation if handled in parallel. Monitoring of resource 
allocation during operations revealed a significant lower 
concurrence than expected. This deviation to the expected 
behavior has especially for tasks with a large amount of 
input data positive effects. In these cases data preparation 
represents a significant amount of the combined time. 

During the mission several different processing scenarios 
have to be employed. From the data management view they 
differ mainly w.r.t. required input data. During operations a 
reduction of the required input data was indicated on a 
scientific level. The implementation of an improved input 
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data selection scheme reduced the data required for a 
processing run considerably. 
 
3.4. Product Library Load Balancing 
 
With this mission, the Product Library is exposed to 
exceptional data traffic due to the fact that a co-registration 
of L0 data scenes needs to be completed on large coherent 
geographic areas before being able to start the generation of 
the digital elevation model. As described before, these co-
registered intermediate products are even larger than the raw 
data, so they cannot be kept online in the processing cache 
but have to be archived and retrieved later. This extreme 
input/output load is even more challenging due to the fact 
that the Product Library is embedded in the multi-mission 
PGS environment and needs to equitably serve multiple 
other processing systems, product uploads to user 
service/data access systems and deliveries of ordered 
products to users. 

The Product Library handles product transfers through 
requests e.g. for insertion, retrieval and deletion. Requests 
are executed in concurrent workflow steps of different 
types, e.g. the cataloguing of a metadata record or the 
archiving of all files of one product component. The Product 
Library resources are limited mainly by the number of 
concurrent transactions, the archive cache size for different 
product types (amount of data being staged from tapes) and 
the number concurrent file transfers within the local 
network. Maximizing the throughput is not a matter of 
raising all limits because these have interdependencies. 

In order to determine a good configuration for the 
different concurrency settings, an in depth analysis of the 
Product Library request and step durations has been 
performed based on statistics on more than one month of 
multi-mission operations. This revealed that most time is 
spent with file transfers, including the staging of data from 
tapes into the archive cache filesystem. In consequence, the 
limits for all other concurrent steps have been reduced in 
favor of the number of concurrent staging steps which have 
been significantly raised compared to the number of 
concurrent transfers into the local network. Finally, the 
Product Library uses priorities for different sessions (e.g. 
different processing systems both multi-mission and 
TanDEM-X specific), allowing more concurrent active 
requests but preventing starvation of low-priority sessions. 
This is realized through the dynamic computation of limits 
based on the total concurrency limit and the actual number 
of active sessions. 

In order to react on a changing input/output behavior 
during different TanDEM-X mission phases, the Product 
Library request runtime statistic has been repeated several 
times, leading to new concurrency settings for step types, 
product types and session priorities. 
 

4. SUMMARY AND CONCLUSIONS 
 
The main lessons learnt from developing and operating the 
TanDEM-X mission PGS are: 

• the subsystems must be balanced as a collective 
and not only the direct interacting partners  

• in addition to the application software also the 
configuration of used hardware must be optimized 
(e.g. the used storage) 

• the subsystems and there components must be 
flexible to serve various scenarios and to react to 
unexpected situations  

• system monitoring is necessary to detect 
dysfunctions in time and to evaluate system 
changes 

• the transfer of products from  the long term archive 
to the processing systems and back is very time 
consuming. In future, other technics have to be 
developed. 

In conclusion, the TanDEM-X mission set a new 
standard for systematic, large volume Earth observation data 
processing. Future missions, such as the Copernicus 
Sentinel missions, will require even larger amounts of data 
to be handled – and more flexibility in data access. 
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ABSTRACT
Confirming the notion that a picture is worth a thousand
words, the value of geospatial visualization of our environ-
ment has been well recognized and consequently geospatial
data and models have become a critical part of the decision
making process in planning, policy, and operational missions
for government agencies from local to global scales. At
present, we are climbing up the ledge of the data canyon,
which is increasingly being flooded, at the rate of terabytes
to petabytes of data a day, with geospatial data from earth
observation and simulation. Since early 2000s, starting with
NASA MODIS, satellite based remote sensing has facilitated
collection of imagery with medium spatial resolution but high
temporal resolution (daily). This trend continues with an in-
creasing number of sensors and data products. Availability
of such remotely sensed satellite images has led to decadal
archives of time series data that allows the community to
progressively shift focus from traditional end point based
change analysis to more continuous monitoring of natural re-
sources including biomass. Time series analysis has provided
a much-needed ability to describe and characterize pheno-
logical trends within growing cycles and rotation patterns of
crops over seasonal to annual time scales. However, for time
critical applications, such analysis poses significant compu-
tational challenges when performed over large geographic
extents and meaningful time periods. Increasing spatial and
temporal resolutions of remotely sensed data have signif-
icantly enhanced the quality of mapping and change data
products. Richness of pixel content has also provided the op-
portunity to develop novel data sets using machine learning
and pattern recognition approaches. However, even with au-
tomation of such analysis on evolving computing platforms,
rates of data processing have been suboptimal largely because
of the ever-increasing pixel to processor ratio coupled with
limitations of the computing architectures. Such constraint
has posed a significant challenge for advancing the practice
of change detection to continuous change monitoring, a much
needed capability for developing disaster early warning or
alerting systems. Novel approaches utilizing spatiotemporal
data mining techniques and computational architectures have
emerged that demonstrates the potential for sustained and
geographically scalable landscape monitoring to be opera-

tional. We exemplify this challenge with three broad research
initiatives at Oak Ridge National Laboratory: (a) mapping
global settlement distribution; (b) developing national criti-
cal infrastructure database; and (c) large scale monitoring of
biomass for food and energy security.
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ABSTRACT

Index Terms— Global fine-scale information extraction
tasks using today’s remote sensing technologies are compared
with Big Data Analytics tasks. Issues related to data classi-
fication, machine learning and evaluation of the results are
discussed. A change of paradigm respect to the classical RS
information processing model is proposed in order to cope
with the Big RS Data characteristics.

1. INTRODUCTION

Global fine-scale information extraction tasks using today’s
remote sensing technologies create large-data-volume scenar-
ios including multiple-scene, multiple-sensor, and arbitrary-
data-collection-parameters conditions. It is rare that one
single sensor can solve the whole global high-resolution
task alone: the reasons include i) technological evolution of
sensor technology and necessity to perform multi-temporal
monitoring and assessment, ii) the need to increase data
redundancy in order to minimize arbitrary-data-collection-
parameters drawbacks, iii) minimize data gaps, and iv) mini-
mize sensor-method-specific bias and errors of the automatic
image information retrieval process.

The aim of the paper is to start to address the topic of
the production of such global or regional fine-scale informa-
tion layers framing it inside the Big Data analytics perspec-
tive. This is justified by the Volume and Variety of those re-
mote sensing image data scenarios, and by operational or pre-
operational information needs requiring a short or ”‘human-
scale”’ processing time frame (Velocity).

Such remote sensing data scenarios cannot be solved by
available tools inside the standard remote sensing paradigm,
but they need the adoption of a new paradigm asking for inno-
vative approaches in the whole data processing chain, includ-
ing data preparation, feature extraction, learning and classi-
fication, and data aggregation. Lessons learned from avail-
able experiences having fine-scale global information extrac-
tion goals are discussed and some general guidelines for the
design of successful automatic image information retrieval
systems dealing with the above-mentioned data scenarios are
proposed.

Finally, the need for a change in the nowadays-dominant
approach for evaluation of the remote sensing automatic in-
formation retrieval procedures is argued and some steps for-
wards are suggested.

2. STATE-OF-THE-ART

Despite the large potential of today RS technologies, con-
crete attempts to create global fine-scale information layers
at the date are only few. Published examples so far include
the production of a global map representing the continuous
field of trees coverage using Landsat 30-m-resolution data
input [1], the proposal for a method aiming to global urban
area mapping integrating ASTER data at 15m-resolution [2],
the proposal for a method producing global urban footprints
from TanDEM-X data [3], a first trial producing global land
cover with Landsat TM and ETM+ input data [4], and the
Global Human Settlement Layer (GHSL) proof of concept
tested a wide range of optical sensors from 0.5 to 10 me-
ters of spatial resolution [5]. The GHSL method was re-
cently demonstrated effective for automatic mapping of built-
up areas at regional level using 2.5-m input data collected by
the CBERS panchromatic sensor, with extensive experiments
in China [6], and Brazil [7]. Moreover, the same paradigm
was used for the production of the first European wall-to-wall
mapping of built-up areas by automatic interpretation of 2.5-
m-resolution input imageries [8].

3. STANDARD PARADIGM

In RS systems, the primary information collect by the sen-
sor is the quantity of electromagnetic energy reflected or
emitted by the targets or surface units on the ground in spe-
cific wavelengths or energy frequency ranges. The standard
paradigm for extracting information from RS data rely on
physical explicit modeling of the causal relations between
targets energy absorption-reflection-emitting proprieties and
sensor technical characteristics mediated by the atmosphere
column between sensor and target [9]. The interpretation
model should include target reflectance / emission character-
istics, target mixture composition and target spatial patterns
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influencing the final amount of energy collected by the sensor
at a given spatial resolution. Moreover, obsolescence and
atmosphere exposure processes of the target surface (as oxi-
dation) may influence target’s reflectance characteristics and
should be taken in to account. Furthermore, weather condi-
tions before and during the data collection, and atmosphere
column composition (aerosol, humidity, dust, etc) between
sensor and target during data collection will greatly influence
the amount of energy collected by the sensor and should
be modeled and compensated. Finally, accurate radiometric
calibration of the sensor is required in order to estimate the
collected absolute amount of energy.

In this standard approach, several parameters required by
the causal models need to be estimated or assumed by inject-
ing prior knowledge in the data interpretation models. Es-
timation of those parameters typically requires a significant
amount of time of high level experts, the complement of ad-
ditional models and assumptions (for example atmospheric
and weather models) and field measurements surveys with
specialized devices as spectrometers. In this paradigm, the
causal modeling is rigidly tailored around a single sensor and
requires high stability of the input data, together with stability
of the reflectance characteristics of the target to be detected.

The standard image information extraction paradigm with
high or very high resolution data input is typically applica-
ble in single-scene or limited-number-of-scenes data scenar-
ios where human intervention and costs of image processing
and domain experts may be deployed for each single data set.

So far, cost-effective automatic information retrieval in
real-world large data scenarios using this standard paradigm
has been demonstrated mostly for low or moderate spatial res-
olution mono-sensor data, collected from platforms allowing
high temporal resolution (at least daily) data collection. This
is due to the fact that the observation of long data time se-
ries improves stability of the data helping the compensation
of the arbitrary weather, seasonal and illumination effects on
the data. Moreover, data interpretation models may take in
to account the specific spectral-temporal patterns improving
improving the automatic information gathering performances
[10].

Apart from the above conditions, the adoption of the
classical paradigm may show chances of success in pres-
ence of highly stable and weather almost-independent RS
data as TanDEM-X data [3] allowing the definition of stable
thresholds in the image feature space discriminating between
information and background. Apart from the above exam-
ple, global decameter resolution scenarios including passive
RS data seems more difficult to manage with the standard
paradigm: it is very rare to find stable thresholds in the fea-
ture space allowing satisfactory distinction between target
information and background in all the scenes under pro-
cessing. In these cases information extraction must rely on
supervised classification procedures that require huge manual
efforts in training set collection and parameters tuning and

produce large computational costs [4]. In addition, classi-
fication procedure must be complemented by GIS masking
procedures compensating large automatic commission errors
[2].

4. ALTERNATIVE PARADIGM

4.1. Machine Learning

Alternative to the classical automatic image interpretation
paradigms have been proposed: they try to bypass some of
the modeling steps required in the standard causal paradigm,
by making them implicit in the machine learning and classi-
fication phase that includes the collection of target examples.
A large number of machine learning approaches are cur-
rently used in state-of-the art image information retrieval:
they include supervised learning techniques as logistic re-
gression, linear regression, decision trees and support vector
machines; meta (ensemble) learning algorithms as boosting
and bagging; unsupervised learning algorithms for clustering,
dimensionality reduction, and density estimation; and feature
learning algorithms as the auto-encoder, just to name a few
popular. It is worth noting that historically those algorithms
have been designed and tested on small to medium data in-
stances (if compared with RS high resolution data scenarios)
with a moderate to large number of attributes or features [11].
According to [11], the following challenges are still open in
geospatial Big Data machine learning: i) big data volume
needs to deal with a number of training examples beyond
current in-memory processing capability, ii) big data variety
creates feature dimensionality beyond computing capability,
iii) big data variety increases learning complexity so as not be
doable in a meaningful time frame, and iv) big data velocity
places requirements on the time efficiency of both learning
and classification which are not attainable.

The above mentioned computational challenges are in-
terlinked with the challenging use requirements of the RS-
derived information as compared with other Big Data success
stories, as web text or multimedia content retrieval. A web
search task typically ends with a list of few links to the needed
information and it will be successful if in the top ranking list
there are relevant items. On the contrary, Big RS Data ex-
ercises must face the fact that the requirements are often to
provide a complete classified map of the universe under anal-
ysis, including evaluation of omission and commission errors.
In the later case, the error must be evaluated on the whole uni-
verse, and not only on the few top ranking items.

4.2. Big Data Classification

Global fine-scale image information extraction tasks have
some similarities with the Big Data Analytics, especially
regarding the volume, variety, collection parameters arbitrari-
ness, inconsistencies and partially unstructured nature of the
input data. In this frame a new approach has been proposed
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for solving fully automated image information extraction
tasks [5]. In this new approach, the automatic information
retrieval is solved in few basic steps i) use of robust and effec-
tive image features reducing the impact of not-calibrated data
input and arbitrary illumination conditions [12] ii) radical re-
duction of computational complexity of the feature extraction
phase, while maintaining a multi-scale description capacity
[13], iii) optimization of the I/O during the processing phase
by design of new data models and general-purpose multi-
scale information compression models [14], and iv) learning
and classification phase re-designed as downstream infor-
mation calibration technique systematically comparing the
standardized data instances (image features) with any arbi-
trary set of labels expressing high level abstraction meaning.
The optimized and invariant set of image features standard-
ized in a global multi-scale quad-tree structure is passed to
the learning and classification phase trough a discrete field
of image descriptors (DFID) data structure increasing spatial
consistency of heterogeneous multi-sensor inputs. In this
phase, joint frequency distribution and associative rules (AR)
analysis [15, 16] are performed to map the image feature
space to the decision space. AR data classification applied
to the DFID can uses as training sets globally-available prior
knowledge sources as low-resolution population grids and
satellite-derived global land cover, or crowd sources as open
street map (OSM) vector data [5].

As opposed to the standard image classification paradigm,
the above examples assumes the data input is by nature un-
stable as precarious are the relations between input data and
target information to be found in the images. To model all
the conditions needed for the successful application of causal
inferential reasoning is assumed too expensive or unfeasible
because of data or metadata quality issues: consequently it is
abandoned in favor of systematic analysis of the relations be-
tween available data at different scales and different semantic
abstraction levels. Instead than investing human and compu-
tational time looking for causal ‘laws’ linking data with infor-
mation, the focus of the new approach is in efficient features
extraction and learning schemas, allowing fast analysis of the
relations between different available data sources. In the pro-
posed new paradigm, decision maps linking data features with
information have low computational cost and they dont need
the intervention of human experts: consequently they may be
scalable to Big Data classification scenarios [17].

A part from information extraction tasks, Big Data clas-
sification scenarios need to rethink the evaluation and bench-
marking procedures applied to methods and information
products. In the new approach proposed by [5] bigger em-
phasis is provided to the analysis of computational costs
and robustness, consistency of the outputs of the automatic
inferential systems as compared to the classical paradigm
where almost only accuracy metrics are evaluated. This is in
line with recent efforts toward the definition of sustainable
benchmarking schema for Big Data and Big Data Analytics

applications [18, 19].

5. CONCLUSIONS

The volume, heterogeneity and inconsistency if the data
needed for fine-scale global-regional image information ex-
traction exercises have been linked with the characteristics of
Big Data Analytics. A difficulty to task the image classifica-
tion paradigms dominant in the remote sensing community
with fine-scale global-regional mapping has been highlighted.
The necessity of a paradigm shift in the machine learning and
data classification methods used in remote sensing applica-
tions has been suggested based on the few success stories
dealing with fine-scale global-regional image data classifi-
cation exercises. Moreover, the specific requirement of the
remote-sensing derived products in particular the necessity
to provide a complete classified map of the universe under
analysis, including evaluation of omission and commission
errors has been compared with the requirements of some
worldly-recognized successful Big Data mining examples
as web text or image mining. Finally, a list of open issues
where concentrate the efforts of research and development
for a sustainable image information gathering in the era of
Big Remote Sensing Data are outlined.
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ABSTRACT
Data assimilation is the science of combining observations
with numerical prediction models. It allows us to combine
heterogeneous data sets from e.g. several different satellites
with our best background knowledge of the system embed-
ded in a numerical model of the Earth. The data problem is
huge: not only do we have to store and import vast quan-
tities of satellite data, but also these data have to be com-
bined with very high-dimensional numerical models to pro-
vide a very high-dimensional best guess of what the Earth is
doing, including uncertainties. In this paper we describe the
data-assimilation problem in more detail and explore different
ways to make it practical for real systems, such as the Earth.

Index Terms— Data assimilation, Earth system model,
nonlinearities, observation impacts, errors of representativity.

1. INTRODUCTION

The launch of EO satellites over recent years has provided
a wealth of information about the physical and biogeochem-
ical properties of the Earth. Additional benefits can be de-
rived from a synthesis of all available data, both satellite and
ground-based, into mathematical models of the real world.
Such models are required for a quantitative understanding of
the highly complex Earth system and are essential for short
and medium term environmental forecasting (from hours to
decadal time scales), as already demonstrated by operational
weather forecasting. Data assimilation provides quantitative,
objective methods to infer the state of the Earth system from
heterogeneous, irregularly distributed and temporally incon-
sistent observational data with differing accuracies. For a
long time now, the solution to the data-assimilation problem
has been known. All information we have about a system can
be mathematically described by a probability density func-
tion, which just tells us how probable a certain event is. Data
assimilation combines two sources of information: the prob-
ability density (pdf) of our model of the system, and the pdf
of the observations of that system. Bayes theorem tells us
how to combine these two. The theorem itself is extremely
simple and tells us that the solution to the data-assimilation
problem is the pdf of the model given the observations. This
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pdf tells us via Bayes theorem that the probability that the
system is in a certain state is equal to the prior probabil-
ity of the system being in that state before the observations
are taken into account, times the probability of observations
given that model state. The theorem is completely general.
This paper explores some of the practical challenges of the
data-assimilation problem and some recent advances in data-
assimilation methods; for example, how to find efficient rep-
resentations of the full posterior pdf, how to develop tech-
niques for systems with strong nonlinearities, how to develop
coupled ocean-atmosphere systems where we need to deal
with multiple scales. On the observation side we will focus on
methods that specify the impact of observations on the data-
assimilation system and explore errors of representativity.

2. THE SIZE OF THE PROBLEM

A simple example will show us the size of the data assimi-
lation problem, and why data assimilation is in a league of
its own when it comes to ”big data” . As mentioned above,
data assimilation is about how probability density functions
change when new observations become available. Assume we
want to store the probability density function of a 100 dimen-
sional system. This sounds like peanuts as Earth system mod-
els typically have million to billion dimensional state vectors.
A probability density function gives the probability of each
possible event, in which an event is any combination of vari-
ables in the state vector. In practise only ’realistic’ events
have to be taken into account, e.g. an atmospheric tempera-
ture of 100o C at the Earth surface is perhaps possible, but not
realistic. So let us divide the realistic range into 10 bins, and
attach a probability to each of these bins. We could use more
bins in principle, but less starts to become really not enough.
We do this for each variable in the system, so 100 times. The
number we have to store in this simple case is 10100. Unfor-
tunately, there is no supercomputer in the world that can store
this quantity of numbers. To see this more clearly, we can put
this number in perspective by noting that the current estimate
of the number of atoms in the Universe is about 1080.

This simple example shows that much research is still
needed in data assimilation for high-dimensional systems. It
is also the reason why approximations have to be made. For
instance, one simplifying assumption is that the probability
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density functions are Gaussian (or normal). The advantage of
this assumption is that only two moments have to be stored,
the mean and the covariance. That will result is a huge data
reduction. However, for high-dimensional systems such as
Earth system models, this is still not good enough. The rea-
son is that one can store a million dimensional mean, but not
a million-squared dimensional covariance. Again, no super-
computer is big enough to store matrices of that size.

In the following we explore potential solutions to a few
data-assimilation problems using satellite observations.

3. NONLINEAR DATA ASIMILATION

With ever increasing model complexity, such as higher resolu-
tions and more refined physics, and ever increasing complex-
ity of the relation between model variables and direct satel-
lite observations, the data-assimilation problem is becoming
more and more nonlinear. This calls for fully nonlinear data-
assimilation methods that are efficient in systems of very high
dimension, up to dimensions of the order of a billion, with
data volumes of similar size. We have been able to develop
fully nonlinear data-assimilation methods based on particle
filters that can handle these high dimensional problems. In a
particle filter an ensemble of model runs, called particles, is
propagated forward in time towards the observations. Then
a fully nonlinear data assimilation step is performed on all
members of the ensemble to find a best estimate and its un-
certainty. The so-called Equivalent-Weights Particle Filter en-
sures that all particles are approximately equally important in
the ensemble by construction. This is a major breakthrough in
particle filtering, where typically one particle has much higher
weights than all the others. By ensuring equivalent impor-
tance (or equivalent weights) we ensure that all model runs
have been useful. Furthermore, a technical detail, because
the method is based properly on the exploitation of proposal
densities, we ensure at all times we are solving the correct
problem.

As a test case we compared the influence of the sampling
characteristics of two satellite altimeters, ERS and TOPEX, to
infer ocean circulation. Both are nadir-looking altimeters that
measure the distance between the satellite and the ocean sur-
face with an accuracy of a few cm. Since the satellite position
is known accurately this signal is a direct measurement of the
sea-surface height. However, this sea-surface height consists
of two basic variables, the height variations due to ocean cir-
culation and the shape of the gravity field, the geoid. With the
advent of the GOCE satellite we have a very precise estimate
of the geoid with an accuracy of a few cm at a 100km length
scale. So, by subtracting the geoid signal from the altimeter
signal we can derive the height of the sea surface due to ocean
circulation. There are still enormous technical difficulties in
this process, but the field is progressing rapidly and the first
results using the GOCE satellite look very promising. The re-
ally interesting part of this work is that as soon as we know

the geoid accurately we can revisit the older satellite altimeter
observations and reprocess the whole timeline from the early
90s up to present.

In our experiments we assume that this process has been
completed, so that we have absolute sea-surface topography
from both satellites. ERS has a recurrence period of 35 days
with a distance between satellite ground tracks of about 50
km, while TOPEX has a repeat orbit of 10 days with a dis-
tance between ground tracks of about 150km. Our goal is
to infer which configuration would be best to generate the
most accurate posterior pdf. The data-assimilation method
we use is the Equivalent-Weights Particle Filter with 32 en-
semble members, as described above. We compared the two
satellites with the ideal situation of a sampling of high space
and time resolution: every 30 km each day. We assumed an
observation error of 2.5 cm.

The observations along the satellite tracks are assimilated
into a shallow-water model of the ocean with a grid spac-
ing of 10 km. Since ERS has a repeat period of 35 days,
and TOPEX of 10 days, the track pattern is different every
day. Figure 1 shows the true sea-surface height and the en-
semble mean at day 100 from the Equivalent-weights parti-
cle filter using TOPEX observations. In fact, the layer thick-
ness e is displayed, related to the sea-surface height z by e =
200z, as this is the model variable. We can clearly see that
the assimilation is able to reconstruct the large-scale features,
but misses out on the smaller-scale details. A more quanti-

	  

Fig. 1. True layer thickness (or scaled sea-surface height)
at day 100 (left) compared with the mean of the Equivalent-
Weights Particle Filter ensemble assimilating TOPEX satel-
lite altimeter observations. The three satellite tracks avail-
able at day 100 are shown. The similarity between the two is
striking, although some small-scale features are different.

tative comparison is the difference between the true and the
ensemble mean displayed in Figure 2 All three satellite con-
figurations show very small errors, with spatial averages of
0.74cm for TOPEX, 0.75cm for ERS, and 0.65cm for the
ideal configuration. Using a fully nonlinear data-assimilation
method we can explore much more than mean and covariance.
Figure 3 shows pdfs of the sea-surface height at grid point
(130,130) in the model domain. We can see that the ideal
configurations has a very narrow pdf, showing a very good
knowledge of the true value of the sea-surface height given
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Fig. 2. Absolute value of the layer-thickness difference in m
between the truth and the ensemble means using observations
from the ideal configuration (left), ERS (middle) and TOPEX
(right). The sea-surface height differences can be found by
dividing the values by 200. These differences are up to 5 cm,
but generally much lower.

by the green cross. The other two satellite configurations
show much broader pdfs, indicating less certainty of what the
true sea-surface height value is at this grid point. These two
also show signs of multi-modal pdfs, a feature that would be
completely missed using traditional data-assimilation meth-
ods like 4DVar or Ensemble Kalman Filters.

	  

Fig. 3. pdfs of the layer thickness at grid point (130,130)
in the model domain, with the truth given by the green cross
for the ideal configuration (left), ERS (middle), and TOPEX
(right). Note the narrow pdf for the ideal configuration, in-
dicating high certainty of the estimate, compared to broader
pdfs for the other configurations, with indications of multi-
modal behaviour.

4. OBSERVATION IMPACT: CHANNEL SELECTION

The assimilation of observations is expected to give us a bet-
ter understanding of the state, however it is clear that some
observations are more useful than others. For example some
observations may be more accurate and others may provide
information about a larger part of state space. It is therefore
important to understand the impact that individual observa-
tions and subsets of observations have on the best estimate
of the state and on its uncertainty. This information may be
used, for example, to objectively thin the vast amount of in-
formation available about the current state of the atmosphere
from satellite observations. One example is the IASI (Infrared
Atmospheric Sounding Interferometer) instrument that mea-
sures radiances emitted from the Earths atmosphere and sur-
face in 8461 channels. In many cases it is difficult to transmit,
store and assimilate such a large amount of data. A practical

solution to this has been to select a subset of a few hundred
channels based on those which contain the most useful infor-
mation.

	  

Fig. 4. Convergence of the sampling estimate of mutual infor-
mation for several IASI channels with number of samples on
the horizontal axis. Also shown are linear estimates of mutual
information as drawn lines, showing that for some channels
the linearization is good enough, e.g. channel 3244, but for
others it is very poor, e.g. channels 92 and 95.

The usefulness of observations for determining the best
state and its uncertainty is called the information content.
Several methods for objective channel selection have been
suggested for application to (variational) data assimilation.
These include linear mutual information and the degrees of
freedom for signal. To date, the calculation of these mea-
sures of information content have been based on the linear
theory, which is at the heart of operational (variational) data
assimilation. However the retrieval of information about the
atmosphere from the satellite radiances can be highly non-
linear. Here we look at a sampling method for calculating
the full nonlinear mutual information, which is free from as-
sumptions about the linearity of the relationship between the
observed radiances and the state variables.

We calculate the mutual information using samples from
the standard particle filter. Figure 4 shows the convergence
of the sampling method with number of samples along the
horizontal axis. The three lines show a linear estimate of mu-

Recent Advances in Data Assimilation

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

14 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


tual information linearised around the true value (black), and
around the true value plus and minus one standard deviation
of the prior error (red and blue). Although the linearization
does perform well in some cases, see e.g. channel 3244, it is
completely incorrect in other cases, e.g. channels 92 and 95.

This has an impact on the choice of channels for thinning
the data. The channel selection is performed sequentially.
First mutual information is calculated for each channel and
the channel with the highest mutual information is selected.
This is then repeated with the selected channels removed from
the list each time until the desired number of channels are se-
lected. To improve the efficiency of the selection process it
was found necessary to combine the standard particle filter
with a Gaussian mixture model of the posterior pdf.This al-
leviated the sampling problem and Figure 5 shows an exam-
ple of channel selection for 10 IASI channels. The nonlinear
method is compared to the standard linear method, showing
that the selection can be incorrect using the linear method.

	  

Fig. 5. Channel selection using the full nonlinear mutual in-
formation, the standard linear method, and the effective sam-
ple size. Note that the linear method produces the wrong
channel order, and that the effective sample size remains high
when the Gaussian mixture approximation is used.

5. CORRELATED OBSERVATION ERRORS

Observation errors are usually assumed to be uncorrelated.
This leads to a diagonal observation error covariance ma-
trix, which eases the assimilation of millions of satellite
observations in e.g. numerical weather prediction. However,
even raw satellite observation errors are often correlated,
and it has been shown that using the actual correlated errors
leeds to much better data-assimilation results. Furthermore,
when these observations are assimilated into a numerical
model with lower spatial resolution another type of error
is introduced. It is called the error of representativity, or
representation error in short, which arises from the fact that
model and observation represent the real world differently,
i.e. at different resolution. This means that the observations
contain processes that the model cannot represent. These
representation errors are almost always correlated.

Taking these correlations into account will dramatically
increase the computational burden because more numbers

have to be stored and used in the calculations, and also the
calculations themselves become much more complicated.
For example, the inverse of a correlated error matrix is much
more involved than that of a diagonal one (which is trivial).

In Figure 6 we show an example of the representation er-
ror in the operational numerical weather prediction model of
the Met Office in the UK, showing that these errors can be
substantial and are highly dependent on the behaviour of the
weather at the moment the observations are made.

	  
Fig. 6. Representativity error standard deviation with model
level height with 32 direct observations (every model grid
point observed). a) Temperature b) log(Specific humidity).

6. SUMMARY AND CONCLUSIONS

We have shown that assimilation of satellite observations in
numerical models is a big data problem, and showed several
areas where we have been able to reduce the size of the prob-
lem in efficient ways. Concluding we argue that since satellite
observations will undoubtedly be combined with numerical
models to optimally extract information about the evolution
of the Earth system, data assimilation should be high on the
agenda of the space agencies, and, related, uncertainty quan-
tification of the satellite observations is of vital importance to
do this properly.
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ABSTRACT

The European Centre for Medium-Range Weather Forecasts
(ECMWF) has developed a prototype assimilation system that
incorporates simultaneously ocean and atmospheric observa-
tions in a coupled ocean-atmosphere model. This coupled as-
similation system is based on an incremental variational ap-
proach where the misfits with ocean and atmospheric obser-
vations are computed by the ECMWF coupled model. The
ocean and the atmosphere share a common 24-hour assimi-
lation window but still run separate inner loops yielding to
the computation of separate increments. The framework is
aimed at being flexible enough to adapt to climate reanaly-
sis, as well as to the coupled initialisation of medium range,
monthly and seasonal forecasting activities. This proceeding
describes the ECMWF operational assimilation system and
the new coupled ocean-atmosphere assimilation system. The
benefits of the coupled model for medium-range forecasting
are confirmed over the short period August-September 2010.
Emphasis has been put on the impact of the coupled analysis
to initialise these forecasts.

Index Terms— Coupled data assimilation, coupled anal-
ysis, coupled medium-range forecast

1. DESCRIPTION OF THE ASSIMILATION
SYSTEMS

In the ECMWF operational assimilation system, ocean and
atmospheric analyses are produced separately by two un-
coupled assimilation systems. The atmospheric analysis is
produced by an incremental 4D variational approach (left
panel of Figure 1). The outer loop integrates the IFS at-
mospheric model and the WAM wave model, producing a
4-dimensional state estimate and observation misfits. The
inner loop then solves a linearised version of the variational
formulation for the control variable increment. The com-
putation of several outer iterations is required to deal with
the model nonlinearities and allow the convergence. During
the assimilation process, the surface boundary condition of
the atmospheric model is prescribed using a gridded SST
analysis product. Once the atmospheric analysis has been
computed, the ocean assimilation is performed with an incre-
mental 3DFGAT variational approach where the observation

Thanks to ESA-Data Assimilation for funding.

Fig. 1. Schematic diagram of an ECMWF operational-like
assimilation system. Yellow boxes represent model inte-
grations, while diamonds represent increment computations.
This diagram illustrates the computation of two outer itera-
tions of the incremental variational method.

misfits are computed by the uncoupled NEMO ocean model
(right panel of Figure 1). Rather than assimilating Sea Sur-
face Temperature (SST) observational data, a gridded SST
analysis product is used to constrain the upper level ocean
temperature via a Newtonian relaxation scheme. At this end,
a weighted relaxation term is added on the right hand side
of the SST prognostic equation that forces the integration
towards the analysis product. The relaxation coefficient is set
to −200W/m2/C, equivalent to about a 2-3 day timescale
over a depth of 10 meters [1]. To carry forward in time the
atmospheric and ocean analyses to the next assimilation cy-
cle, the uncoupled version of IFS and NEMO models are
used respectively. In this context, the ECMWF operational
assimilation system does not produce dynamically ocean and
atmospheric feedbacks during the assimilation processes.

ECMWF has started to develop at the end of 2012 a cou-
pled assimilation system that incorporates ocean and atmo-
spheric observations into a coupled ocean-atmosphere model
using an incremental variational approach. The initial ob-
jectives were to produce a system that is viable for ocean-
atmosphere 20th century climate reanalysis and for an even-
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tual application to the operational medium range, monthly
and seasonal forecasting systems. The system has been called
CERA which refers to Coupled ECMWF ReAnalysis. This
coupled assimilation system is based on the ECMWF coupled
model that includes the IFS atmospheric model, the WAM
wave model and the NEMO ocean model. In the newly de-
veloped coupled ocean-wave-atmosphere system all compo-
nents are integrated into the same executable with a sequential
calling of each components [2]. The coupling time step has
been set to one hour to enhance the exchange of information
between the three components. The resolution of the atmo-
spheric model is set to T159L137 (IFS version 40R1) which
corresponds to a 1.125 degree horizontal grid with 137 ver-
tical levels going up to 0.1 hPa. The ocean model (NEMO
version 3.4) uses the ORCA1 grid which has roughly a 1-
degree horizontal resolution. The ocean vertical resolution is
based on 42 levels going down to 5350 meters with a first
layer thickness of 10 meters. The horizontal resolution of the
wave model in the CERA system is 1.5 degree with a wave
spectra discretised using 12 directions and 25 frequencies.

The coupled analysis computed by the CERA system is
based on an incremental variational approach that uses the
ECMWF ocean-wave-atmosphere coupled model to assimi-
late simultaneously ocean and atmospheric observations from
a common 24-hour assimilation window (Figure 2). The outer
loop integrates the coupled model, producing a 4-dimensional
state estimate and observation misfits. The inner loop then
solves in parallel a linearised version of the variational for-
mulation for the ocean and the atmospheric components. The
coupled ocean-atmosphere analysis is carried forward in time
by the coupled model to the next assimilation window. In
the current implementation, the CERA system computes two
outer iterations to produce the ocean and atmospheric analy-
sis. In the context of coupled assimilation, performing sev-
eral outer iterations provides an extra advantage as it allows
the observations from one component to affect the other com-
ponent through the exchange of physical fields during the
coupled model integration used for the misfit computation.
Computing several outer iterations is a further step in the de-
velopment of coupled assimilation system regarding the pro-
duction of a well-balanced coupled state. The SST has to be
constrained to avoid the rapidly-growing bias of the coupled
model while allowing the simulation of relevant coupled in-
teractions. SST in the CERA system is treated with the same
relaxation method as in the ocean component of the ECMWF
operational assimilation system.

2. ASSIMILATED OBSERVATIONS

The CERA system is capable of assimilating a large num-
ber of observations from various sources using its variational
approach. In the ocean part, the EN3 observations dataset
from the Met Office Hadley Centre is currently used [3]. This
dataset contains observed subsurface ocean temperature and

Fig. 2. Schematic diagram of the CERA coupled assimilation
system. Yellow boxes represent model integrations, while di-
amonds represent increment computations. This diagram il-
lustrates the computation of two outer iterations of the incre-
mental variational method.

salinity profiles with data quality information. The first part
of Table 1 gives information about the type and the amount of
assimilated observations that are used to produce the profiles
for September 2010. In the atmospheric component, conven-
tional and satellite observations are assimilated based on the
ECMWF atmospheric dataset used to produce the operational
ECMWF analysis. They are summarised in the second part of
Table 1 for September 2010. Depending on the time period,
the CERA system can use different gridded SST in its relax-
ation scheme. OSTIA analysis is used for experiments from
January 2010 to present [4]. For longer climate studies that
require data temporal consistency, HadISST2 analyses pro-
duced by the Met Office Hadley Centre are available from
January 1899 to December 2010 [5].

3. MEDIUM-RANGE FORECAST SKILL SCORES

To draw a fair comparison between the two systems presented
in Section 1, an ECMWF operational-like assimilation sys-
tem has been set up using the same resolution, model cycle
and 24-hour assimilation window as the CERA system. Both
systems assimilate the same ocean and atmospheric observa-
tional datasets with the same computational effort. The SST
relaxation performed in the NEMO model of both systems
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Ocean observation type Ocean variable Number of daily
assimilated observations

CTD/ARGO/Moorings Temperature 25k
Salinity 25k

XBT Temperature 1k

Atmospheric observation type Atmospheric variable
Weather stations Surface pressure 100k

Ships and buoys Surface pressure 22k
10m wind direction/force 7k

Radiosondes and profilers upper air wind direction/force 230k
upper air temperature 55k
Specific humidity 30k

Aircraft report Upper air wind direction/force 300k
Temperature 150k

Satellite sounding Radiance 2600k
Radio occultation bending angle 400k
10m wind direction/force 70k
Atmospheric motion winds 200k

Wave observation type Wave variable
Altimeters Wave height 60k

Table 1. List of variables assimilated by the CERA system sorted by observation type, for September 2010

uses the same SST gridded product with the same relaxation
coefficient (−200W/m2/C). The CERA and operational-
like systems have been run over the 2-month periods August
2010 - September 2010 and December 2010 - January 2011,
using the OSTIA analysis for the relaxation scheme in the
NEMO model and for the prescription in the atmospheric un-
coupled system. The benchmarking is performed for Septem-
ber 2010 and January 2011 considering the first month as the
spin-up of the assimilation processes.

To assess the impact of the coupled model for atmo-
spheric forecasting, the 30 uncoupled analyses produced by
the ECMWF operational-like assimilation system for Septem-
ber 2010 and January 2011 are used to initialise uncoupled
and coupled 10-day forecasts. The top panel of Figure 3
represents the RMSE for the SST 10-day forecasts in four
different areas for September 2010 using the OSTIA analysis
as reference. The uncoupled forecast skill scores are repre-
sented in green, while the coupled forecast skill scores are
in red. The small RMSE of the uncoupled forecasts (green
lines) at day 0 is not surprising. Indeed, the OSTIA product
has been prescribed in the atmospheric part of the uncoupled
analysis and used as reference in the RMSE computation.
This means that the initial RMSE in the uncoupled forecasts
is only due to interpolation errors between the OSTIA grid
and the IFS atmospheric grid. As the days go by, the quality
of the uncoupled forecasts deteriorates as the atmosphere is
forced during the model integration by persisted SST anoma-
lies computed from a climatology. In the coupled forecasts
(red lines), the SST analysis comes from the ocean part where
a relaxation towards the OSTIA analysis has been applied in
the assimilation process. As this relaxation constrains less the
interface, the coupled forecasts starts from an initial SST state
that is a little bit farther of the reference. However, the ocean
and the atmosphere evolve freely and harmoniously within
the coupled model during forecasts. The coupled model ap-

pears to reduce the error growth during the 10-day forecasts
which allows to beat the uncoupled forecasts when the initial
RMSE is not too large.

The CERA system has been designed to produce coupled
analyses which are dynamically consistent with respect to the
coupled model. At the end of each assimilation cycle, a cou-
pled 10-day forecasts initialised by the CERA coupled analy-
sis is produced. The RMSE of the 10-day forecasts produced
by the CERA system has been plotted in black in Figure 3 for
the SST. Comparing the CERA forecasts (black lines) with
the coupled forecast from uncoupled analysis (red lines) aims
to measure the effect of the coupled assimilation scheme im-
plemented in the CERA system. The CERA forecasts (black
lines) shows slightly different RMSE in the SST compared to
the coupled forecasts from uncoupled analysis (red lines). As
both types of forecasts are computed using the same coupled
model, the differences are due to the analyses used as initial
conditions. The difference in the Tropics is further analysed
in Figure 4 where temperature forecast scores are computed
over the Eastern Tropical Pacific at 1000 hPa, 700 hPa and
500 hPa. In this region, the use of a coupled analysis to ini-
tialise the coupled forecast has a significant positive impact
on temperature at 1000 hPa that spreads in the upper atmo-
sphere.

4. CONCLUSION

A coupled assimilation system has been implemented at
ECMWF using an incremental variational approach with a
24-hour assimilation window. This system is capable of
assimilating simultaneously ocean and atmospheric observa-
tions into the ECMWF coupled model. The coupled model
shows a small SST error growth in the medium-range fore-
casts which allows to beat the uncoupled forecasts when
the initial error is small. It also beats the uncoupled fore-
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September 2010
North Atlantic North Pacific Tropics Extra-tropical Southern Hemisphere

January 2011
North Atlantic North Pacific Tropics Extra-tropical Southern Hemisphere

Fig. 3. Root mean square error (RMSE) of the 10-day forecast for the SST in four different areas for September 2010 (top
panel) and January 2011 (bottom panel). The green curve represents the uncoupled forecast from the uncoupled analysis, the
red curve represents the coupled forecast from the uncoupled analysis, while the black curve represents the coupled forecast
from the coupled analysis produced by the CERA system. The OSTIA SST analysis is used as reference.

Eastern Tropical Pacific - 1000 hPa Eastern Tropical Pacific - 700 hPa Eastern Tropical Pacific - 500 hPa

Fig. 4. Root mean square error (RMSE) of the 10-day forecast for the temperature in the Eastern Tropical Pacific at 1000 hPa,
700 hPa and 500 hPa for September 2010. The green curve represents the uncoupled forecast from the uncoupled analysis, the
red curve represents the coupled forecast from the uncoupled analysis, while the black curve represents the coupled forecast
from the coupled analysis produced by the CERA system. The ECMWF operational analysis is use as reference in the RMSE
computation.

casts when errors in SST persistence are large (shallow mixe
layer regimes, Tropical Instability Waves, among others).
The impact of using a coupled assimilation system to ini-
tialise coupled 10-day forecasts has been also illustrated.
The temperature skill scores are significantly improved in the
Eastern Tropical Pacific while the coupled 10-day forecasts
are initialised by the coupled analysis produced by the CERA
system. This positive impact spreads in the upper atmosphere
at 700 hPa and 500 hPa. From these conclusions, the CERA
system can be considered as an efficient tool to produce initial
conditions for coupled medium-range forecasts.
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ABSTRACT

We explore the problem of quantifying land surface parameters from
Earth Observation (EO) data using Data Assimilation (DA) tech-
niques. We introduce a variational scheme that allows for the flexible
combination of different a priori constraints, as well as cleanly al-
lowing the inclusion of different types of observations, and their in-
terpretation using physically-based models of radiative transfer. The
inference process is effectively a cost function minimisation exer-
cise, which becomes impractical due to the computational cost of the
physical models. To ameliorate this situation, we introduce Gaus-
sian Process (GP) emulators to do very fast approximations of the
physical models, as well as estimating their gradient so that quasi
Newton gradient descent mechanisms can be used. We demonstrate
the feasability of this scheme with a synthetic example combining
Sentinel-2/MSI and Landsat 8 data, showing a marked reductio of
uncertainty in the estimated parameters.

Index Terms— Earth Observation, emulation, data assimilation,
land surface parameters, dynamic global vegetation models

1. INTRODUCTION

Climate change, food security, loss of biodiversity and ecosystem
services are important societal and scientific challenges that need to
be addressed on a global scale. In this context, Earth Observation
(EO) using (but not limited to) space borne sensors presents the pos-
sibility of acquiring data on the state of the land surface in a timely
manner, with an adequate spatial resolution. As different agencies
launch different sensors and sensor constellations, the question of
optimally using all the data in a coherent way to produce useful
estimates of the state of the land surface is raised. In this contri-
bution, the state of the surface refers to land surface parameters,
typically related to process that control water, heat and carbon ex-
change, such as leaf area index (LAI), canopy chlorophyll concen-
tration, soil moisture content, aerosol optical thickness, atmospheric
water vapour content, . . .

The use of different sensors, with different spatial, temporal and
spectral characteristics requires interpretation of the raw measure-
ments (e.g. radiance, brightness temperature, ...) to infer land sur-
face parameters. This necessitates the use of physical models based
on radiative transfer (RT) theory [1]. A Bayesian treatment of the as-
sociated inverse problem (to retrieve the parameters from the obser-
vations using a RT model) is natural, seeking to find the probability
density of the land surface parameters conditional on the available
observations, and any extra prior constraints. Given the limited in-
formation content in the observations, noise and non-linearities, it is
important to add sufficient prior information to reduce the uncertain-
ties in retrieved parameters. In this contribution, we detail the use

of variational techniques to solve the inverse problem, introducing
simple Markov random field (MRF) prior constraints.

Variational approaches for the problem at hand are not, on their
own, practical due to the complexity of the RT codes. We explore
and demonstrate the use of Gaussian Process (GP) emulators to
produce fast statistical equivalents of the complex RT models, and
demonstrate their use in a simple synthetic DA experiment optimally
combining data from different sensors.

2. VARIATIONAL DATA ASSIMILATION AND
BIOPHYSICAL PARAMETER INVERSION

Variational DA approaches such as 3DVAR and 4DVAR assume that
the likelihood and prior functions are Gaussians. The posterior is
the product of two Gaussians and assuming that there are no non-
linearities inside them (or not that these are not too strong), we
have that the posterior is also Gaussian. The maximum a poste-
riori (MAP) estimate can be found simply by minimising the log-
posterior using numerical methods. Effectively, the DA problem
is made into a cost function minimisation problem, which can be
solved efficiently if partial derivatives of the (log)prior and (log) like-
lihood function are available using gradient descent methods. The
uncertainty of the posterior estimate (here given by the covariance
matrix of the posterior distribution) can be estimated from the Hes-
sian matrix at the MAP point, which in the case of a Gaussian distri-
bution is just the inverse of the covariance matrix.

In this case, we take the Bayesian framework and split it into
three components: a “fit to the observations” component (log-
likelihood), a simple prior and a “fit to a model” component. If x is
the state vector, the procedure is then given by [2]

min
x
{J(x)} = min

x
{Jobs(x) + Jmodel(x) + Jprior(x)} . (1)

The likelihood takes the observations into account. As men-
tioned in Section 1, we need to map from the observation space (re-
flectance, radiance, etc) into land surface parameters using a phys-
ical model. The state of the land surface, x (which could include
e.g. LAI, canopy chlorophyll, etc for a temporal period) is mapped
to match the magnitude of the observations y using a so-called ob-
servation operator (the RT model)H(x). The uncertainty in the ob-
servations is encoded in a covariance matrix Cobs (remember the
assumption of Gaussian distribution of errors).The log-likelihood is
given by

Jobs(x) =
1

2
(H(x)− y)>C−1

obs (H(x)− y) . (2)

The other term that makes up the posterior is the prior. The assump-
tion of a Gaussian prior results in a function very similar to Eq. 2:

Jprior(x) =
1

2
(x− xprior)

>C−1
prior (x− xprior) . (3)
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In some cases, dynamic vegetation models (DGVMs) can be used
to provide an estimate of the temporal evolution of e.g. LAI. In this
case, the prior contribution of the model (assumed independent from
the prior in Eq. 3) states that the residual between x and the model
predictions is Gaussian, with a covariance given by Cmodel. This
matrix encodes how much we trust the dynamic model. The relevant
cost function is then

Jmodel(x) =
1

2
(M(x)− x)>C−1

model (M(x)− x) . (4)

DGVMs are unlikely to provide dynamics for all the parameter
that control the EO signal. These include leaf area index (LAI), but
also leaf chlorophyll content, leaf water, soil reflectance and rough-
ness... While DGVMs might actually model the temporal evolution
of LAI, the other parameters would need to be left unconstrained
by a model. Likewise, there are no models that can be practically
deployed to predict the spatial evolution of parameters. These defi-
ciencies have made the direct application of DA frameworks com-
plicated. However, if we treat the model as part of the prior, we can
deploy concepts of smoothness in the temporal and spatial evolu-
tion of these parameters effectively as a model. Rather than using a
full-fledged model in M, we can use a simple model that encodes
the observation that parameters in the land surface tend to change
slowly, or xk+1 = xk + ε, where ε is Gaussian distributed with a
variance σ2

model. This simple model can be used for many parame-
ters at the kind of time scales we are likely to encounter. We note that
this is in effect a Markov Random Field (MRF) prior. As well as pro-
viding an additional constraint to the inversion of the observations,
having a model also provides for interpolation between observations.
If the model is applied spatially, then it allows for simple blending of
data at different spatial resolutions, even with gaps. This requires to
implement the different sensors’ instantaneous field of view (IFOV)
integration in the observation operatorH in Eq. 2.

The model as described in Eq. 4 is implemented as a weak
constraint: the solution need not be in the space of the model. How
much the solution deviates from the model is controlled by Cmodel.
Clearly, attaching some sense of numerical uncertainty to vague
models such as the ones described in the previous paragraph is com-
plicated. We treat this uncertainty as a hyperparameter that needs to
be estimated from the data. There are several ways of doing this, but
conceptually the simplest is cross-validation: a set of observations
is left out, the problem is solved for different uncertainty values,
and the solution that (in some sense) better predicts the left-out
observation is chosen.

3. TOWARDS PRACTICAL DA: EMULATION

In Section 2, the DA problem is cast as a function minimisation.
This requires evaluating the different cost functions, and their gradi-
ents and Hessian matrices. As gradient descent methods are iterative,
minimisation typically requires many iterations. We are faced with
two problems: (i) RT codes very rarely come with gradient calcula-
tions and (ii) RT codes are computationally very expensive. A way
to deal with the first problem is to write an adjoint for the RT code.
Unfortunately, even with automatic differentiation tools, obtaining
adjoints is laborious, and the second limitation introduced above is
still present: the RT codes are still very slow.

A way to improve on this situation is to use emulators, statistical
approximations to the computationally expensive RT model that are
very fast. The requirements of a useful emulators are

1. Speed.

2. Dealing with strongly non-linear functions.

3. Able to estimate the uncertainty of the approximation.

4. Provide an approximation to the gradient (and Hessian).

5. Require a low/moderate number of runs of the original model
to train.

6. Ability to predict multivariate output.

Although there are several different approaches, Gaussian Pro-
cesses (GPs) [3, 4] meet all the requirements. The original model
is run for a “training set” of input parameters, and GPs are then
trained on the training set of input parameters and associated out-
puts. The training set is produced by using space-filling scheme,
such as a Latin hypercube covering the ranges of the input param-
eters (other schemes will also work). The training set is then used
as an input to the model that we want to emulate (typically referred
to as the simulator). The paired inputs/outputs set is used for train-
ing. Note that running the simulator forward over the training set
is embarrassingly parallel, and it only needs to be done once. After
the training set is produced, it will be used to produce an inference
on the emulated function when a new input vector is requested. The
Bayesian approach requires setting up a prior, which in this case is
a Gaussian Process (an extension of the normal distribution to func-
tions), ultimately requiring only a mean and a covariance function.
The mean function is typically assumed to be 0 for simplicity, so the
user will only require selecting a covariance function, k(x,x′). The
covariance function indicates how much weight to put on samples at
other locations. A typical choice is to use the

k(x,x′) = ν2 exp

[
−1

2

(
x− x′

)
W

(
x− x′

)>
]
. (5)

In Eq. 5, ν2 describes the signal variance, whereas the diagonal ma-
trix W encodes the roughness (or smoothness) along each input di-
mension. Additionally, we can see that the value of the diagonal
elements of W inform on the relevance of the particular input pa-
rameter. These two sets of values (often called hyperparameters),
need to be estimated. This can be done as part of the overall infer-
ence/DA problem, but they can also be estimated by maximum like-
lihood (e.g. [4]). The latter is implemented using a gradient descent
algorithm. To account for the presence of local minima, the gradient
descent algorithm is started randomly at several different locations,
and the best solution is chosen. Note that once the hyperparameters
have been selected, they can be stored, and also the different tries can
be run in parallel trivially, although the procedure only takes about
a couple of minutes on a contemporary laptop. Once the training set
and hyperparameters have been elucidated, we can predict the value
of the emulated function at a new location x∗, and it will be given
by a mean and covariance estimate:

µ∗ = k>∗ (K+ ν2I)−1tN . (6)

σ2
∗ = k∗∗ − k>∗ (K+ ν2I)−1k∗. (7)

Here, k∗ denotes the covariance between the training samples XN

and the sample x∗, whose prediction we are interested in. K is the
covariance between the pairs of training samples, and k∗∗ is given
by k(x∗,x∗). tN is the training set output. Note that the estimate
of partial derivatives is very straightforward, as in Eq. 6, only k∗ is
dependent on x∗.

In Fig. 1 we show the ability of GPs to emulate top-of-
atmosphere reflectance for the SPOT4 wavebands, obtained by
coupling the PROSAIL [5] soil-leaf-canopy RT model with the 6S
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atmospheric RT model [6] (assuming the surface BRDF is Lam-
bertian for simplicity, although more complex/realistic scenarios
can be envisaged). Using only 150 training samples, we are able
to accurately emulate a complex soil-canopy-atmosphere radiative
transfer model, obtaining as well an estimation of the gradient of
the coupled model. The simulator takes between 3 and 4 minutes
to run on a contemporary laptop, whereas on that same computer,
the emulations take on average 2 ms, including the evaluation of
the gradient, a task that would require a complex re-factoring of the
codes, as well as modifications to cope with the requirements of
automatic differentiation techniques.
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Fig. 1: Results of validation of the emulated PROSAIL+6S coupled RT models (y-axis)
derived from 150 model runs with the true model for an independent input parameter
sample.

In Fig. 2 we demonstrate the ability of the GPs to emulate mul-
tivariate output, in this case, a full spectrum in the reflective optical
domain simulated from a combination of a soil, leaf and canopy RT
code. Again, we note the excellent predictive ability of the GP. With
sufficient training, we can ensure that

(
C−1

obs +C−1
emulator

)−1 ∼
Cobs, in other words, we can ignore the emulation error.

4. GAUSSIAN PROCESS EMULATION IN PRACTICE:
EOLDAS NG

Using the eoldas ng tool1, a variational system is demonstrated
with a synthetic experiment combining Landsat 8 and Sentinel-2 ob-
servations over a mid-latitude setting with typical cloudiness statis-
tics. In the first column of Fig. 3, we see the result of using only
the Landsat 8 observations, with associated large errors and big gaps
due to revisit frequency and cloudiness. We also show the effect of
applying the dynamic model introduced in 2, which not only reduces
the uncertainty, but also interpolates where no observations are avail-
able. The second column shows the results for Sentinel-2, assuming

1http://github.com/jgomezdans/eoldas_ng
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Fig. 2: Emulating the spectral output of the PROSAIl model with GPs. Full lines show
the complete model output, dashed lines show emulation.

a revisit frequency of 5 days. The larger number of observations and
wavebands still result in high uncertainty, although this is improved
with the DA. Finally, the third column shows the result of combining
the Landsat and Sentinel-2 observations. We see that there is little
benefit over the Sentinel-2, only a minor reduction in uncertainty. In
Fig. 4, we show the posterior correlation matrix, which holds im-
portant information in how different parameters in the retrieval are
correlated. The matrix is better seen as a 3 × 3 block matrix. The
main diagonal is the state variance (so equal to one in Fig. 4). The
off-diagonal elements along the main diagonal block matrix repre-
sent the temporal correlations between the parameters. The main
diagonal elements of the block matrices outside the main diagonal
blocks represent the correlations between the different parameters at
different dates, e.g. we can see a fairly strong negative correlation
between leaf water and LAI at the beginning and end of the assimi-
lation period, that turns positive in the middle (when leaves are ac-
tually present). Note that as more data becomes available, insights
gained about correlations between parameters can be used as con-
straints to the system (e.g. by imposing Cprior in Eq. 3), reducing
the uncertainty in what can be poorly constrained parameters.

Fig. 4: The posterior correlation matrix for the combined experiment in Fig. 3.
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Fig. 3: Effect of DA on retrieval of LAI (top row), leaf chlorophyll (middle row) and leaf water (bottom row) from Landsat 8 (left column), Sentinel-2 (middle column) and a
combination of both (left column). The single points and 90% CI errorbars indicate single observation retrieval, the red lines are the DA solution (with 90% CI). The dashed lines
show the ”true” trajectory of the parameters.

5. CONCLUDING REMARKS

DA appears to provide a robust inversion of physical models that
are used to interpret EO data. Adding extra prior information re-
sults in very significant reductions of uncertainty, and the ability to
combine different types of observations seamlessly, dealing with the
variability in spatial, temporal, spectral and acquisition characteris-
tics of each observation. All this is achieved by the use of physical
models that describe the radiative transfer processes that give rise
to the signal. Among the different constraints that can be deployed,
simple, empirical methods based on the expectation of smoothness
and continuity of the state result in marked improvements on our
ability to estimate the state of the land surface, but if seen as a very
simple model of the temporal/spatial trajectory of the state, provide a
consistent way to interpolate over periods where no data is available.

Although in this contribution we mainly deal with the optical
domain, there is no limitation in extending this to other domains
(e.g. thermal, passive microwaves), provided the physical models
used in both domains are compatible. This is likely to require some
work, as although the description of the scene is indeed similar, very
different assumptions need to be reconciled before a multi-domain
system is in place.

The variational implementation is very flexible (new observation
types can be easily appended to a cost function), but requires a cost
function minimisation that can be costly due to the iterative nature
of gradient descent methods, the computational cost of the physical
models used to interpret the data, and also requires access to the
gradient of any operator that goes into the function.

We introduce Gaussian process (GP) emulators as a practical
solution to the the slow physical models and the requirement of a
gradient. GPs are shown to perform very well with typical physi-
cal RT models, resulting in a very fast drop-in replacement for the
costly models. The gradients can be successfully used in quasi-
Newton gradient descent methods, and are demonstrated for a prob-
lem blending Sentinel-2/MSI and Landsat-8 observations. In con-
junction to the variational schemes introduced, it would appear that
these approaches are optimal in exploiting and making full use of the

stream of data that will be available in the Sentinel era. The proposed
scheme is currently being extended to cover other observational do-
mains, as well as producing improvements on its efficiency that will
allow these ideas to be applied to large, continental scale datasets
(see [7]).
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ABSTRACT 

 

The global carbon cycle community has worked in a data-poor 

environment, relying on sparse but high accuracy/precision 

measurements of atmospheric CO2. New space-borne sensors that 

observe sub-percent changes in integrated column abundances of 

CO2 are changing this environment. The NASA Orbiting Carbon 

Observatory-2 will provide O(105) observations of atmospheric 

CO2 per day. This data stream together with ongoing streams from 

the Japanese Greenhouse gases Observing SATellite (GOSAT) 

demand efficient data assimilation algorithms to estimate surface 

fluxes. We describe our recent analysis of GOSAT CO2:CH4 ratios 

to report on regional fluxes of these two gases. We also look to the 

future where we must use other atmospheric gases and associated 

land-surface properties to provide progressively reliable data 

products to inform government policy on climate change.  

 

Index Terms— GHGs, GOSAT, data 

assimilation 

 

1. INTRODUCTION 

 

The importance of carbon dioxide (CO2) as a 

greenhouse gas (GHG) in determining Earth’s climate is 

well established in the scientific community. We know with 

some uncertainty how much CO2 is emitted to the 

atmosphere from fossil fuel combustion and cement 

production, and to a lesser extent the source of land use 

change. We also know from sparse by highly 

accurate/precision surface measurements of CO2 mole 

fraction that atmospheric CO2 is increasing on the order of 

2ppm/year with substantial year-to-year variations; this 

amounts to approximately 45% of what is emitted. The 

remaining 55% is taken up by the land and ocean, the 

quantitative details of the responsible uptake processes are 

uncertain. The land biosphere uptake is the most uncertain 

estimate and is typically determined as the residual after we 

subtract the ocean biosphere uptake estimate from the 55%. 

Effective climate policies that demand structured reductions 

in GHG emissions require knowledge of sources to reduce. 

Consequently, there is a mismatch between scientific 

knowledge and policy requirements. 

Within a Bayesian inference framework, the surface 

mole fraction data have been used to infer continental scale 

CO2 flux estimates [1]. However, data coverage precludes 

robust estimates over tropical and high latitude ecosystems, 

where we have few additional data because of difficulties 

associated with maintaining a measurement programme over 

heterogeneous and hostile environments. 

The advent of new space-borne sensors that have the 

sensitivity to observe percent changes in the atmospheric 

dry-air CO2 column (XCO2) in the lower troposphere 

(where we expect the signature from surface exchange with 

the atmosphere to be greatest) provide unprecedented global 

coverage. However, these space-based measurements are 

relatively noisy compared to the ground-based data, with 

possible time and space-dependent.   

Here, we discuss our recent analysis of data from the 

Japanese Greenhouse gases Observing SATellite (GOSAT), 

which exemplifies the advantage of integrating data from 

difference sources. We also discuss the new challenge of 

data streams provided by the NASA Orbiting Carbon 

Observatory-2 (OCO-2), and more broadly the big data 
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challenges of using all available data to develop robust flux 

estimates of GHGs. 

 

2. GOSAT DATA ANALYSIS 

 

GOSAT was launched in a sun-synchronous orbit with 

a 1300 local overpass time in the ascending node. The 

onboard TANSO-FTS measures spectral bands relevant to 

CO2, methane (CH4), and molecular oxygen (O2).  

A major challenge for these data is to meet strict 

precision requirements that reflect the small signals from 

surface fluxes (a few percent of the integrated column) so 

that they can be used to infer surface fluxes. Any 

uncharacterized systematic error in these measurements 

compromises the ability of these data to infer surface fluxes. 

The CO2 inverse problem is particularly sensitive to these 

systematic errors acting on length scales 10
3
–10

4
 km, in 

between the spatial scales of numerical models and those 

observed by the sparse network of well-characterized 

upward-looking Fourier transform spectrometers, regional 

aircraft, and the network of ground-based measurements. 

Recent studies have shown that CO2 flux estimates inferred 

from GOSAT XCO2 are currently not robust [2], although 

there is acknowledgement that these data still have value in 

studying year-to-year variations in CO2 fluxes. Analysis of 

XCH4 is less compromised by these errors because the 

atmospheric signatures of surface fluxes are relatively large. 

We showed in a recent study the value in using the 

XCH4:XCO2 proxy data product to infer simultaneously 

fluxes from both gases [3]. In this product, CO2 and CH4 are 

fitted in nearby spectral windows so that by taking the ratio 

of the two gases we can in theory remove many of the 

systematic errors associated with clouds and aerosols. 

Interpretation of this ratio has in the past relied on scaling it 

with a model CO2 column so that any erroneous model 

information about CO2 can influence the interpretation of 

the GOSAT. Using this data product also has the advantage 

that they have better spatial coverage, particularly over the 

tropics, because it is more robust against scattering. 

We used a maximum a posteriori (MAP) approach to 

simultaneously infer CH4 and CO2 flux estimates by fitting 

prior emission estimates in the GEOS-Chem 3-D chemistry 

transport model [3] to GOSAT XCH4:XCO2 ratio 

measurements.  Here the posterior estimate 𝐱𝑎  and its 

associated uncertainty 𝐒𝑎 after assimilation of observations 

𝐲 with observation error covariance 𝐒𝑦 are given by 

𝐱𝑎 = 𝐱𝑓 + (𝐊𝑇𝐒𝑦
−1𝐊 + 𝐒𝒇

−1)
−1

𝐊𝑇𝐒𝑦
−1(𝐲 − 𝐊𝐱𝑓), (1) 

and   

𝐒𝑎 = (𝐊𝑇𝐒𝑦
−1𝐊 + 𝐒𝒇

−1)
−1

 , (2) 

respectively.  In the above equation,   𝐱𝑓 is the prior flux 

estimates, and 𝐒𝒇 is its associated error covariance matrix.  

The Jacobian matrix 𝐊 represents the sensitivity of model 

XCH4:XCO2 ratios to the changes in surface fluxes, and is 

pre-calculated by using the tagged GEOS-Chem simulations 

[3].   

  In our experiment, the state vector x is chosen to be the 

monthly scaling factors for CH4 or CO2 fluxes over 11 

individual land regions, one and the global ocean region [3]. 

The CH4 and CO2 emissions over each land regions are 

divided into three categories for the contributions from: 1) 

biomass burning; 2) the biosphere, and; 3) human activities, 

respectively. The only common source of CO2 and CH4 is 

biomass burning so the resulting error covariance matrix 𝐒𝒇 

only has a few off-diagonal elements.  

  Based on extensive Observation System Simulation 

Experiments (OSSEs), where synthetic observations with 

realistic spatial coverage and measurement noise estimates 

are assimilated to examine the effectiveness of the inversion 

system to recover the ‘true’ fluxes, we found that the 

GOSAT ratios were better a constraint for CH4 than CO2 

and that simultaneous estimates were not always reliable, 

which was largely a reflection of the weak covariance 

between these two gases. On the other hand, including 

sparse ground-based measurements of CO2 and CH4 mole 

fractions is sufficient for the ratio to constrain CO2 and CH4 

flux estimates over and above that would be achieved by 

interpreting surface data or GOSAT XCO2 or XCH4 data 

individually. 

 

3. RESULTS 

 

  We have experimentally assimilated UoL v4.0 GOSAT 

XCH4:XCO2 retrievals for 2010, together with the sparse 

ground-based measurement of atmospheric CO2 and CH4 

concentrations.  To reduce the computational costs, we 

averaged the GOSAT XCH4:XCO2 retrievals into the 

monthly means over the model grid boxes of 4ᵒ × 5ᵒ.   

Our results showed that the combination of the GOSAT 

XCH4:XCO2 ratio and the surface mole fraction data out-
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competed inversions using the individual XCH4 and XCO2 

GOSAT data and corresponding surface data. We found the 

greatest differences between the two approaches over the 

regions where GOSAT minus model differences had a 

seasonal variation that was larger than a few percent. For 

instance, we found that tropical South America was a small 

but significant source of CO2 while analysis of full physics 

XCO2 showed a small sink term. Analysis of the ratio led to 

slightly larger reductions globally, and in some regions, 

primarily in the tropics, much larger reductions in 

uncertainty of CO2 and CH4. This simple example clearly 

illustrates the importance of integrating complementary data 

to address a scientific objective.  

 

4. OUTLOOK 

 

Data volume is a positive challenge to face for the 

carbon community. GOSAT produces a single observation 

every four seconds. In contrast, OCO-2 will record 24 

observations per second. The result is that OCO-2 will 

produce on the order of 10
5
 observations per day. We are 

still orders of magnitude of observations less than the 

numerical weather prediction centres have to process daily, 

but once we consider correlations a) between measurements 

due to atmospheric transport and b) associated with data 

assimilation lag times (acknowledging that a measurement 

of XCO2 in one month provides constraints also on a 

number of preceding months) the associated error 

covariance matrices can no longer be considered sparse. 

The GOSAT example we provided in the previous 

section was simple in the sense that we only considered a 

small data volume and that the two gases are only weakly 

correlated. However it does highlight an ongoing challenge: 

how to attribute observed CO2 variations to particular 

processes. Measurements of atmospheric CO2, in general, 

represent a superposition of fluxes from different 

geographical regions at different times atop a large 

background whose variability is determined by weather and 

large-scale atmospheric flow. Theoretically, individual 

source signatures are distinguishable from the background 

column CO2 even after a few months but in practice the 

associated required level of measurement precision is not 

achieved by current space-borne sensors. As a consequence, 

source signatures should be intercepted close downwind or 

even directly above the point of emission or uptake.  

Source attribution using shorter-lived chemical tracers 

such as formaldehyde (HCHO), nitrogen dioxide (NO2) and 

land-based variables such as fluorescence can also play a 

role in separating the contributions from the terrestrial 

biosphere and incomplete combustion. Both the shorter-

lived tracers such as HCHO and NO2 attract computational 

overhead associated with the numerical modeling of the 

associated tropospheric chemistry but the science and policy 

return from CO:CO2:CH4:HCHO analyses is potentially 

large. There is also an urgent need to develop simple, 

falsifiable models of land-surface variables (e.g., 

fluorescence, biomass) that can help interpret the observed 

variability of CO2 with associated computational overheads. 

Early work has shown there is a measurement capability to 

observe fluorescence from GOSAT data. This variable will 

also be available from the NASA OCO-2 instrument.  
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ABSTRACT

The assessment and prediction of human-environment inter-
action (HEI) plays a key-role for a global system of social,
economic, financial, biomedical and technological sciences
that aims at improving wellness and providing effective in-
novations for a better living. Earth Observations process-
ing is crucial to provide information on interactions between
natural and anthropogenic processes. Inferring correlations
also among spatial-temporal climatic changes, demographic
data, environmental data, clinical-epidemiological mapping
and human settlement evolution can improve the accuracy and
reliability of the HEI estimations. The analysis that must be
performed over these datasets is an instance of the so-called
Big Data mining. The substantial trade-off between process
quality and computational cost makes the need of more ef-
ficient methods for data processing become urgent to obtain
a valid HEI assessment. In this paper, a brand new method
for efficient Big Data mining, named PROMODE, is intro-
duced, along with a Big Data framework for HEI assessment
and prediction.

Index Terms— Big Data mining, human-environment in-
teraction, Earth Observation processing, anthropogenic pro-
cess impact.

1. INTRODUCTION

Understanding and quantifying human-environment inter-
action (HEI) plays a key-role for measuring effects of de-
mographic growth, investigating environmental changes and
planning development policies. A thorough knowledge of dis-
tribution and behavior of HEI helps decision-making process
of welfare policies to provide proper choices in allocating
resources and driving sustainable development according to
environmental protection requirements. Further, accurate as-
sessment of HEI can aid governments, the public and private
healthcare sectors, the pharmaceutical sector and social care
services to pursue better medium- and long-range planning
and allocation of resources and development and delivery of
services.

Fig. 1. Outline of Earth Observation (EO) framework. EO
processing results can be used to feed a properly designed
Big Data architecture for human-environment interaction as-
sessment.

As HEI can be considered as the result of multivariate
phenomena, gathering information from several heteroge-
neous sources can enhance its understanding. In that sense,
earth observations (EO) processing (Fig. 1) is fundamen-
tal to understand and quantify several HEI parameters, such
as physical-chemical composition, atmosphere characteriza-
tion and water quality. Moreover, EO analysis can deliver
important information about anthropogenic impact on the en-
vironment such as management evaluation over agricultural
areas and estimation of urbanization processes.

Further, inferring correlations among EO analysis and
other datasets (such as environmental data, clinical and epi-
demiological records, climatic changes, demographic map-
ping, population density distribution, availability of com-
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modities and facilities, census and productivity evaluations)
can deliver accurate assessment of the HEI that take place
over a given region (Fig. 2). This architecture of informa-
tion inference can be considered as an instance of Big Data
mining, since it requires to exploit information from a large
amount of high-variability heterogeneous data.

The remainder of the paper is as follows. Section 2 re-
ports the challenges and opportunities of the aforementioned
approach, along with the proposed method for efficient full
affinity search in Big Data. Section 4 shows the compu-
tational complexity analysis and the results that have been
achieved over a real dataset. Finally, Section 5 delivers clos-
ing remarks.

Fig. 2. Outline of the proposed Big Data architecture for
human-environment interaction assessment.

2. CHALLENGES AND OPPORTUNITIES

Gathering information from heterogeneous sources over cor-
relations among events driven by HEI can provide actual en-
hancement in understanding and characterizing the nature of
the mutual effects of each event. Widening the set of data to
be processed can improve the reliability of results, since HEI
is a multivariate phenomenon. This can be considered as a
substantial improvement w.r.t. the structure standard image
information mining algorithms [1] rely on, as they use inter-
active learning only over remotely sensed images.

Thus, Fig. 2 represents a valid architecture to deliver ef-
fective estimations and evaluations of human-environmentin-
teractions to several purposes. Specifically, HEI characteriza-
tion can be properly outlined s.t. properly designed healthcare

and resource allocation policies can be set up. Furthermore,
the proposed framework can help in developing new welfare
and expansion policies according to environmental sustain-
ability constraints.

On the other hand, classic data mining, clustering and
classification architectures over the aforementioned Big Data
structures can not efficiently work, as very poor prior knowl-
edge about correlations and dependencies among the differ-
ent sources records is available for the aforesaid big datasets.
Frequent subgraph mining algorithms (FSMAs) [2] can not
be used to achieve computationally efficient analysis with-
out avoiding informativity loss. Hence, standard data pro-
cessing methods should thoroughly handle the whole amount
of data s.t. no information would get lost. Thus, depth-first
search(DFS)-based methods should draw the complete trans-
action tree of the dataset, which is cumbersome and inefficient
for Big databases [2].

The substantial trade-off between process quality and
computational cost makes the need of more efficient methods
for data processing become urgent to obtain a valid HEI as-
sessment and prediction. Information theory-based methods
can guarantee to keep the data informativity by a proper undi-
rected bipartite graph representation of the Big Data set s.t.
the data inference is optimized, together with a substantial
reduction of the computational complexity.

3. PROPOSED METHOD

In this paper, we introduce a brand new information theory-
based method for Big Data mining, named PROMODE,
which aims at delivering thorough search of correlations
while strongly reducing the computational complexity w.r.t.
classic data mining algorithms. Indeed, it aims at detecting
all the local affinity patterns (LAPs) that can be found among
the elements of a dataset. It is important to recall that no as-
sumption on the source of the samples and attributes involved
in the dataset is drawn.

On the other hand, please consider the given dataset as
to be arranged in matrix form asH ′ in Fig. 3. Basically,
considering the given dataset as aP × S matrix, theS ele-
ments on thei-th row ofH ′ identify theattributesof thei-th
samplein the dataset. given the aforesaid matrix representa-
tion, it is possible to provide also a bipartite graph represen-
tation for a given dataset. Specifically, samples and attributes
can be identified by two classes of nodes, namelyp-nodes
ands-nodes, respectively. In Fig. 3,p-nodes are shown as
red squares, whilsts-nodes are reported as blue circles. The
edge that links thei-th p-node to thej-th s-node identifies the
dataset elementHij . Hence, ifHij has been considered not
relevant by data cleansing, no edge connectsp-nodei to s-
nodej. Otherwise, the edge between thei-th p-node and the
j-th s-node is said to show aweightHij .

Thus, a setΛ of L samples shows anaffinityover thej-th
attribute if∀(k, l) ∈ Λ ⊆ {1, . . . , P}, |Λ| = L ≤ P it fulfills
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a proper condition that can be summarized as follows:

||Hkj − Hlj || ≤ τj (1)

whereτj ∈ R≥0 is a given threshold for thej-th attribute.
Further, anaffinity criterion can be identified by a set of
thresholdsT = [τj ]j∈Σ, Σ ⊆ {1, . . . , S}. Throughout this
paper, we assume thatτj = τ ∀j ∈ Σ. Therefore, alo-
cal affinity pattern(LAP) consists ofΛ and the set of the
attributes for which (1) is fulfilled.

Fig. 3. Bipartite graph representation of datasetH ′

From this new bipartite graph representation of a dataset,
in order to efficiently identify the LAPs, we propose to use a
different approach w.r.t. those introduced in [2]. Basically, we
aim at producing a thorough LAP detection analysis for each
p-node of the bipartite graph. Since the bipartite graph can
be seen as a polymer of two atoms (p-nodes ands-nodes),
it is possible to identify by analogy LAPs as molecules in
this structure. Therefore, the progressive molecule detection
algorithm we provided has been named PROMODE.

Thus, let us assume we want to find the LAPs that involve
the i-th p-node. First, we work on cutting all the edges that
surely do not lead to a LAP. In this step, we observe that if the
links of a givens-node to twop-nodes are not affine, then that
s-node can not be involved for sure in a LAP. Thus, if∀j =
1, . . . , S eachHkj is not affine toHij , then thek-th p-node
can not be involved in any LAP entailingp-nodei. Further,
we work on every possible combination of the survivingp-
nodes so that it is possible to sieve the LAPs. Specifically, the
s-nodes which identify no affinity attributes w.r.t. the given
combination ofp-nodes involvingp-nodei are filtered out.
Moreover, it is important to note that it is possible to reduce
the computational costs by taking track of the cut branches.
Finally, we progressively iterate this procedure until allthe
p-nodes have been analyzed.

From an information theory-based point of view, it is pos-
sible to depict the aforementioned procedure as the search for
the maximum intrinsic message degree [3]. Specifically, the

affinity mining process in the PROMODE stream can be rep-
resented by a weight balance of the messages that flow within
the base bipartite graph. Moreover, the nodes that do not sur-
vive the PROMODE scan identify the inner message paths
which would lead to increase the extrinsic message degree of
the given bipartite graph.

4. EXPERIMENTAL RESULTS AN
COMPUTATIONAL COMPLEXITY ANALYSIS

As previously mentioned, classic data mining algorithm re-
duce to DFS-based method when a complete scan of LAPs is
required over a dataset without prior knowledge of the under-
lying correlations [2]. Thus, in order to provide a thorough
description of the performance of the method in Section 3,
we compared PROMODE to the full DFS analysis withno
a priori information in terms of computational complexity.
Specifically, when considering a DFS-based procedure, we
must draw the transaction tree of all possible combinationsof
samples up to depthP in order not to avoid any LAP from
the detection [2]. Let us assume that the DFS-based proce-
dure tracks the affinities that have been already mined at each
depth step. Therefore, if we defineCDFS as the number of total
operations required by a DFS-based method, we can write the
following equation:

CDFS = S ·
P∑

j=2

(
P

j

)
[flops] (2)

On the other hand, by means of the analysis over the bi-
partite graph representation, we can reduce the computational
cost by carefully selecting the edges which can lead to LAPs.
Thus, we can defineCPMD, which is the number of required
operations by PROMODE architecture, as follows:

CPMD ≤
P∑

i=1

dpi ·


(i − 1) +

dmi∑

j=1

(
dmi

j

)
[flops] (3)

wheredpi is number of relevant attributes that thei-th sample
shows anddmi identifies the number ofp-nodes which are
affine to thei-th p-node and that survive to the scan step.

Fig. 4 reports the aforementionedflops estimates as a
function of the number of samplesP , when the number of
attributesS has been set to105. Specifically, in Fig. 4 an up-
per bound of PROMODE performance is drawn, as it needs
the complete knowledge of the placement of the relevant el-
ements in the given dataset to derive the exact evaluation of
the required complexity cost. In Fig. 4, DFS-based algo-
rithm is represented by blue line with cross marker, whilst
PROMODE architecture is represented by red line with circle
marker. Apparently, the performance gain delivered by the
proposed information theory-based method w.r.t. the DFS-
based algorithm is substantial and solid.
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Fig. 4. Total amount of floating point operations (flops) re-
quired by the methods introduced in Section 2 as a function of
the number of samples. DFS-based algorithm is represented
by blue line with cross marker, whilst PROMODE architec-
ture is represented by red line with circle marker.

Therefore, we also tested DFS-based algorithm and PRO-
MODE over a real dataset obtained from a temporal series of
radar images. Specifically, 73 radar sequences over500×500
pixels recorded on the area between the cities of Milan and
Bergamo, Italy. Each pixel’s record lives inR≥0, where quan-
tization is performed over 4096 levels. Thus, DFS and PRO-
MODE have been used to detect the local affinity patterns that
occur among the records, s.t. similar radar features can be
extracted, processed and analyzed. Investigations have been
performed tuning the aforementionedτ parameter, s.t. the
analyses are driven as functions of the tolerance that deter-
mine the definition of affinity.

Fig. 5 reports the average time that is required by the
aforementioned methods to explore and detect all the LAPs
that insist over each sample. DFS-based method is re-
ported in blue solid line, whilst PROMODE is shown as
red dashed line. Apparently, PROMODE strongly outper-
forms DFS-based algorithm, as it provides a computational
gain greater than 1000 in average whenτ sweeps in the range
[10−3, 2 · 10−2]. Hence, it is possible to state that PRO-
MODE actually represents a valid option to investigate and
detect affinities over Big Data sets in order to deliver efficient
performance in terms of computational load w.r.t. classic data
mining methods.

5. CONCLUSION

The Big Data architecture which is proposed in this paper can
effectively provide substantial enhancement in assessingHEI,
as it can efficiently gather heterogeneous information, setin-
ference networks and search affinity patterns. Computational

Fig. 5. Average time that is required by the DFS-based algo-
rithm (blue) and PROMODE (red) to explore and detect all
the LAPs that insist over each sample.

complexity analysis has shown how the proposed information
theory-based mining method outperforms classic data min-
ing algorithm in thorough search of affinity patterns without
a priori information about the samples and attributes. Useful
addition to this research line is represented by applying the
approach that has been introduced to Big Data scenarios in-
volving information from social, financial, environmentaland
healthcare sources s.t. give a complete overview of correla-
tions among agents for specific HEI assessment.
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ABSTRACT 

 
The resource and time intensive nature of current data 
mining and information extraction approaches has been 
identified by the European Space Agency (ESA) as being an 
impediment to the exploitation of Earth Observation data.   
This paper describes the technical architecture of a 
collaborative research platform that will enable the 
automation of data mining and information extraction 
experiments.    
 
  

Index Terms— Algorithms, Contest, Collaboration 
 

1. INTRODUCTION 
 
This paper describes the second phase of an ESA sponsored 
project to promote the use and exploitation of Earth 
Observation (EO) data.  The resource and time intensive 
nature of current data mining and information extraction 
approaches had been identified as being a key impediment 
to the exploitation of EO data.  The project intends to 
address this impediment by delivering a common 
collaborative research platform that will enable the 
automation of data mining and information extraction 
experiments.   It is expected this platform will be used by 
members of the space community to investigate problems in 
a “parallel way” to provide the best solution.   The project 
will promote the use of the platform through an ESA 
sponsored algorithm development contest for EO 
researchers.  
 
The focus of this paper is on the technical architecture of the 
proposed collaboration platform.  
 

2. CORE PLATFORM COMPONENTS 
 
The primary objectives of the collaborative platform were 
identified as being: 
  

• To support the reproducibility and sharing of 
experimental results  

• To allow contestants to focus their efforts on 
algorithm development as opposed to environment 
set up or data preparation  

• To eliminate environment costs associated with 
participating in the contest 

• To support the contest owner in the set up and 
operation of the contest 

 
Three main process flows were defined to support these 
objectives: 
 

 
Figure 1 - Main Process Flows 

 
1. Contestants have access to a Private environment 

where the algorithm can be developed and tested 
2. Contestants can load algorithms to a Common 

environment where they can be executed and tested 
before submission for evaluation 

3. The contest owner can run tests to evaluate 
algorithms against each other, analyse results, and 
perform final ranking 

 
Key function requirements for the platform include: 
 

• Notification mechanism to allow the Contest 
Owner to broadcast communicate with contestants 
and evaluators 
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• Private feed – allowing contest participants to pose 
private questions to the contest owner  

• Active Address Book – allowing access to and 
interaction with all users relevant to an individual 
contest 

• An Environments management capability where 
both contestants and the contest owner can review 
resource utilisation across relevant environments 

• A Data section where both contestants and the 
contest owner can review access  

• Central document repository to host documents 
related to a contest  

• Simple contest metrics dashboard – number of 
registered contestants, % time lapsed, etc.. 

• Facility for contestants to easily access 
environments 

• Facility for Evaluators to evaluate and rank results 
• Discussion forum – allowing contest participants to 

pose public-view questions 
 

 
  

3. PLATFORM ARCHITECTURE 
 
The platform architecture is a standard model view 
controller architecture.  The platform interfaces with an 
external cloud computing provider – hosting the private, 
common, and evaluation environments.   The key 
architectural decisions for the project were: 
 

• What view layer technologies to use 
• What controller layer technology to employ 
• What persistence layer to work with 
• What cloud computing provider to work with 

 
The decision-making was informed by factors including the 
desire to work with open standards based technologies, the 
need to work with technologies that maximized 
productivity, interoperability, and the desire to future proof 
the delivered platform.   
 
The conceptual architecture for the platform is illustrated in 
Figure 2. 

 
Figure 2 – Conceptual Architecture 

 
Key architectural decisions included: 
 

• Use of the open source Bootstrap [1] front-end 
framework to build the presentation layer.  
Bootstrap enables a highly efficient approach to 
building cross-browser compatible applications in a 
consistent and end user device responsive manner 

• Use of the Grails framework [2] to build the 
controller layer.  Grails is a high productivity-
coding framework which makes extensive use of 
reusable components. 

• MySQL persistence layer – MySQL is a well 
established open source database with full support 
for stored procedures and  distributed transactions 

• Interoute as the cloud provider. Interoute provides 
full standards compliant scripting capability virtual 
machine management.  

 
 

4. CONTEST 
 
The project will promote the use of the platform through an 
ESA sponsored algorithm development contest for EO 
researchers.  Three separate contests were initially outlined: 
 

• Oil Spill Detection 
• Land Cover 
• Deforestation 

 
In the course of the requirements gathering phase of the 
project the contest definitions were evolved and refined.  A 
final analysis identified the Land Cover contest as offering 
the greatest scope for broad researcher participation and 
novel algorithm development. 
 
The objective of the Land Cover contest is the general 
classification and change monitoring of a time series of 
ENVISAT ASAR WS data for two distinct periods.  The 
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competitors will be required to generate land cover maps 
according to the hierarchical standard defined by the 
CORINE Land Cover (CLC). Further details of the contest 
include: 
 
Area of 
Study 

Northern Europe (centerLat/Lon:  49°18’16’’ 
N, 6°15’3’’ E; maximum dimension equal to 
the swath of ENVISAT ASAR WS which is 
405 km). Depending on the SAR coverage and 
the number of images which the competitors 
want to exploit, they will select a smaller area 
of interest (let’s say at least 100x100 km or 
maybe less). The permitted minimum 
dimension will be given by the size of the area 
completely covered by the whole provided 
dataset. The amount of data, in relation with 
the achieved accuracy, will be a criterion on 
which the evaluators will set up the scores of 
the algorithms performance. 
 

Reference 
Dates 

2006 and 2009. The choice is made given the 
availability of reference data.  The original 
optical satellite images on which the CORINE 
Land Cover (CLC2006) classification is based 
(e.g. SPOT, IRS, Landsat 7) are freely 
available from the EEA (European 
Environment Agency), and by the LUCAS 
information (2009). 
 

 
Contest 
Data Set 

Satellite data: ENVISAT ASAR WS raw data 
(405 km swath, 150 m spatial resolution).  

 
Amount of data: a minimum of 4 images per 
year (8 in total), distributed over all the 
seasons.  
 

 
Pre-
processing 

The competitors will carry out the pre-
processing of the raw data, by using scripts 
developed by themselves, or specific tools 
available within the software which will be 
accessible in the framework of the contests. 
Pre-processing will include calibration, 
georeferencing, despeckle or multilooking and 
co-registration of multi-temporal SAR data for 
the land cover classification competition. 

 
 
Ground 
Truth 

For the assessment of the land cover maps 
referred to 2006, the optical data used for the 
generation of the CLC2006 (SPOT-4, IRS P6, 
Landsat 7) will be used. For the evaluation of 
the maps correspondent to 2009, besides 

optical data, also LUCAS information will be 
exploited. All of these dataset are available for 
free. 

 
 
Evaluation The accuracy of a map will be evaluated 

through a confusion matrix, where a number of 
pixels is randomly selected in the ground truth 
map; the amount of samples will agree with the 
extent of each class.  Each of these pixels is 
compared with the achieved classification 
maps. The accuracy will be calculated based on 
the number of pixels correctly classified, in 
each class or in total.  The ground truth 
products are characterized by a finer spatial 
resolution with respect to the ASAR images. 
This facilitates a resampling of the reference 
images to the coarse spatial resolution of SAR 
data for comparison. 

 
 
Only free, open-source tools will be made available within 
the contest environments.  Sample tools could include: 
 

• Python 
• GDL-GNU Data Language 
• NEST 
• ORFEO 
• R 

 
A clear focuse has been to encourage contestants to consider  
novel or innovative algorithms as opposed to incremental 
performance improvements to existing algorithms.  In this 
context the specific tools available is of less importance. 
 

5. NEXT STEPS 
 
The platform is currently under development. A Land Cover 
Earth Observation contest is being defined to exercise the 
platform in a real world use case.   
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ABSTRACT

In this contribution we present a real-world business case of
sensor data analysis in the field of water management, where
time constraints and high accuracy levels are essential. We fo-
cus on the description of a complete framework for the scal-
able storage and the efficient analysis of data, developed by
Target Holding for this purpose. The proposed framework al-
lows us to store and process data in linear time or faster and at
the same time facilitates a representation that allows for rich
query-by-example search tasks.

Index Terms— data mining, pattern recognition, scalable
storage, sensor data, time series

1. INTRODUCTION

A time series is a sequence of measurements taken at suc-
cessive moments in time and often contains a large number of
masurements; possibly too many to store in memory or do cal-
culations. Time series have been for a long time the main type
of data in the financial sector. However, recently their general
importance in the field of data science is becoming more and
more obvious, due to the numerous sources (consumer de-
vices and sensors, data center monitoring, health care etc.)
and their consistently growing volume. The challenges pre-
sented with regard to Big time series Data concern both the
storage and the analysis of the data.

A significant amount of research effort in the last two
decades has been focusing at reduced representations for time
series data such as PLR [1] and SAX [2], in order to facilitate
data analysis tasks such as clustering, classification, query by
content, anomaly detection etc. Recent advances in the field
[3, 4] also focus on the scaling of the traditional methods for
these data analysis tasks, since their original definitions often
prove too computationally expensive for the present volumes
of data.

With regards to the efficient storage of large volumes of
time series data few different approaches such as OpenTSDB
[5], its variant named KairosDB [6] that aims for more flexi-
ble ways for data aggregation and TempoDB [7] have already
been presented. These solutions are in most cases based on
top of distributed NoSQL databases and thus inherit both their
advantages and limitations.

Regarding commercial applications of knowledge extrac-
tion from big data the challenge is even bigger compared to
fundamental research. Time and computational efficiency are
essential as well as high performance for any commercial or-
ganization. In this contribution we present a real-world busi-
ness case in the field of water management in the Netherlands.

2. DATA FROM DIKES AND WATER BARRIERS

The Dike Data Service Center (DDSC) [8] is a platform built
up around a national database for the storage of measurement
data in and around dikes and water barriers in the Nether-
lands. Its main objective is to provide an effective data man-
agement system to collect the data generated by sensors used
for the management and monitoring of water barriers - and
even more importantly - to make this data practically accessi-
ble. Examples of data types that are stored within the DDSC
include among others height measurements, subsidence, wa-
ter and ground water levels, soil saturation, temperature, etc.
One of the most important goals of the DDSC is to link the
data from different locations in order to make the comparison
of data possible in time.

3. TIME SERIES REPRESENTATION

Target Holding has been involved in the R&D process of the
DDSC since 2012 focusing on the development of the frame-
work that will facilitate the historical comparison of sensor
data from different dikes and water barriers. The strict time
constraints due to the sensitive nature of the data and the ex-
plicit demand for high levels of accuracy led us very quickly
to the conclusion that a fundamental solution, such as PLR or
SAX, won’t suffice for dike data represention. In this context
we have developed a novel reduced representation for time
series that exploits the advantages and tackles the main dis-
advantages of both PLR and SAX. This technique is called
Segmented Shape Symbolic (3S) time series representation
[9] and is based on two basic principles:

1. A time series is decomposed in monotonic segments of
variable lengths.

2. Each segment is fitted to a monotonic shape and there-
fore represented as a symbol of an alphabet.
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Hence our representation is symbolic like SAX, but the
symbols also capture shape and direction and have variable
sizes like PLR. 3S uses least square estimations (LSE) to ap-
proximate and classify the shape of a segment as one of four
shapes, shown in Fig. 1.

f0 = 0

flat
f1 = x

linear
f2 = x2

left parab.
f3 = −(1 − x)2

right parab.
Fig. 1. Monotonic shapes defined on the domain [0, 1].

Adding the information with regard to the direction of a
shape (up or down) our method yields the following classifi-
cation tree for time series segments:

In order to be able to compare different time series, dis-
tance measures between two segments have to be defined.
Due to the symbolic nature of the 3S representation the
Hamming and Levenshtein distance are two suitable metrics.
However, such distances will intrinsically only take into ac-
count the shape and the monotonic trend and they discard any
other information.

The 3S respresentation approximates a time series seg-
ment s with:

a = µ + σθf(xn) (1)

where µ is the mean value of s, σ is the standard deviation, f
is the shape function, θ is linear least square fit parameter of
shape f and xn is a time series with N equidistant data points
in the range [0, 1].

For the needs of the DDSC framework, we use a tuple <
f, µ, σ, θ, N > to represent and store every segment, making
sure that the approximation of Eq. 1 can always be restored
by this tuple. The tuple < f, µ, σ, θ, N > corresponds to
the shape, the offset, the amplitude, the linear drift, and the
longitude of the approximation of a segment.

Without loss of generality, the Euclidean distance be-
tween two segments with same length N is defined using
their approximations in Eq. 2.

D(A, B) =
1

N

N∑

i=1

(ai − bi)
2 =

=
1

N

N∑

i=1

((
µa + σaθafa(xi)

)
−

(
µb + σbθbfb(xi)

))2

(2)

The square root operator can be eliminated since it does not
affect the comparison of distances and it saves computation

time. Different kinds of invariance can then be introduced in
this distance metric that further simplify Eq. 2:

• Offset invariance: µa = µb = 0

D(A,B) = 1
N

∑N
i=1

((
σaθafa(xi)

)
−

(
σbθbfb(xi)

))2

• Amplitude invariance: σa = σb = 1

D(A,B) = 1
N

∑N
i=1

((
µa+θafa(xi)

)
−
(
µb+θbfb(xi)

))2

• Longtitudinal invariance (undersample the larger of the two
segments)
D(A,B) = 1

N

∑N
i=1

((
µa + σaθafa(xi)

)
−

(
µb +

σbθbfb(xi)
))2

• Linear drift invariance: θa = θb = 1

D(A,B) = 1
N

∑N
i=1

((
µ+σafa(xi)

)
−
(
µ+σbfb(xi)

))2

Any of the aforementioned types of invariance can be
combined with others, but longtitudinal invariance is almost
always needed since the 3S representation generates segments
of variable lengths. The computation of distances between
segments can be achieved in O(1) complexity by formulating
2 and its invariant versions as a summation of polynomial
expressions.

4. SCALABLE TIME SERIES STORAGE

Analysis of time series requires a scalable means for storing
the data. Scalability is considered as the ability of the stor-
age infrastructure to deliver the required capacity, durability,
availability and throughput in linear time or faster with a given
hardware equipment and independent of the number of time
series and the data volume per series.

Target Holding follows a best of breed open source tech-
nology policy, providing access to the latest technologies and
the ability to customize where necessary. For time series stor-
age, the NoSQL database Cassandra [10], which is developed
based on the Dynamo database [11] and Bigtable [12], pro-
vides a solid basis.

Its roots in [11] provide the ability to scale up linearly,
while maintaining O(1) key-based retrieval of data when
organizing time series by sensor (and possibly time-bucket)
through consistent hashing. Furthermore, it provides ’tunable
consistency’ which allows ’durability/consistency’ balancing
through asynchronous replication. The sorted data on the disk
and the log-structured merge-tree organization both inherited
from [12] also allow for efficient retrieval of time ranges and
a very efficient write path.

Segmented shape symbolic (3S) time series are stored as
tuples with the offset, drift and amplitude encoded as float-
ing point numbers, the longitude as integer, and the shape en-
coded as an integer as well. Each segment is prefixed with the
ID of the sensor which recorded the original time series and
a timestamp indicating the start of the segment. The sensor-
id and timestamp together are unique throughout the storage
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Fig. 2. Storage and compute architecture.

cluster. The sensor-id is used for distribution, i.e. a time series
(as 3S segments) is located on one particular node (excluding
replication). The sensor id in conjunction with the timestamp
is used for ordering the segments on a particular node, al-
lowing for fast temporal range scans given a sensor id or set
thereof.

Matching similar 3S time series requires the comparison
of a query string of segments with the segmented time se-
ries. Matching with a single time series is compute-bound.
Therefore, retrieval by sensor-id (possibly with a temporal
range query) and performing the computation locally suffices.
However, when attempting to match with time series from
multiple sensors a distributed querying facility is required in
order to scale the solution. Therefore, the storage nodes are
collocated with computational capabilities through the use of
Spark [13] as depicted in Fig. 2. This computational frame-
work allows the execution of directed acyclic graphs of tasks.
These computational tasks operate on Resilient Distributed
Datasets (RDDs), each divided into partitions, with each par-
tition located on a single physical node, thus allowing for par-
allel operations.

For the querying of a set of 3S time series a computa-
tional graph is executed as in Fig. 3. Essentially, the locally
available data is read on each Spark Slave from the local Cas-
sandra Node. Locality is achieved by discovering for which
part of the total data distribution the local node is the primary
node. This allows for reading the time series data into the
RDD without network IO apart from execution coordination
by the Spark Master. Subsequently, each partition is locally
grouped by sensor-id and the k closest adjacent segments in
each time series are produced. This is achieved by progress-
ing over each time series in a sliding window fashion (with
windows equal in length to the query) and calculating the Eu-
clidean distances between each segment in the window with
the corresponding segment in the query.

This approach, using Apache Cassandra and Spark for
distributed storage and processing, in combination with the

Fig. 3. Computational graph for distributed matching on seg-
mented shape symbolic time series.

3S representation yield an implementation of storing and
matching time series which is near-linearly scalable with the
storage and computing resources employed.

5. BRIDGING THE GAP TO SPACE

Time series are used in a multitude of scientific fields, such
as finance and econometrics, meteorology, geology and of
course astronomy. With regard to astronomy there are three
main families of data that are expressed as sequences in time:
periodic phenomena (orbits, stellar rotation, etc.), stochastic
phenomena (accretion, scinitillation) and explosive phenom-
ena (star deaths, thermonuclear events, etc.). Such data man-
ifest certain peculiarities that render data analysis and min-
ing tasks rather challenging. The two most well-known chal-
lenges are a) the large, sparse and often gapped data streams
and b) the different signal-to-noise ratio for different observa-
tions.

For both the aforementioned challenges the notion of a
symbolic representation of time series offers certain advan-
tages. At first it allows for the creation of meaningful discrete
data chunks of various lengths, thus addressing the issue of
sparsity and and gaps in the data stream. The number of data
points is reduced according the dominant shape they follow
in time and gaps can be easily disregarded as flat segments.
In addition, the 3S representation introduces different types
of invariance, which allow for an increased degree of free-
dom in the definition of similar types of structures within the
data. These types of invariance can also enhance the perfor-
mance of data analysis algorithms compared to operations on
the raw, noisy data, whereas the monotonic nature of the sym-
bols used in our representation also offers a certain advantage
for the description of periodic signals, which can now be im-
plemented in a quantized space.
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ABSTRACT
We present a web mining processing service that returns supervised
probabilistic classifications of Earth Observation (EO) data in tiled
form, with the aim to create user-selection based thematic maps from
remotely sensed raster imagery.

User interfaces supporting interactive navigation and model
training and tuning are implemented in open HTML5 standards,
while software interfaces among components conform to OGC
standards.

Near real time operation in the servers is attained by exploiting
efficient data structures for high dimensional indexing and search.

Index Terms— Remote Sensing, thematic mapping, web based
mapping systems, Visual Analytics

1. INTRODUCTION

While EO data lack in principle explicit semantic meaning, machine
learning / data mining algorithms can be used to generate thematic
maps from raster data and implicit semantics in the form of training.

Earth observation mining systems are the subject of current re-
search and development efforts [1, 2, 3, 4]. Classification is an foun-
dational methodology for assigning semantic labels to raster data
records [5, 6, 7, 1]. Visual Analytics methodologies are often con-
sidered for including the expert user in the loop [2, 8].

In this contribution, we build on previous work in the domain of
Earth Observation analytics and mining [9, 10].

Trying to overcome the semantic gap, we propose a proto-
type that merges near real time supervised classification tech-
niques for thematic geospatial layer generation with standard-
ized web service back-ends supporting an interactive visualiza-
tion and learning interface. We consider data available on the
Basque Country, Spain, in the Open Data Euskadi repository
(http://opendata.euskadi.net/).

In the present contribution, we use a collection of twelve image
products from an airborne platform which compose a 14080 x 9840
pixel submetric resolution map of Donostia - San Sebastian.

2. METHODOLOGICAL APPROACH

We try to improve on the state of the art by considering supervised
classification embedded in standardized tools with the aim to obtain
a efficient solution for large volumes of data.

With respect to the last point, pixel based approaches [1] require
processing very large data volumes. In this sense, to get an efficient

response to the queries, the data organization is critical. In particular,
nearest neighbor search can benefit hierarchical indexing structures.
K-d trees are space partitioning data structures for point organiza-
tion in k-dimension Euclidean spaces. They are based on sets of
hyperplanes each perpendicular to one of the axes of the coordinate
system. All nodes in the tree, including root and leaves, store a point
and a space dividing hyperplane. To find the nearest neighbors, it is
necessary to define a search scope, to determine the vicinity of the
points, once the K-d tree is built. In this work the scope is variable in
each selected pixel and depends on the definition of the target class
by the user. The key benefit is the reduction in the computational
cost to find the nearest neighbor from O(n) to O(log(n)) in the av-
erage case. This directly affects the performance when dealing with
Big Data archives.

With respect to unsupervised classification approaches [3], we
focus on including the user in the training process. An interactive
learning scheme allows a supervisor to define positive and negative
examples by interacting with a web based geovisualization interface.
As is typical in Visual Analytics methodologies, interaction events
directly influence a probabilistic model of the thematic class of in-
terest that is built on top of the K-d tree indexing structures.

Finally, we base our implementation on a strict adherence to cur-
rent web standards such as HTML5 and OGC services. In such an
environment, optimizing performance issues related to data commu-
nication and memory footprint in the client is of foremost impor-
tance. Click-and-drag operations in the client move the map view
port as is typical of HTML-based geospatial interfaces. Events that
impose an extension or a recomputation of the live area under anal-
ysis are handled by spawning new processing requests to the server.
The system configuration aims at reducing these requests to a mini-
mum, while avoiding an excessive load on the client memory.

3. IMPLEMENTED SOLUTION

We test our implementation strategy by developing a prototype
in a high-level open source scripting language, Python, to lever-
age the extensive functionality made available in packages for
N-dimensional array object management (http://www.numpy.
org), optimization, spatial data structures and efficient algorithms
(http://www.scipy.org) and image processing and graphics
(http://effbot.org/imagingbook/pil-index.htm).

The web architecture relies on the Flask micro-framework for
serving functionality (http://flask.pocoo.org/), and on
the TileStache map server for managing and serving thematic tiles
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Fig. 1: User Interface. An interactive map viewer supports super-
vised training and output presentation. A configuration panel to the
right allows the user to interactively manipulate the parameters of
the learned model.

(http://tilestache.org/). User interface operations like
zoom, drag and drop operations are made available by relying on
these libraries.

The client side is composed by a web page divided in a map
and a configuration panel. This interface allows the user interac-
tion to select pixels of the map according to the semantics of the
search. Configuration of model hyperparameters is available via
the left pane. Based on HTML standards, the communication with
the server is carried out through Asynchronous JavaScript and XML
(AJAX). This way the web web can send data to the server and re-
trieve a request from it asynchronously, in the background.

4. PROTOTYPE OPERATION

The client interface, in figure 1, is built around an interactive map
view that supports supervised training according to the semantics of
the thematic class of interest and output presentation. A configu-
ration panel presents a description of the training itself and allows
the user to interactively manipulate some parameters of the learned
model.

At start up time, the server creates tiles corresponding to the cur-
rent active area. After this, K-d trees indexes are generated for train-
ing, and the map is presented for the user interaction. The user is able
to select different training pixels according to semantic meaning of
the search, and can subsequently tune the model use for realizing the
query. To this end, the client transmits to the server the parameters
for the model. The model is used on server to analyze and process
the data: K-d tree indexes return the nearest neighbors according to
it in the form of classified tiles. When all new tiles are created, the
server returns to the client a layer identification number and loads
the new layer in the map client.

An example of returned thematic map layer can be found in fig-
ure 2. Only pixels according to the proposed training data set are
returned creating tiles.

Fig. 2: Obtained supervised single class result map after process-
ing user selected training pixels for Buildings class. Red pixels are
pixels classified as beach, black ones are not classified or undefined.

Performance Statistics Beach Vegetation Sea Building Street Bare soil

Number of pixels 11 20 14 12 8 14

Table 1: Training volume for training data set.

5. METHODOLOGICAL EVALUATION

The first obtained results appear encouraging in terms of both vi-
sual inspection and quantitative performance evaluations. To this
specific end, a test and validation area has been defined on the city
of Donostia where the Vicomtech-IK4 research center is located so
that field inspections can be used whenever necessary to verify the
obtained results. In this area we defined six principal classes of in-
terest: Buildings, Streets, Bare soil, Sea, Vegetation and Beach. In
this section we present the results obtained in the different tests.

5.1. Information retrieval performance

A training set is selected on the map for each class according to
its semantic meaning (table 1). The multi-class supervised classifi-
cation process employed composes by probability multiple implicit
single class thematic layers as the one shown in figure 2: it estimates
and minimizes a per pixel probabilistic distance to the nearest train-
ing element in either the feature or the geographic space, resulting in
a pure multiclass classification or in a multi-class classification with
a significant segmentation component related to the spatial dimen-
sion

An example map obtained from the classification and merging
process is presented in figure 3. As can be seen, a significant portion
of the output pixels remains unclassified, particularly in the top and
center with Sea class and on the bottom side with Building, Vegeta-
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Fig. 3: Multiple Layer Class Merging Result: Building (yellow),
Sea (blue), Vegetation (green), Bare soil (orange), Street (purple),
and Beach (red). A significant portion of the output pixels remains
unclassified (black).

Performance Statistics Beach Vegetation Sea Building Street Bare soil Undefined

Precision 84,98 82,92 99,7 96,49 58,27 10,72 0,0

Recall 65,72 50,52 33,84 19,36 13,8 44,71 37,5

F1 74,12 62,78 50,52 32,25 22,31 17,30 0,0

Accuracy 87,59 84,93 48,75 83,49 76,62 84,04 39,53

Table 2: Performance measures for the training data set.

tion and Street classes. We consider this to represent a feature rather
than a shortcoming in our approach. A better definition of the ground
coverage classes can be obtained by extending the training, at the
possible cost of a reduced Specificity. To obtain quantitative results
from classified pixels we develop a ground truth image against which
compare. We consider classical statistical measures of information
retrieval performance like Precision, Recall, F1 and Accuracy.

Results are shown in table 2. We consider them to be encour-
aging: while Precision values overcomes 82 percent and Accuracy
measures are around 80 percent, in most of the classes, Recall val-
ues range from about 13 percent to more than 65 percent, which
implies a decrease of the F1 values with respect to good obtained
Precision values. Receiver Operating Characteristic (ROC)analysis
is performed for each class by means of Area Under the ROC Curve
(AUC) calculation. Results shown in figure 4 are not very encourag-
ing: only the Beach class exceeds the 0.7 value.

5.2. Indexing performance

We consider classifier implementations based on two libraries ded-
icated to machine learning and data mining, Scipy [11] and Scikit-

Fig. 4: Area Under Receiver Operating Characteristic (ROC) curve
value comparative in the case of pure classification: Building (light
blue), Sea (red), Vegetation (green), Bare soil (yellow), Street (pur-
ple), and Beach (dark blue). AUC values: Building 0.715, Sea 0.549,
Vegetation 0.617, Bare soil 0.515, Street 0.454 and Beach 0.278

Performance Statistics Beach Vegetation Sea Building Street Bare soil Undefined

Precision 84,98 87,56 99,70 98,53 58,27 11,01 00,00

Recall 65,72 41,99 33,83 11,92 13,80 40,78 50,00

F1 74,12 56,76 50,52 21,27 22,31 17,34 00,00

Accuracy 87,08 83,44 47,60 81,65 75,79 84,68 37,26

Table 3: Performance measures obtained with the K-d tree with
batched query (Scikit-learn) engine for the training data set in the
case of pure classification.

learn [12]. An indexing algorithm is implemented in both libraries.
We compare classifiers built on each of them and an implementation
that foresees no indexing at all. In this last case, image pixels are
scanned one by one during the classification procedure.

For measuring the classification engine performances in terms of
processing times, we prepare two execution environments. The first
is based on a traditional laptop with an Intel(R) Core(TM) i5 650
processor model running at 3.2 GHz and the second one is based on
a notebook with Intel(R) Core(TM) i7- 4750HQ running at 2.00GHz
and SSD Hard Drive, both with 8 GB of RAM. In each environment,
we run the tests with the three indexing options.

A requirement to be able to compare different classification and
indexing engines in terms of computational cost and time is to ob-
tain comparable statistical measures of information retrieval perfor-
mance. The obtained information retrieval performance values from
the three algorithmic options are comparable, as per table 3 and per
the comparison in figure 5.

At this point a comparison of the processing times is justified.
As can be seen in table 4, the benefit of the use of indexing engine is
clear. While required time for the indexing-less classifier is almost
7 hours and 45 minutes, the required time for the K-d tree-based
implementation is around 25 minutes and the K-d tree batch query
classifier system based on Scikit-learn only requires about a minute.
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Fig. 5: Comparison of K-d tree (SciPy) and K-d tree batch queries
(Scikit-learn) indexed classification obtained performance measures
by class.

Indexing
engine

i5-650 (3.2GHz)
HH:mm:ss.00

i7-4750HQ (2.0GHZ)
HH:mm:ss.00

None 07:43:36.63 06:00:35.91

K-d tree (Scipy) 00:25:43.75 00:14:21.65

K-d tree batch queries (Scikit-learn) 00:01:09.43 00:00:56.89

Table 4: Time performance measures for efficient classification. The
results are obtained by an implementation in Python, an interpreted
language. Improvement are possible by using compiled versions of
the algorithm.

This represents the 5 and the 0.2 percent respectively of the process-
ing time required by the index-less implementation.

The use of a Solid-State Drive might further improve these val-
ues.

6. CONCLUSIONS

We try to improve on existing systems for web based classification
of remote sensing data by simplifying the architecture, extending
the classification from unsupervised to supervised methods, and try-
ing to attain real time performance by exploiting n-dimensional data
indexing structures in the learning algorithm with the final aim of
allowing users to interactively navigate and semantically map large
extensions of geospatial Big Data from aerial and space-borne sen-
sors.

Results are presented from a prototype implementation of this
system. Qualitative and quantitative measures are reported for the
performance of the obtained supervised method for thematic map
definition.
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ABSTRACT 
Data collections across remote sensing and ground-

based instruments in Astronomy, Earth Science, and 
Planetary Science are outpacing scientists’ ability to 
meaningfully analyze them and are stretching downlink 
capabilities relative to data volume acquired by more and 
more capable science instruments. Over the next decade, 
science instruments are predicted to acquire petabytes to 
exabytes of data.   The distribution, structure, and 
heterogeneity of the measurements themselves pose 
challenges that limit the scalability of data analysis using 
traditional approaches.  New architectural approaches are 
required to scale the entire observing system from onboard 
computing to ground data processing to archive-based data 
analysis.  Methods for developing science data processing 
pipelines, distributing scientific datasets, and performing 
analysis will require innovative approaches that integrate 
cyber-infrastructure, algorithms, and data into more 
systematic architectures that can efficiently compute on and 
reduce data, particularly data in distributed science archives.  
New onboard computing capabilities will be required in 
order to reduce data, when needed, directly at the point of 
collection.  NASA’s Jet Propulsion Laboratory (JPL) has 
been active in investing in the research and technology 
development as well as construction of a roadmap and 
program in Data Science in order to develop a systematic 
approach for Big Data in missions and science. This activity 
has included the capture and analysis of use cases across 
Astronomy, Earth Science, and Planetary Science, the 
identification of new architectural approaches for scaling the 
observing system, the investment in onboard and ground-
based capabilities in cyber-infrastructures, machine 
learning, visualization, and data management, and active 
collaborations with the open source community to both 
evaluate and develop software technologies that will enable 
NASA to meet its daunting data-intensive challenges.     
Index Terms—data science; big data; data analytics; space  
 

1. INTRODUCTION 
More capable remote sensing instruments are stressing 

the entire space observing system, from Astronomy to Earth 
Science to Planetary Science as shown in Table 1.  Capacity 
constraints across the entire data lifecycle are requiring new 

architectural approaches and new technologies to address 
Big Data. 

Over the next decade, the size of NASA’s Earth 
Science data collections is predicted to outpace by far 
scientists’ ability to analyze them.  What the NSF has called 
“volume, velocity, veracity, and variety” of the data pose 
significant challenges for both Earth Science missions and 
researchers, as traditional methods for developing science 
pipelines, distributing scientific datasets, and performing 
analysis will require innovative approaches to improve 
scalability.   The climate model output component of the 
Intergovernmental Panel on Climate Change (IPCC) 
Assessment Report (AR6), for example, is predicted to grow 
to tens of petabytes. Likewise, massive increases in the size 
of Earth Science data archives will shift the focus from 
distributing whole data sets to providing online services for 
computation and analysis.  In addition, instruments flown on 
Earth-observing satellites will continue to generate data that 
will stress the boundaries of ground data systems, requiring 
new data processing strategies. 

In planetary exploration Big Data issues are highly 
related to limited downlink capabilities and, more generally, 
observations in constrained resources. These require the 
development of new approaches to extract science 
information on-board the spacecraft and strategies to 
improve triage and compression techniques. That need is 
amplified by the roadmap of future missions identified in 
the Planetary Science Decadal Survey that include a mission 
to the Uranian system and missions that will involve 
extended mapping of Europa, or short-lived exploration of 
Venus' surface. The latter is representative of a next 
generation of missions that will aim at obtaining high 
science return observations in constrained environments 
requiring algorithms for rapid assessment of the platform 
environment, semi-autonomous science planning and 
execution, and selection of the most important science data.   

Radio Astronomy is building telescopes that will 
generate massive archives of data.  The Square Kilometer 
Array (planned to generate archives in the exabyte range) is 
a pacing example.  Organizations such as the International 
Virtual Astronomy Organization (IVOA) are exploring ways 
to better analyze and distribute these data; however, they are 
quickly running into many of the scaling challenges 
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encountered by traditional approaches to science data 
management and analysis.  

In 2013, the U.S. National Academy of Sciences 
produced a report on Frontiers in the Analysis of Massive 
Data [1] which emphasized the importance of developing 
new, systematic approaches for scaling data analysis. It 
recognized the need for disciplines, such as space science, to 
look at new paradigms to ensure they could meet the data 
intensive needs that will be presented over the next decade. 

 
Table 1: Big Data Challenges by Discipline 
Discipline Volume Variety Velocity 
Planetary 
Science 
 

Data from on-
board 
instruments will 
exceed 
communication 
capabilities. 

Data is highly 
diverse 
supporting 
many sub-
disciplines in 
planetary 
science.  Its 
definition is 
based on a 
complex 
ontological 
model. 

NASA Planetary 
Data is growing at 
about 200 TB/year 

Earth 
Science 
 
 

Data archived in 
distributed 
repositories is 
growing in the 
multi-PB range 
limiting data 
distribution. 

Data is highly 
diverse 
supporting 
many 
different 
science 
questions. 

Data will continue 
to increase in the 
multi-PB/year 
requiring new 
methods for data 
capture and 
archiving 
including 
potentially new 
paradigms for 
NASA DAACs. 

Astronomy 
 
 

Data for new 
optical and 
radio 
instruments 
projects to grow 
in to the exabyte 
range for the 
LSST, SKA, 
and others. 

The use of 
FITS 
provides a 
good 
foundation 
for 
standardizing 
observations. 

Data from multiple 
observatories will 
be captured in 
real-time requiring 
triage algorithms 
to reduce 
observations. 

 
 

2. THE SPACE DATA LIFECYCLE 
We define the elements of the space observing system 

against a corresponding data lifecycle which spans onboard 
flight computing to data analysis. We believe the space data 
lifecycle defines a critical context for evaluating a 
comprehensive set of capabilities necessary for increasing 
scientific yield from missions by understanding Big Data 
scalability challenges end-to-end. Figure 1 shows this 
concept and the need, depending on the types of 
deployments, for improving data science capabilities at 
multiple points of the data lifecycle: from onboard 
computing, to ground-based data triage of massive data 

streams, to scalable data archives, to distributed data 
analysis and analytics.    This perspective exposes the need 
for architectural support for ongoing tradeoff considerations 
for determining the computing, methodologies, and 
approaches for capturing and analyzing data across the 
lifecycle, particularly for data intensive scenarios.  

The data lifecycle emphasizes the uniqueness of Big 
Data challenges for space observing and analysis systems. 
While many of the Big Data software technologies might 
address scalability at a particular point in the data lifecycle, 

there is no existing Big Data technology that solves the 
challenges that more capable observing instruments and 
space-based scenarios present.   

We believe specific considerations across the data 
lifecycle include: 1) the identification of flexible system 
architectures for exploring and optimizing the approaches 
for data capture, processing and analysis across the entire 
data lifecycle; 2) the development of intelligent triage 
algorithms at the point of collection (onboard, ground-
based, at archives); 3) the development of software 
infrastructures and frameworks for scalable archiving and 
data analysis in distributed environments;  4) data science 
algorithms for systematic analysis of massive data sets in 
distributed environments; and 5) provenance techniques 
across the data lifecycle for capturing successful analytics 
and providing a basis for reproducing results.  The 
consideration of such tradeoffs also has implications for the 
underlying computing support to ensure that flight and 
ground-based computing infrastructures (memory, storage, 
priocessing, networking) can support a wide range of 
architectural scenarios. 

 
 

3. CONCLUSION: TODAY AND TOMORROW 
We believe that a full response to the Big Data 

challenges requires new computational approaches to the 
entire observing system, as the data lifecycle view 
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emphasizes, in order to holistically address capacity 
constraints end-to-end.  Many of the approaches used to 
acquire, manage and analyze data are based on architectural 
decisions and solutions from an era where data collection 
and analysis could be done locally.  Rather than approaching 
this ad hoc, JPL has recently established multiple 
investments across the entire data lifecycle to research Big 
Data technologies onboard and on the ground to explore 
data-driven approaches for emerging missions and science 
use cases. These evaluations and research areas, shown in 
Figure 1, include evaluating new machine learning 
capabilities onboard to improve planning and data reduction 
in planetary science, particularly where data collection 
exceeds the downlink capacity; insertion of machine 
learning capabilities at ground stations to reduce data from 
massive, ground-based astronomical observations and 
increase scalability of data archives for planned exascale 
projects such as the Square Kilometer Array (SKA); and the 
development of distributed, cross-instrument data analytics 
environments for Earth Science to address science questions 
which require integration of data from massive, distributed 
observations and models repositories.  Our approach 
emphasizes that different disciplines will need to address 
Big Data challenges at different points in the data lifecycle, 
representing both a cross disciplinary challenge and an 
opportunity.  We believe an overall coordinated approach is 
required to address the mission and science Big Data 
challenges in the next decade.  
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ABSTRACT 

 

Geoscience Australia (GA) is leading the development of 

the Australian Geoscience Data Cube (AGDC) to support 

the management and quantitative analysis of massive 

volumes of Earth observation (EO) and other geoscientific 

data. Australia’s Cooperative Research Centre for Spatial 

Information (CRCSI), the National Computational 

Infrastructure (NCI), and the Commonwealth Science and 

Industrial Research Organisation (CSIRO), are working 

with GA in a collaborative effort. EO data are calibrated to 

surface reflectance observations before inclusion in the 

AGDC, and the data are organised as regular geographic 

tiles rather than ‘scenes’ or images to simplify processing. 

The AGDC is being developed as a sensor-independent 

system for management, analysis and sharing of EO data, 

and to enable parallel processing in a high performance 

computing (HPC) / high performance data (HPD) 

environment. The AGDC abstracts much of the sensor and 

processing system complexity and frees researchers to focus 

on the direct scientific application and exploitation of the 

data. By calibrating the entire data stream to the same 

directly applicable standard and making the data accessible 

in a HPD structure, the AGDC can be viewed as an enabling 

infrastructure for data-intensive science.  

 

At its core, the AGDC is an indexing system which 

supports parallel processing in a HPC environment. One of 

the features of the AGDC approach is that all of the original 

observations (pixels) are retained for analysis; the data are 

not mosaicked, binned, or filtered in any way and the source 

data for each pixel can be traced through the metadata. The 

AGDC application programming interface (API) allows 

users to develop custom processing algorithms. 

 

Initially, the AGDC allows analysis of Australia’s 

archive of Landsat mission data (1986 to present). 

MODerate resolution Imaging Spectroradiometer  (MODIS) 

data is being included with addition of Advanced 

Spaceborne and Thermal Emission and Reflection 

Radiometer (ASTER), and Synthetic Aperture Radar sensor 

expected in the near future. In the future the AGDC will 

include data from other sources including Sentinel-2 and 3. 

 

Water Observations from Space (WOfS) is one of the 

first applications to use the AGDC and HPC capability. 

WOfS summarises water observations across the entire 

Australian continent for the full temporal extent of the 

AGDC's Landsat archive (28 years). GA software engineers 

developed a processing paradigm know as Side Effect Map 

Reduce (SEMR) to rapidly execute embarrassingly parallel 

processes (i.e. no interaction between processes) across the 

data holdings on the HPC platform.  

 

The SEMR technique was developed to address issues 

with implementing Hadoop (the established map/reduce 

framework) on the HPC platform. SEMR only passes 

metadata (rather than the data itself) through a map/reduce 

pipeline which allows each map process to access bulk data 

on the Lustre distributed file system and write output 

directly to the file system. The technique delivers the 

advantages of map/reduce without the need to partition big 

data holdings and has allowed continent-wide/entire 

collection data processing runtimes to be reduced from days 

to hours. The SEMR framework allows scientists to explore 

novel analytical techniques and algorithms across the entire 

AGDC data holdings. Current work is exploring the 

modeling of processing workflows such as WOfS, and the 

data processing pipelines that provide data to the AGDC, as 

directed acyclic graphs (DAG) and automatically 

distributing and orchestrating the tasks on the HPC platform 

through the message passing interface (MPI). Additionally, 

by embedding automated provenance tracking in the 

workflows, changes to the data collections are easier to 

manage. This enhances the ability to iteratively improve and 

tune algorithms which utilize the AGDC. 

  

The source code for the AGDC is available at the 

following link: https://github.com/GeoscienceAustralia/agdc 
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ABSTRACT 

 

The German Satellite Data Archive at the German 

Aerospace Center (DLR) has been managing large volume 

Earth observation data for more than two decades. 

Hardware, data management, processing, and user access, as 

well as long-term preservation are under one roof and 

interact closely in the payload ground segment (PGS). 

Several examples will demonstrate how Earth observation 

data life cycles benefit from close interaction between the 

PGS and the application scientists and from operational 

experience gathered over time.  

 

Index Terms— Data management, PGS, Earth 

observation, data life cycle 

 

1. INTRODUCTION 

 

The German Satellite Data Archive (D-SDA), operated at 

the German Remote Sensing Data Center of the German 

Aerospace Center DLR, is the central German infrastructure 

providing large volume Earth observation (EO) data 

archiving and access functionality. For many years it has 

been a key component in the payload ground segments 

(PGS) of numerous national and ESA Earth observation 

missions and in addition serves as a data center for scientific 

and civil service Earth observation applications. 

With a 50 petabyte total capacity D-SDA currently 

holds about 3.8 petabyte of EO data and thematic 

information products in a hierarchical storage system. In 

response to current mission requirements for large volume 

processing, 170 terabyte of online cache allow for maximum 

throughput in the range of six terabytes per day. The Data 

and Information Management System (DIMS) – developed 

in collaboration with an industrial partner – ensures 

dedicated and swift data flows from archive to processing 

systems and users – assisted by a high capacity local area 

and wide area network infrastructure. 

The D-SDA in its PGS function ensures flawless data 

reception and delivery during current Earth observation 

missions. However, its data management extends far beyond 

mission lifetime. Data are being curated and valorized 

throughout the entire data life cycle which contributes to 

ensuring long-term data accessibility and usability.  

Collaborating closely with the user community and 

driven by their needs, a PGS is inherently concerned with 

the data content and the applications as it accompanies the 

data life cycle. The following three examples will present 

and discuss specific competences accumulated at the D-

SDA over time. These are considered essential for providing 

comprehensive and efficient PGS data management 

services. 

 

2. SENTINEL 5 PRECURSOR – BIG DATA PGS 

BASED ON EXTENSIVE EXPERIENCE 

 

On behalf of ESA DLR develops and operates the Sentinel-

5 Precursor PGS [1]. In the mission PGS, D-SDA provides 

archiving and data access for lower level and higher level 

processing. Long-standing experience with a variety of 

aspects and scenarios of EO data management facilitated 

PGS set-up and operations for this new mission. 

Familiarity with atmospheric data workflows - and with 

user centered data modeling in support of these specific 

workflows - was available at DLR from contributing e.g. to 

the EUMETSAT Satellite Application Facility for 

Atmospheric Composition and UV Radiation (O3M SAF) 

[2]. This experience proved valuable in setting up the 

Sentinel-5 Precursor PGS. Similar to O3M SAF, Sentinel-5 

Precursor processing workflows are based on numerous 

product inter-dependencies and intensive use of auxiliary 

data (Figure 1). Controlling such workflows requires more 

than a generic scheduling engine on a large, distributed 

computing facility. It also requires specific EO metadata for 

selecting input data and verifying the consistency of output 

data as well as knowledge on the behavior of the individual 

processor in order to optimize product quality and 

processing throughput. 

One key component of the PGS of the German national 

TanDEM-X radar mission is large volume data management 

and systematic processing involving transferring large 

amounts of data to and from processing systems with data 

transfer rates reaching a maximum of 10.2 terabyte per day 

during peak processing phases [3].  This experience 

facilitated design and set-up of the Sentinel 5 Precursor PGS 

with daily throughput requirements totaling 250 gigabyte of 

level 0 data, 510 gigabyte of level 1b near-real time 

products, 905 gigabyte of level 1b offline products, and 465 

gigabyte of auxiliary data. 
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Figure 1.  Expected product inter-dependencies and 

auxiliary data required for the production of level 2 products 

in the Sentinel-5 Precursor mission. 

  

Knowledge about ESA-specific ground segment 

architectures and interfaces for discovery and access, which 

were essential for Sentinel-5 Precursor, was available from 

developments associated with the Copernicus Space 

Component Data Access and from developing the long-term 

archives for Sentinel-1 and Sentinel-3. Similar solutions, for 

example, were pursued in all three missions for integrating 

the DLR and Copernicus wide area networks. 

The Sentinel missions PGS is closely monitored and 

thus a systematic reporting of system activities, such as the 

data processing completeness, auxiliary data usage, product 

quality, and service performance, is requested. D-SDA has 

established a reporting control service which systematically 

generates reports based on information collected from all 

PGS components. 

 

3. TIMELINE – SERVICE-DRIVEN DATA 

MANAGEMENT 

 

The DLR TIMELINE project will generate a consistent 30-

year timeline of 18 level 2 and level 3 thematic information 

products, including sea surface temperature, snow cover, 

and cloud properties, in support of monitoring Global 

Change. Contributing to the TIMELINE project the D-SDA 

extends its PGS-focused archiving and access functionality 

towards servicing large volume data processing for 

scientific projects. 

Hence, the PGS is moving closer to the scientific users, 

which requires a mutual adaptation of approaches, 

architectures, processes, and procedures. The project 

highlighted the advantages of designing and operating the 

complete service chain, from data acquisition to archiving, 

basic and thematic processing, as well as data and product 

access, under one roof and re-using existing PGS data 

management components. 

During the initial project phases the close interaction 

between data managers and application scientists, processor 

developers and system operators helped recognize existing 

constraints on either side. A clear, mutually agreed view on 

roles and responsibilities was established which resulted in a 

constructive division of duties. The following roles have 

been defined: 

 

 Scientist 

 Tool developer 

 Software engineer 

 System engineer 

 Data librarian 

 Operational system engineer 

 Operating / production 

 Support levels 1-4 

 

Striving for mutual optimization, the D-SDA data 

management has evolved towards a more flexible, service-

driven archiving and access infrastructure. Improvements 

included creating a project-specific instance of the EOWEB 

Geoportal, the generic D-SDA data access portal, with 

project-specific discovery and download services, as well as 

developing new interfaces for bulk data handling. With a 

view to furthering interoperability, the project provided an 

opportunity to move towards providing standardized product 

metadata following the Earth Observation Metadata profile 

of Observations & Measurements defined by the Open 

Geospatial Consortium [4].  

 

4. FROM SCIENTIFIC ALGORITHMS TO 

OPERATIONAL PGS-STYLE PROCESSING CHAINS 

- LESSONS LEARNT 

 

One of the challenges faced during the TIMELINE project 

is converting scientific processing algorithms into large-

volume PGS-style processing chains – while providing 

sufficient flexibility for ad-hoc modifications as required by 

the scientists. Specific issues arise from the different 

cultures of scientific and operational PGS-style data 

processing. Scientists are concerned with developing and 

fine tuning algorithms for accurate thematic product 

generation. Systematic, PGS-style processing requires 
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transferring these scientific algorithms into processing tools 

and ultimately into systematic, high-capacity, operational 

processing systems. 

Experience indicates that this transfer is best done by an 

informatics specialist located within the scientific 

application environment. His understanding of the algorithm 

and the data, as well as close interaction with the scientists, 

will result in short evolution cycles and add to the flexibility 

of the resulting processing system. 

 

5. USER COMMUNITY DRIVEN LONG-TERM 

EARTH OBSERVATION DATA PRESERVATION 

AND ACCESS 

 

Earth observation data are unique snapshots of the condition 

of the Earth or atmosphere at a specific point in time. DLR 

and the D-SDA, therefore, put particular emphasis on long-

term data preservation with the objective to keep the 

valuable data and products accessible and useable for future 

generations. Preservation is an inherent part of the data life 

cycle - its scope extending beyond keeping the instrument 

data safe from loss.  

One aspect for ensuring long-term data accessibility in 

the D-SDA is its stable and sustainable archive 

infrastructure. Hardware and software are maintained and 

upgraded on a regular basis following technology evolution 

cycles. On the data side, active data curation contributes to 

long-term usability. As new requirements emerge – from 

technology evolution, application scientists, or end users - 

the data are migrated, converted to new formats, re-

processed using improved algorithms, transformed into 

user-friendly higher level products, and made accessible via 

the required interfaces. 

For data sets to remain useable for future generations, 

however, preserving sensor data and metadata is not 

sufficient. Curation of the associated knowledge, such as 

mission and sensor documentation, data structure and format 

specifications, calibration and processing information, is as 

essential as maintaining the capability to visualize and re-

process the data [5],[6]. For new missions appropriate data 

management principles including the generation of the 

associated information should be established already during 

the planning and preparation phases. 

In addition to implementing sustainable data curation 

measures, the D-SDA contributes to developing ESA-wide 

harmonized and interoperable data management principles 

and procedures for Earth observation data. In collaboration 

with partner organizations operational know-how is being 

transferred into guidelines and best practices [5], [6]. 

Extending beyond Europe these procedures are now being 

introduced into the Group on Earth Observations (GEO) and 

the Committee on Earth Observation satellites (CEOS).  

 

6. LOOKING BEYOND EO - FACILITATING 

INTEGRATED DATA EXPLORATION  

AND ANALYSIS 

 

As an efficiently operated PGS, the D-SDA can well 

provide data discovery and access services to the emerging 

collaborative thematic exploitation platforms. This ability 

will maximize data use and facilitate cross-fertilization 

between different application communities. The use of 

standardized metadata formats and discovery and access 

protocols, such as those provided by OGC, HMA, or 

OpenSearch, become mandatory for ensuring smooth 

interoperability between the distributed data archives.  

Data exploitation across archives requires seamless 

interoperability. While federated data discovery across 

distributed Earth science data archives is already common, 

interoperable data formats or data exchange formats, in 

particular at the lower PGS level, are still in their infancy. 

However, data preservation and curation will soon require 

operational solutions for scenarios such as consolidating 

time series across archives or for physically relocating 

complete historical archive holdings in case of a transfer of 

responsibilities [6].  

 

7. SUMMARY AND CONCLUSIONS 

 

"Big data" management in Earth observation is not just an 

IT issue - it is more than just handling large data volumes, 

providing large volume processing capacity and high 

network bandwidths for swift data access. The data sets as 

well as the valuable scientific results are best handled by a 

comprehensive data life cycle center in which data 

managers, IT engineers, and scientists collaborate closely. It 

is the knowledge of the data set content and the experience 

with data management systems serving specific Earth 

observation applications and workflows which make for 

optimum, integrated end-to-end service chains. Thus the 

maximum value is extracted out of the Earth observation 

missions – during the mission lifetime and beyond - for 

current and future generations. 

 

8. REFERENCES 

 

[1] S. Kiemle, R. Knispel, M. Schwinger, and N. Weiland, 

"Sentinel-5 Precursor Payload Data Ground Segment, 

proceedings of ESA Advances in Atmospheric Science and 

Applications," in Proc. ATMOS 2012 - Advances in 

Atmospheric Science and Applications, Bruges, Belgium, 

18-22 June 2012, ESA Special Publication SP-708. 

 

[2] S. Kiemle, P. Valks, M. Boettcher, D. Loyola, W. 

Zimmer, T. Ruppert, and T. Erbertseder, "DLR Data 

Services for GOME-2/MetOp Atmospheric Trace Gas 

Monitoring," in Proc. Joint 20017 EUMETSAT 

Architectures and Platforms

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

48 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


Meteorological Satellite Conference, Amsterdam, 24-28 

September 2007. 

 

[3] S. Kroeger, M. Schwinger, M. Wegner, and M. 

Wolfmueller, "Data Handling and Preservation for the 

TanDEM-X Satellite Mission," in Proc. PV 2009 - Ensuring 

Long-Term Preservation and Adding Value to Scientific and 

Technical Data, 1-3 December 2009, Villafranca, Spain, pp. 

1-7. 

 

[4] J. Gasperi, F. Houbie, A. Woolf, and S. Smolders (eds.), 

"Earth Observation Metadata profile of Observations & 

Measurements," v. 1.0, OGC® Implementation Standard, 

reference number OGC 10-157r3, 12 June 2012. 

 

[5] GSCB LTDP Working Group, "Earth Observation 

Preserved Data Set Content," accessed at http://earth.esa.int/ 

gscb/ltdp/LTDP_PDSC_4.0.pdf on 12 October 2014. 

 

[6] GSCB LTDP Working Group, "European LTDP 

Common Guidelines," accessed at 

http://earth.esa.int/gscb/ltdp/ 

EuropeanLTDPCommonGuidelines_Issue2.0.pdf on 12 

October 2014. 

Architectures and Platforms

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

49 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


CHALLENGES IN THE EXPLOITATION OF BIG EARTH OBSERVATION DATA 
 

C. Briese a,b, W. Wagner b,a, A. Boresch c, C. Federspiel d, M. Aspetsberger d, S. Hasenauer b, 
W. Mücke a, C. Hoffmann e,a, G. Wotawa f,a 

 
a EODC Earth Observation Data Centre for Water Resources Monitoring GmbH, Vienna, Austria – 

{christian.briese, werner.muecke}@eodc.eu 
b Vienna University of Technology (TU Wien), Vienna, Austria –  

{wolfgang.wagner, stefan.hasenauer}@geo.tuwien.ac.at 
c AW Software und Technologie GmbH (AWST), Vienna, Austria – boresch@awst.at 

d Catalysts, Linz, Austria – {federspiel, michael.aspetsberger}@catalysts.cc 
e GeoVille, Innsbruck, Austria – hoffmann@geoville.com 

f Zentralanstalt für Meteorologie und Geodynamik (ZAMG), Vienna, Austria – 
gerhard.wotawa@zamg.ac.at 

 
ABSTRACT 

 
The latest generation of earth observation (EO) sensors 
generates huge amounts of data, which leads to new 
challenges in the processing and archiving of big EO data. 
Currently, powerful and mature cloud services for big EO 
data exploitation are rarely available. Therefore, one 
solution in order to tackle the big EO data challenge is to 
bring together the specific competences, resources and skills 
of the individual organisations. This contribution presents a 
public/private initiative, the EODC Earth Observation Data 
Centre for Water Resources Monitoring GmbH (EODC) that 
focuses on such a cooperation model in order to foster the 
research and use of big EO data. After a short introduction 
into the general ideas of the EODC and its cooperation 
network, the paper presents (i) the concept of the 
collaborative/federated EODC cloud connecting several data 
centres throughout Europe and (ii) the first services that are 
currently being established. 
 

Index Terms — Big data, Processing, Archiving, 
Organisation, Cooperation 
 

1. INTRODUCTION 
 
The latest generation of earth observation (EO) sensors 
mounted on different static and kinematic platforms 
generates huge amounts of data. Especially the availability 
of free and open global satellite data leads to enormous data 
volumes (e.g. in the order of a Terabyte per day for the new 
ESA Sentinel-1A satellite) for which Petabyte data 
infrastructure and high performance computer environments 
for storing, processing and archiving these data sets are 
essential. 
 

The above-mentioned development is further driven by the 
increasing demand on multi-temporal data sets for 
monitoring and change detection applications. For that aim 
long term archives of a single EO sensor or even multiple 
sensors, e.g. to enlarge the time span with the help of a 
similar sensor or to include several different complementary 
sensor data into the processing of one product, are essential. 
 
Next to socio-economic and ecological demands, increasing 
scientific standards force the scientists to test and validate 
their new research results in respect to other already 
developed competing solutions. These requirements lead to 
the necessity to provide access to different scenarios/study 
areas observed with different EO sensors. Furthermore, if a 
new and advanced method has been developed, the 
necessity of reprocessing old and already processed data 
may arise. Moreover, in some applications, like e.g. in 
climate change studies, it is additionally required that any 
observed trend extracted out of the data is checked by the 
usage of an ensemble of EO data sets and retrieval 
algorithms.  
 
This contribution summarises, updates and extends the 
recently published paper by Wagner et al., 2014 [1]. 
 

2. EXPLOITATION OF BIG EO DATA 
 
Targeting the increasingly challenging demands for 
processing big EO data, the solution for a number of 
scientific groups was specialisation and increased 
cooperation, which has already led to remarkable advances 
[e.g. 2, 3]. Despite those efforts, which are often not 
designed for long-term cooperation, IT infrastructure 
capable of storing, processing and archiving current and 
future amounts of EO data is still rare. 
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The significant growth of data volumes, coupled with the 
increasing complexity of respective algorithms for 
processing, additionally require substantial changes in the 
distribution and processing mechanisms. Instead of 
distributing the raw data among countless experts for higher 
level processing, a more economic and efficient solution lies 
in the establishment of a cooperative storage and processing 
facility. Hence this would initiate a paradigm shift, 
switching from the practice of bringing the data to the 
software to bringing the software to the data [1]. 
 
In recognition of this fact, a consortium of scientific, public 
and private institutions has developed a cooperation model 
with the aim to address all the afore mentioned challenges. 
The practical realisation of this cooperation model is 
implemented in the newly established entity “EODC Earth 
Observation Data Centre for Water Resources Monitoring 
GmbH” (EODC) [4]. 
 

3. EARTH OBSERVATION DATA CENTRE FOR 
WATER RESOURCES MONITORING (EODC) 

 
The mission of the EODC is to work together with its 
partners from science, public and private sectors in order to 
foster the use of EO data for monitoring of global water 
resources by 

• Setting up, managing and operating a virtualised, 
distributed EO data centre; 

•  Provision of collaborative IT infrastructure for 
archiving, processing, and distributing EO data; 

• Organising collaborative software development 
processes for establishing fully automatic end-to-end 
EO data processing chains; and 

•  Building up comprehensive competence in processing 
big EO data. 

 
3.1. EODC Cooperation Network 
 
The EODC Cooperation Network consists of an open 
number of cooperation partners. According to the intentions 
and contributions of potential partners, three partnership 
levels have been defined: (i) principal cooperation partners, 
(ii) associate cooperation partners and (iii) developers. Apart 
from the developers, who are individuals (e.g. Ph.D. 
students) taking part in the EODC’s collaborative software 
development process, cooperation partners must be either 
public or private organisations that support the operations of 
the EODC through (i) contracting of services offered by the 
EODC and (ii) active contribution to the collaborative 
development process in one or more of the “EODC 
communities”. A community brings together all EODC 
cooperation partners who have mutually agreed to engage in 
a collaborative activity, e.g. focusing on a specific EO 
processing topic like Sentinel-1A processing for soil 

moisture mapping. The EODC’s role is then to organise the 
definition of each community’s goal and roadmap, as well 
as to foster an efficient and effective cooperation. 
 
3.2. EODC Cloud 
 
In contrast to one big centralised IT infrastructure approach, 
the basic idea of the EODC infrastructure is to provide a 
collaborative/federated cloud environment connecting 
several individual data centres with individual strengths and 
foci (e.g. the provision of a certain data product) throughout 
Europe. The resulting virtual and decentralised IT 
infrastructure is referred to as EODC Cloud (see Figure 1). 
 

  
Figure 1: EODC cloud; The EODC will connect the IT 
infrastructure of different organisations. 
 
3.3. EODC Services 
 
Based on the IT infrastructure, the EODC will offer a range 
of services that will allow collaborative software 
development, as well as EO data processing. These services 
can be broadly categorised in four different types: (i) 
community building services, (ii) data services, (iii) 
software services and (iv) platform services. The community 
building services refer to the establishing and organisation 
of the afore mentioned EODC communities (Section 3.1), 
whereas the data services comprise EODC’s specialisation 
in data procurement management and efficient processing. 
Software and platform services combine the provision of IT 
infrastructure for EODC partners to facilitate and support 
the collaborative development process, among them a 
shared code repository, development and processing 
platforms, and a set of cloud-based web applications for data 
storage and knowledge / information exchange and 
management. 
 
Typically, the development and roll-out of new services 
operated or enabled by the EODC will be like this: The 
partners of the EODC Cooperation Network identify a 
common interest in a particular type of activity (e.g. 
building of community platforms, access to data, computing 
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resources, software, and platform capabilities) and start 
developing and implementing a prototype system through 
one EODC community. Initially, only the community 
partners will be able to use this prototype system, but once a 
certain level of maturity has been reached and all 
contributing partners agree, the possibility to roll it out as an 
operational service that can be offered to external users can 
be considered. Although EODC’s services are tailored to the 
cooperation partners, the EODC makes every effort towards 
an open and dynamic organisation structure. Therefore, 
being a cooperation partner is not a necessary requirement 
for using EODC’s services.  
 
3.4. Initial steps towards operational implementation 
 
Among EODC’s first objectives towards the build-up of 
operational services is the provision of initial capabilities for 
receiving, processing and distribution of Sentinel-1A data 
for water resources monitoring. Once fully in service, the 
EODC will host a long-term data archive and scientific 
processing platform based on up-to-date cloud computing 
technologies. Accordingly, the development, expansion and 
improvement of necessary IT infrastructure are fully under 
way. Maintaining a narrow focus for the operational 
implementations during the start-up phase, EODC’s 
activities will primarily target the retrieval of surface soil 
moisture (SSM) based on Sentinel-1A data. Existing 
methods of SSM processing [5], [6] are currently being 
adopted to meet the challenging requirements imposed by 
Sentinel-1 data volumes. For this purpose, an optimized 
SAR toolbox implementing a novel Sentinel-1 processing 
chain is under development and in a test phase [7]. It will 
include a series of modifications with respect to (i) the tiling 
and projection system, to reduce oversampling and I/O [8], 
(ii) the structure for data storage and data format to provide 
faster compression, less files and faster I/O, (iii) software 
optimizations, (iv) usage of various masks during processing 
steps, and (v) a meta data structure to facilitate fast database 
queries. 
 

4. SUMMARY 
 
Within this contribution the current and near-future 
challenges in the exploitation of big EO data are discussed. 
Subsequently, the concept and the thematic goals of the 
EODC, a newly founded public-private partnership with the 
purpose of meeting these challenges, are presented. A 
special focus is given to the EODC’s open and international 
cooperation model, the EODC cloud and its first services 
that are already defined. Currently, the EODC is in its start-
up phase, concentrating on the establishment of the 
organisation, the building of collaborative platforms, the 
definition of the first communities, and the step-by-step trust 
building between the public and private partners. 

Furthermore, the initial capabilities for receiving, processing 
and distribution of the Sentinel-1A data are developed and 
will further be extended to accommodate other Sentinel data 
in the future. Near-real-time data reception, processing and 
redistribution capabilities are established at ZAMG, 
Austria’s meteorological service. TU Wien is currently 
developing the first long-term data archive and scientific 
cloud-computing platform. The latter will benefit from the 
high performance computing capabilities of the third 
generation of the Vienna Scientific Cluster, one of Europe’s 
most powerful supercomputers [9]. 
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ABSTRACT 

 
We report on a major expansion to JASMIN, a big data 
infrastructure upon which the UK Centre for Environmental 
Data Archival (CEDA) operates data centres and a major 
scientific analysis environment.  The academic component 
of the facility for Environmental Monitoring from Space 
(CEMS) is hosted on JASMIN and continues to grow 
significantly, both in capability and its usage by the Earth 
Observation science community.  
We describe recent infrastructure upgrades to storage, 
compute and networking, and the deployment of a full 
private cloud. Dedicated data transfer nodes allow high-
performance data flows to meet the needs of the climate and 
earth observation science communities.  
Over 20 EO science projects are currently active on 
JASMIN-CEMS, examples include near-real time 
atmospheric composition processing, global land surface 
products, and a collaborative research environment for land 
data assimilation (Optirad).  
 

Index Terms— e-Infrastructure, data compute, Earth 
Observation data, data processing, data archive 
 

1. INTRODUCTION 
 
The JASMIN facility (jasmin.ac.uk) at Harwell, UK, is a 
“super-data-cluster” which delivers infrastructure for data 
analysis. It is half super-computer and half data-centre and 
as such provides a globally unique computational 
environment [1]. JASMIN Phase 1 (with funding from the 
UK Natural Environment Research Council, NERC, and the 
UK Space Agency, UKSA) was delivered in early 2012. 
Two further phases of NERC funded expansion are 
underway: Phase 2 in early 2014 and Phase 3 in late 2014.  
JASMIN provides four basic services to the community: 
storage (including disk and tape), batch computing (on 
“Lotus”), hosted computing, and cloud computing. 

A range of NERC science community services are run in the 
JASMIN infrastructure, one of which is the academic 
component of the facility for Climate, Environment and 
Monitoring from Space (CEMS), hosting data and services 
specifically for the Earth Observation science community.  
 

2. RECENT INFRASTRUCTURE UPGRADES 
 
JASMIN Phase 2 and 3 upgrades are now underway, with 
many components already in operation.  
 
2.1. Storage and Compute 
 
The Phase 2 and 3 upgrades include major expansion to over 
3,500 compute cores with 13 PB of fast parallel disk 
storage, and equivalent capacity in near-line tape (Figure 1). 

 
 
Figure 1: JASMIN Infrastructure upgrades 
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2.2. Network 
 
Expansion and re-implementation of the internal network 
has massively increased capacity for large-scale parallel 
data processing. This gives file system access to archive and 
shared workspace environments enabling users to process 
high volume EO and climate datasets at much higher speeds 
than previously possible. 
 
2.3. Private cloud 
 
A further development this year is the provision of a full 
private cloud. This is divided up into Managed and 
Unmanaged zones. The Managed provides a PaaS (Platform 
as a Service) offering in which users can deploy a virtual 
machine from a restricted catalogue of templates. VMs have 
direct access to the archive and high performance processing 
and storage. The Unmanaged service provides full IaaS 
(Infrastructure as a Service), enabling users to host their 
own virtual infrastructures of applications and services. 
 
2.4. Data transfer 
 
A dedicated “Science DMZ” has also been deployed with 
high-performance data transfer nodes and monitoring tools 
for a variety of large bidirectional science data flows. 
Collaboration with other sites as part of the International 
Climate Network Working Group has set ambitious 
throughput targets representative of climate community 
needs, but these are likely to be at least matched, if not 
exceeded, by the data transfer requirements of the Earth 
Observation community in the Sentinel era. 
 

 
3. JASMIN-CEMS OPERATIONS 

 
The JASMIN-CEMS infrastructure now supports nearly 500 
users (409 JASMIN-login users, 88 CEMS-login users) and 
more than 80 different projects. Previously, these users 
mostly purchased their own, or used hardware in their own 
institutions, e.g. university departments, and transferred 
large volumes of data across the network for local 
processing and analysis. The JASMIN-CEMS community 
shared infrastructure allows users to share access to the 
same copy of datasets, to process and analyse results in situ, 
and efficiently make their results available to other 
researchers.  
To date (October 2014) 4.9 PB has been allocated to science 
projects as Group Workspace data storage (allocations of 
storage managed by users/project teams) and 2.8 PB is in 
use for the Data Centre archives (datasets curated by CEDA, 
the Centre for Enviromental Data Archival) . In the first two 
years of operation, over 1.3 million processing jobs were 
executed.  

Figure 2 shows the current usage of the JASMIN2 storage, 
which was commissioned in April this year. JASMIN1 
storage is already fully allocated. JASMIN3 storage 
purchase this year will likely add about 4-5 more bladesets.  
 

 
Figure 2: JASMIN2 usage October 2014. Blue is allocated 
but not yet used. Red is used. Green is unallocated.  

The largest datasets hosted on the infrastructure at present 
are climate model simulations (CMIP5, Coupled Model 
Intercomparison Project, Phase 5) data, 1.2 PB total volume 
and still growing.  However, with the advent of data from 
the Sentinel satellites, and CMIP6 (PB’s/year) in the coming 
years we plan to expand both the online storage capacity, as 
well as making increased use of nearline tape storage at 
much lower cost.  
 

4. EO SCIENCE APPLICATIONS 
 
More than 20 science projects are currently actively using 
JASMIN-CEMS for EO data processing and analysis. We 
focus on three different usage examples in this paper: NRT-
Ozone, QA4ECV and Optirad. The first two of these 
projects use a combination of hosted compute and batch 
compute, whereas the third, Optirad, uses the new cloud 
compute environment.   
 
4.1. NRT-Ozone 
 
In this project, the Remote Sensing Group in RAL  Space 
are generating profiles of trace gases in near real time 
(NRT) in a pilot study for support to operational atmosphere 
services. The RAL Remote Sensing Group's algorithm [2,3] 
has been developed to produce tropospheric ozone data from 
MetOp's uv-nadir spectrometer GOME-2 which 
substantially exceeds the quality provided of the standard 
operational products. Due to the large data volumes and 
CPU requirements, combined with the time-critical 
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acquisition of auxiliary data, near real time processing of the 
MetOp data with the RAL scheme has not previously been 
viable. With the dedicated allocation of resource within the 
JASMIN-CEMS infrastructure, the team are now able to 
deliver this improved data product within the required 
timeframe to feed into the forecasting of air quality and 
numerical weather prediction. Initial calculations indicate 
that the NRT “Gome-2 only” O3 scheme requires ~80 cores 
24/7, 360 more will be required for IASI CH4 & Gome-
IASI O3, to be implemented soon. Systems have been put in 
place to collect NRT data from EUMETSAT and ECMWF 
into a dedicated workspace for rapid processing on the 
JASMIN-CEMS infrastructure and performance testing is 
underway. This project is funded by the UK National Centre 
for Earth Observation and the NERC Big Data programme.  
 
4.2. QA4ECV 
 
As part of the EC FP7-funded QA4ECV [4] project, new 
essential climate variables are being generated by 
MSSL/UCL on the JASMIN-CEMS system. This activity 
involves processing of hundreds of TB to generate 35 years 
of quality assured global land surface products from 
European and US missions. A dedicated project workspace 
(> 700 TB) on JASMIN-CEMS has been funded through the 
UK NERC Big Data programme. Early work has 
demonstrated that the reprocessing of MODIS priors using 
all spectral, and 3 broadbands was completed on CEMS in 3 
days, 81 times faster than on an in-house 8-core blade. Other 
processing tasks show similar benefits, e.g. reprojecting 
BRDF files from SIN coordinates to lat/lon requires a huge 
number of polygons to be spatially indexed and processed. 
This process requires massive RAM and usually takes a 
very long time, however the JASMIN-CEMS system is 
~100 times faster than the previously used 224-core in-
house linux cluster [5]. The project has also benefited from 
a dedicated high-performance transfer server in the “science 
DMZ”, which has allowed input datasets (MODIS, MISR) 
to be transferred from US data providers onto CEMS very 
efficiently, at rates up to 28 TB/day. 
 
4.3. Optirad 
 
OPTIRAD (OPTImisation environment for joint retrieval of 
multi-sensor RADiances) is developing a collaborative 
research environment for land data assimilation using 
IPython Notebook on the CEMS Unmanaged cloud. The 
work is funded by ESA and the project team at UCL aim to 
provide the scientific community with a dedicated software 
environment to generate products from raw EO data. 
Compared to traditional retrieval techniques, the data 
assimilation algorithms used for OPTIRAD [6] are compute 
intensive, with high memory demands to store the state. A 
significant effort in the project will devoted to improving 

the efficiency of the current implementation by both 
mathematical and algorithmic improvements. Nevertheless a 
heavy computing load is still expected.  Benchmarking the 
current implementation shows that a validation experiment 
over an area the size of a Sentinel-2 scene, assimilating 500 
million observations (the equivalent of about 20 Sentinel-2 
scenes through the course of a growing season) would cost 
approximately 15 core-months of CPU time.  Use of the 
JASMIN-CEMS compute resources will significantly speed 
up the test and validation of the algorithms, as well as 
making the resulting system more feasible for scientific 
experiments. 
 
 

5. CONCLUSION AND FORWARD LOOK 
 
JASMIN (and JASMIN-CEMS) Phase 2 and 3 go beyond 
the storage and batch compute service offered in Phase 1. 
The storage and batch compute model produced many 
excellent results for first users, but there is a “long tail” of 
the user community who are less expert users of  e.g. the 
Linux command line and high performance computing. The 
new cloud services, and projects like Optirad, present the 
opportunity to support this much wider community.  
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ABSTRACT 
 
Since 1972 and the launch of Landsat 1– the first Earth 
Observation civilian satellite - millions of images have been 
acquired all over the Earth by a constantly growing fleet of 
more and more sophisticated satellites. Generally, searching 
within this huge amount of Earth Observation (EO) images 
is limited by the description of the acquisition conditions 
stored in the related metadata files, i.e. Where (footprint), 
When (time of acquisition) and How (viewing angles, 
instrument, etc.). Thus the larger community of end users 
misses the What filter - i.e. a way to filter search in term of 
image content. RESTo [1] uses the iTag [2] footprint-based 
tagging system to enhance image metadata and hopefully 
provides a way to express semantic queries on images 
content in term of land use. We investigated the 
performance of RESTo against a 12 millions simulated 
Sentinel-2 granules database representative of the 
forthcoming French national mirror site of Sentinel products 
(PEPS). 
 
Index Terms — Semantic search, OpenSearch, Earth 
Observation Product, catalogues, natural language, Linked 
data, tagging, THEIA, SENTINEL, Big Data, RESTo, iTag 
 
 

1. INTRODUCTION 
 
Usually, information on EO image content is entirely 
determined by its metadata. Yet, metadata only provide 
specific characteristics limited to where the image was 
acquired (footprint), when it was acquired (time of 
acquisition) and how it was acquired (viewing angles, 
instrument, etc.). Possibly, additional information - such as 
the percentage of cloud cover - may be present in the 
metadata but this is limited to a set of optical missions. 
Besides that, the image inner characteristics could only be 
retrieved from dedicated content-based image extraction 
process. Unfortunately this kind of process is complex and 
time-consuming and it’s generally not possible to handle 
millions of images this way. Alternatively, we develop the 
iTag tagging system to provide this additional information. 
iTag uses the image footprint from the metadata to retrieve 
related content information from various exogenous geo-

databases. This information is used by RESTo to provide a 
semantic search service that support natural language 
queries. In the following, we investigated the performance 
of iTag/RESTo on a 12 millions simulated Sentinel-2 
granules metadata database. 
 
 

2. ITAG 
 
iTag is an OpenSource library written in PHP. It can be 
integrated as a library within an existing application or used 
remotely as a standalone Web Service. Basically, iTag uses 
the image footprint extracted from the metadata file and 
processed it against the GLC2000 [3] land cover database to 
compute the relative percentage of land use classes (i.e. 
forest, water, urban area, etc.) contained in the image. 
Additionally, footprint is processed against the Natural 
Earth vector map [4] in order to extract the continents, 
countries, regions and states names intersected by the 
footprint. A PostgreSQL [5] server handles information 
content databases. Extraction computation is vector based 
and uses the PostGIS [6] geospatial functions. Extracted 
image content information is provided as a GeoJSON 
Feature. The inclusion of iTag within existing application is 
straightforward. For instance the following snippet shows 
how to retrieve the land cover around the area of Moscow:  
 

# Polygon around Moscow 
$moscow = ‘POLYGON((37.1351 55.9655,38.1006 
55.9640,38.0525 55.4969,37.0926 55.5171,37.1351 
55.9655))’; 

 
# Initialize iTag 
$iTag = new iTag(); 

 
# Tag polygon with land cover 
$result = $iTag->tag($moscow, array( 

     ‘landcover’ => true 
)); 

 
The overall tagging process performs in less than one 
second for a Landsat scene on a desktop computer. 
 
 

3. RESTO 
 
RESTo (REstful Semantic search Tool for geospatial) is a 
complete solution to search and retrieve EO images from 
very large databases. As for iTag, it OpenSource and written 
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in PHP. The general architecture is shown on Figure 1. 
Basically, RESTo could be installed over an existing data 
infrastructure. It is composed of 1) a resto database to store 
images metadata and 2) a Web Services layer that provide a 
set of data access services to users (i.e. search, visualize and 
download). The metadata ingestion process is connected to a 
PostgreSQL server through the abstract database layer API. 
This service uses iTag to automatically enhance metadata 
with image content information. This information is used to 
provide users a semantically enabled multilingual search 
service with simple natural language requests support. Both 
ingestion and users services are HTTP based and provide 
RESTful APIs [7]. 

 
Figure 1: RESTo architecture 

 
3.1. Database model  
 
Images metadata are stored into collections. A collection is 
defined as a container of products that share common 
properties - e.g. all products acquired by the same satellite 
(Sentinel2, Pléiades, etc.). From the database point of view, 
each collection has its own schema within the resto database 
and each schema contains a features table to store the 
corresponding metadata. The features table model properties 
conform to OGC OpenSearch Extension for Earth 
Observation [8]. Images footprints are stored within a 
GEOMETRY PostGIS column. Additionally an hstore [9] 
type keywords column is used to store semi-structured data 
within key/value pairs thus providing “NoSQL-like” 
capability. Each collection features table inherits from a 
master resto.features table. The inheritance mechanism 
allows searching indifferently and seamlessly in a given 
collection or in all collections at a time – indeed, searching 
in the master table would perform search in all child tables. 
Therefore ordered collation of results from multiple 
collections is handled by the database and does not require 
additional computation. To conclude, the simplicity of the 
model – one table per collection – along with the use of 
hstore remove potential performance issues while ensuring 
compliance with search service requirements.   

 
3.2. Ingestion service  
 
Sending the image metadata file through an HTTP POST 
request to a given collection triggers the ingestion service. 
This service is a two-steps process. First, EO OpenSearch 
properties (i.e. footprint, time of acquisition, etc.) are 
extracted from input metadata and mapped to the 
corresponding collection features table. Then the iTag 
service is used with the extracted footprint to infer semantic 
annotations from the image content information. The 
resulting annotations are stored as key/value pairs within the 
keywords column following a "type:id"=>"parent:value" 
scheme. For instance the entry: 
 
"continent:europe"=>":","country:france"=>"europe:100","region:aqui
taine"=>"france:","region:midipyrenees"=>"france:","state:lot"=>"mi
dipyrenees:93.32","state:dordogne"=>"midipyrenees:6.67","landuse:fo
rest"=>":40.96","landuse:cultivated"=>":56.18" 
 
indicates that the image is located in France – 94 % of the 
image is over the state of Lot in the Midi-Pyrénées region 
and 7 % is over the state of Dordogne in the Aquitaine 
region - and contains 41 % of forest and 56 % of cultivated 
areas. Search performance in hstore column is very efficient 
thanks to GIN index [10]. However analysis show that 
queries on highly represented keywords (e.g. 
continent:europe) are significantly slower than queries on 
less represented keywords (e.g. country:italy). As a 
workaround we store highly represented keywords (i.e. land 
use classes and continent names) in dedicated array 
columns to ameliorate search query time [11]. 
 
3.3. Search service  
 
The search service conforms to OGC OpenSearch Extension 
for Earth Observation standard with parameter extension 
[12]. It supports usual where, when, how search filters and 
additionally it provides thematic search on image content 
based on the semantic annotation previously computed in 
the metadata. Queries can be expressed either as traditional 
parameter/value pairs or in natural language. A semantic 
analyser based on pattern recognition algorithm extracts EO 
parameters filters and thematic keywords from queries. For 
instance, the query “Images of urban area in the US 
acquired in the last 10 days with less than 5 % of cloud 
cover” [13] would be automatically understood and convert 
into the set of parameters:  
 

"searchTerms":"country:united states", 
"time:start":"2014-10-06T00:00:00Z",         
"time:end":"2014-10-15T23:59:59Z", 
"eo:cloudCover":"5[", 
"resto:urbanCover":"]0" 
 

The search service supports French and English languages 
natively and can be extended to other languages.   
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4. PERFORMANCE 
 
RESTo has been used on the French Theia Land Data 
Centre to provide access to the CNES EO collections [14]. 
Benchmarks have been done on a one million metadata 
database extracted from the Airbus Defence and Space 
SPOT catalogue. On this database a one month search query 
over a 10x10 km2 area is performed in ~ 0.2 seconds on a 
2.4GHz server with 4GB RAM [15].  Considering these 
good performances, we plan to use RESTo has the search 
interface to the forthcoming sentinels products from the 
PEPS platform. PEPS (Platform Exploitation Products 
Sentinel) is a scalable collaborative PaaS-based platform, 
currently under study at CNES, aiming at enhancing the 
dissemination of and facilitating the access to Sentinel core 
products and tools. PEPS will be the French national mirror 
site of Sentinel products in the framework of ESA 
Collaborative Ground Segments. As a preliminary study, we 
investigated the performance of RESTo against a 12 
millions simulated Sentinel-2 granules database 
representative of the PEPS platform. Benchmarks were done 
on a single server with 64 Go of RAM. Process of images 
shows an ingestion average time of ~ 0.4 seconds per 
metadata. This duration - which includes the tagging step - 
represents a rate of 150 products ingested per minute (i.e. 15 
times greater than the rate of 10 products per minute that are 
foreseen for the PEPS platform). Average search time from 
a mix of geo-temporal and keywords queries vary from 0.2 
seconds for a single user up to 0.6 seconds for 100 users 
accessing the service concurrently as shown in Figure 2. 

 
Figure 2: Search time evolution with concurrent users 

 
These results are in line with the requirements for PEPS. 
Additionally, the upcoming release of PostgreSQL 9.4 
would introduce significant performance upgrade of the 
GIN index used by hstore [16]. Therefore, an upgrade of the 
search performance is foreseen in future benchmark. 
 

5. CONCLUSION 
 
The iTag tagging library uses the image footprint to retrieve 
related content information from global geo-databases. 
From this information, RESTo extracts location and land 
use description to provide a semantic search service that 
support natural language queries. Content keywords are 
stored in an hstore column. This column type allows the 
storage of semi-structured data within key/value pairs thus 
providing “NoSQL-like” capability to a PostgreSQL 
database. RESTo can easily handle millions of records while 
providing efficient search service - benchmarks on a 
representative 12 millions simulated Sentinel-2 granules 
database shows an ingestion average time of ~ 0.4 seconds 
per metadata and an average search time of 0.6 seconds per 
query for up to 100 concurrent users. We plan to improve 
the system capabilities by providing additional sources of 
information to enhance the tagging process. In particular 
specific geo-temporal annotation derived from tweets trends 
[17] is foreseen as the next evolution of iTag. 
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ABSTRACT 

 

Considering the multitude of nowadays high resolution 

remote sensing sensors, the volume of the acquired data has 

grown considerably. A particular type of the so-called "big 

data" is the polarimetric synthetic aperture radar (PolSAR) 

data. Processing this kind of data can be carried out by using 

either a parametric or non-parametric approach. This paper 

follows a new patch-oriented non-parametric approach. The 

BiQuaternion Fractional Fourier Transform (BiQFrFT) and 

the Method of Logarithmic Cumulants (MoLC) have been 

used as mathematical support. BiQFrFT was derived from 

the Fractional Fourier Transform (FrFT) and the 

biquaternions algebra. Representing PolSAR data samples 

in a rotated joint time-frequency plane via FrFT provides a 

simple statistical response that is easier to analyze. The 

biquaternions algebra allows the joint use of the polarimetric 

channels, enabling the polarimetric correlations between 

PolSAR data's samples. The logarithmic cumulants of the 

BiQFrFT coefficients were employed to build powerful, 

compact feature descriptors. The performances of our 

algorithm were tested on a spaceborne L-band PolSAR 

dataset. Finally, the better performances of our algorithm 

were shown against the ones of the well-known 

unsupervised Wishart H/alpha classification  algorithm and 

some conclusions were drawn. 

 

Index Terms— BiQuaternion Fractional Fourier 

Transform (BiQFrFT), Method of Logarithmic Cumulants 

(MoLC), polarimetric synthetic aperture radar (PolSAR) 

 

1. INTRODUCTION 

 

Representing a ground scene by means of fully polarimetric 

synthetic aperture radar data requires four recordings, 

corresponding to horizontal and vertical polarizations for 

both transmitting and receiving channels. Processing this 

kind of data can be carried out by using either a parametric 

or non-parametric approach. When employing the 

parametric approach, it is necessary to assume a given 

mathematical model for the data's a-priori probability 

density function (pdf). The results are strongly dependent on 

the goodness of fit of the chosen pdf. This issue can be 

avoided by employing a non-parametric approach. These 

methods do not assume finding an a-priori pdf with 

sufficient goodness-of-fit. Instead, they require finding an 

adequate transform which can transfer data's samples into a 

more suitable space, obtaining a result that is easier to 

analyze. This second approach comes in the context of 

nowadays multitude of high resolution datasets, when the 

accent falls on patch-oriented data indexing and 

classification methods instead of the classical pixel-based 

data classification methods. 

 

2. MATHEMATICAL SUPPORT 

 

In order to carry out a PolSAR data indexing and 

classification following a non-parametric approach, three 

main problems must be taped: finding a transform which 

can transfer data's samples into a more suitable space, thus 

obtaining a result that is easier to analyze, finding a 

mathematical model which can take into consideration the 

correlations between the four polarimetric channels and 

finding a mathematical method that can efficiently represent 

the computed transform's coefficients using only a few 

terms. The Fractional Fourier Transform, the BiQuaternions 

algebra and the Method of Logarithmic Cumulants have 

been chosen as support in this paper. 

 The FrFT is a transform belonging to the class of 

the joint time-frequency transforms. The defining 

characteristic of these transforms is the fact that they return 

not only the spectral components of a given signal, but their 

time localization too. The FrFT represents the Fourier 

Transform of a signal projected on a plane rotated from the 

time domain by a random angle, which is not a multiple of 

𝜋/2, so via FrFT the samples of a signal are transferred 

from the time domain to another domain, which is neither 

the time or frequency one, but one "between" these two. The 

FrFT of a given signal 𝑥 𝑡  can be computed using: 

 

𝑋𝛼 𝑢 =  𝑥 𝑡 𝐾𝛼 𝑡, 𝑢 𝑑𝑡
+∞

−∞

 

where 
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𝐾𝛼 𝑡, 𝑢 

=

 
 
 

 
 
 

1 − 𝑗𝑐𝑜𝑡𝛼

2𝜋
𝑒

𝑡2+𝑢2

2
𝑐𝑜𝑡𝛼 −𝑗𝑢𝑡𝑐𝑠𝑐𝛼 ,       𝑖𝑓   𝛼 % 𝜋 ≠ 0

𝛿 𝑡 − 𝑢 ,                                        𝑖𝑓   𝛼 % 𝜋 = 0

𝛿 𝑡 + 𝑢 ,                          𝑖𝑓    𝛼 + 𝜋  % 2𝜋 = 0

    

 

denotes the transform kernel,  𝛼 = 𝑝𝜋/2 denotes the 

transform angle and 𝑝 is a real number called "the order of 

the FrFT". 

 Although the joint time-frequency analysis could 

have been carried out using some other transforms (the 

Gabor Expansion, the Short-Time Fourier Transform, the 

Wigner-Ville Distribution, the Wavelet Transform, etc.), the 

FrFT has been chosen for several reasons [1]: 

 FrFT overcomes Heisenberg's Uncertainty Principle: 

unlike the Gabor Expansion or the Short-Time Fourier 

Transform, FrFT does not require making a 

compromise between temporal and spectral resolution; 

 unlike the Wavelet Transform which returns only sub-

apertures of the SAR data, with no extra information, 

FrFT can accurately define a SAR data patch; 

 unlike the Wigner-Ville Distribution, FrFT is not 

affected by the cross-term interference; 

 The defining characteristic of our indexing method 

is the fact that it enables both the spatial and the 

polarimetric correlations between PolSAR data's samples. 

This is achieved by the joint use of a patch-oriented 

approach and the BiQuaternions algebra. A quaternion  can 

be regarded as a generalization of a complex number to the 

3D space [2][3]. Instead of a single real part and a single 

imaginary part, a quaternion 𝑞 is composed of a single real 

part and a triple imaginary part: 

  

𝑞 = 𝑎 + 𝑏𝑖 + 𝑐𝑗 + 𝑑𝑘 

 

where 𝑖, 𝑗, 𝑘 represent imaginary units and 𝑎, 𝑏, 𝑐, 𝑑 are real 

numbers (the quaternion's coefficients).  The mathematical 

expression of a biquaternion is the same as the one of the 

quaternion 𝑞, except the fact that the coefficients 𝑎, 𝑏, 𝑐, 𝑑 

are complex numbers. The choice of biquaternions instead 

of quaternions in this indexing method is justified by the 

fact that SAR data's samples are complex-valued, not real-

valued. Through the joint use of the BiQuaternions algebra 

and the FrFT, we have derived the BiQuaternion Fractional 

Fourier Transform, a transform through which we could 

enable the use of the four polarimetric channels as a whole, 

and not separately. Among all the properties of the 

biquaternions, we will put down here only two, on which 

rely the implementation of the BiQFrFT: the simplex-

perplex decomposition of a biquaternion and the real-

imaginary decomposition of a biquaternion: 

 

𝑞 = 𝑠𝑖𝑚𝑝 𝑞 + 𝑝𝑒𝑟𝑝 𝑞  

𝑠𝑖𝑚𝑝 𝑞 =  𝑎′ + 𝑏′𝜇  

𝑝𝑒𝑟𝑝 𝑞 =  𝑐′ + 𝑑′𝜇 𝜗 

 

with 𝑎′ , 𝑏′ , 𝑐′ , 𝑑′ representing complex numbers and 𝜇, 𝜗 

representing imaginary units, and 

 

𝑞 = ℜ 𝑞 + 𝐼 ∗ ℑ 𝑞  
ℜ 𝑞 = ℜ 𝑎 + ℜ 𝑏 𝑖 + ℜ 𝑐 𝑗 + ℜ 𝑑 𝑘 

ℑ 𝑞 = ℑ 𝑎 + ℑ 𝑏 𝑖 + ℑ 𝑐 𝑗 + ℑ 𝑑 𝑘 
 

with ℜ 𝑐  representing the real part of a complex number 

and  ℑ 𝑐  representing the imaginary part of a complex 

number. 

 By considering a PolSAR image patch a 

biquaternion-valued signal with each biquaternion 

composed of  0, 𝐻𝐻 𝑐𝑜𝑚𝑝𝑜𝑛𝑒𝑛𝑡, 𝐻𝑉 𝑐𝑜𝑚𝑝𝑜𝑛𝑒𝑛𝑡,
𝑉𝑉 𝑐𝑜𝑚𝑝𝑜𝑛𝑒𝑛𝑡  coefficients, we can compute its BiQFrFT 

following the next steps [4]: 

1. Choosing a biquaternion root of −1, 𝜇, which will 

represent the transform axis . Depending on the chosen 

𝜇, two other perpendicular components are chosen, 

obtaining an orthonormal basis  𝜇 ⊥ 𝜗 ⊥ 휀; 

2. Performing a simplex-perplex decomposition of the 

biquaternion signal following the orthonormal basis 

computed at the first step; This way we obtain two 

"complex-valued" signals with complex coefficients: 

the simplex and the perplex components; 

3. Performing two real-imaginary decompositions on both 

simplex, respectively perplex components. This way we 

obtain four complex-valued signals, which represent 

suitable inputs for the FrFT; 

4. Computing four FrFTs for the signals computed at the 

third step; 

5. Retrieving the BiQFrFT of the input signal by 

reassembling the four FrFTs and then inverting the 

change of basis computed at the first step; 

 If the steps described above are followed correctly, 

the result consists of a transformed biquaternion-valued 

signal on which the polarimetric channels were treated in a 

holistic way. The way in which the input biquaternion-

valued signal was composed comes from the fact that the 

dataset used in this paper is a monostatic PolSAR dataset, in 

which the HV component equals the VH component, so the 

use of both of them would have been redundant. 

Finally, the last problem that has to be taped in order to 

perform a non-parametric PolSAR data classification is 

finding a mathematical method through which we can 

efficiently represent the BiQFrFT coefficients using only a 

few terms. In this paper we have chosen the MoLC [5]. The 

logarithmic cumulants are defined as the derivatives of the 

second characteristic function of the second kind, which 
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represent the natural logarithm of the first characteristic 

function of the second kind. The second-kind statistics have 

been introduced by replacing the classical characteristic 

function of a pdf, the FT, with the Mellin transform. 

Because we want to avoid the assumption of a pdf for the 

BiQFrFT coefficients, the MoLC was used in an adapted 

version: the first three logarithmic cumulants of the 

BiQFrFT coefficients are computed and used directly as 

feature descriptors. The definitions of the logarithmic mean 

(𝑘1), logarithmic variance (𝑘2) and logarithmic skewness 

(𝑘3) are the following: 

 

𝑘1 =
1

𝑁
 ln 𝑟𝑘

𝑁

𝑘=1

         

           𝑘2 =
1

𝑁 − 1
  ln 𝑟𝑘 − 𝑘1 

2

𝑁

𝑘=1

        

        𝑘3 =
𝑁

 𝑁 − 1  𝑁 − 2 
  ln 𝑟𝑘 − 𝑘1 

3

𝑁

𝑘=1

 

 

where 𝑁 represents the total number of samples and 𝑟𝑘  are 

data samples. 

 

 

3. METHODOLOGY AND RESULTS 

 

This paper aims to show the high performances of this 

PolSAR data indexing and classification algorithm, 

compared to the ones of the corresponding single 

polarization algorithm and to the ones of another state-of-

the-art PolSAR data classification algorithm. In order to do 

this, a polarimetric PALSAR L-band dataset over Danube 

Delta, Romania, was chosen and three classes were 

identified: vegetation (high vegetation areas, where the radar 

wave doesn't penetrate to the soil), water (smooth water 

surfaces, where the backscattered wave has low power) and 

soil (rough soil areas, agricultural zones or wavy water 

surfaces, where the backscattered wave has high power). 

Then, ten representative 32x32 pixels patches for each class 

were chosen and the feature descriptors were computed 

following the next steps: 

1. for each patch the BiQFrFT at three different angles 

was computed, obtaining 3 signals; 

2. for each signal obtained at the first step the first three 

logarithmic cumulants were computed, obtaining 9 

biquaternion values; 

3. the 9 biquaternion values were put together, forming the 

feature descriptor; 

 The way in which the BiQFrFT was computed is 

explained in the second chapter.  

 The resulting 30 feature descriptors represent the 

training data. After computing these feature descriptors we 

split the polarimetric image into 32x32 pixels patches, and 

for each patch we computed the corresponding feature 

descriptor. Then, using a KNN classifier, we assigned each 

patch to one class. Because the polarimetric dataset used is a 

single look complex SAR (SLC-SAR) image, highly 

affected by speckle, we have chosen a bigger order for the 

KNN classifier, 9, instead of the square root of the training 

samples number, the usually recommended value. The 

algorithm presented above is illustrated in Fig. 1: 

 

 
Fig. 1. The proposed PolSAR data indexing and classification 

algorithm 

 

 The results of our proposed algorithm, together 

with the polarimetric dataset used, are shown in Fig. 2: 

 

 
Fig. 2. The PolSAR dataset used, together with the classification 

results 

  

 In terms of true-positive rate, compared to the 

corresponding single polarization algorithm and to the 

unsupervised Wishart H/alpha algorithm, our algorithm 

returned the following results: 

 

Single 

polarization 

HH :  FrFT - MoLC 67.73 % 

HV :  FrFT - MoLC 76.91 % 

VV :  FrFT - MoLC 57.53 % 

Fully 

polarimetric 

BiQFrFT - MoLC 75.61 % 

Wishart H/alpha 69.00 % 

Table 1. The classification results 
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 As a remark, our PolSAR image was filtered using 

a 3x3 pixels window prior to the Wishart H/alpha 

classification. Still, the polarimetric BiQFrFT-MoLC 

algorithm's results are better, even without a prior filtering. 

 

4. CONCLUSIONS 

 

As we can notice from the above table, the best true-positive 

rate was returned using the HV image, while the HH and 

VV images returned slightly worse true-positive rates. This 

happened because, in this case, the HV image provided the 

best target separation. Unfortunately, finding which 

polarization provides the best target separation is not a 

trivial task, because it strongly depends on the recorded 

scene  and on the SAR band. However, results close to the 

best ones can be obtained by using the polarimetric 

BiQFrFT-MoLC algorithm. This happens because the 

algorithm takes into consideration all the polarimetric 

channels in a holistic way, and not separately. With other 

words, the algorithm considers not only the spatial 

correlation between pixels, but also the polarimetric one. 

 The polarimetric BiQFrFT-MoLC algorithm 

returned a better true-positive rate than the Wishart H/alpha 

algorithm, even in the presence of a strong speckle noise 

(the polarimetric image used was not filtered before 

performing the classification). This happened because, being 

patch-oriented, our method considers the spatial correlation 

between neighbor pixels and  all pixels belonging to a patch 

are assigned to the same class. This is not applicable to the 

pixel-based Wishart H/alpha method, where it is very 

difficult to correctly classify a pixel which is strongly 

affected by speckle. 

 As a conclusion, the method described in this paper 

overcomes a series of issues in the state-of-the-art SAR data 

classification  methods, featuring the following advantages: 

 it avoids dealing with the goodness-of-fit of a chosen 

pdf, because it is a non-parametric method; 

 it considers the spatial correlation between neighbor 

pixels, being less sensitive to speckle noise, because it 

is a patch-oriented method; 

 it considers the polarimetric correlation between pixels, 

through the use of biquaternions; 

 it returns high true-positive rates even in the context of 

a relatively small number of training samples (10 

training samples for each class in our example); 
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ABSTRACT

We present a new similarity measure based on information
theoretic measures which is superior than Normalized Com-
pression Distance for clustering problems and inherits the
useful properties of conditional Kolmogorov complexity.

We show that Normalized Compression Dictionary Size
and Normalized Compression Dictionary Entropy are com-
putationally more efficient, as the need to perform the com-
pression itself is eliminated. Also they scale linearly with ex-
ponential vector size growth and are content independent.

We show that normalized compression dictionary distance
is compressor independent, if limited to lossless compres-
sors, which gives space for optimizations and implementation
speed improvement for real-time and big data applications.

The introduced measure is applicable for machine learn-
ing tasks of parameter-free unsupervised clustering, super-
vised learning such as classification and regression, feature
selection, and is applicable for big data problems with order
of magnitude speed increase.

Index Terms— dissimilarity, distance function, normal-
ized compression distance, time-series clustering, parameter-
free data-mining, heterogenous data analysis, Kolmogorov
complexity, information theory, machine learning, big data

1. INTRODUCTION

The similarity measure between objects is fundamental for
machine learning tasks. Most similarity measures require
prior assumptions on the statistical model and/or the parame-
ters limits.

For most applications in computational social science,
economics, finance, human dynamics analysis this implies
a certain risk of being biased or not to account for partially
observed source signal fundamental properties [1].
∗Thanks to Telecom Italia for funding.
†Performed the work while at Fondazione Bruno Kessler

For more technical applications such as digital signal pro-
cessing, telecommunications and remote sensing, given that
the signal could be observed and modelled, we face the prob-
lems of noise, features representation and algorithmic effi-
ciency.

We easily agree with the following outcome of 20 trials
of fair coin toss “01111011001101110001”, but we do not
accept the result “00000000000000000000”. However, both
results have equal chances given that the fair coin model as-
sumption holds. This is a common example of paradoxes in
probability theory, but our reaction is caused by the belief that
the first sequence is complicated, but the second is simple [2].
A second example of human-inspired limitations is “Green
Lumber Fallacy” introduced by Nassim Nicholas Taleb. It is
a kind of fallacy that a person ”mistaking the source of im-
portant or even necessary knowledge, for another less visible
from the outside, less tractable one”. Mathematically, it could
be expressed as we use an incorrect function which, by some
chance, returns the correct output, such that g(x) is mixed
with f(x). The root of the fallacy is that “although people
may be focusing on the right things, due to complexity of the
thing, are not good enough to figure it out intellectually” [1].

Despite the psychological limitations and fallacies by
which we, human, reason and develop the models, during
the last few decades there were developed a number of ro-
bust methods to enhance model generalization properties and
resistance to noise, such as filtering, cross validation, boost-
ing, bootstrapping, bagging, random forests [3]. The most
promising approach to the challenging paradigm of approach-
ing antifragility uses Kolmogorov complexity theory [4] and
concepts of Computational Irreducibility or the Principle of
Computational Equivalence, introduced by Steven Wolfram
[5]. Unfortunately Kolmogorov complexity is uncomputable
for a general case. For practical applications we have to
implement the algorithms which run on computers having
Turing machine properties.
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2. METHODOLOGY

For defining similarity measure which uses Kolmogorov com-
plexity researchers introduced Information Distance measure,
which is defined as a distance between strings x and y as the
length of the shortest program p that computes x from y and
vice versa. The Information Distance is absolute and to obtain
a similarity metric Normalized Information Distance (NID)
was introduced:

NID(x, y) =
max{K(x|y),K(y|x)}
max{K(x),K(y)} (1)

Unfortunately, Normalized Information Distance is also
uncomputable for a general case, as it is dependent on uncom-
putable Kolmogorov complexity measure [6]. For approxi-
mating NID in a practical environment – Normalized Com-
pression Distance (NCD) was developed, based on based on
a real-world lossless abstract compressor C [7]:

NCD(x, y) =
C(xy)−min{C(x), C(y)}

max{C(x), C(y)} (2)

Daniele Cerra and Mihai Datcu introduced another ap-
proximation metric – Fast Compression Distance (FCD),
which is applicable to medium-to-large datasets:

FCD(x, y) =
|D(x)| − ∩(D(x), D(y))

|D(x)| , (3)

where |D(x)| and |D(y)| are the sizes of the relative dic-
tionaries, represented by the number of entries they contain,
and ∩(D(x), D(y)) is the number of patterns which are found
in both dictionaries. FCD accounts for the number of patterns
which are found in both dictionaries extracted during com-
pression by Lempel-Ziv-Welch algorithm, and reduces the
computational effort by computing the intersection between
dictionaries, which represents the joint compression step per-
formed in NCD [8].

We found that the number of patterns which exist in the
both dictionaries is dependent on the compression algorithm
used. Also the dictionary of x and y set intersection could
be coded with different symbols, as the frequencies of strings
could be different in x, y and ∩(x, y), which leads to less
accurate approximation. The size of a compression dictionary
does not account for the symbol frequency properties of the
dictionary and the size of possible algorithmic “description
of the string in some fixed universal description language”,
which is the essence of Kolmogorov complexity. That means
that we loose a lot of information about x and y if we compute
only the size of a compression dictionary.

In order to overcome this problem we introduce Gen-
eralized Compression Dictionary Distance (GCDD) metric,
which is defined as:

GCDD(x, y) =
Φ(x · y)−min{Φ(x),Φ(y)}

max{Φ(x),Φ(y)} , (4)

where Φ(x · y) is functional characteristics of the com-
pression dictionary extracted from concatination of x and y
byte arrays. GCDD returns an n-dimensional vector, which
characterizes the conditional similarity measure between x
and y. Each dimension of GCDD represents a real valued
function.

The algorithmic complexity of the proposed solution is
proportional to:

OGCDD(x,y) → kmx logmy, (5)

where mx and my is the dictionary size of x and y, and k
is the constant dependent on the dimensionality of the result-
ing vector.

In comparison, the algorithmic complexity of the other
measures are:

OFCD(x,y) → mx logmy, (6)

ONCD(x,y) → (nx + ny) log(mx +my), (7)

which shows asymptotically small increase in compu-
tational time for GCDD but preserving informational gain
through additional x and y characteristics transfer.

3. EXPERIMENTAL RESULTS AND DISCUSSION

The implementation of Generalized Compression Dictionary
Distance prototype was done in The Java Platform, Standard
Edition 8 for double precision 64-bit input vectors and work-
ing with the Huffman Coding and Lempel-Ziv-Welch com-
pression for byte array case applying the approach of binary-
to-string encoding.

The experiments were run on “Synthetic Control Chart
Time Series” – a well known dataset published in UCI Ma-
chine Learning Repository[9], which contains control charts
synthetically generated by Alcock and Manolopoulos [10] for
the six different classes of time series: normal, cyclic, increas-
ing trend, decreasing trend, upward shift and downward shift.

Experimental results show that Normalized Compression
Dictionary Size and Normalized Compression Dictionary En-
tropy, as examples of GCDD, give more stable and accurate
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results for time-series clustering problem when tested on het-
erogeneous input vectors, than NCD and other traditional dis-
tance (e.i. dissimilarity) measures, such as euclidean distance.

Experimental results shown in the Fig.1 is produces from
abovementioned collection of I time series vectors, on which
4 distance function are defined (GCDD, NCD, L2-norm,
Pearson correlation).

Applying a distance function for each pairwise vectors,
the dissimilarity matrix is consructed, such that:

∆ :=




δ1,1 δ1,2 · · · δ1,I
δ2,1 δ2,2 · · · δ2,I

...
...

...
δI,1 δI,2 · · · δI,I


 . (8)

Then multidimensional scaling is performed. Given dis-
similarity matrix ∆, we find I vectors x1, . . . , xI ∈ RN such
that ‖xi − xj‖ ≈ δi,j for all i, j ∈ 1, . . . , I , where ‖ · ‖ is a
vector norm.

On the plots we use the following symbols to encode vec-
tors of time series trend types: N - normal, C - cyclic, IT -
increasing trend, DT - decreasing trend, US - upward shift
and DS - downward shift.

From the Fig.1 we see, that GCDD based distance metric
efficiently groups time series on a hyperplane thus increasing
separation ability.

It has similar properties as NCD, and much better than
L2-norm and Pearson correlation based, where the time series
vectors are mixed.

Then we run the experiments with computationally inten-
sive state-of-the-art methods for time series clustering, such
as: (1) autocorrelation based method, (2) Linear Predictive
Coding based as proposed by Kalpakis, 2001 [11], (3) Adap-
tive Dissimilarity Index based [12] and (4) ARIMA based
(Piccolo, 1990) [13].

From the Fig.2 we see, that numerically intensive methods
do not enhance much the separation ability, which is com-
puted applying GCDD based distance metric. Also these dis-
tance methods require much more computation time and are
not applicable for big data problems.

Further more, the result proposed in this paper could
be used for unsupervised clustering, supervised classifica-
tion and feature representation for deep learning tasks given
the nice properties of GCDD, such as (1) it scales linearly
with exponential growth of the input vector size and (2) it
is content independent, as the semantics is coded inside the
extracted dictionary itself.

The future research steps include testing the concept on
diverse data sets, including image processing data and using
the GCDD output for different machine learning tasks.
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Content Based Image Retrieval
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ABSTRACT 
 
This paper presents a novel hierarchical hashing approach 
that allows fast and accurate retrieval of images in huge 
remote sensing data archives. The proposed approach aims 
at mapping high-dimensional image feature vectors into 
hierarchically represented image hash codes. This is 
achieved by successively applying two-level hashing. 
Initially a hashing method is applied to all images in the 
archive, and the initial hash bucket as well as the hash code 
of each image at the highest (i.e., first) hierarchy level is 
obtained. Then, the second hierarchy level is constructed by 
re-applying hashing separately to images in different hash 
buckets. This results in sub-hash buckets and related hash 
codes. The final hash code of an image is represented by 
stacking the hash codes obtained at two levels. This results 
in an architecture where each image at the second level is 
hierarchically related to one bucket at the first level. To 
retrieve the images similar to the query image, initially the 
two-level hierarchical hash code of the query image is 
obtained. Then a reduced set of images that have the same 
hierarchical hash code with the query image is queried. The 
effectiveness of the proposed approach is analyzed in terms 
of image retrieval accuracy as well as retrieval time. 
Experiments carried out on an archive of aerial images show 
that the presented hashing approach significantly speeds up 
the standard hashing methods while keeping high retrieval 
accuracy.  
 

Index Terms— remote sensing, content based image 
retrieval, hierarchical hashing. 
 
 

1. INTRODUCTION 
 
With the fast growth of the quantity of the remote sensing 
(RS) images stored in very large archives, content-based RS 
image retrieval (CBIR) recently became an important 
research topic in RS. The most basic approach to image 
retrieval is to use the k-nearest neighbor (k-nn) algorithm, 
which takes as input a query image and searches the images 
that are most similar to the query within an archive [1]. This 

approach requires scanning all archive images and sorting 
them according to their similarity to the query image. 
Therefore it becomes computationally time-demanding 
when: i) the number of images in the archive is very large; 
and ii) the considered similarity function is computationally 
expensive to estimate. Thus, exhaustive comparisons of the 
query image with all images in the archive are challenging 
and often not feasible in real applications. 

In order to address this scalability problem and to make 
large-scale image retrieval efficient, computer vision 
researchers have recently developed approximate nearest 
neighbors (ANN) search techniques. The ANN methods 
allow fast image search with high retrieval accuracy. 
Among several ANN algorithms, hashing based techniques 
have become very popular due to their high time-efficient 
search capability within huge data archives. Hashing 
methods initially embed high-dimensional image features 
into a low-dimensional Hamming space where the image 
features are represented by binary hash codes [2-4]. This is 
achieved by applying off-line hash functions to each image 
in the archive. Then, a hash table is constructed, where 
similar images have the same hash codes (i.e., indexing of 
images in the archive is achieved). Given a query image, 
one computes on-line its hash code by using the same hash 
functions. Then, the images in the hash bucket having the 
same code of the query image are taken as the ANN for the 
query image, and only these images are required to be 
scanned for the selection of the k ANN. In other words, only 
a subset of the archive needs to be searched after hashing a 
query. This results in a sub-linear time approximate 
similarity search. Moreover, due to encoding high-
dimensional image feature vectors in short binary codes, the 
hashing methods have advantages in terms of both storage 
and speed, while keeping high retrieval accuracy [2-4]. 
However, the computational complexity of retrieving 
images linearly increases when the number of images in the 
same hash bucket of the query image increases. The quantity 
of images that have the same hash code (those that are 
located within the same hash bucket of the query image) 
depends on both the considered hash functions and the 
length of hash codes. Real RS image archives consist of 
very large volume of data, and thus searching the single 
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hash bucket may also have relevant computational 
complexity. In order to address this issue on large-scale RS 
retrieval problems, in this paper we propose a novel hashing 
approach that constructs a hierarchical representation for 
image hash codes by applying two-level hashing. In view of 
that, the proposed approach results in a precise definition of 
hash codes of images with their hierarchical two-level 
representations. Thanks to the hierarchical structure of hash 
codes (and thus of hash buckets), the proposed approach 
always guarantees a sub-linear time search with high CBIR 
performance. Note that the proposed hierarchical approach 
can be integrated to any kind of hashing method available in 
the literature (i.e., it is independent from the specific 
hashing method considered). 

The remaining part of this paper is organized as follows. 
Section 2 introduces the proposed hierarchical hashing 
approach. Section 3 describes the considered data archive 
and illustrates the experimental results. Finally, Section 4 
draws the conclusion of this work. 
 

2. PROPOSED HIERARCHICAL HASHING 
APPROACH 

 
Let  1 2, ,..., PX X X X  be an archive that consists of P 

remote-sensing images, where iX  is the i-th image defined 

as  1 2, ,..., L
i i ix x x , 1,...,i P . l

ix , 1,...,l L  is the l-th 
feature characterizing the content of the i-th image in X and 
L is the total number of features. Note that the features 
should be defined on the basis of the specific properties of 
the considered images (e.g., multispectral or SAR). Let 

 1 2, ,..., L
q q q qx x xX  be a query image that can be selected 

by the user. Given a query image qX , we aim to find the 
most similar images to qX  in the archive. In this paper we 
propose a novel hierarchical hashing approach that 
characterizes RS image features with low-dimensional 
Hamming (i.e., binary) codes for a speeded up and accurate 
RS image retrieval. The proposed approach aims at i) 
modelling the image hash codes in relation to hierarchical 
two-level representations; and ii) retrieving images based on 
the hierarchy of the image hash codes. This is achieved 
based on two steps: i) generation of a hierarchical 
representation of the image hash codes characterized by 
adaptively splitting each initial hash bucket into sub-hash 
buckets; and ii) scale-driven analysis for the selection of the 
images most similar to the query image. In the first step of 
the proposed approach, we generate hierarchical 
representations of the image hash codes in the archive. To 
this end we sequentially apply two-level hashing. In this 
paper we consider the kernel-based locality sensitive 
hashing method (KLSH) due to its success for RS image 

retrieval problems [3]. However other hashing methods 
could be used. The KLSH method projects image features 
into b-bit vectors that are known as the hash code of the 
corresponding image. In the proposed approach, to construct 
the b-bit hash code for each image iX at the highest level of 

the hierarchy, i.e., 1 1 1 1
1 2( ) ( ) ... ( )

iX i i b iH h h h   X X X , b hash 

functions 1 1 1
1 2, ,..., bh h h   are initially defined and applied. 

1
iXH is the hash code of iX  and 1,  1,2,...,rh r b , is the r-th 

hash function defined at the first hierarchy level. The r-th 
hash bit of an image iX  is assigned by applying the r-th 

hash function 1
rh  as follows:  

 1

1
( ) ( ) , ,  1,2,...,

m

r i r j i
j

h sign j K r b


 
  

 
X X X  (1) 

 

where K is the kernel function and r  is a Gaussian vector 
of the same dimension as the iX . In order to obtain the r-th 
hash bit of iX , a vector r  is initially estimated with an 
appropriate use of the central limit theorem [4] that allows 
one to approximate a random vector using images from the 
archive. To this end, initially m images are selected to form 
a kernel matrix m m

m
K   on this data. Moreover a subset 

S of t images among the m samples is selected. Note that m 
is fixed to a constant value much smaller than that of the 
data set cardinality in order to maintain fast hashing. It is 
worth also noting that the choice of sampling t images is due 
to simplify the computations. For each hash function

1, 1,2,...,rh r b , its corresponding coefficient vector r is 
estimated as follows: 

1 2( )r m Si e K  (2) 
where 1 2 1 2 T

m V V  K , for which TV V  is the Eigen-
decomposition of mK  and Se  is a vector with ones 
corresponding to the indices of S. Note that each coefficient 
vector r , 1,2,...,r b  is estimated by randomly re-

selecting m samples and thus updating m m
m

K  . The 
same procedure is applied to the b vectors for a total of b 
hash functions, resulting in a b-bit vector (i.e., hash code) 
for iX . Then this is repeated for each image in X , i.e., 
hash bits of all the images in the archive are calculated 
according to (1) and the hash codes 

1 1 1 1
1 2( ) ( ) ... ( )

iX i i b iH h h h   X X X  at the highest level of the 
hierarchy are generated for all archive images.  
After obtaining the hash code

1 1 1 1
1 2( ) ( ) ... ( )

iX i i b iH h h h   X X X  associated to each image

,  1,2,...,i i PX , each hash bucket is split into independent 
sub-hash buckets by re-applying 
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1

, min ,
L

l l
j i j i

l

K x x


X X                                              (3)             

The number b of hash bits is set to 8 for both levels. All 
experimental outcomes are referred to the average results 
obtained in 30 trials according to thirty randomly selected 
initial query images from each category. In the experiments 
we selected a query image from the forest and the 
agriculture categories and assessed the retrieval performance 
on the top-20 retrieved images. All the experiments are 
implemented via MATLAB® on a standard PC with Intel 
Core i7 CPU 2.93GHz, 8GB RAM. We compared the 
proposed approach with i) the linear scan that searches exact 
nearest neighbors without hashing, and ii) the standard 
KLSH method [4] that is based on applying one level 
hashing without any hierarchy. Table 1 and Table 2 show 
the average retrieval accuracies and the computational time 
required for querying the agriculture and forest images, 
respectively. It is worth noting that the reported 
computational time does not include the time taken by the 
generation of hierarchical hash table. This is due to the fact 
that it does not affect the real time computational 
complexity of the retrieval process. From the tables one can 
see that the computational time taken by the linear scan is 
significantly reduced by the proposed hierarchical KLSH 
and the standard KLSH methods. In addition, the proposed 
hierarchical KLSH achieves the same retrieval accuracy as 
the standard KLSH with a significant reduction in the 
computational time. In details, the proposed hierarchical 
KLSH is twenty and thirty times faster than the standard 
KLSH when the query images are selected from the 
agriculture and forest image categories, respectively. Thus, 
the proposed hashing approach is more suitable to be used in 
real operational RS image retrieval scenarios with respect to 
both the standard linear scan and the KLSH method. Note 
that these results are obtained using a small archive and the 
gain in computational time is expected to increase by 
increasing the volume of the images considered.  
 

4. CONCLUSION 
 

In this paper we have introduced a hierarchical hashing 
approach in the framework of content based remote sensing 
image retrieval. The presented approach allows sub-linear 
time approximate similarity search with respect to the total 
number of images in the archive, thanks to mapping high-
dimensional image features to hierarchical binary codes. 
The hierarchical binary codes store efficiently the image 
information and allow computing similarity between images 
in a small number of calculations. Thus the proposed 
approach speeds up the query processing and reduces the 
overall search time with respect to standard hashing 
methods. Experimental results obtained on an archive of 
aerial images show that the proposed hashing approach 

allows one to significantly reduce image retrieval time 
keeping a retrieval accuracy equal to other benchmarked 
methods. In general, obtained results are very promising in 
terms of retrieval speed and accuracy, allowing real-time 
image retrieval in very large RS image collections. Note that 
when very large archives are considered multiple level 
hierarchical schemes could be adopted. 

 As a final remark, we would like to note that proposed 
hierarchical hashing strategy is important particularly for 
larger scale retrieval problems, where scalability problems 
becomes crucial.  

As a future development of this work, we plan to apply 
the proposed hashing approach to the retrieval of long time 
series of remote sensing images. 

 
 

Table 1: Retrieval accuracy (RA) and computational time (in 
seconds) of the linear scan, the standard KLSH and the proposed 
hierarchical KLSH (retrieval of agriculture images). 

Results Linear 
Scan 

Standard 
KLSH 

Proposed 
Hierarchical KLSH 

RA 86% 86% 86% 
Time 3210 10  320 10  

31 10  
 

Table 2: Retrieval accuracy (RA) and computational time (in 
seconds) of the linear scan, the standard KLSH and the proposed 
hierarchical KLSH (retrieval of forest images). 

Results Linear 
Scan 

Standard 
KLSH 

Proposed 
Hierarchical KLSH 

RA 74% 73% 73% 
Time 3210 10  330 10  

31 10  
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ABSTRACT
Reference data sets, necessary to the advancement of the field
of object recognition by providing a point of comparison for
different algorithms, are prevalent in the field of multimedia.
Although sharing the same basic object recognition problem,
in the field of remote sensing there is a need for specialized
reference data sets. This paper would like to open the topic
for discussion, by taking a first attempt at creating a reference
data set for a satellite image. In doing so, important differ-
ences between annotating photographic and satellite images
are highlighted, along with their impact on the creation of a
reference data set. The results are discussed with a view to-
ward creating a future methodology for the manual annotation
of satellite images.

Index Terms— CBIR, reference data set, EO

1. INTRODUCTION

In the field of computer vision, reference data sets are neces-
sary in order to evaluate object recognition algorithms, setting
a benchmark and allowing these algorithms to be compared
[1] [2]. In recent years, several data sets have been created,
some of which are publicly available, and provide a number
of different object categories, often from different perspec-
tives, with differing degrees of occlusion. Some of the most
prominent data sets will be described in the following para-
graphs.
The Caltech-256 Object Category Dataset contains 256 object
categories (such as tambourine and backpack) with a mini-
mum of 80 images per category, for a total of 30,607 images
[3]. Images for each object category were taken from Google
and PicSearch, duplicates were removed, and images were
then manually rated as to how well they fit their category. All
images rated as ”good” were kept [3].
The UC Merced Land Use Dataset [4] is a multi-spectral data
set, containing 21 classes (such as beach and forest) selected
from aerial orthoimagery. There are 100 image patches per
category, for a total of 2,100 image patches, sized 250x250
pixels, with a 1 ft. pixel resolution. The image patches were

manually selected and labeled [4].
Another well known data set is the Pascal Visual Object
Classes (Pascal VOC) [5]. The Pascal VOC data set changed
a little each year in order to serve as a new data set for
the Pascal VOC Challenge, an annual competition including
challenges in the areas of classification, detection and seg-
mentation. Although the data sets varied a bit each year, they
all consisted of images retrieved from Flickr for 20 object
classes (such as aeroplane and sofa) [5], and as of 2012 the
data set consisted of 11,530 images [6]. Images were initially
classified by Amazon Mechanical Turk (AMT) workers, who
identified whether a particular class was present in an image.
Trained annotators proceeded to annotate the images (either
with bounding boxes or segmenting an object, depending on
the data set’s use in the challenge)[1], following certain an-
notation guidelines [7]. Annotation and quality control were
done in parallel[1].
The LabelMe dataset [8] is another large data set, as of 2009
it contained approximately 30,000 images, with about 6,000
unique object descriptions [2]. The most frequent objects
include window and car [2]. The images are taken from
different angles, and were mostly photographs taken by the
LabelMe tool’s developers, as well as other researchers who
wanted to use the tool to label their data sets [2]. This data set
has relied on voluntary annotations from online users to label
their images [2]. The users themselves can provide quality
control by editing other users’ annotations [8].
The final reference data set presented in this overview is Ima-
geNet, which was built on the WordNet hierarchical structure,
where each concept can be described by a ”synset” (a set of
synonyms [9]). ImageNet constitutes a very large database,
with 14,197,122 images, and 21,841 synsets (essentially ob-
ject categories) as of April 2010, with higher level categories
such as amphibian and furniture [9]. The images are gathered
via internet search, and then posted to AMT, where users
verify if the images belong to the specified synset. For each
image, several users are asked to verify the synset, until a
certain level of confidence is reached. The database is quite
diverse, with differing degrees of clutter and poses, as well
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as labels addressing a wider range of the semantic hierarchy
[10].
In the field of remote sensing there is also a need for refer-
ence data sets to evaluate object recognition algorithms such
as these which exist in the field of multimedia. This paper will
address this issue. The next section will describe important
differences between photographic and satellite images, which
lead to the question of how to construct a reference data set
for satellite images. This paper takes a first step in this direc-
tion, with the following section describing the methodology
we used to create our reference data set, followed by the anal-
ysis of our results, and conclusions regarding this process,
to inform future efforts at creating a reference data set for
satellite images, and a proper methodology for doing so.

2. COMPARING PHOTOGRAPHIC AND SATELLITE
IMAGES

Although object recognition and content based image re-
trieval constitute the same basic problem for computer vision
and remote sensing, each field has its particularities which
must be taken into account when creating a reference data
set.
One of the most obvious differences is the sensor used to
obtain the image. An image captured by a satellite has to be
processed, and aside from what it reveals visually, it is also
accompanied by a set of physical parameters which determine
it’s features. The resolution of the image is also a matter of
importance: a resolution of 0.5m will look very different than
a resolution of 3m. For photographic images, resolution does
not have the same degree of importance. Perspective is also a
relevant point of difference. Satellite images present a bird’s
eye view, one that we are not accustomed to seeing, much less
analyzing. There is also a temporal consideration present for
satellite images. An image of a city in winter with snowfall
will look much different than an image of the same city in
summer. This is not an issue with photographs taken indoors;
and even for photographs taken outdoors, the target object
in the annotation would not likely be completely covered by
snowfall. With satellite images, the snowfall covers depicted
objects, and it is these new patterns of visible lines and edges
that can lead to understanding the image content.
A final point is the methodology used to create a reference
data set. Existing photographic reference data sets have used
AMT to differing degrees, which has been found to be a
quick and cheap manner of producing a large number of an-
notations [11]. Another approach has been to turn the task
into a ”Game With a Purpose” (”GWAP”) [12]. In a GWAP,
a person chooses to play a game online, such as a labeling
game, because it is entertaining, and by doing so is providing
researchers with data. The games have built in mechanisms
that perform a quality control on the data provided by players
[12]. Well known GWAPs include the ”ESP” game [13], and
the ”Peekaboom” game [14].

Fig. 1. A sample annotation by one of our annotators

In the field of remote sensing, there is a need for refer-
ence data sets, however there is not an established or tested
methodology for creating them. Additionally, satellite images
appear to be more complex to annotate, and could therefore
require an entirely different methodology.

3. SATELLITE IMAGE ANNOTATION PROCEDURE

Having established that a reference data set for satellite im-
ages is necessary, and that there are important differences be-
tween photographic and satellite images; therefore it is neces-
sary to develop a methodology for the accurate and efficient
annotation of satellite images. This paper addresses these
three points by taking an exploratory first step into creating
a reference data set for satellite image data.
The image selected for annotation was a multi-spectral image
of the Feldmoching area to the north of Munich, Germany, ac-
quired on the 12th of July, 2010 (10:30am UT) by the World
View 2 satellite, with a resolution of 1.84m. The image was
trimmed to a size of 2000x1800 pixels, and three bands were
displayed (RGB).
Eleven different annotations of the image were collected from
eleven volunteers, who were first shown a short presentation
with basic information on content based image retrieval, and
why manual annotation and reference data sets are useful in
this field. The annotators were then introduced to the La-
belMe tool [8] and its functionalities. With this tool, annota-
tors can zoom freely, and once an object has been identified,
it can be outlined precisely with a polygon, and labeled (there
is no drop down list of terms).
There are different approaches to image annotation, as de-
scribed by [15]. In our procedure, annotators were asked la-
bel in English what they see, to whatever level of detail they
find appropriate. Annotators were not provided a ”ground
truth” reference. They were asked to spend approximately
an hour annotating the image, and on average each annotator
spent about 56 minutes labeling it. This constitutes a ”free
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text annotation”, and while this can lead to an inconsistency
in keywords used [15], we chose this approach because as an
exploratory first step- this permitted us to gather labels used
by the annotators (as opposed to restricting them to our pro-
vided labels). After labeling, annotators were asked to orga-
nize their labels into a semantic hierarchical classification.
The annotations were analyzed in terms of their polygons and
labels, and the volunteers were also asked to comment on their
annotating experience. Overall results were analyzed with an
eye toward identifying further points of difference between
photographs and satellite images that can have an effect on
the accuracy or efficiency of human annotation, and use these
to work toward a methodology for optimizing human annota-
tion of optical satellite images.
The eleven annotations produced a total of 116 unique labels.
A total of 634 polygons were drawn, meaning that 634 ob-
jects were segmented, during a total of 10 hours, 17 minutes
and 8 seconds.

4. RESULTS ANALYSIS AND DISCUSSION

Each annotator had his own approach to understanding and
labeling the image. The precision of the polygons and their
size varied between annotators, with some labeling the roofs
on houses and working at a smaller scale, while others chose
to segment larger areas into one polygon. Please refer to
Figure 1 for an example of an annotated image. As can be
expected, images with smaller polygons tend to have fewer
polygons and have larger portions of the image left unla-
beled, since it takes longer to analyze the image at that level
of detail. In terms of labeling, although there are some incon-
sistencies in some annotations, by not restricting annotators
with a drop down list of labels, we got a window into how an-
notators perceive the image and the objects within it. We also
asked the annotators to organize their labels into a semantic
hierarchical classification.
The most common categories at the highest level of the
hierarchy included agricultural fields, forest or nature re-
serve, neighborhoods/urban areas, factories/industrial area,
and roads. Although there are common categories, the hier-
archical schemes are rather heterogeneous, however this is
to be expected, because with nothing more specific guiding
their classification, the organization of categories is a matter
of opinion. However, these common categories can be taken
as the main categories in the image, and these are also the
most commonly annotated areas. In almost all annotations
at least one object in each of the aforementioned categories
is annotated. It is also interesting to note that several users
combined their labels with adjectives, such as ”green field”,
in an effort to further distinguish objects at a lower level of a
semantic hierarchy (for example, below a category of ”fields”
there could be ”green fields” and ”golden fields”), or just to
distinguish one polygon from another in the same category
(for example neighborhood 1, neighborhood 2). In future

annotation efforts, label consistency could be improved by
providing the top levels of a semantic hierarchy as a frame-
work, but allowing annotators to add to the hierarchy.
By analyzing the annotations, indications of the complex-
ity involved in annotating satellite images became evident,
which differentiates this task from annotating photographic
images. A first complexity comes from the perspective of the
image. It is easiest for humans to recognize objects shown in
a canonical perspective [16], however satellite images show
a bird’s eye view, which is not one we are accustomed to and
presents a more effort-full recognition task. In several an-
notations, the annotators defined a polygon, but were unsure
about the label, naming the polygon ”unknown” or ”/guess”.
This indicates that annotators can identify that there is a dif-
ferent object within that polygon; however, they are not able
to recognize it, or to name it. Other characteristics of satellite
images also increase the complexity of recognizing objects
and naming them. The object contours are not as clear as
they are in a photograph, due to the image resolution, and this
increases the time it takes to name an object in an image [16].
An added difficulty comes in the naming task. Once an ob-
ject has been segmented, it must be named. Satellite images
require labels corresponding to both the basic level of a se-
mantic hierarchy, as well as a superordinate and sometimes
subordinate level. For example, a single house can be labeled
(a basic level), and the area it corresponds to can also be
named as an ”urban area”, or a ”neighborhood”. People gen-
erally name objects at a basic level [8], this is the name that
tends to come to mind first, with names at other levels taking
more time [16]. With a satellite image requiring naming at
different levels of a semantic hierarchy, it can be expected
that this task will take longer.
Satellite images also have the matter of scale to consider.
When labeling objects in satellite images, scale becomes an
issue of importance - is it a highway or a rural road? The
difference is often one of magnitude. Our annotators faced
this issue with a few objects, one example is the lake. Some
users labeled the lakes as ”ponds”, the two labels referring to
water, but what differentiates them is a matter of size. Anno-
tators which labeled it a pond probably had an issue of scale
interpretation with the image.
The background also presents a different issue in satellite
images. In photographic images used for reference data sets,
there may be a background, perhaps it has been purposefully
removed, or the object of interest is in the background. With
satellite images, there is no background to speak of. Every-
thing in the image constitutes an item of interest and can be
annotated. Finally, in photographic reference data sets, pic-
tures often depict objects, and not entire scenes, whereas in
satellite images, the image is a scene. Since whole scenes are
presented, the task of annotating is very labor-intensive, and
also visually tiresome as annotators have to zoom in and out
to understand all the different objects presented. Please refer
to Table 1 for a summary of these points.
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Table 1. Comparing characteristics of Photographic and Satellite Images
Aspects Photographic Image Satellite Image

Sensor a photographic camera
a satellite - which also captures physical parameters which cannot be
visually identified, but affect feature extraction

Resolution generally not a critical issue
this is a matter of importance, since a resolution of 0.5m will look very
different than a resolution of 3m or 8m

Perspective present perspectives of objects that the human
eye is generally accustomed to

satellite images present a bird’s eye view of an image, which is not a
perspective humans are used to, which increases the difficulty in recog-
nizing the objects in the image

Temporal

if the image is taken indoors, seasons are not
an issue; if taken outdoors in different seasons,
differences are noticeable, however objects are
generally recognizable and not completely ob-
structed from view (due to snow, for example)

an image taken in winter is very different from one taken in summer,
since snow will be covering the objects of interest, and therefore what
is visible could be only selected contours and edges

Nomenclature people tend to label what they see at the basic
level [8]

labeling often requires naming at different levels of a semantic hierar-
chy, since annotators are not used to this, it is a more complex task that
can initially take more time

Scale
in a photographic image, scale is generally not
an issue, and will generally not affect label of
an object

with satellite images, scale can be difficult to determine, and this can
affect the label given. For example, whether an object is a lake or a
pond, whether an object is a road, street or a highway

Background there may be a background, or it may have been
removed

in satellite images, there is no ”background” to speak of, all the image
contents are of interest and can be labeled

Methodologies for
Annotation

In addition to manual annotations carried out by
trained annotators [5], other photographic refer-
ence data sets have made use of Amazon Me-
chanical Turk [11] for their annotations, as well
as GWAPs [12], [13]

In the field of remote sensing there is a need for reference data sets,
as well as an efficient and accurate methodology for building them,
which takes into account these aforementioned complexities particular
to these types of images. This could include specially trained annota-
tors, providing a semantic hierarchy as a framework to annotators, or
pre-segmenting the image

5. CONCLUSION

There is currently a need for a specialized reference data set
for satellite images, however, there no clear methodology to
achieve this has been tested. Assigning meaning to objects in
satellite images is a complex task. These difficulties present
a challenge to annotators working to manually label satellite
images, however by engaging the task, we are taking a first
step toward developing both a reference data set and an appro-
priate methodology for doing so, as well as opening the topic
for discussion. Eleven volunteers were recruited to manually
annotated a WV2 image from the outskirts of Munich, Ger-
many. In the process, we have identified important differences
between annotating photographs of everyday objects, and an-
notating satellite images, which demonstrate their complex-
ity, and can already inform future satellite image annotation
efforts.
Future efforts could provide a semantic hierarchical frame-
work for annotators, made from the compilation of the labels
already gathered, and annotators could add to the tree as well,
so that the discovery of new object classes is always possible.
Additionally, it would appear that two processes are at hand,
segmentation and labeling. Therefore to facilitate the anno-
tation, we could provide a pre-segmentation of the image, so
that annotators could focus on labeling, or rather divide the

task into segmenting and labeling. As a future study we have
planned to gather more manual annotations of the image to
increase the areas annotated, and with this start to build our
reference data set with our first image. An additional effort
could also include creating a training for annotators.
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ABSTRACT 
 
The overflow of information generated during disasters can 
be as paralyzing to humanitarian response as the absence of 
information. Mobile phones, new orbiting micro-satellites, 
and now Unmanned Aerial Vehicles increasingly generate 
vast volumes of data during major disasters. This flash flood 
of information is often referred to as Big Data, or Big Crisis 
Data. Making sense of this overflow of information is 
proving to be a near impossible challenge for traditional 
humanitarian organizations, which is precisely why they’re 
turning to Digital Humanitarians. In virtually real-time, 
these cyber responders make sense of vast volumes of social 
media, SMS and imagery captured from satellites and UAVs 
to support relief efforts worldwide. How? They craft and 
leverage human and machine computing solutions.  
 
 

Index Terms— Big Data, Disaster Response, Digital 
Humanitarians, Humanitarian Computing 
 

1. INTRODUCTION 
 
The Digital Humanitarian Network (DHN)1, co-founded by 
the Office for the Coordination of Humanitarian Affairs 
(OCHA), is an innovative network of tech-savvy digital 
volunteer groups who provide traditional humanitarian 
organizations with latent “surge capacity” to make sense of 
Big Data generated during disasters. This data includes 
social media, SMS, satellite imagery and more recently 
aerial imagery captured via Unmanned Aerial Vehicles or 
UAVs. The purpose of this paper is to briefly highlight key 
disaster response initiatives—past, present and future—that 
leverage digital volunteers for the analysis of satellite and 
aerial imagery. These case studies include (1) the search for 
Internally Displaced Peoples (IDPs) in Somalia during the 
2011 crisis; (2) the assessment of disaster damage in the 
wake of Typhoon Haiyan in 2013; (3) the search for missing 
Malaysian Airlines Flight 370 in March 2014; (4) the 
MicroMappers pilot in September 2014 and (5) the 
Zoomanitarians pilot in November 2014. 
 
                                                
1 Website: DigitalHumanitarians.com  

 
2. CRISIS IN SOMALIA 2011 

 
The complex humanitarian emergency in Somalia resulted 
in the mass displacement of Somalis to the West of 
Mogadishu—an area referred to as the “Afgooye Corridor”. 
Given limited access issues due to the ongoing violence, the 
UN Refugee Agency (UNHCR) could not use traditional 
methods to estimate the number of IDPs. They thus turned 
to the Standby Task Force (SBTF), a member of the Digital 
Humanitarian Network (DHN).2 The SBTF proposed using 
satellite imagery of the affected region to estimate the 
number of temporary and informal shelters. The Task Force 
teamed up with DigitalGlobe (DG) to acquire the imagery 
and with Tomnod to crowdsource (or rather microtask) the 
analysis of the imagery provided by DG. Some 200 digital 
volunteers from the SBTF subsequently used the web-based 
Tomnod platform to collectively identify informal and 
temporary shelters in the Afgooye Corridor. Each satellite 
micro image was showed to at least 10 different volunteers 
for quality control purposes. Areas of consensus were auto-
matically identified using Tomnod’s CrowdRank algorithm 
and the results shared with UNHCR, thus providing the UN 
with a total estimate vis-à-vis displaced peoples.3 

 
3. TYPHOON HAIYAN 2013 

 
Typhoon Haiyan, one of the most powerful Typhoons in 
recorded human history, devastated large areas of the 
Philippines in November 2013. The Humanitarian 
OpenStreetMap Team (HOT), a founding member of the 
Digital Humanitarian Network (DHN) used their Tasking 
Server to crowdsource the tracing of high-resolution satellite 
imagery in order to create detailed, up-to-date digital maps 
of the most affected areas like Tacloban.4 They sub-
sequently traced aerial imagery captured by UAVs for 
downtown Tacloban as well. The resulting digital maps 
from the satellite and aerial imagery were used by disaster 
                                                
2 Website: StandbyTaskForce.com  
3 Meier, Patrick. 2015. Digital Humanitarians: How Big Data is 
Changing the Face of Humanitarian Response. Taylor and Francis 
Press (forthcoming).  
4 Website: hot.openstreetmap.org 
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responders on the ground to inform their relief efforts and 
logistics operations. 5 
 

4. MALAYSIAN FLIGHT 370 
 
Malaysian Airlines flight MH370 bound for Beijing went 
missing in March 2013. After several days of search and 
rescue efforts in the area, Tomnod (acquired by DG) 
launched a digital search and rescue effort using their micro-
tasking platform and high-resolution satellite imagery from 
DG.6 The public response was massive. Some 8 million 
digital volunteers rallied to the cause, searching three-
quarters of a billion micro-satellite images for signs of 
debris, oil slicks, life rafts, etc. Volunteers analyzed imagery 
covering 1 million square kilometers within the first 100 
hours of the Tomnod Flight 370 platform going live. Each 
micro-image was shown to some 200 volunteers for quality 
control purposes. The Tomnod team used their CrowdRank 
algorithms to identify areas of greatest consensus, which 
were then shared with DG’s expert imagery analysts for 
review. 7 (Tomnod has applied to join the DHN). 
 

5. MICROMAPPERS 2014 
 
The MicroMappers platform is a joint initiative with the 
United Nation’s OCHA and the SBTF—a founding member 
of the DHN.8 The purpose of the platform, which is 
developed by QCRI, is to crowdsource (or rather microtask) 
the filtering of information / data generated during disasters 
such as social media (tweets, pictures, videos). Micro-
Mappers also facilitates the microtasking of geo-tagging 
tweets, pictures and videos; the results of which are added to 
a live digital crisis map. Each tweet etc., is typically shown 
to 5-10 digital volunteers for quality assurances purposes. 
The MicroMappers platform has recently been extended to 
microtask the analysis of aerial imagery captured by UAVs. 
This extension was first piloted for a project in Namibia 
using 25,000 micro-aerial images. Initial results appear to be 
promising. A second pilot deployment of MicroMappers is 
slated to launch in the Philippines this November to identify 
uprooted coconut trees (due to Typhoon Haiyan in 2013). 
Indeed, millions of said trees were destroyed by the 
Typhoon, which has significant impact on local livelihoods 
and food security. Since MicroMappers leverages both 
human and machine computing (artificial intelligence), this 
                                                
5 Meier, Patrick. 2015. Digital Humanitarians: How Big Data is 
Changing the Face of Humanitarian Response. Taylor and Francis 
Press (forthcoming).  
6 Website: Tomnod.com  
7 Meier, Patrick. 2015. Digital Humanitarians: How Big Data is 
Changing the Face of Humanitarian Response. Taylor and Francis 
Press (forthcoming).  
8 Website: MicroMappers.org  

second pilot will seek to create a machine learning classifier 
for downed coconut trees so that this feature can be auto-
matically identified in future disasters. 9 
 

6. ZOOMANITARIANS 2014 
 
Zoomanitarians is a joint project spearheaded by QCRI, 
Zooniverse and Planet Labs.10 The latter is a new co-
mmercial satellite company with some 100 micro-satellites 
in orbit. The company will have an additional 100 satellite 
in orbit in coming years, providing total global coverage of 
the planet updated every 24 hours. While the current 
resolution of the imagery is between 3-5 meters, the 
availability of baseline data (before imagery) enables 
change detection for disaster response. In order to analyze 
this imagery, QCRI invited Zooniverse, a successful citizen 
science project, to join the partnership with Planet Labs. 
Zooniverse has developed a highly scalable microtasking 
platform and has over 1 million registered digital volunteers. 
The Zoomanitarians platform will be piloted this November 
using historical UAV imagery of Tacloban. This imagery 
will be degraded at various resolutions in order to assess 
what types of features can be identified by non-experts at 
different levels of resolution. While it took responders 64 
hours to receive the results of imagery analysis following 
Typhoon Haiyan, the rapid availability of imagery from 
Planet Labs and the “surge capacity” provided by 
Zooniverse means that imagery can be processed and 
analyzed within 24 hours. By 2016, this figure is expected to 
be reduced to 12 hours. 11 
 

7. CONCLUSION 
 
This paper provided a summary of the role that Digital 
Humanitarians are playing in the analysis of “Big Data from 
the Sky”. The paper highlighted a number of case studies on 
how Digital Humanitarians are using both human and 
machine computing to make sense of Big Data from space 
(and air via UAVs) to significantly reduce the time it takes 
humanitarian organizations to carry their critical damage 
assessments following major disasters. 
 

 
 
                                                
9 Meier, Patrick. 2015. Digital Humanitarians: How Big Data is 
Changing the Face of Humanitarian Response. Taylor and Francis 
Press (forthcoming).  
10 Websites: Planet.org; Zooniverse.org 
11 Meier, Patrick. 2015. Digital Humanitarians: How Big Data is 
Changing the Face of Humanitarian Response. Taylor and Francis 
Press (forthcoming).  
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ABSTRACT 

 

Earth Observation (EO) is undergoing radical changes, from 

the rise of citizen science, via the introduction of open data 

policies, to the implementation of the Copernicus program. 

Despite the fact that the handling of the generated data sets 

provides challenges – due to their sheer volume, diversity and 

dynamics – the engagement with a growing user base 

requests for new collaborative systems. This paper illustrates 

these changes and argues for the needs to (i) facilitate 

information about the Earth that is coming from new sources; 

(ii) provide targeted products to new stakeholders; and (iii) 

engage ‘foreign’ communities in the development of EO-

based methodologies and tools. We particularly present 

challenges and opportunities in order to raise awareness of 

the rapidly changing landscape of Big Data related to EO, but 

also to initiate debates about next-generation science. 

 

Index Terms— Earth Observation, Copernicus, Big 

Data, Science, Collaborative Systems 

 

1. INTRODUCTION 

 

Drones, balloons and many other stationary and mobile 

stations become increasingly equipped with sensors, while 

mobile internet, smart devices and social media platforms 

enable novel communication paradigms. Communities of 

citizen use these new tools together with own perceptions and 

thus continuously provide data streams in so far unseen 

variety and volume – most of it in near real-time. In parallel, 

new technologies enrich the diversity and quality of classical 

in-situ and remote sensors. Above all, the European Space 

Program Copernicus will provide major improvements and 

thus deliver so far unseen amounts of EO data sets. Despite 

the fact that the processing of these inputs already provides 

Big Data challenges, the engagement with a growing and 

increasingly heterogeneous user base requests for new 

collaborative systems.  

This paper illustrates these changes by highlighting some 

of the ongoing activities. It argues for the needs to (i) 

facilitate information sources about the Earth that are coming 

from new sources; (ii) provide targeted products to new 

stakeholders, including citizen and citizen associations; and 

(iii) engage ‘foreign’ communities in the development of EO-

based methodologies and tools. We particularly present 

challenges and opportunities considering research in the 

Earth science, which for us also includes environmental 

aspects, as well as human behaviour (as part of the 

biosphere). The challenges include the complementary use of 

data from social media with data from public administration, 

as well as the potentials of using Copernicus products for 

citizen participation. With this, we do not only raise 

awareness of the rapidly changing landscape of Big Data 

related to EO, but also hope to initiate debates about the 

evolution of Earth science. 

In the following (section 2), we provide an overview of 

the state of play in respect to data handling. These serve as 

the basis to derive three major trends (section 3) and identify 

the impact on the next-generation of scientific research 

(section 4). We finally conclude by presenting a few of the 

central future needs in the area of Earth science (section 5). 

 

2. STATE OF PLAY 

Before highlighting the central emerging trends that are likely 

to affect the future of (Earth) science, this section presents 

some of the most influential drivers for – partially disruptive 

– change. 

 

2.1. Open Data 

 

In general, we witness a transition from closed data to Open 

Data that changes the way of working across scientific 

domains as well as administrative levels and sectors [1]. In 

2013, the G8 boosted the topic in a charter and the Open 

Government Partnership currently unites over 60 partners to 

make governments more open and accountable a reality. 

Simultaneously, the application of Open Data strategies 

converts enormous amount of government owned data into 

public data without copyright restrictions has been identified 

as an initial step to bring full transparent governance models 

to public administrations. This includes the directive on the 

re-use of Public Sector Information (PSI), and wider 

discussions on the provision of value-added services and 

ongoing debates on the impact and value of Big Data – both 

by the public and private sector. The US and Australian 

governments together with the EC, complement this initiative 

with the Research Data Alliance (RDA), to ease research data 

sharing and exchange. 
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2.2. Citizen Science 

 

In parallel, Europe begins to unlock its immense potential in 

using highly distributed massive contributions from its 

citizen. A recent White Paper on Citizen Science for Europe 

[2], defines citizen science as “the general public engagement 

in scientific research activities when citizens actively 

contribute to science either with their intellectual effort or 

surrounding knowledge or with their tools and resources.”  

The approach to include layman into scientific projects 

has a long tradition in fields such as biodiversity, but presents 

a remarkable cultural shift in other areas, including the 

increased use of balloons, low-cost multi-rotor helicopters 

and DIY satellites for EO. 

With the launch of the EU-funded Citizens’ 

Observatories projects last year, citizen science also found its 

way into the Global Earth Observation System of Systems 

(GEOSS). Today, the following five projects already 

contribute (list in random order): 

1. CITI-SENSE concentrating on the improvement of 

Quality of Life in urban areas; 

2. WeSenseIt focusing on water-related issues;  

3. COBWEB: addressing the concept relating to the 

biosphere; 

4. Citclops: developing an observatory for the optical 

monitoring of coasts and oceans; and 

5. OMNISCIENTIS: aiming at the perception of odour. 

 

2.3. Living Labs 

 

Likewise, openness and participation are applied to social 

innovation, growth and job creation. This is, for example, 

fostered by the Living Laboratories (Living Labs) approach. 

Living Labs are defined as user-centred, open innovation 

ecosystems based on a systematic user co-creation approach 

integrating research and innovation processes in real life 

communities and settings [3]. In practice, Living Labs place 

the citizen at the centre of innovation, and have thus shown 

the ability to use better the opportunities offered by new ICT 

to the specific needs and aspirations of local contexts, 

cultures, and creativity potentials. Already today, hundreds of 

Living Laboratories have been set up in urban and rural 

environments across Europe and beyond. 

The concept of developing cities and towns as labs, i.e. 

places of experimentation and innovation, stems from the 

recognition that providing ICT-driven connectivity is by 

itself not enough. This was exemplified by Artur Serra, 

Director of the i2cat centre in Barcelona at the recent 

CAPS2014 conference in relation to the Spanish paradox: 

100% young people connected 24/7 but 50% unemployed. 

We need to go beyond the conceptual models developed 

in the 20th century in which roads and railways were needed 

to link centres of production and consumption, and expand 

the market place. Now we need to use the new infrastructures 

to create new forms of production and consumption and new 

relations among social and economic actors. For this we need 

experimentation, and the courage to fail and learn from 

mistakes.  In this sense the lab is a metaphor of new structures 

to be connected by the new infrastructures. 

 

2.4. Research Infrastructures 

 

Any kind of research – no matter if it is carried out in 

traditional ways, as data-driven science or citizen science – is 

supported by infrastructures: technical tools and instruments 

and socio-economic systems for organising and sharing 

knowledge. Robust ICT-based infrastructures (e-

Infrastructures) for data transmission and data processing are 

put into place in Europe, and begin to provide fundamental 

components for networking research infrastructures from 

domains such as astronomy and particle physics, but also 

numerous fields of Earth science [4]. 

Large national and international science facilities 

become interconnected and – in combination with Open Data 

initiatives – Europe is increasingly equipped with the 

technical means to perform future research in collaboration 

and across disciplines. Arising initiatives, such as Helix 

Nebula and the recently signed Big Data Value Public Private 

Partnership, clearly underline the growing investments. 

 

2.5. Copernicus 

 

As a novel contributor, the first and only EC managed Space 

Program: Copernicus  (receiving 5 billion Euros from 2014 

to 2020 alone), represents a step-change in the European 

capacity to deliver high quality EO data with a policy that is 

based on full and open access to the data (up to 8 TB a day 

when fully operational). Copernicus has enormous 

innovation potential, for delivering new scientific evidence 

and increasing the quality of derived EO products, but also 

allowing citizen to exploit their neighbourhoods and thereby 

enabling awareness raising, education and engagement with 

local communities. 

 

3. EMERGING TRENDS 

 

It has been recognized that openness and connectedness (e.g. 

by putting Open Data strategies into place and funding high-

speed broadband) are necessary to provide the fuel for novel 

research and innovation, but not sufficient to move 

significantly forward. Local, as well as, globally acting 

communities are increasingly considering co-design, co-

development and co-delivery processes for accessing new 

sources of creativity and innovation (see e.g. ICSU’s Future 

Earth initiative). However, the underlying incentives, drivers 

and methodologies are not yet well understood. We see a 

clear need for their in-depth investigation, especially in the 

light of the fast evolving technology landscape. 
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3.1. Big Data 

 

With the continuous evolution of ICT, low-cost EO 

platforms, but also mobile internet, social media platforms, 

Internet of Things (IoT) and other areas, and powered by 

Open Data initiatives, the Big Data trend will certainly 

continue to provide large volumes of data, in high variety and 

with increasing velocity. This essentially provides raw data 

(measurements), but does not allow knowledge derivation per 

se. Capacities for handling complex data and deriving 

meaningfully findings have to be established. 

The storage capacities and the computing power that is 

required to provide analysis and visualization capabilities 

will constantly improve and be able to cope with the required 

technicalities. Still, we see a major issue in the organization 

and governance of arising technological infrastructures, 

platforms and networks – including the evolution of grid 

computing, cloud computing and high performance 

computing (HPC) facilities – as well in the development of 

the analytical and data science skills required. Future EO 

experts are not only requested to have a detailed 

understanding of remote sensing and image processing, but 

also be capable of developing parallelizable algorithms, 

integrate data from new (partially unstructured) sources, and 

visualize new analysis results on top of coverages [5]. 

 

3.2. Collaborative Systems 

 

Soon most human activity and many natural phenomena will 

generate detailed real-time data re-defining the basis of many 

sciences and engineering disciplines, including the modelling 

of and simulation with large and complex systems. Both 

social and physical environment will be increasingly 

integrated into a global information processing network.   

Social media, the automation of knowledge work, and 

mobile internet together increasingly provide technologies to 

create and connect communities virtually and to support them 

with the tools that are required for carrying out people-centric 

tasks (social computing) [6]. Coupling social engagement 

with autonomous systems, semantic technologies and new 

ways of interaction between humans and machines, the next 

generation collaborative systems reduce the gap between 

physical and cyber realities and help to combine artificial 

intelligence with intelligence augmentation. Here, abilities of 

human and computers are combined for pattern recognition 

or other forms of analysis and problem solving. The learning 

algorithms in Zooniverse or in the change detection based on 

Digital Globe’s EO data provide only few of many examples. 

 

3.3. Global System Science 

 

As models and data becoming systemically interconnected 

with socio-economic and political decisions, we will have 

ever more accurate description and prediction capabilities of 

many technical, man-made and natural phenomena, including 

a better understanding of human activity (behavioural models 

and data). The increasing range of data on all aspects of 

decision-making will feed integrated modelling and 

simulation and advance Global System Science [7]. 

Taking this one step further, a data-driven and 

simulation-powered decision-making might extend and 

complement the current process that largely builds on 

assessments after implementation with integrated simulations 

of the impacts of possible scenarios. Similar to Concurrent 

Design Facility that the European Space Agency (ESA) uses 

for the planning or space missions, a next-generation 

decision-making set of tools might build on large data sets of 

past experiences, current measurements (e.g. from 

Copernicus or privately owned HD cameras on the 

International Space Station) and opinions (e.g. mined from 

social media platforms via ‘social sensing’), as well as 

integrated scientific models for a real-time forecasting of 

implications. Parameters might be changed during debates in-

order to identify the most suitable option. The continuous 

monitoring of all the following stages of the decision-making 

and implementation process might then be used to further 

optimizations. Also here, machine processing has to be best 

combined with human participation. 

 

4. IMPLICATIONS ON EARTH SCIENCE 

 

Considering research in general, we already indicated the 

need for advanced data handling and processing, as well as 

the development of skills in new disciplines – such as data 

science, synthetic social science, and techno-anthropology – 

by educating next generations, training researchers at all 

stages of their carriers, and supporting the cultural change 

towards openness and collaboration. Additionally, we can 

foster scientific progress by bridging the gaps between 

thematic domains (i.e. between scientific domains – also 

beyond EO, remote sensing and GIS), but also between 

stakeholders (i.e. scientists, politicians, industry and citizen). 

The emergence of new forms of participative science 

involves new ways of democratizing the creation of 

knowledge, including changes to quality assurance 

mechanisms, such as the traditional peer review process. For 

example, according to Silvio Funtowicz, SVT, UiB, Norway 

“Collegial peer review is being rapidly transformed to review 

by an ‘extended peer community,’ raising important issues to 

the governance of science. […] This new form of quality 

assurance will be given its formal structure and routines by 

those heterogeneous actors who put it into practice.” [8]. 

We do not only require methods for integrating 

qualitative and quantitative data, but – even more importantly 

– novel methodologies to communicate science, co-create 

with a wide range of participants and the appropriate ethical 

code when handling Big Data. Commercial sources 

(including private EO companies, telecomm operators, and 
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providers of social media platforms) for deriving novel 

products that complement existing ‘official’ information 

from the public sector. 

Furthermore, the repeatability of scientific experiments 

and the reproducibility of scientific evidence are challenged 

by the Big Data phenomenon as well as the increasing 

numbers of involved parties. As sound research remains to be 

characterised by transparency and repeatability, we urgently 

require solutions that can capture the involved data sets, 

report on the processing steps and provide the surrounding 

infrastructure to re-run experiments in conditions that are 

similar to those at the time of origin. Simulation mechanisms 

might be exploited. 

Particularly related to Earth Science, we are facing a 

dilemma across EO, Remote Sensing and Geospatial 

Information Science. On the one hand, all of these fields share 

the burden of (1) providing easy access – also in terms of 

understanding – to experts of foreign domains; (2) having to 

deal with a rich set of (largely web-based) technology 

standards; and (3) absence of an integral methodological 

framework. On the other hand, they are collectively blessed 

by (a) supporting the concept of location as a powerful 

integrator of heterogeneous data sets; (b) naturally using the 

power of maps and images as an asset for communication and 

engagement; (c) having a baseline of community standards 

available; and (d) being able to benefit from a wealthy mature 

set of software development initiatives – in good parts these 

are even free and open.  

All in all, Copernicus can provide a major 

breakthroughs. Providing high resolution data about land, 

ocean and the atmosphere and allowing for derived products, 

Copernicus has the potential to drive science into new spheres 

and collaborations through the step change in data volume 

and quality but also by the integration potential of the 

geospatial reference framework it creates. 

 

5. CONCLUSIONS 

 

Overall we see an impressive amount of ongoing activities in 

Europe that share interests in ICT-driven transformational 

changes for research and innovation. In addition, we witness 

an evolving trend towards convergence, streamlining, inter-

connecting and building upon the already existing 

achievements, as well as a need to scale-up existing 

infrastructures and systems, including the integration of EO 

data sets into a wider landscape. 

While Big Data as such basically provides new ways of 

observing the Earth, environment, living organisms and 

virtual realities, collective system development adds the 

capabilities to jointly experiment on such data and to improve 

continuously the effective responsiveness to the global 

changes that are increasing pressure on the planet and on 

human society. 

In order to evolve and contribute to the next-generation 

of Earth science, we especially see the following needs for 

the EO community: (i) facilitate information sources about 

the Earth that are coming from new sources; (ii) provide 

targeted products to new stakeholders, including citizen and 

citizen associations; and (iii) engage ‘foreign’ communities 

in the development of EO-based methodologies and tools. 
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ABSTRACT 

 
We describe a next generation cyberinfrastructure that 
allows publication of remote sensing data alongside of 
climate model output. The architecture and software are 
funded by NASA’s Computational Modeling, Algorithms and 
CyberInfrastructure (CMAC) program. Publishing remote 
sensing data alongside of climate model output encourages 
better comparisons and understanding that, in turn, more 
completely inform decision makers, states, and federal 
government and (inter-)national stakeholders who make 
critical policy decisions involving the weather, future 
climate, state and regional level tourism, water resources 
and food management based on this information. 

Index Terms— CMAC, Apache, Open Climate 
Workbench, OCW. 
* - author was at JPL at the time of contribution 
 

1. INTRODUCTION 
The National Aeronautics and Space Administration 

(NASA) role in the Intergovernmental Panel on Climate 
Change (IPCC) is growing and has solidified in the form of 
the obs4MIPs project [1, 5], whose goal is twofold: (1) the 
identification of NASA's key remote sensing observations 
that are readily comparable with the model output datasets 
part of the World Climate Research Program's (WCRP) 
Coupled Model Intercomparison Project (CMIP) [2, 4] and 
IPCC's Assessment Reports (AR) [4]; and (2) the static 
publication of a handful of those datasets to the DOE-
funded Earth System Grid Federation (ESGF) [3], the home 
for all IPCC generated AR data. Data published during the 
initial obs4MIPs seed efforts is shown in Table 1.  

The existing obs4MIPs data publication process brings 
with it limitations, that mainly involve the laborious process 

to prepare the NASA datasets for publication; and the fact 
that statically generating those datasets can cause those 
published to quickly become out of sync. Furthermore, once 
the NASA datasets have been published to the ESGF, 
climate researchers desire the capability to easily plug those 
datasets into their tools, and to perform model to 
observational dataset comparisons. Most of the datasets 
converted and shown in Table 1 used an ad-hoc process to 
get there, necessitating the maintenance of custom code, 
knowledge and processes at each specific institution. 

We describe a next generation cyberinfrastructure that 
overcomes these challenges. The cyberinfrastructure 
provides automatic conversion of NASA HDF-EOS/HDF 
[7] datasets into NetCDF/CF [8] datasets compatible with 
the ESGF; the ability to perform model checking on those 
converted datasets using the Climate Model Output Rewriter 
(CMOR-2) checker; and the ability to automatically publish 
remote sensing data into the ESGF.  

We worked with three NASA Distributed Active 
Archive Centers (DAACs) to cull requirements for various 
ad-hoc data publication pipelines used in the obs4MIPs 
projects and datasets from Table 1 by science teams and 
then standardized them into our toolkit.  

The publication infrastructure is now part of a core 
project called Open Climate Workbench (OCW) [0] 
stewarded at the open source Apache Software Foundation 
(ASF) [10], the world’s largest open source organization 
and home to the web’s most prolific software systems, for 
example its flagship HTTPD web server that services 53% 
of the web requests on the Internet [11]. 

The remainder of this paper is as follows. Section 2 
describes the next generation climate architecture and its 
core components. Section 3 describes the technologies and 
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implementation leveraged to construct the 
system and rounds out the paper. 
 

2. THE ARCHITECTURE 
The architecture for the next 

generation cyberinfrastructure is shown in 
Figure 1. As originally conceived, the 
remote sensing data enters into the system 
from the bottom left hand portion of the 
figure. Remote sensing data is expected 
to be gridded data, though the system 
could handle swath information through 
its transformation process (that will be 
detailed later in this section).  

In the initial step (#1, shown in 
middle-left portion of Figure 1), the 
architecture would leverage a technology 
such as OPeNDAP [12] (or the now 
defunct Climate Data eXchange, CDX 
system [13]) to both access and subset 
information out of the remote sensing 
data. Data access and subsetting provides 
information to the next step titled “data 
wrappers” (step #2, Figure 1). The data 
wrappers step encapsulates the mission-
specific transformations needed to yield a 
variable (e.g., sea ice), along with its 
latitude and longitude in WGS84 format 
[14] and time in ISO6801 [23] format and 
optionally the height value. This five 
tuple of (variable value, latitude, 
longitude, time, height) would then be 
passed to the next step, regridding, 
wherein which all of the extracted five-
tuples are spatially and temporally 
aligned with the desired climate model 
output. This step “regridding” is shown as 
step #3, middle-left of Figure 1. In step 
#4, the subsequent set of five-tuple data 
points are written to a NetCDF/CF 
compliant file with the necessary 
metadata information and in step #5 that data is validated 
using the Climate Model Output Rewriter, or CMOR tool 
[15], and in step #6 published to the Earth System Grid 
Federation in the middle-top of Figure 1. 

The right-top to the right-bottom of Figure 1 is 
dedicated to what a user would do once the remote sensing 
data is available in the ESGF. We originally envisioned the 
use of similar services as present in step #1 (OPeNDAP or 
CDX) and settled on the OPeNDAP service for user and 
tool-based access and subsetting of model output (e.g., 
CMIP-5) along with the remote sensing out of the ESGF, 

shown in step #7. We also felt that particular community 
oriented tools that understood model output and remote 
sensing data would then leverage both for analyses. In 
particular, we proposed in step #8 connecting the published 
data to the Regional Climate Model Evaluation System 
(RCMES) tool, a cloud-database of remote sensing 
observations and analytical toolkit for computing climate 
metrics (bias, RMSE, mean, etc.) and visualizing the results. 
In step #9, we believed the CO-2 data portal tool [16] would 
also be connected, though we did not realize this portion of 
the work.  

Table 1. Identified NASA datasets for CMIP5 use (pre obs4MIPs) from 
NASA IPCC Workshop 1. Adapted from R. Ferraro et al. [6]  

Model Dataset Time Period Comments 
Atm Temperature 
(200,850hPa)  

AIRS (≥ 300 hPa) 
MLS ( < 300 hPa) 

9/02 –  
8/04 - 

AIRS +MLS needed to 
cover all pressure 
levels 

Zonal and 
meridional wind  
(200,850 hPa)  

No obvious match  Reanalysis is the best 
product 

Specific humidity  
(200, 850 hPa) 

AIRS (≥ 300 hPa) 
MLS ( < 300 hPa) 

9/02 –  
8/04 - 

AIRS +MLS needed to 
cover all pressure 
levels 

Sea level pressure No obvious match  Reanalysis is probably 
the best product match 

Surface (10m) 
zonal and 
meridional wind 

QuikSCAT 1999 – 2009 Oceans only.  No land 
products.   

Ocean surface 
zonal and 
meridional wind 
stress 

QuikSCAT 1999 – 2009 Oceans only.  No land 
products.  

Sea surface 
temperature 

AMSR-E 6/02 - SST science team 
recommends multiple 
products 

TOA reflected 
shortwave 
radiation and 
OLR 

CERES 3/00 -  

TOA longwave 
and shortwave 
TOA clear-sky 
fluxes 

CERES 3/00 -  

Total 
precipitation 

TRMM 1997 -  

Cloud fraction MODIS 2/00 -  
Precipitable water  SSM/I 7/87 -  
Sea surface 
height 

TOPEX/JASON 
series 

10/92 - Project scientist 
recommends 
converting the AVISO 
product 

Sea ice  NSIDC  microwave product 
would be best.  More 
investigation is needed. 

Ozone TES (standard 
pressure levels) 

2004 -  

Land Surface 
products (TBD) 

MODIS 2/00 - Perhaps 2 CMIP 
variables, TBD 
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3. TECHNOLOGIES AND IMPLEMENTATION 
In Figure 2 we detail the as-realized implementation of 

the next generation cyberinfrastructure that we originally 
conceived. The diagram is read left-to-right, and also begins 
with remote sensing data, similarly to the as-conceived 
architecture detailed in the prior section and in Figure 1. 

We standardized on the use of a few technologies to 
implement the architecture and we simplified the left-hand 
portion of Figure 1 collapsing steps #1-4 (left periphery of 
Figure 1) into the Data Extraction and Data Conversion 
steps shown in Figure 2’s middle-left portion. The 
extraction steps are provided by OPeNDAP, and via the 
Apache OODT framework [17, 18]. A full treatment of 
OODT is beyond the scope of the paper, but for simplicity, 
we are leveraging a few of OODT’s core services and one of 
its client tools, the Workflow Manager and File Manager, 
and Crawler, respectively, shown in blue, and in the middle, 
right, and left-top-most portions of Figure 2.  

The Workflow Manager encapsulates control and data 
flow, and allows a user to model a series of steps in the 
scientific process, as well as the input/output passed 
between steps. The File Manager tracks a file’s key 
information, including its metadata, provenance, location, 
MIME type, etc., and provides data movement capabilities. 
The crawler is an automated method of selecting, locating, 
interactively extracting metadata from, and ingesting files 

and metadata into the File Manager along the way notifying 
the Workflow Manager that pipelines should be executed. 

The crawler is seeded with an initial data staging area, 
or a non-local OPeNDAP directory of remote sensing data. 
The crawler ingests file metadata, and extracted HDF 
metadata (using Apache Tika [19]) into the File Manager, 
and at the time notifies the Workflow Manager that the 
conversion pipeline process should be initiated, and on what 
variable (e.g., Ozone). Data Extraction is kicked off, and the 
five-tuple of information is extracted. Any necessary 
conversion is also performed in the Data Conversion step 
(e.g., covert from a 360 latitude/longitude grid to a 180) 
using the NetCDF Operators package [20], along with 
writing a new NetCDF file based on the extracted five tuple. 
The resulting NetCDF file(s) are sent to the Data Validation 
step that in turn calls a Python web service that wraps the 
CMOR-2 checker. If the validation is successful, Metadata 
Harvesting begins by collecting the NetCDF information 
into a THREDDS data server [21], and then publishing it to 
Apache Solr [22] and ultimately in the Publishing to ESGF 
step to the Earth System Grid Federation.  
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Figure 1. Overall Cyberinfrastructure. The NASA ESGF cyberinfrastructure is shown in the upper portion, 

and responsible for publishing remote sensing datasets to the ESGF portal in the upper right portion 
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Figure 2. The as-implemented architecture. A series of workflow stages implemented using a combination of the 

Apache OODT software, the NetCDF operators, OPeNDAP,, Apache Solr and the ESGF publishing toolkit. 
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ABSTRACT 

 
Historical and future projections of climate model output for 
the recent IPCC report were primarily distributed through 
the Earth System Grid Federation (ESGF).  For the latest set 
of experiments, nearly 2 PB were archived at ESGF nodes 
around the world. Projections for the amount of data for the 
next set of experiments are expected to exceed 100PB. 
Increasingly, climate projection data are used by non-
experts for policy and management decision support 
purposes. One aspect of providing access to this large 
amount of data is the how (or if) the data will be used by 
these non-experts. The IPCC climate modeling community 
developed a set of requirements to be followed by groups in 
order to make their data available on ESGF. As a result of 
these mandated requirements, the data have shown to be 
extremely useful throughout the entire climate research 
community. Although not perfect, the requirements include 
variable naming, data structure, format, and metadata. With 
some customization, these requirements have also proven to 
be a practical way to distribute level 3 satellite observations 
and global reanalysis data products. Although reanalysis 
data are routinely distributed by the major centers around 
the world, making the data compatible with climate models 
and/or observations requires considerable effort. The initial 
costs of preparing the data to adhere to the ESGF standards 
are not trivial but are much less than customizing the 
analysis for each climate model, satellite, and reanalysis 
product. 
  
Index terms – IPCC, CMIP, ESGF, reanalysis  
 
1. INTRODUCTION 
 
Climate model intercomparison has proven to be an 
effective method to both improve climate models in general 
and to provide the basis for preparing ensembles to improve 
climate prediction. In the past, preparation of the data for 
such activities was the responsibility of the individual 
researcher. Recently, however, large international 
collaborative projects such as the Coupled Model 
Intercomparison Project (CMIP3 and CMIP5) have agreed 
to share model output through the Earth System Grid 
Federation (ESGF) [1,2]. Reformatting the model output to 
a common standard and distributing the data though a 

common portal has proven to be an innovative approach 
allowing thousands of researchers access to data previously 
limited to a much more sophisticated technical audience. 
For example, the IPCC Working Groups 2 and 3 made 
extensive use of the CMIP3 and CMIP5 archives. This 
approach to data distribution has proven to be so successful 
that other climate related projects have emerged to provide 
CMIP relevant observations and reanalysis. More than 1300 
scientific papers have been written using this data. 
Distributing satellite observations and reanalysis products 
for use by the climate research community is the next step. 
 
2. PREPARING SATELLITE OBSERVATIONS FOR 
CLIMATE MODEL EVALUATION 
 
Observations tailored for use by the climate science 
community has long been a dream of many climate 
modeling scientists and often their graduate students. When 
the science teams produced a new level 3 products in the 
1980’s, for example, the Earth Radiation Budget 
Experiment (ERBE), it was a challenge for the researcher to 
customize the data so that it could be used to validate the 
model’s Top Of Atmosphere (TOA) energy balance or cloud 
radiative properties. Once an institution mastered the 
format, each scientist obtained their own copy of the data 
and used it for model evaluation. This process has been 
repeated over and over by each scientist, even today. As the 
processing of satellite data became more sophisticated, 
accessing the data became more onerous because of the 
choice of version, level of processing and other features. As 
a result, the IPCC Third Assessment Report only dedicated a 
minimal amount of discussion to model validation using 
observations [3]. There was more extensive use of satellite 
data in the Fifth Assessment Report [4], as a result of 
increasing activity to make satellite data more accessible. 
 
Because of this growing need to use observations in the 
IPCC process, the Observations for Model Intercomparison 
Projects (Obs4MIPs) and Analysis for Model 
Intercomparison Projects (Ana4MIPs) [5,6] provide a new 
way to distribute observational data for use by climate 
scientists. The objective of Obs4MIPs and Ana4MIPs is to 
prepare observational data (currently mostly satellite data) 
and selected reanalysis products in the same way as the 
CMIP model data have been reformatted and tagged for 
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inclusion into ESGF [1]. The preparation involves ensuring 
the data adheres to the Climate and Forecast (CF) metadata 
conventions in addition to other formatting procedures that 
have been agreed upon by the World Climate Research 
Program (WCRP) Working group on Coupled Modeling 
(WGCM) [7]. To aid with the formatting procedures, a 
software utility, Climate Model Output Rewriter (CMOR), 
is available that ensures adherence to the standard 
formatting.  Software is also available to easily display and 
analyze the data in 2D and 3D [8]. 
 
Data entered into the Obs4MIPs project must have a history 
of peer reviewed publications, be version controlled, and 
reside in a long-term archive. A WCRP Data Advisory 
Council (WDAC) Obs4MIPs task team has been setup to 
govern the data inclusion process. For inclusion into the 
Obs4MIPs archive, a data producer proposes to the WDAC 
task team with the detailed information required above. The 
first step in preparation of the data is generally done in 
consultation with the individual science teams, who identify 
specifics about the data including the appropriate processing 
version, citations, and other details. Documentation and 
error estimates are also required.  
 
The usefulness of the reformatted data to the climate 
research community is now becoming apparent and the 
number of users is increasing as this distribution is quickly 
being adopted as a convenient way to access data.  
 
Table 1 shows a current list of the data products available 
through ESGF. Because of the strict CF compliant 
requirement, one limitation that is still being resolved is the 
desire by some climate modeling researchers to include data 
that does not have a corresponding variable in the CMIP 
archive but has significant value to the climate research 
community. For instance the Moderate Resolution Imaging 
Spectroradiometer (MODIS) produces several dozen 
products yet only a few variables have a corresponding 
CMIP variable and thus can be published under the present 
guidelines. Some of these products may be useful for the 
GEWEX Process Evaluation Study (PROES).  At a recent 
meeting of those interested in Obs4MIPs, suggestions were 
made to include many more satellite observational products 
including products from the ESA. Adoption of this data is 
still under consideration.  
 

 
3. COMPARING REANALYSES 
 
Reanalysis is extremely useful for many issues relating to 
climate models [9]. It has become apparent that the 
Ana4MIPs scope is limited and so the next step in 
customizing the distribution of useful data to the climate 
research community is to make a much more expansive set 

of atmospheric reanalysis data available on the ESGF. As 
part of this step, NASA has initiated the Collaborative 
REAnalysis Technical Environment – Intercomparison 
Project (CREATE-IP) based on a need outlined in [10].  
CREATE-IP now includes reanalysis products from the 
European Center for Medium-Range Weather Forecasts 
(ECMWF), National Oceanic and Atmospheric 
Administration (NOAA)/National Center for Environmental 
Prediction (NCEP), NOAA/Earth system Research 
Laboratory (ESRL), NASA, and the Japanese 
Meteorological Agency (JMA). Each reanalysis has been 
repackaged in a form similar to the CMIP and Obs4MIPs 
projects. Table 2 shows the current typical list of variables 
contained in CREATE-IP. An expanded set is planned to 
include the feedback statistics including observations, 
analysis and the background estimate of the state vector.  
 
4. SCIENCE CLOUD 
 
With the significant growth in the above data services (i.e. 
Obs4MIPs, Ana4MIPs, CREATE-IP), not only the number 
of data sets is growing but also the size of data volume is 
becoming larger. A new challenge for the future IPCC data 
access and data management has surfaced as data 
movement. With the tremendous projected growth in 
climate data, it is becoming impractical to move the sheer 
amount of data to the researchers’ labs. The traditional 
library model in which a researcher orders and checks out a 
data set and then does all the data analysis in his/her own lab 
will no longer work. The data archive centers will need to 
provide additional data analytics services so that the 
individual researchers will no longer need to move the data 
and duplicate other researcher’s efforts. The coupling of 
data, analytic and computing services has become a natural 
next step. We call this tightly integrated system offering a 
“science cloud” and the service is called Climate Analytics 
as a Service (CAaaS). This will be discussed in more detail 
in Schnase[11]. 
 
5. SUMMARY 
 
Utilization of big data sets from space by the climate 
research community has a strong dependence on the user 
experience. The examples of the CMIP3 and CMIP5 data 
archive demonstrate the success of the CMIP 
standardization. This repackaging of complex data has 
revolutionized climate model evaluation, as can be seen by 
the thousands of papers in climate-related journal articles. 
With the advent of such projects as Obs4MIPs and 
CREATE-IP along with new services, satellite and 
reanalysis data are more accessible and usable than ever to 
disciplines previously unaware or unable to use such data. 
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Table 1. Obs4MIPs Variables available on ESGF, () indicates the number data sets 

 
Air Temperature Standard Error (1)  Northward Wind (1) 

 Ambient Aerosol Optical Thickness at 550 nm (2) 
 Number of CloudSat Profiles Contributing to the 
Calculation (1) 

 Ambient Aerosol Optical Thickness at 550nm Observations (1)  Number of MISR Samples (1) 

 Ambient Aerosol Optical Thickness at 550nm Standard Deviation (1)  PARASOL Reflectance (2) 

 CALIPSO 3D Clear fraction (3)  Precipitation - monthly and 3h (4) 

 CALIPSO 3D Undefined fraction (3)  Precipitation Standard Error (2) 

 CALIPSO Clear Cloud Fraction (3)  Sea Surface Height Above Geoid (1) 

 CALIPSO Cloud Fraction (3)  Sea Surface Height Above Geoid Observations (1) 

 CALIPSO High Level Cloud Fraction (3)  Sea Surface Height Above Geoid Standard Error (1) 

 CALIPSO Low Level Cloud Fraction (2)  Sea Surface Temperature (1) 

 CALIPSO Mid Level Cloud Fraction (3)  Sea Surface Temperature Number of Observations (1) 

 CALIPSO Scattering Ratio (3)  Sea Surface Temperature Standard Error (1) 

 CALIPSO Total Cloud Fraction (3)  Specific Humidity (1) 

 Cloud Fraction retrieved by MISR (1)  Specific Humidity Number of Observations (1) 

 CloudSat 94GHz radar Total Cloud Fraction (1)  Specific Humidity Standard Error (1) 

 CloudSat Radar Reflectivity CFAD (1)  Surface Downwelling Clear-Sky Longwave Radiation (1) 

 Eastward Near-Surface Wind (1)  Surface Downwelling Clear-Sky Shortwave Radiation (1) 

 Eastward Near-Surface Wind Number of Observations (1)  Surface Downwelling Longwave Radiation (1) 

 Eastward Near-Surface Wind Standard Error (1)  Surface Downwelling Shortwave Radiation (1) 

 Eastward Wind (1)  Surface Upwelling Clear-Sky Shortwave Radiation (1) 

 Fraction of Absorbed Photosynthetically Active Radiation (1)  Surface Upwelling Longwave Radiation (1) 

 ISCCP Cloud Area Fraction (1)  Surface Upwelling Shortwave Radiation (1) 

 ISCCP Mean Cloud Albedo (day) (1)  TOA Incident Shortwave Radiation (1) 

 ISCCP Mean Cloud Top Pressure (dayy) (1)  TOA Outgoing Clear-Sky Longwave Radiation (1) 

 ISCCP Mean Cloud Top Temperature (day) (1)  TOA Outgoing Clear-Sky Shortwave Radiation (1) 

 ISCCP Total Cloud Fraction (daytime only) (1)  TOA Outgoing Longwave Radiation (1) 

 Leaf Area Index (1)  TOA Outgoing Shortwave Radiation (1) 

 Mole Fraction of O3 (1)  Total Cloud Fraction (1) 

 Mole Fraction of O3 Number of Observations (1)  Total Cloud Fraction Number of Observations (1) 

 Mole Fraction of O3 Standard Error (1)  Total Cloud Fraction Standard Deviation (1) 

 Near-Surface Wind Speed (1)  Water Vapor Path (1) 

 Near-Surface Wind Speed Number of Observations (1)  sea surface temperature (1) 

 Near-Surface Wind Speed Standard Error (1)  solar zenith angle (2) 
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Table 2. CREATE-IP variables available on ESGF 

     Air Temperature (1)      Specific Humidity (1) 

     Condensed Water Path (1)      Surface Air Pressure (1) 

     Convective Precipitation (1)      Surface Downward Eastward Wind Stress (1) 

     Eastward Near-Surface Wind (1)      Surface Downward Northward Wind Stress (1) 

     Eastward Wind (1)      Surface Downwelling Longwave Radiation (1) 

     Evaporation (1)      Surface Downwelling Shortwave Radiation (1) 

     Geopotential Height (1)      Surface Temperature (1) 

     Ice Water Path (1)      Surface Upward Latent Heat Flux (1) 

     Near-Surface Air Temperature (1)      Surface Upward Sensible Heat Flux (1) 

     Near-Surface Wind Speed (1)      Surface Upwelling Longwave Radiation (1) 

     Northward Near-Surface Wind (1)      Surface Upwelling Shortwave Radiation (1) 

     Northward Wind (1)      TOA Incident Shortwave Radiation (1) 

     Precipitation (1)      TOA Outgoing Clear-Sky Longwave Radiation (1) 

     Relative Humidity (1)      TOA Outgoing Longwave Radiation (1) 

     Sea Level Pressure (1)      Total Cloud Fraction (1) 

     Snowfall Flux (1)      Water Vapor Path (1) 

	  
     omega (=dp/dt) (1) 
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ABSTRACT 
 
Climate science is a big data domain that is experiencing 
unprecedented growth. In our efforts to address the big data 
challenges of climate science, we are moving toward a 
notion of Climate Analytics-as-a-Service (CAaaS). CAaaS 
combines high-performance computing and data-proximal 
analytics with scalable data management, cloud computing 
virtualization, the notion of adaptive analytics, and a 
domain-harmonized API to improve the accessibility and 
usability of large collections of climate data.  MERRA 
Analytic Services (MERRA/AS) provides an example of 
CAaaS. MERRA/AS enables MapReduce analytics over 
NASA’s Modern-Era Retrospective Analysis for Research 
and Applications (MERRA) data collection. The MERRA 
reanalysis integrates observational data with numerical 
models to produce a global temporally and spatially 
consistent synthesis of key climate variables. The 
effectiveness of MERRA/AS has been demonstrated in 
several applications. In our experience, CAaaS is providing 
the agility required to meet our customers’ increasing and 
changing data management and data analysis needs. 
 

Index Terms — Hadoop, MapReduce, MERRA, API 
 

 
1. INTRODUCTION 

 
The term ‘‘big data’’ is used to describe data sets that are 
too large or complex to be worked with using commonly-
available tools [1]. Climate science represents a big data 
domain that is experiencing unprecedented growth [2]. 
Some of the major big data challenges facing climate 
science are easy to understand: large repositories mean that 
the data sets themselves cannot be moved: instead, 
analytical operations need to migrate to where the data 
reside; complex analyses over large repositories requires 

high-performance computing; large amounts of information 
increases the importance of metadata, provenance 
management, and discovery; migrating codes and analytic 
products within a growing network of storage and 
computational resources creates a need for fast networks, 
intermediation, and resource balancing; and, importantly, 
the ability to respond quickly to customer demands for new 
and often unanticipated uses for climate data requires 
greater agility in building and deploying applications [3]. It 
is useful to situate our big data challenges in this larger 
context, because doing so helps us understand where 
innovation can yield improvements. 
 

2. BACKGROUND 
 
Our understanding of the Earth’s processes is based on a 
combination of observational data records and mathematical 
models. The size of NASA’s space-based observational data 
sets is growing dramatically as new missions come online. 
However a potentially bigger data challenge is posed by the 
work of climate scientists, whose models are regularly 
producing data sets of hundreds of terabytes or more [2, 4].  

The NASA Center for Climate Simulation (NCCS) 
provides state-of-the-art supercomputing and data services 
specifically designed for weather and climate research. The 
NCCS maintains advanced data capabilities and facilities 
that allow researchers within and beyond NASA to create 
and access the enormous volume of data generated by 
weather and climate models. Tackling the problems of data 
intensive science is an inherent part of the NCCS mission. 

There are two major challenges posed by the data 
intensive nature of climate science. There is the need to 
provide complete lifecycle management of large-scale 
scientific repositories. This capability is the foundation upon 
which a variety of data services can be provided, from 
supporting active research to large-scale data federation, 
data publication and distribution, and archival storage.  

_____________________ 
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The other data intensive challenge has to do with how 
these large datasets are used: data analytics — the capacity 
to perform useful scientific analyses over large quantities of 
data in reasonable amounts of time. In many respects this is 
the biggest challenge: without effective means for 
transforming large scientific data collections into 
meaningful scientific knowledge, our mission fails. It is 
against this backdrop that the NCCS began looking at 
CAaaS as a potential element in our technological and 
organizational response to changing demands. 

 
3.  CLIMATE ANALYTICS AS A SERVICE 

 
We believe there are five essential technology elements that 
contribute to building Climate Analytics-as-a-Service: high-
performance, data-proximal analytics; scalable data 
management; cloud computing virtualization; adaptive 
analytics; and domain-harmonized APIs. In this section, we 
describe three of the more important of these elements; 
additional information can be found in [3]. 

 
3.1.  High-performance, data-proximal analytics 

 
Clearly, at its core, CAaaS must bring together data storage 
and high-performance computing in order to perform 
analyses over data where the data reside. MapReduce is of 
particular interest to us, because it provides an approach to 
high-performance analytics that is proving to be useful to 
many data intensive problems [5, 6]. MapReduce enables 
distributed computing on large data sets using high-end 
computers. It is an analysis paradigm that combines 
distributed storage and retrieval with distributed, parallel 
computation, allocating to the data repository analytical 
operations that yield reduced outputs to applications and 
interfaces that may reside elsewhere. Since MapReduce 
implements repositories as storage clusters, data set size and 
system scalability are limited only by the number of nodes 
in the clusters. While MapReduce has proven effective for 
large repositories of textual data, its use in data intensive 
science applications has been limited, because many 
scientific data sets are inherently complex, have high 
dimensionality, and use binary formats. 

MapReduce distributes computations across large data 
sets using a large number of computers (nodes). In a “map” 
operation a head node takes the input, partitions it into 
smaller sub-problems, and distributes them to data nodes. A 
data node may do this again in turn, leading to a multi-level 
tree structure. The data node processes the smaller problem, 
and passes the answer back to a reducer node to perform the 
reduction operation. In a “reduce” step, the reducer node 
then collects the answers to all the sub-problems and 
combines them in some way to form the output — an 
answer to the problem it was originally trying to solve.  
 

3.2.  Adaptive analytics 
 

Data intensive analysis workflows bridge between a largely 
unstructured mass of archived scientific data and the highly 
structured, tailored, reduced, and refined analytic products 
that are used by individual scientists and form the basis of 
intellectual work in the domain. In general, the initial steps 
of an analysis, those operations that first interact with a data 
repository, tend to be the most general, while data 
manipulations closer to the client tend to be the most 
specialized to the individual, to the domain, or to the science 
question under study. The amount of data being operated on 
also tends to be larger on the repository-side of the 
workflow, smaller toward the client-side end products. 

This stratification can be exploited in order to optimize 
efficiencies along the workflow chain. MapReduce, for 
example, seeks to improve efficiencies of the near-archive 
operations that initiate workflows. In our work so far, we 
have focused on building a small set of canonical near-
archive, early-stage analytical operations that represent a 
common starting point in many analysis workflows in many 
domains. For example, average, variance, max, min, sum, 
count, and difference operations of the general form:  

result   f avg(var, (t0,t1), ((x0,y0,z0),(x1,y1,z1))), 

that return, in this example, the average value of a variable 
when given its name, a temporal extent, and a spatial extent. 
Because of their widespread use, we refer to these simple 
operations as "canonical ops" with which more complex 
analytic expressions can be built. They provide a template 
for users as they begin their exploration of MapReduce 
analytics and are useful in their own right as steps in larger 
analyses. We tend to think of them as a type of assembly 
language instruction for climate data analysis. 

The goal is to deploy the canonical ops within a 
framework that is able to capture their patterns of use and 
enable more complex analyses to be assembled and 
incorporated back into the system. The notion of engaging 
the broader community to deal with big data challenges has 
been used successfully in other settings, perhaps most 
notably with GalazyZoo, where a large user community is 
helping search the Sloan Digital Sky Survey for patterns and 
observations of potential scientific value [7]. We believe 
that this type of social networking can play an important 
role in the future of climate analytics. The approach we are 
taking sets the stage for the community construction of new 
capabilities that are adapted to the socially expressed 
requirements of those who use the system.  

 
3.3.  Domain-harmonized APIs 

 
In order to knit these capabilities together and deliver them 
into practical use, we are building the Climate Data Services 
(CDS) application programming interface (API). APIs 
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specify how software components interact with each other; 
they can take many forms, but the goal for all APIs is to 
make it easier to implement the abstract capabilities of a 
system. In building the CDS API, we are trying to provide 
for climate science a uniform semantic treatment of the 
combined functionalities of large-scale data management 
and data-proximal analytics. In doing so, we are combining 
concepts from the Open Archive Information Systems 
(OAIS) reference model, highly dynamic object-oriented 
programming APIs, and Web 2.0 resource-oriented APIs. 

The OAIS reference model, defined by the Consultative 
Committee on Space Data Systems, addresses a full range of 
archival information preservation functions including ingest, 
archival storage, data management, access, and 
dissemination — full information lifecycle management. 
OAIS provides examples and some "best practice" 
recommendations and defines a minimal set of 
responsibilities for an archive to be called an OAIS [8]. 
These high-level services provide a vocabulary that we have 
adopted for the CDS Reference Model and associated 
Library and API.  

The CDS Reference Model is a logical specification 
that presents a single abstract data and analytic services 
model to calling applications. The Reference Model can be 
implemented using various technologies; in all cases, 
however, actions are based on the following six primitives: 

Ingest – Submit data to a service. 
Query – Retrieve data from a service (synchronous). 
Order – Request data from a service (asynchronous). 
Download – Retrieve data from a service. 
Status – Track progress of service activity. 
Execute – Initiate a service-definable extension.   

Within this OAIS-inspired framework, we are creating 
a Python-based CDS Library that contains methods that 
support the basic primitives (ingest, query, order, etc.) as 
well as extended utilities that combine the primitives into 
automated multi-step canonical ops (avg, max, min, etc.).  

The Library sits atop a RESTful web services client that 
encapsulates inbound and outbound interactions with 
various climate data services. These provide the foundation 
upon which we have built a CDS command line interpreter 
(CLI) that supports interactive sessions. In addition, Python 
scripts and full Python applications also can use methods 
imported from the API. The resulting client stack can be 
distributed as a software package or used to build a cloud-
based service (SaaS) or distributable cloud image (PaaS).  

Unlike other APIs, our approach focuses on the specific 
analytic requirements of climate science and unites the 
language and abstractions of collections management with 
those of high-performance analytics. Doing so reflects at the 
application level the confluence of storage and computation 
that is driving big data architectures of the future.  

4.  MERRA ANALYTIC SERVICES 
 

MERRA Analytic Services (MERRA/AS) pull these 
elements together in an end-to-end demonstration of CAaaS 
capabilities. MERRA/AS enables MapReduce analytics over 
NASA's Modern-Era Retrospective Analysis for Research 
and Applications (MERRA) data. The MERRA reanalysis 
integrates observational data with numerical models to 
produce a global temporally and spatially consistent 
synthesis of 26 key climate variables [9]. Spatial resolution 
is 1/2 ̊ latitude × 2/3 ̊ longitude × 72 vertical levels 
extending through the stratosphere. Temporal resolution is 
6-hours for three-dimensional, full spatial resolution, 
extending from 1979-present, nearly the entire satellite era. 
MERRA data are typically made available to the general 
public through NASA Earth Observing System Distributed 
Information System (EOS DIS). A subset of the data is 
made available to the climate research community through 
the Earth System Grid Federation (ESGF), the research 
community's data publication infrastructure.  

We are focusing on the MERRA collection because 
there is an increasing demand for reanalysis data products 
by an expanding community of consumers, including local 
governments, federal agencies, and private-sector 
customers. Reanalysis data are used in models and decision 
support systems relating to disasters, ecological forecasting, 
health and air quality, water resources, agriculture, climate 
energy, oceans, and weather.  

In simple terms, our vision for MERRA/AS is that it 
allows MERRA data to be stored in a Hadoop Distributed 
File System (HDFS) on a MERRA/AS cluster. Functionality 
is exposed through the CDS API. The API exposures enable 
a basic set of operations that can be used to build arbitrarily 
complex workflows and assembled into more complex 
operations (which can be folded back into the API and 
MERRA/AS service as further extensions). The 
complexities of the underlying (Java) mapper and reducer 
codes for the basic operations are encapsulated and 
abstracted away from the user, making these common 
operations easier to use. 

 
4.1.  The MERRA/AS analytics platform 
 
The Apache Hadoop software library is the classic 
framework for MapReduce distributed analytics. We are 
using Cloudera, the 100% open source, enterprise-ready 
distribution of Apache Hadoop. Cloudera is integrated with 
configuration and administration tools and related open 
source packages. The total size of the MERRA/AS HDFS 
repository is approximately 480 TB. MERRA/AS is running 
on a 36-node Dell cluster that has 576 Intel 2.6 GHz 
SandyBridge cores, 1300 TB of raw storage, 1250 GB of 
RAM, and a 11.7 TF theoretical peak compute capacity. 
Nodes communicate through a Fourteen Data Rate (FDR) 
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Infiniband network having peak TCP/IP speeds in excess of 
20 Gbps. 

The canonical operations that implement MERRA/AS’s 
average, variance, max, min, sum, count, and difference 
calculations are Java MapReduce programs that are 
ultimately exposed as simple references to CDS Library 
methods or as web services endpoints. There is a substantial 
code ecosystem behind these apparently simple operations, 
nearly 6000 lines of Java code being offloaded from the user 
to the MERRA/AS service. 

 
4.2.  MERRA/AS in use 

 
Our initial exposure for client applications that wish to 
consume MERRA/AS results is the MERRA/AS Web 
Service. We are using a Representational State Transfer 
(REST)-style architecture, which is the predominant web 
API design model. REST provides scalability of component 
interactions, accommodates intermediaries like firewalls and 
proxies without the need to change interfaces, and allows 
independent deployment of components where 
implementations can change without the need to change 
interfaces.  

In one application, MERRA/AS's web service is 
providing data to the RECOVER wildfire decision support 
system, which is being used for post-fire rehabilitation 
planning by Burned Area Emergency Response (BAER) 
teams within the US Department of Interior and the US 
Forest Service. This capability has lead to the development 
of new data products based on climate reanalysis data that 
until now were not available to the wildfire management 
community. 

In our largest deployment exercise to date, the CDS 
Client Distribution Package and the CDS API have been 
used by the iPlant Collaborative to integrate MERRA data 
and MERRA/AS functionality into the iPlant Discovery 
Environment. iPlant is a virtual organization created by a 
cooperative agreement funded by the US National Science 
Foundation (NSF) to create cyberinfrastructure for the plant 
sciences. The project develops computing systems and 
software that combine computing resources, like those of 
TeraGrid, and bioinformatics and computational biology 
software. Its goal is easier collaboration among researchers 
with improved data access and processing efficiency. 
Primarily centered in the US, it collaborates internationally 
and includes a wide range of governmental and private-
sector partners. 

MERRA/AS is currently in beta testing with about two 
dozen partners across a wide range of organizations and 
topic areas. Initial results have shown that analytic engine 
optimizations can yield near real-time performance of 
MERRA/AS's canonical operations and that the total time 
required to assemble relevant data for many applications can 
be significantly reduced. 

CONCLUSIONS 
 

Climate data are generally moved to client applications for 
analysis and use. As climate model outputs increase in size 
and complexity, and as customer demands for this important 
class of information increase, existing data practices in this 
domain must change. Rather than deliver data as a service, it 
will become necessary to deliver data analytics as a service. 
Our work suggests that such an approach offers great 
promise in efforts to address the big data challenges of the 
climate sciences.  
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ABSTRACT 

 
Big data from space requires processing large amounts of 
data in a distributed environment.  For efficient, quality and 
cost-effective deployment, these environments must be 
based on open standards.  The Open Geospatial Consortium 
(OGC) open standards for geospatial-temporal information 
have been tuned through implementations to meet the needs 
of big data. 
 

Index Terms— spatial-temporal information, analytics 
processing, multidimensional coverages, cloud computing, 
standards and their use 
 

1. BIG PROCESSING OF GEOSPATIAL DATA 
 

Geospatial Data has always been Big Data. Now Big Data 
Analytics for geospatial data is available to allow users to 
analyze massive volumes of geospatial data. Petabyte 
archives for remotely sensed geodata were being planned in 
the 1980s, and growth has met expectations. The use of 
cloud computing and big data analytics allows users to make 
greater sense of data and better deliver the promised value 
of remote sensing.  Analysis of imagery in the cloud has 
become a reality through deployment web services on 
publicly available data as well as on proprietary commercial 
data and secured business and government data.  
 
While implementations of OGC Web Services standards for 
accessing and visualizing Landsat data have existed in the 
lab for nearly a decade, the recent change in Landsat data 
licensing has significantly increased the volume of “open” 
satellite data for processing.  Geoscience Australia's 
"Unlocking the Landsat Archive" Raster Storage Archive 
makes a petabyte of Landsat surface reflectance values 
available through the OGC Web Map Service (WMS) and 
OGC Web Coverage Service (WCS) interface standards.  
The European EarthServer project provides access to 100+ 
terabytes of multi-source, multi-dimensional spatial-
temporal data using the open standards of the OGC and the 
W3C to provide "Big Earth Data Analytics".  DigitalGlobe, 
Astrium, and ITT Exelis offer cloud service access to 
commercial imagery using services that implement OGC 
standards.  We can anticipate ever increasing access to and 
value from the world's remote sensing archives [1]. 

 
 

2. OGC STANDARDS ACTIVITIES FOR BIG DATA  
 
OGC Standards for big data coming from space and other 
remote sensing applications include [2]: 
• Web Map Service (WMS) 
• Web Map Tile Service (WMTS) 
• Web Coverage Service  (WCS) 
• Web Processing Service (WPS) 
• Web Coverage Processing Service (WCPS) 
• Sensor Observation Service (SOS) 
• Sensor Planning Service (SPS) 
• Catalogue Services Extension Package for ebRIM 

Application Profile: Earth Observation (EO) Products 
• Ordering Services Framework for EO Products  
• Sensor Model Language (SensorML) 
• Observations and Measurements (O&M) 
• KML 
• NetCDF 
• GML in JPENG 2000 (GMLJP2) 
• GML Application Schema - Coverages 
 
The new OGC Discrete Global Grid Systems (DGGS) 
Standards Working Group recently formed to define a 
framework of systems that represent the Earth as a 
tessellation of nested cells. DGGSs exhaustively partition 
the globe in closely packed hierarchical tessellations, each 
cell representing a homogenous value, with a unique 
identifier or indexing that allows for linear ordering, parent-
child operations, and nearest neighbor algebraic operations.  
DGGSs are key to high performance operations on big Earth 
data [3].  DGGS provide an alternative to existing standards 
for Coordinate Reference Systems applied to Earth 
Observation Products. 
 
The OGC Big Data Domain Working Group was recently 
established to provide an open forum for discussing how to 
use OGC standards for Big Data interoperability, access, 
and especially analytics. The open forum will encourage 
collaborative development among participants representing 
many organizations and communities, and will ensure 
appropriate liaisons to other Big Data relevant working 
groups, both inside and outside OGC [4]. 
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3. BIG DATA IN OGC TESTBEDS 
 
For over ten years, the OGC Interoperability Program [5] 
has conducted annual testbeds. Each testbed has had dozens 
of participating Member organizations and several millions 
of Euros of effort both sponsored and in-kind.  The three 
most recent testbeds have included activities relevant to Big 
Data from space:   

• OGC Web Services (OWS) Phase 8: – Observation 
Fusion considering Coverages and Tracking 

• OWS-9  – OWS Innovations 
• OGC Testbed 10 – Open Mobility and Cloud 

 
OGC Engineering Reports documenting the results and 
recommendations have been published [6].  Highlights of 
these testbeds are organized in the following discussion 
about Maps; Coverages; and Processing Performance. 
 
Maps and Big Data 
 
OWS-9 evaluated diverse, competing and sometimes 
complementary raster data tiling schemes that now exist in 
the marketplace, including WMTS, Tile Map Service 
(OSGeo), MBTiles, TileCache (MetaCarta), and various 
others.  Multiple recommendations on alignment were made 
and subsequently considered in the OGC Standards 
Program. 
 
OGC Testbed 10 identified findings on WMS, wrote and 
implemented a simpler WMTS profile and showed support 
for data quality measures with WMS extensions 
 
Access to Big Data Coverages  
 
OWS-8 addressed on observation fusion of coverages 
including WCS 2.0 Earth Observation Application Profile, 
WCPS, Compliance Tests.  WCS support for these data 
products was addressed:   MODIS , ENVISAT MERIS L3, 
ENVISAT ASAR Wide Swath, Limb-scanning instruments 
(e.g. Microwave), Narrow-swath instruments (e.g., 
CALIPSO).  A Compliance Test Suite for the WCS 2.0 AP 
was developed  
 
OWS-9 addressed Coverage Access and Data Quality by 
exploring NITF, LIDAR, and DAP/OPeNDAP, and 
investigate their re-implementation in an OWS environment 
with a focus on the Web Coverage Service 2.0 standard.  
Demonstrated the ability to enable a WCS with JPIP 
streaming for GMLJP2.  Demonstrated that scientific raster 
formats can be supported by WCS  
 

Geospatial-Temporal Processing of Big Data 
 
OWS-8 addressed WCPS/WPS processing support for WCS 
2.0 including multi-coverage fusion capabilities, complex 
WCPS queries and development of WPS for Earth 
Observation data analysis of multiple coverages and other 
data. 
 
OWS-8 also conduct research on Tracking based on 
observations: Detection, tracking, and bookmarking of 
moving objects in video, implemented using SWE and other 
OGC encodings and interfaces.  
 
Performance of OGC Services in the Cloud 
 
OGC Testbed 10 explored the geospatial standards 
requirements to implement Cloud computing with OGC 
standards.  For many years the OGC has been developing a 
suite of web service standards for geospatial processing.  
The suite includes a web map service (WMS), a web map 
tiling service (WMTS), a web feature service (WFS), a web 
coverage service (WCS), a web processing service (WPS), a 
web catalogue service (CS-W), and others.  These service 
standards have been widely adopted and deployed across the 
world but little information has filtered out regarding the 
performance and scalability of products based on OGC 
standards. Easy access to large IT computing resources such 
as the Amazon EC2 Cloud infrastructure provides an 
opportunity to use a flexible and low cost IT resource 
environment to investigate the performance and scalability 
of products based on OGC standards. OGC Testbed 10 
tested web mapping and other geo-processing use cases as a 
way to characterize the performance of OGC data services 
deployed in Cloud infrastructures.  
 
Relevant OGC Engineering Reports [6] 
 
These engineering reports (ER) provide more detail on the 
topics addressed in OGC Testbeds listed above: 
• OWS-8 ER Metadata Mapping between NASA 

ECS/HDF-EOS and WCS 2.0 (11-090) 
• OWS-8 WCS 2.0 EO Application Profile Compliance 

Tests and Reference Implementation ER (11-095) 
• OWS-8 WCS 2.0 EO Application Profile ER (11-096) 
• OWS-8 Geoprocessing of EO (11-116) 
• OWS-9 Map Tiling Methods Harmonization (12-157) 
• OWS-9 Data Quality for Web Mapping ER (12-160) 
• OWS-9 Coverage Access ER (12-095) 
• OGC Testbed 10 Service Integration ER (14-013) 
• OGC Testbed 10 Performance of OGC Services in the 

Cloud ER (14-028r1) 
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4. FUTURE DEVELOPMENTS 
 
Further development of OGC standards will continue to 
meet the needs of big data both in the consensus process of 
the OGC Standards Program and the implementation 
focused activities of the OGC Interoperability Program.   
 
OGC Testbed 11 in the Interoperability Program was 
announced in October 2014 [7].  Tested 11 requirements 
include big data developments.  The Urban Climate 
Resilience Thread responds to the urgent need to make 
climate information and related data readily available for the 
public and government decision makers to prepare for 
changes in the Earth’s climate. The thread includes four use 
cases that will support an overall flood inundation scenario: 
 
• High Resolution Flood Information use case: 

Addressing access to and control of simulation models 
and high-resolution data. 

 
• Displaced Population due to Coastal Inundation use 

case: Addressing integration of various data sources 
using different encodings and bindings, including data 
streaming, GeoPackage creation, and web processing 

 
• Transactional Flood Management use case: Addressing 

transactional aspects of data handlings and 
geosynchronization aspects in secure environments 

 
• GeoPackage Production and Synchronization use case: 

Addressing creation and synchronization of 
GeoPackages across GeoPackages and Web services 
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THE ENVIRONMENTAL DATA ABSTRACTION LIBRARY (EDAL): A MODULAR
APPROACH TO PROCESSING AND VISUALISING LARGE ENVIRONMENTAL DATA
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Reading e-Science Centre, Department of Meteorology, University of Reading, UK.

ABSTRACT

The Environmental Data Abstraction Library provides a mod-
ular data management library for bringing new and diverse
data-types together for visualisation within numerous soft-
ware packages, including the ncWMS viewing service, which
already has very wide international uptake. The structure of
EDAL is presented along with examples of its use to compare
satellite, model and in situ data types within the same visual-
isation framework. We emphasize the value of this capabil-
ity for cross calibration of datasets and evaluation of model
products against observations, including preparation for data
assimilation.

Index Terms— OGC Web Map Service, Visualisation,
ncWMS, videowall, geospatial

1. INTRODUCTION

The ncWMS Web Map Service software[1] has now been
widely incorporated into many web portals around the world
for rapid display of CF compliant NetCDF gridded fields
of geospatial products in an OpenGIS manner eg. My-
Ocean, United States Geological Survey, Plymouth Ma-
rine Laboratory, Norwegian Institute of Marine Research,
and the National Geophysical Data Centre at NOAA (see
www.resc.rdg.ac.uk/trac/ncWMS/wiki/UserStories). The in-
corporation of a more modular approach to managing new
datasets at the backend is needed to enable a greater diversity
of data types to be visualised, and to enable reuse of visual-
isation capabilities in other pieces of software, including the
software used by the University of Reading’s videowall[2].

2. THE ENVIRONMENTAL DATA ABSTRACTION
LIBRARY

EDAL provides a new modular approach to handling many
environmental data types in an efficient manner to allow inter-
operable tools and displays to be developed. EDAL consists
of several modules: a core data model which deals with ac-
cessing and manipulating commonly-used environmental data
types including (but not limited to) gridded data, time series
data, and vertical profile data; a graphics library to plot all
of these data types in a flexible and configurable manner;

Fig. 1. Schematic of main EDAL modules and their depen-
dencies, along with data ingest.

a general-purpose web map service (WMS) module which
serves EDAL data over the OGC-standard WMS interface;
a set of modules to read various data into the EDAL data
model; and a new version of ncWMS built on top of these
EDAL modules. The Godiva3 web interface is still under de-
velopment but will use the successful Godiva2 format (http://
www.reading.ac.uk/godiva2) while introducing capability for
display and intercomparison of multiple data types, which
can also be achieved with the videowall display (see below).
The EDAL module applications with dependencies are shown
schematically in Figure 1.

The advantages of this modular system are that it can be
quickly adapted to cope with new data types or formats at
the data injection end, or new display requests from web por-
tal or videowall applications. Modules can be used indepen-
dently with additional data analysis modules, and all libraries
are digitally signed and reside in a global repository that any-
one can access when building their own applications. The
graphics plotting configuration, map plots, is now very con-
figurable. We use extensions to SLD (Styled Layer Descrip-
tor), a standard allowing fine-grained control over how an im-
age is represented; uncertainty visualisation is an example of
this (see Figure 3 below).
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Fig. 2. Prototype portal intercomparison display containing
gridded data with superimposed in situ calibration, verifica-
tion data, here ocean salinity.

3. APPLICATION EXAMPLES

The EDAL implementation has been used in the development
of several novel tools and visualisations which we outline
here.

Firstly we have developed a prototype tool to demon-
strate coordinated visualisation of satellite, model and in situ
datasets based on the Godiva2 web portal frontend. Figure 2
shows gridded salinity with superimposed in situ observations
on the same colour scale, which then allows interactive se-
lection of more focussed comparisons (e.g. vertical structure
or time series) at each in situ site. One potential application
is to use these visualisation tools for evaluation and quality
control of satellite and model reanalysis products against in
situ datasets.

In presenting this paper we will demonstrate comparisons
between different sea surface temperature (SST) and salinity
(SSS) products against in situ observations based on the Argo
profiling network. We have used the ESA Climate Change
Initiative’s SST data[3] as a specific example where both
satellite swath data and gridded products are available, along
with in situ point measurements. Both spatial and temporal
variability aspects can be compared. We also demonstrate
the ability to handle large in situ data sets rapidly, using an
efficient spatial database of locations, for example the whole
history of 11 million in situ ocean observation profiles can
easily be displayed and compared with other products. The
point measurements shown in Figure 2 are being selected
from just such a database using the MetOffice EN3 version
of historical ocean profiles, Ingleby and Huddleston (2007),

Fig. 3. Sea Surface Temperatures with uncertainty shading
displayed using EDAL and ncWMS. The depth of the shading
indicates the level of uncertainty of each pixel: for example
uncertainties are relatively high in the Gulf Stream region in
this particular image. Such displays will be available through
the Godiva3 portal.

http://www.metoffice.gov.uk/hadobs/en3[4].
Uncertainty visualisation methods have been developed

in the GeoViQua project (http://www.geoviqua.org[5]). Fig-
ure 3 shows an SST field with uncertainty shading overlaid.
Different display methods for uncertainty are available, in-
cluding shading, use of partial transparency, bivariate colour
maps, glyph-based techniques and 3D rendering.

The new Godiva3 web portal interface which is under de-
velopment will be used by data assimilation scientists to visu-
ally compare model and observation products along with their
uncertainty information, in order to assess improvements in
products as improved processing or data assimilation meth-
ods are introduced.

The EDAL model has also been used in conjunction with
the NASA World Wind SDK (http://worldwind.arc.nasa.gov/
java/) to create a visualisation tool for use on a large touch-
screen video wall. By using the fast data extraction and image
creation methods, we were able to produce software which
visualises multiple datasets simultaneously on globes/maps
which are synchronised in space and time.

Figure 4 shows a photograph of the multiglobe videowall
software in action, showing data for sea surface temperature,
sea ice, in situ observations and more. The virtual globes are
synchronised spatially and temporally by using the sliders
at the bottom a user can scan through time on both globes
separately or together. By using a machine with enough RAM
to load full datasets into memory, it is possible to scan through
the time dimension perfectly smoothly, allowing on-the-fly
animations which clearly showing time-dependent features in
related data fields.

By using the EDAL modules, a lot of the functionality
related to displaying datasets, querying datasets, and caching
and cataloguing datasets was already in place. This meant
that development of the multiglobe software only needed to
focus on the front-end display and synchronisation of multiple
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Fig. 4. Demonstration videowall software, based on EDAL, which allows simultaneous synchronised visualisation of multiple
datasets using a touch screen.

globes, allowing for a very short development time.

The final example we are presenting is of using EDAL to
programmatically create complex visualisations of datasets.
The fine control over data which EDAL exposes, combined
with the highly flexible graphics plotting capabilities, allows
us to produce highly customised visualisations easily.

The ESA Climate Change Initiative (CCI) has produced
high-resolution datasets of SST[3]. Since SST is a highly
latitude-dependent quantity, it is difficult to pick out details
in a global visualization (the wide range of the colour scale
needed is not compatible with the high contrast needed to
pick out small-scale features). A way to solve this is to use
a colour scale that is latitude-dependent. By using EDAL we
were able to create a custom colour scale that depends on the
average SST at each latitude, and hence pick out fine details.
Figure 5 shows an example frame from an animation showing
the finer changes in SST overlain with sea ice and projected
onto a Lambert Azimuthal Equal Area grid.

Using EDAL we have been able to quickly produce
unique and useful animations from the CCI SST dataset,
including the interaction of winds with SST. This latter uses
the common EDAL model to pull together data from disparate
sources to produce a scientifically useful visualisation.
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ABSTRACT

This contribution introduces the forthcoming extension of the
ISO SQL standard for multi-dimensional arrays, SQL/MDA.
We present concepts, the language, and highlight how it can
be implemented in a scalable manner. Examples used stem
from Earth Observation and related domains.

Index Terms— arrays, database query languages, SQL

1. INTRODUCTION

SQL has been lingua franca for any-size data services in busi-
ness, and has been tremendously successful in delivering flex-
ible, scalable technology. Not so, however, in scientific and
engineering environments. The main reason is data struc-
ture support: While flat tables are suitable for accounting and
product catalogues, science needs substantially more complex
information categories, such as graphs and multi-dimensional
grids or “arrays” (Figure 1). The consequence has been a his-
torical divide been ”data” (large, constrained to download, no
search) and ”metadata” (small, agile, searchable).

Fig. 1. Integrating a variety of data sources and types in an
Ocean Science Interoperability Experiment [OGC member-
ship]

This is changing now. In June 2014, ISO has commenced
work on an extension to SQL which embeds any-size multi-

dimensional arrays in tables and extends the query language
with declarative operators. This standard, which will go by
the official title ISO 9075 Part 15: SQL/MDA (MDA stand-
ing for ”Multi-Dimensional Arrays”) can be expected to be
a game changer in Big Science Data. With so-called Array
Databases, users enjoy the well-known query flexibility on all
spatio-temporal data, servers can transparently scale by uti-
lizing parallelization, distribution, and new hardware, and the
information integration achieved abolishes the data / meta-
data distinction once and for all. SQL/MDA can be expected
to become the lingua franca for data access in and across data
centers worldwide.

We present the SQL/MDA concepts and their scalable im-
plementation based on real-life services with 130+ TB indi-
vidual offerings and introduce to the state of the art in the
research field of Array Databases where in 2014 a single ar-
ray query has successfully been distributed automatically to
1000+ cloud nodes.

Fig. 2. Kaleidoscope of spatio-temporal EO services based
on Array Database technology

2. SQL/MDA OVERVIEW

In this section we present an overview of the SQL/MDA ar-
ray model; more detailed description can be found in [?, 1]).
SQL/MDA provides a fully-fledged set of structural and oper-
ational array constructs completely integrated and compatible
with SQL and orthogonal to its set semantics. While based
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mainly on the conceptualization of rasdaman, this model also
honors recent developments in the array databases field, no-
tably SciDB and SciQL.

Multidimensional arrays in SQL/MDA are modeled
by extending the ARRAY column type in SQL. Declaring
columns of ARRAY type requires specifying the array ele-
ment type ET , dimension names dni and lower (loi) and up-
per (hii) dimension bounds for each dimension i, 1 ≤ i ≤ d:

ETARRAY [dn1(lo1 : hi1), ..., dnd(lod : hid)]

Dimension bounds are in fact optional, in which case a dimen-
sion is unbounded and can extend in [−∞,+∞]. A special
character ’*’ allows to selectively make the lower and/or up-
per extent unbounded. The list of dimension specifications
form the bounding box of an array.

The example below creates a table of Landsat scenes,
along with the date when they have been acquired. Each
Landsat scene is a 2-D array with dimensions x and y, and
each array element has 5 integer values. The x dimension can
be indexed in the interval [1, 5000], while y in [1, +∞].

CREATE TABLE LandsatScenes (
id INTEGER NOT NULL,
acquired DATE,
scene ROW ( band1 INTEGER,

...,
band5 INTEGER )

ARRAY [ x(1:5000), y(1:*) ]
)

The array type definition determines which array in-
stances are allowed to be stored in a particular column. An
array instance can have an arbitrary origin, as long as it is
within the array’s bounding box. Some arrays naturally have
origins in their center (kernel matrices for example), in which
case dimensions extend to negative coordinates. Furthermore,
especially in Big Data use cases, it could happen that arrays
have to be inserted piece-wise in the database due to their
large size, in which case each array ’piece’ needs to have an
origin that fits it properly into the overall array.

Several operators allow us to probe or change a multidi-
mensional array’s domain, without affecting its value set. For
an array a:

• domain(a) gives its bounding box;

• dimension(a) denotes its dimensionality;

• lo(a, i) = lo(a, dni) gives the lowest coordinate of the
i-th dimension;

• hi(a, i) = hi(a, dni) gives the highest coordinate of
the i-th dimension;

• card(a) =
d∏

i=1

hii− loi +1 gives its cardinality, or the

number of elements as defined by its spatial domain;

• name(a, i) denotes the name of the i-th dimension;

• shift(a, y) changes the spatial domain of a according
to the translation vector y.

Arrays can be constructed in several ways. The gen-
eral ARRAY constructor allows to create an array given its
bounding box and enumerating all elements individually in
row-major order, or computing each element’s value in the
VALUES clause. In the later case dimension names can be
referenced as iterator variables that are bound to the current
element position. E.g. multiplying two 3D arrays a and b
with same domain:

ARRAY domain(a)
VALUES a[ x, y, z ] * b[ x, y, z ]

Based on this minimal set of general operators, a large set of
common array operations can be derived as convenient short-
hands, such as:

• Subsetting is an operation that returns an array value
consisting of only those elements from its input array
A whose positions are in the intersection of the subset
domain and the domain of A.

• Extending is an operation that returns an array with the
same elements as the input array, plus additional ele-
ments with positions filling up the new, extended result
domain with NULLs.

• Scaling is an operation that returns an array with the
target domain indicated and values obtained by interpo-
lating the input array element values to the result array
domain.

• Overlaying is an operator that allows to combine two
arrays with matching domains by placing the first array
operand “on top” of the second one.

• Induced operations return an array with same domain
as its input array, where each result cell value is ob-
tained from combining the input cell(s) at the respective
position through the operation indicated. Any valid op-
eration defined on the array elements of the input array
operands, can be an induced operation.

Given that array data is most often exchanged encoded in
a certain format, e.g. GeoTIFF, NetCDF and HDF are popu-
lar in EO, a decode function provides flexible and extensible
support for creating arrays that have been encoded in such
formats. An analogous encode function allows to serialize an
array into a specific encoding format. Finally, an array can
be created from a table with the NEST constructor, and anal-
ogously converted into a table with the UNNEST operator.

Summarizing array data can be performed with the gen-
eral AGGREGATE operator, by iterating over all positions in
the spatial domain specified in the OVER clause, evaluating an
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aggregation expression specified in the USING clause at each
position, and combining the result by applying the aggrega-
tion operation. E.g. sum the values of array a in the specified
domain:

AGGREGATE +
OVER [ x(100:200), y(50:350) ]
USING a[ x, y ]

From the general aggregation expression, several common ar-
ray aggregation operations are derived, for adding, averaging,
and-ing/or-ing and counting the cells with value 1/TRUE of
an array.

2.1. Query Examples

Example 1 “Compute a histogram of the first band, in CSV,
of Landsat scenes acquired in June 1990”:

SELECT encode(
ARRAY [h(0:255)]
VALUES count_cells( scene.band1 = h ),
"csv")

FROM LandsatScenes
WHERE acquired BETWEEN "1990-06-01"

AND "1990-06-30"

The query result is visualized in Figure 3.

Fig. 3. Result of histogram computation [rasdaman]

Example 2 “Encode selected bands from a set of satellite
images in RGBA PNG format, with elevation stored in the
alpha channel”:

SELECT encode(ROW(
red: (char) s.scene.b7[x0:x1,y0:y1],
green: (char) s.scene.b5[x0:x1,y0:y1],
blue: (char) s.scene.b0[x0:x1,y0:y1],
alpha: (char) scale( d.data, 20 )),
"image/png")

FROM SatImages as s, DEM as d

The query results can be visualized with a client that appro-
priately interprets the alpha channel of the images (Figure 4).

Example 3 “Compute the difference between the NDVI
on the same date ”2010-08-20” in two different years”:

Fig. 4. 3D visualization of RGBA images developed in the
EarthServer project [2]

SELECT max((A.nir - A.red) / (A.nir + A.red))
- max((B.nir - B.red) / (B.nir + B.red))

FROM Landsat03 as A,
Landsat04 as B

WHERE A.acquired = "2010-08-20" AND
B.acquired = "2010-08-20"

Figure 5 shows a hypothetical evaluation of this query by dis-
tributing sub-queries to the appropriate peer databases that
hold the actual data.

Fig. 5. Intra-query parallelization utilized in order to compute
query result from distributed data [rasdaman]

Example 4 “Isolate particularly ’green’ areas from each
scene by computing the Normalized Difference Vegetation In-
dex (NDVI)”:

SELECT encode(
(((scene.nir - scene.vis) /
(scene.nir + scene.vis)) > 0.2) * 255
, "image/tiff")

FROM LandsatArchive

Figure 6 shows the result on a particular satellite scene.
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Fig. 6. Vegetation selection and visualization [rasdaman]

3. CONCLUSION

In manifold application domains arrays form the core under-
lying structure of science and engineering data. SQL/MDA
integrates arrays smoothly into the relational model, aiming
to extend the use of SQL to a large class of “Big Data” chal-
lenges in science and engineering analytics. The array model
used in SQL/MDA has already been implemented in the ras-
daman DBMS [3, 4] since more than 15 years (Figure 7), and
numerous multi-Terabyte operational services have success-
fully demonstrated its broad applicability [5, 6, 7, ?, 8, 9, ?].
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ABSTRACT 

The MapReduce (MR) programming model is at the heart of 

many Big Data solutions, notably the Hadoop system. 

However many alternatives have appeared recently aiming 

to increase performance, reduce latency, ease integration 

and programming or support streaming analytic. The new 

programming models make the products using them much 

more versatile and generic and thus usable for general 

purpose distributed computing.  

This paper is an attempt to synthetize what most of these 

alternatives have in common, and how these evolutions have 

their roots in Functional Programming principles. We 

illustrate the benefit of such evolutions for the Space sector 

by taking examples from on-going R&D activities. 

 

Index Terms: MapReduce, Hadoop, DAG, Functional 

Programming, Monad. 

 

 BACKGROUND 1.

10 years ago, Google engineers published two papers that 

have changed the face of IT. The first, “The Google File 

System”[4], introduced a new way to store huge data volume 

at low cost. The second “MapReduce: Simplified Data 

Processing on Large Clusters”[2], explained a programming 

model to implement data warehousing on a large number of 

low cost servers. 

A Yahoo employee, Doug Cutting, working on an open-

source web-indexer, decided to use the ideas from these 

papers to create a general purpose Big Data framework. 

Hadoop was born, with its 2 main component being the 

Hadoop Distributed File System (HDFS), a file system 

patterned after Google one, and the MapReduce (MR) 

engine. The success was phenomenal, with most enterprises 

now using Hadoop for some of their data analytic tasks, 

weakening the position of traditional Data warehouse and 

databases editors, and making possible the development of 

many products in what has become the Hadoop ecosystem, 

generating a multibillion dollar market. 

However, 10 years after the publication of the paper 

about MapReduce, Google acknowledged that they were 

still not using MapReduce over the last “several years” [15]. 

What’s the replacement? This paper, taking Functional 

Programming (FP) as an analysis grid, tries to answer the 

question, which might have a considerable impact on Big 

Data processing of course, but also on more general purpose 

IT tasks such as ETL (Extract Transform Load) or data 

streaming. 

 HOW DOES MAPREDUCE WORK? 2.

The basic idea of Big Data is to store data on many 

processing nodes, and to apply processing on these nodes 

while taking advantage of the modern hard disks throughput 

in sequential reads. MapReduce is a straight forward 

implementation of these principles, with basically just two 

functions sent to processing nodes. The ‘Map’ function is 

applied to the dataset (typically in HDFS blocks on different 

servers) and generates pairs of key/values. These pairs are 

then moved to another processing node while sorting keys 

and merging their values. The ‘Reduce’ function is then 

applied and takes as its argument the key and the aggregated 

list of values, from which it can generate zero or some other 

output. Other functions include sorting and the partitioning 

of data. 

Succession of Map/Reduce jobs makes possible almost 

all kinds of data analytic workload. Amongst other 

possibilities, it is possible to implement large parts of linear 

algebra (matrix operation), or the Relation Algebra, which is 

the basis of query languages such as SQL, as exemplified by 

HIVE, a tool that translates SQL queries to a graph of 

MapReduce call.  

 IMPROVING MAP-REDUCE 3.

Several products appeared recently to improve MapReduce, 

such as Apache Tez, Apache Spark, Cascading or Apache 

Crunch (inspired by Google Flume). Other solutions, such 

as Microsoft DryadLINQ, are not based on the Hadoop 

ecosystem yet share the same trends. This section describes 

such trends: 

3.1. Dematerialization of the DAG 

The workflow is made of a succession of MR jobs form a 

DAG, a Directed, Acyclic (i.e. without cycles) Graph. DAG 

representation is widely used in computer science to 

implement workflow engines, compilers, DWH or 

spreadsheets. For example, Hive transforms a SQL sentence 

to a DAG, whose execution on many servers can be 

optimized following well known techniques. 

Traditional MapReduce stores the output of each map and 

reduce function to a disk, i.e. it materializes each step of the 

processing. This storage is time consuming, so an important 

improvement is to run these steps in memory whenever 
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possible. As Map and Reduce functions compose (in the 

mathematical definition), the dematerialization process can 

be seen as the composition of successive functions, and 

applying these composed functions on processing node 

(Fig 1). As the DAG engine has a better knowledge of the 

whole execution chain than a traditional MR engine, there is 

a lot of room to optimize the execution plan, thus again 

significantly increasing performance. This performance 

improvement allows for even deeper insight in large 

volumes of data or near real-time crunching of current 

datasets and algorithms. 

 

 
Fig 1: Comparison of the execution of a query between 

MapReduce and a DAG optimized framework, Tez (source: 

[2] / Hortwonworks) 

3.2. Data Container Abstraction 

Although it is possible to implement all kinds of sorting, 

grouping and filtering with generic map/reduce functions, it 

is convenient and more efficient to have these functions as 

members of abstract data structures. Such structures, called 

PCollection in Crunch/Flume, Resilient Distributed Dataset 

(RDD) in Spark[8], Pipe in Cascading, Vertex in Tez, are 

immutable, possibly huge bags of elements of a given type 

(that can be string, records, nested records, key/values etc.). 

They can be backed by files distributed on many servers, or 

the result from previous computations that form a DAG. 

They hold the partitioning function that can be specialized 

for special kinds of processing such as Graph algorithms. 

These Data Container Abstractions have a Java interface 

(or similar language), and can be either materialized (i.e. 

computed) or not (the computation will be done later, on 

request). This allows complex data processing flows to be 

directly, easily and elegantly be represented in Java or 

another higher level language (Fig 2), and developers with a 

lesser understanding of Map/Reduce to use the Big Data 

methodology and lowers the costs of maintenance and 

knowledge retention in the long run. 

 

data=spark.textFile(“hdfs:…).map(readPoint).cache  

w = numpy.random.rand(D)  

for i in range(iterations):  

  gradient = data.map(lambda p:  

    (1 / (1 + exp(-p.y * w.dot(p.x)))) * p.y * p.x 

    ).reduce(lambda a, b: a + b)  

    w -= gradient  

print “Final w: %s” % w  

Fig 2: Example of Spark (with Python API) to compute a 

logistic regression. ‘map’ and ‘reduce’ create new RDDs at 

each iteration, possibly materialized by call to ‘cache’. 

3.3. Functional Programming 

MapReduce was described in the Google paper as an 

“abstraction inspired by the map and reduce primitives 

present in Lisp and many other functional languages”, so it 

has its roots in Functional Programming, although it a 

limited way. 

The improvement described above makes big data 

processing closer to FP. Indeed, in FP, functions, not objects 

or procedures, are the fundamental building blocks of 

programs: whereas object programming puts emphasis on 

object composition, FP puts it on composition of functions. 

Functions can be combined, sent remotely and applied 

locally on distributed data sets. This is exactly the goal of 

the first improvement, which is to avoid the limitation of the 

functions execution at each step as a single Map or Reduce 

function, and on the contrary makes complex composition 

possible. 

The Data Container Abstraction is very close to a 

powerful FP abstraction called a monad, an immutable 

abstract data type constructor used to represent 

computations rather than data. Furthermore, monad actions 

can be chained together to build a pipeline or set of data 

processing elements defined in series, wherein each action 

includes processing rules provided by the monad (Fig 3).. It 

has been demonstrated [9] that the close relationship 

between monads and relational algebra, and particularly that 

queries languages based on monad could query both SQL 

and noSQL databases. 

As a consequence, FP languages such as Scala are being 

used more and more to develop MapReduce like 

frameworks or application.  

 

 
Fig3: Monads are data structures encapsulating a type, 

to nest functions on that type together (adapted from [13])   
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3.4. Streaming Data 

MapReduce has been developed to process large batch jobs. 

However, it is possible to use the same kind of 

dematerialized DAG to process the flow of data in real-time. 

One example is Apache Storm, where each node of the 

graph processes a flow of key/values that are distributed to 

other nodes. The process is close enough to MapReduce that 

Twitter has succeeded to develop a framework, 

Summingbird [1], where the same query written in Scala can 

be executed either in batch with Hadoop MapReduce, or in 

real time with Storm. This framework heavily uses concepts 

close to monads [13]. 

3.5. Columnar File formats 

Storing structured data in columns instead of rows is a well-

known technique for data-analytic engines, because such 

storage allows much better compression and throughput.  

Following a Google paper about Dremel [10], a distributed 

system that implement such an approach for MapReduce 

style engines, several solutions such as Parquet or OrcFile 

has been implemented in the Hadoop world. They 

efficiently store read-only nested data, in a portable manner 

independent of a storage technology, usable for medium as 

well as huge datasets.  

 TOWARD ALL-IN-ONE ETL, BATCH DATA 4.

PROCESSING AND STREAMING ANALYTICS 

4.1. Reducing workflow complexity 

The changes to MapReduce described above indicates a 

trend in the integration of tools for ETL, batch processing 

and streaming analytic. Similar Application Programming 

Interface (API)  and programming patterns can be applied 

for the whole chain of data analytic, using engines based on 

similar concepts, and potentially managed by a common 

resource manager such as Apache YARN. 

The newly released Google Cloud Dataflow [5] and the 

Spark ecosystem are examples of an integrated solution, 

where the different techniques are put together to better 

support the user of the system. These engines work with 

finer-grained combinations for composing algorithms, using 

data models not limited to key/value, and are efficient even 

for low volumes of data.  

Columnar File formats unify the storage format and 

decouple it from the architecture. For example the content of 

a remote database could be extracted and stored as Parquet 

file that could be either processed locally, or copied to a 

Hadoop cluster and processed there, or any combination of 

both approach.  

 

 

 

 
Fig 4: Illustration of ETL and complex workflow using 

columnar file format to extract remote structured data, then 

store them on HDFS for large scale computing.   

 

By allowing a higher level of abstraction and restricting 

the programming interface, Functional Programming can 

reduce the complexity of large-scale system [11]. These 

approaches  simplifies the implementation of data 

processing pipelines, which can be written as a composition 

of functions globally decoupled  from  their execution mode 

(real time or batch), location (distributed) and data physical 

support (Fig 4). Such simplification is a must-have for 

complex pipelines such as the one found in Machine 

Learning [12][14], where the same engine can perform data 

extraction, complex processing, model training and 

interactive queries. 

4.2. Lambda Architecture 

The Lambda Architecture, described by Nathan Marz [7], 

defines a clear set of architectural principles for building 

robust and scalable data systems. It considers any data 

system as following the equation:  

   “query = function (all data)”,   

i.e. that any query can be implemented by the composition 

of functions applied to raw data sets.  

In general the Lambda Architecture is composed of three 

layers: the batch layer, the serving layer and the speed layer 

(Fig 5). 

 

 
Fig 5: Lambda architecture (adapted from [5]) 

 

This architecture approach is becoming widespread for 

Big Data processing. The implementation can obviously 

benefit a lot of all technical trends described in that paper: 
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functional programming techniques, immutable data 

structures, combined batch / streamed processing, unified 

pipelines and storage format, etc. 

 OPEN SOURCE FRAMEWORKS OVERVIEW 5.

Several frameworks are being developed to replace or 

complete MapReduce, and a comprehensive comparison is 

out of the scope of that paper. Moreover, as most of them 

are open source, the rate of evolution and hybridization is 

high, and such information is likely to be quickly obsolete. 

Here however a very succinct presentation of popular 

open source solutions following the trends depicted in that 

paper: 

 Apache Spark is a complete MapReduce replacement. 

Its ecosystem is large and fast-growing, with integrated 

solutions for streaming, graph processing, ETL and 

machine learning. 

 Cascading pioneered the use of Java API to create and 

execute general purpose, complex data processing 

workflows on Hadoop. Newest version will allow these 

workflows to run also on Spark or Tez.  The ecosystem 

is large, including many extensions and data source 

connectivity, and Scalding / Summingbird from Twitter 

that enforce functional programming and 

batch/streaming convergence, respectively.  

 Apache Tez is a DAG execution framework. It’s more 

dedicated to act as a core technology for other solution 

such as Hive or Cascading. 

 Apache Crunch is a simple Java library to develop 

workflows runnable on Hadoop or Spark. 

 Most SQL-on-Hadoop solutions (such as Impala, 

Presto, or Hive) use DAG optimization, column file 

formats. SQL views can be considered as monadic data 

container abstraction [9]. 

 IMPACT ON SPACE BIG DATA APPLICATION 6.

MapReduce has proven to be very useful for Big Data in the 

Space sector. It is very likely that its evolution will also 

have strong impact. The French Space Agency and Atos 

have initiated R&D projects to identify some of the benefit 

of these evolutions, using Apache Spark and Scala. Key 

findings are:  

 Spark RDD can be used for manipulate chunks of large 

satellite image and easily distribute processing workload 

to many processing nodes.  

 The processing itself can be done using legacy, highly 

optimized single-threaded native libraries.  

 The FP nature of RDD makes Map Algebra 

implementation straightforward, providing clean 

foundation for image processing [6]. 

 Such combination of specialized RDD and optimized 

libraries is already used by other projects for machine 

learning, genomics studies etc. It is quite generic and 

could be used in other application in Space sector. 

 FP helps to develop Domain Specific Languages that can 

be as easy to use for scientist as Matlab, while being able 

to process huge datasets, thus reducing the gap between 

scientific and IT worlds. 

 MapReduce evolutions make easier to distribute data and 

processing among several data centers. Such benefit 

could be useful in experiment like GAIA / EUCLID, 

where several stakeholders might bring storage and 

computing resources.    
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ABSTRACT 

 

This paper presents a benchmark of a new high-performance 

No-SQL Earth Observation (EO) Product Catalogue (ns-

CTLG) able to serve a (open) number of EO missions (i.e. 

no predefined metadata schema) and to scale horizontally in 

order to catalogue up to several hundreds of millions of 

satellite products without significant performance 

degradation. 

The catalogue, based on Apache’s Solr engine, has been 

designed to match large multi-mission data centre 

requirements. In this paper outcomes of a cluster ns-CTLG 

search performance tests (with approximately 8 million 

records) are reported. The solution features high scalability 

always keeping low response times (< 1 sec, regardless of 

population and query). When scaling up from 1 to 20 

parallel requests response delays are negligible. When 

scaling from 20 to 40 parallel requests response times grow 

logarithmically. The system keeps the load for up to 50 

concurrent queries. A significant bottleneck seems to be 

related to the generation of the response (approx. 7-11 

milliseconds per record returned). 

 

Index Terms— Solr, no-sql, catalogue, query, response 

time, performance. 

 

1. INTRODUCTION 

 

Modern EO catalogues are required to search in very large 

heterogeneous datasets. For example, the ESA ngEO 

Catalogue shall search data both from Contributing and 

Sentinels Missions. The latter in particular will be 

responsible for future exponential growth of data volumes.  

This demands for solutions that guarantee satisfactory 

performance levels to users. The main challenges of such 

catalogues can be expressed as follows: 

- the catalogue shall be able to serve a (open) number of 

different missions 

- the catalogue shall be searchable on every attribute 

- the attribute set shall be expandable (as new missions 

and new sensors can be added) 

- the catalogue shall have outstanding search and retrieve 

performances  

- the catalogue shall host up to 1,000,000,000 products  

Moreover, such a catalogue shall be able to withstand a 

significant insertion rate while ensuring unmodified search 

performances. 

No-SQL solutions do not need fixed table schemas and 

usually can scale horizontally showing good performances 

on indexing large number of items. They are used in the real 

world by facebook, google, twitter, etc. for big data 

searches. So they are a natural candidate for next-generation 

EO catalogues. What really makes a difference with respect 

to a generic document indexing solution is the need for 

handling geospatial searches. 

ACS has developed its own approach to EO Catalogues in 

the frame of recent significant experiences in the field. The 

ns-CTLG is based on Apache’s Solr, an open source 

reverse-index No-SQL solution that, starting from recent 

version 4, also supports geographic queries leveraging the 

geo-hashing technique [1].  

In this paper, the observed performances of such a No-SQL 

EO Catalogue are presented with special focus on 

bottlenecks, support to parallel users and scalability figures. 

 

2. PERFORMANCES TEST ARCHITECTURE  

 

The architecture for catalogue performance testing took into 

consideration a target hypothetic population of 10
9
 products. 

The environment for testing is made of 3 hosts (1 Service 

Gate node and 2 Solr nodes) and 1 Virtual Private Cloud in 

the Amazon Web Service (AWS) [2] cloud computing 

service. 

 

Figure 1 ns-CTLG test performance environment 
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Figure 1 above shows a schematic of the environment. 

Service Gate, the engine performing the specific business 

logic, is installed on a mid-sized general purpose host (2 

vCPU 64bit Intel Xeon 1.8 Ghz; 7.5 Gb RAM; moderate I/O 

of 500Mb/s). 

The two Solr nodes are deployed on general-purpose “extra-

large” hosts (8 vCPU 64bit Intel Xeon 2.5 Ghz; 30 Gb 

RAM, 2x80 Gb SSD raid0 and high I/O of 1 Gb/s). 

18Gb RAM is allocated to Solr (heap space) while the rest is 

available for the OS system cache. 

Solr is running with Replication Factor 1 and 2 shards, 

meaning no redundancy and 50% split of the overall data 

per node. 

For the test, the population was about 8x10
6
 products (stored 

in 36 Gb of space). 

The target population is 1x10
9
 products (occupying 

approximately 4,5 Tb of disk space). 

Projecting to the target population: the final ns-CTLG will 

need 20 shards with a population per shard of 50x10
6
 

products occupying a space on disk of approximately 225 

Gb per shard. 

The 8x10
6
 EO products test dataset was generated 

synthetically starting from a smaller set of real products by 

shifting geometry, orbit number and time stamps. 

Each product is described by a “document” (as per Solr 

glossary) representing its full metadata in XML format. In 

order to balance efficient search needs and standardization 

needs, the format of the XML document stored within Solr 

is optimized for Solr searches but can easily (and quickly) 

be transformed “on-the-fly” into an OpenSearch for EO 

product profile compliant XML file. 

The size of a single document is approximately 4 Kb. 

 

3. INGESTION TEST RESULTS 

 

Ingestion stress tests were executed to assess performances 

with high throughputs. 20 parallel ingestion jobs were 

launched to feed the ns-CTLG with a total of more than 

1.6x10
4
 products. The observed effective insertion rate was 

about 60 products/sec. 

During the test execution, the load and the I/O operations of 

the Solr nodes were monitored. 

 

 

Figure 2 Load of the Solr nodes during ingestion stress 

test 

 

 

Figure 3 I/O of the Solr nodes during ingestion stress test 

 

Figure 2 and Figure 3 plot, respectively, the system load and 

the I/O operations observed on a Solr node during execution 

of the ingestion test. 

As it can be seen, Solr nodes are never overloaded. Using 50 

parallel jobs led to a small increase in insertion rate (72 

products/sec).  

Further increment of parallel jobs, on the test HW, did not 

provide significant improvements due to full machine 

resources loading. 

 
4. QUERY TEST RESULTS 

 

We tested on 2 macro scenarios: the standard case using 

Sentinel 1 (S1) datasets and a specific Sentinel 2 (S2) case 

that needs a special post-processing after pure search 

(because of granularity of catalogued items and grouping 

needs). Selected test parameters were chosen to analyse the 

system behaviour: Area of interest, Orbit number, Dataset 

type and Number of simultaneous requests. In the first round 

of tests, an area, approximately the size of Europe was used. 

In order to remove possible caching effects the area was 

allowed to slightly vary randomly (translation and change of 

scale) between requests. Fixed orbit ranges were used for 

each test case. 

Tests with 1, 5, 10, 20 simultaneous requests were executed. 

Query response times do include marshalling/un-

marshalling operations to/from OpenSearch protocol. 

Figure 4 shows the elapsed time needed to complete a query 

in the S1 test scenario plotted over 200 runs. Total number 

of results is also plotted. 

In our first set of tests, over various dataset types we 

observed that, with approximately a fixed number of 

returned records (5-10), the query response time seems to 

vary with initial dataset population. A relatively small 

dataset does not suffer from concurrent requests increase. 
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Figure 4 Query times (in msec), S1 case with 5 

concurrent requests 

 

In any case, when it occurs, the increase in response time 

grows logarithmically with requests and population (see 

Figure 5). During test execution it was also observed that, as 

expected, while increasing the number of parallel requests, 

the system was linearly incrementing the usage of the 

available Solr CPUs (up to 8x2). A performance decrease 

was only appreciated after all CPUs were saturated.  

 

 

Figure 5 Summary results (in msec) over various S2 

dataset populations (blue: 3098 products; gray:  33495 

products; pale blue: 8483211 products) 

 

Furthermore, in order to estimate the time elapsed to 

reconstruct a single output record, an additional test was 

performed similar to the above, but imposing the max 

returned records to 0. The time difference between the query 

time including record generation and the query time with 0 

records generated was normalized dividing by the total 

number of records. This gave an average estimate of the 

overhead time to reconstruct each individual output record. 

As shown in the following Figure 6, this falls always in the 

range 7-11 millisec.  

 

 

Figure 6 Average elapsed time per reconstructed record 

 
The Sentinel 2 case is more challenging because of the need 

for data aggregation per group id. The average query time 

for S2 case with 10 concurrent requests was less than 500 

msec and the increase of response time with number of 

requests is rather slow (see Figure 7 and Figure 8). 
 

 

Figure 7 Query times (in msec), S2 case with 10 

concurrent requests 
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Figure 8 Query times (in msec), S2 case with 20 

concurrent requests 

 

5. CONCLUSIONS 

 

With 8 million products and just 2 shards search 

performances are in most cases far below 1 sec.  

When comparing different datasets and different parallel 

requests query time only increases logarithmically. 

Non-S2 search results are much linked to number of records 

returned per page (a constant factor of 7-11 milliseconds per 

record). There seems to be little relation between catalogue 

population and query time. In non-S2 case, the results from 

1 to 20 requests are comparable. There is an increase in 

response time in case of  20 to 40 parallel requests. The 

system keeps the load for up to 50 parallel threads. 

Ingestion stress tests were also executed. The ns-CTLG, on 

the reference HW used during the test, can easily support up 

to 50 parallel ingestion jobs with insertion rates up to 72 EO 

products per sec. 
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ABSTRACT 

 

MUSCATE is the part of the THEIA data land centre 

dedicated to process of optical images from SPOT, 

LANDSAT and SENTINEL-2 satellites. These images are 

intended for both scientific community and policy actors.  

Actually in development phase, the role of MUSCATE will 

be to generate and distribute either orthorectified images 

expressed in reflectance or temporal syntheses. These 

processes have high computing resource needs which 

require a performing computing centre. In order to reduce 

development cost and development risks, MUSCATE 

design is based on mutualised CNES HPC centre and on 

relevant CNES image algorithms and supervision 

framework. This particular architecture will enable 

MUSCATE to process a large volume of satellite images 

within the allotted time. 

 

Index Terms— THEIA, MUSCATE, SPOT World 

Heritage, LANDSAT, SENTINEL-2, temporal synthesis, 

High Performance Computing 

 

1. INTRODUCTION 

 

THEIA is a French national multi-agency organization 

which promotes the use of satellite data by scientific 

community and public policy actors (www.theia-land.fr). 

This consortium aims to help monitoring human and climate 

impacts on ecosystems and territories. THEIA will deliver a 

large panel of products and mutualised services allowing the 

user community to get the largest benefit of data and 

products from space missions. 

MUSCATE is a management and data processing centre of 

THEIA developed by the French National Space Agency 

(CNES). It is designed to acquire, process and distribute 

high resolution satellite images from SPOT 1 to 5, 

LANDSAT 5-7 and 8, and SENTINEL-2A and 2B optical 

sensors. These satellites cover a large period of time which 

will enable MUSCATE to offer relevant image time series 

over various sites in the world. Currently in development 

phase, MUSCATE may process up to 3600 products a day, 

which represents massive computing. To deal with such a 

volume of data, MUSCATE relies on CNES High 

Performance Computing (HPC) centre based in Toulouse 

(France) for its architecture and on CNES image software 

for complex algorithm implementation. 

 

2. MUSCATE OVERVIEW 

 

MUSCATE is made of four main components: an 

acquisition centre, a production centre, an expertise centre 

and a distribution centre. These four components are 

currently being designed or developed. They are planned to 

be deployed on the CNES HPC centre by end of 2015.  

 

2.1 Acquisition centre 
 

The role of the acquisition centre is to regularly provide 

reference data, like meteorological GRIB (GRIdded Binary) 

dataset, and satellite products to the MUSCATE production 

centre. As the single point of entry of MUSCATE system, it 

is in interface with both CNES internal database, such as the 

SPOT World Heritage (SWH) products, and external data 

suppliers, like United States Geological Survey for 

LANDSAT products. This acquisition centre also may help 

to define priority between newly acquired SENTINEL-2 or 

LANDSAT products, and more than 5 years old SWH data 

or products to be reprocessed.  

 

2.2 Production centre 

 

The production centre is the major component of 

MUSCATE. It relies on a CNES orchestration and 

processing framework called PHOEBUS and on an 

administrator component which carries MUSCATE system 

intelligence. After acquisition of inputs, the administrator 

component automatically predicts the products to be 

generated from the imported ones and applies appropriate 

reference and processing parameters to each product. This 

component enables MUSCATE to be almost self-acting.  
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In parallel PHOEBUS regularly requests to the 

administrator component the list of products which are 

ready for the different processing steps. After PHOEBUS 

has executed a defined processing phase, it returns the list of 

outputs to the administrator component which updates the 

state of each product in its database.  

For example a SWH product is processed by MUSCATE 

through 4 different steps: quality control and correction, 

orthorectification, conversion in TOA (Top Of Atmosphere) 

reflectance and preparation for distribution. When an 

original SWH product arrives in the production centre 

database, an “available” state is assigned to this product and 

the administrator component predicts the four outputs of 

each of these four processing steps; four new objects are 

created in MUSCATE database at a “predicted” state: 

corrected, orthorectified, converted and prepared objects. 

When PHOEBUS requests original SWH products for 

control and correction step, this product is “available” so it 

is sent to PHOEBUS. After the generation of the corrected 

product, the corrected object state is updated to “available” 

while the input product state becomes “processed”. So when 

PHOEBUS requests inputs for the SWH orthorectification 

step, the available corrected product is sent to PHOEBUS 

for the second processing step, and so on until the 

preparation for distribution. 

The SWH production workflow is the easiest one in 

MUSCATE as one input gives one output. However, 

LANDSAT and SENTINEL-2 workflows are more complex 

because orthorectified products may be divided in tiles or 

mosaicked with other products. The administrator 

component is also able to deal with these complex 

workflows and to predict the number of outputs as long as 

tile geographical definition has been parameterized by 

MUSCATE operators through the administrator HMI 

(Human Machine Interface). 

 

2.3 Expertise centre 
 

In parallel of production, the expertise centre analyses the 

defective products exported by the production centre. 

Defective products may be products whose production 

finished in error or whose quality index is poor. The 

expertise centre helps quality image experts to investigate 

the origin of the issue. It integrates a panel of algorithms to 

calculate statistics on the defective products, visualization 

tools and the possibility to run major processing steps 

outside of the production centre. Thus expert can define a 

new set of parameters for defective products so that they can 

be correctly reprocessed by MUSCATE production centre. 

 

2.4 Distribution centre 

 

The last component is the distribution centre. It enables 

MUSCATE to diffuse its products to the scientist and public 

community. Users have an indirect access to products 

located in distribution centre through a metacatalogue and 

THEIA research HMI. The metacatalogue offers a 

centralised and unique research service over metadata of all 

products. It scans the whole distribution centre which is 

organised by projects (SENTINEL-2, LANDSAT, SWH). 

Each project is independent and has its own research, 

visualization and downloading web services. All these web 

services are accessed only by the metacatalogue which is the 

link between users and MUSCATE products located in 

CNES system.  

 

3. PROCESSING METHODS 

 

3.1 Processing by satellites and sensors 

 

MUSCATE generates and distributes 3 levels of products 

based on CEOS standard; level 1C: orthorectified product in 

TOA reflectance, level 2A: level 1C product in surface 

reflectance, level 3A: temporal synthesis of level 2A 

products. The processing level of acquired and distributed 

products varies with satellites and sensors.  

Acquired SWH products are first controlled and eventually 

corrected before being orthorectified and converted in TOA 

reflectance. MUSCATE will distribute level 1C SWH 

products.  

LANDSAT processing varies according to the level of the 

acquired product and the sensors. For example LANDSAT-

7 products acquired after 31st May 2003 first need 

correction due to a defective mirror while L1G products 

must be orthorectified. All LANDSAT products are then 

converted in TOA reflectance, tiled and mosaicked before 

being converted in surface reflectance. MUSCATE is 

designed to distribute level 2A LANDSAT products. 

SENTINEL-2 inputs will be level 1C products. They might 

be reprojected before being converted in surface reflectance. 

Temporal syntheses will be computed from these level 2A 

products. MUSCATE is planned for distributed level 2A 

and level 3A SENTINEL-2 products. 

 

3.2 Main algorithms 

 

To generate these products, MUSCATE is based on CNES 

or CESBIO image algorithms for the most complex and 

sizing computation steps: orthorectification, surface 

reflectance computation and temporal synthesis algorithm. 

The intermediate steps such as original product correction, 

conversion in TOA reflectance, tiling, mosaicking and 

geographical reprojection, are specifically developed for 

MUSCATE. 

Orthorectification is composed of a registration and a 

resampling step. Both of these algorithms are implemented 

in a CNES component, called SIGMA (integrated, generic 

and automated mosaic system). The aim of this processing 
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step is to get time series of co-registered images which can 

then be converted in TOA reflectance and easily compared 

with each other.  

The next major step is composed of conversion in surface 

reflectance and cloud detection which are implemented in 

another CNES component called MACCS (Multi-mission 

Atmospheric and Cloud Correction Software). This 

algorithm has been designed by CESBIO (centre for the 

study of the biosphere from space) and is based on a 

temporal analysis. Indeed the generation of a level 2A 

product from a level 1C product nominally required the 

previously generated level 2A product acquired on the exact 

same location no more than a few days before the level 1C 

product to process. In order to initiate a new time series of 

level 2A products, MACCS also offers a “backward” mode 

which takes as input the level 1C product to process up to 

level 2A as well as N subsequent level 1C products located 

on the exact same location. The degraded mode offers by 

this algorithm is the “init” mode which only takes the level 

1C product to process as input but the results quality is 

much poorer than with the “nominal” or “backward” modes. 

The last major step of MUSCATE processing is the 

computation of a temporal synthesis from a time series of 

level 2A products. This algorithm has also been designed by 

CESBIO and is based on a progressive generation of the 

level 3A product. It takes as inputs a level 2A product and 

optionally the level 3A product under generation if it exists. 

By this mean the algorithm computes a weighted average 

over the time period chosen by the experts. It allows 

spreading the computation needs over the full time period. 

MUSCATE project foresees to compute temporal syntheses 

of level 2A SENTINEL-2 products over a period around a 

month. 

 

4. INTEGRATION OF IMAGE ALGORITHM 

SOFTWARE 

 

MUSCATE production centre integrates already developed 

image algorithm software (IAS) whose quality and 

efficiency have been proven on other satellite projects, in 

order to minimize development cost as well as to master 

computation time: SIGMA and MACCS. Both of them are 

generic IAS which can deal with a large panel of satellite 

sensors. Their development was industrialized to minimize 

risk of anomalies and to capitalize on CNES image 

algorithms. They are currently under corrective and 

evolutionary maintenance to offer a quick and efficient 

answer to any issues occurring in operational conditions.  

 

4.1 SIGMA 

 

The first image algorithm software that MUSCATE 

integrates is SIGMA. This CNES component integrates a 

complex orthorectification algorithm which allows to 

correct acquisition geometrical model and to orthorectify 

satellite and aerial products [1]. This orthorectification step 

ensures a correct multi-temporal co-registration of images.  

SIGMA is generic software which can process a large panel 

of satellite and aerial sensors thanks to its plug-in 

architecture. A new sensor may be added to SIGMA 

configuration by developing a new plug-in which integrates 

sensor particularities such as geometrical model, spectral 

bands or resolution. All the algorithms already integrated in 

SIGMA can then be applied to images acquired by this new 

sensor. Originally SIGMA has been developed for 

PLEIADES and it is now integrated in SENTINEL-2 ground 

segment used during the commissioning phase. SIGMA is 

also used in study and development phases.  

SIGMA takes as inputs products to be processed, Digital 

Elevation Models, sets of parameters and reference 

products. For MUSCATE, SIGMA is in charge of 

orthorectification of SWH and L1G LANDSAT products. 

Its principal steps are correlation, refining geometrical 

model, computation of tiling and resampling grids, and 

finally resampling of sensor images in a chosen ground 

referential. Already implemented in a prototype of 

MUSCATE, SIGMA also offers parallel computing which 

enables to speed up processing time. 

 

4.2 MACCS 

 

The second image algorithm software used in MUSCATE is 

MACCS. A prototype version of this component, developed 

by the CESBIO, has already been tested in operational 

conditions. It implements the conversion of a level 1C 

product expressed in TOA reflectance in a level 2A product 

expressed in surface reflectance [2]. MACCS automatically 

chooses the conversion mode depending on the input 

products; the “nominal” mode if there are level 1C and level 

2A products as inputs, the “backward” mode if there are N 

level 1C products as inputs, and the “init” mode if there is 

only the level 1C to process as input.  

MACCS not only converts TOA reflectance products to 

surface reflectance products but it also detects clouds. 

MACCS output products are also made of an image 

expressed in surface reflectance and an associated cloud 

mask. These clouds masks associated with level 2A 

products [3] are essential in the algorithm for generating a 

correct temporal synthesis. Level 3A products are indeed 

cloud-free, taking advantage of multi-temporal acquisitions. 

MACCS is a key element of MUSCATE as it generates time 

series of LANDSAT and SENTINEL-2 products in surface 

reflectance. As SIGMA, it has a plug-in conception, which 

easily enables to add a new sensor in its distribution, and 

offers parallel computing. 

 

5. HPC ARCHITECTURE 
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5.1 CNES HPC centre  

 

One of the challenges MUSCATE has to take is to reduce 

waiting time at a minimum between the date of acquisition 

of SENTINEL-2 and LANDSAT-8 products and the 

availability of level 2A products on THEIA website. This 

requires a performing computing architecture. At the same 

time MUSCATE has to minimize development cost which 

implies that it does not have dedicated computing facilities. 

In order to face both challenges, MUSCATE runs on the 

CNES HPC centre. This computing cluster is a mutualised 

computing facility at the disposal of CNES projects and 

partners. It has a large computing capacity which should 

enable MUSCATE to process up to 200 LANDSAT, 600 

SPOT and 2800 SENTINEL-2 products a day without 

deteriorating the level of service for all the other users of 

this HPC centre. The CNES HPC centre is composed of 

more than 70 Red Hat Enterprise Linux 6 computation 

nodes, each of these nodes being equipped with 16 cores, 

64Go of RAM and 500Go of drive space. The use of this 

HPC centre will enable to meet timeliness requirements 

thanks to its high capacity of parallel processing. 

MUSCATE will not only rely on CNES HPC centre, but 

also on various CNES computing services such as the 

different types of data storage. MUSCATE should use the 

most relevant ones for its different data type; temporary data 

should be on quickly accessible spaces but not necessarily 

redounded, while all inputs and outputs have to be archived 

with a high quality service. All these other infrastructures 

are also mutualised services offered by CNES. 

 

5.2 PHOEBUS framework 

 

MUSCATE architecture has been designed to facilitate its 

integration on CNES HPC centre. Each process is split in 

steps which are sequentially sent to the distributed resource 

manager (DRM) of the CNES HPC centre. Each step should 

not exceed one hour of computing in order to optimize HPC 

centre occupation and to limit HPC centre overload.  

As the DRM gives priority to short and mono-processor 

jobs, MUSCATE should find a compromise between length 

of jobs and the number of allocated processors per job. 

MUSCATE should indeed be able to process the equivalent 

of more than 6000 computing hours per day which requires 

a perfect sequence of computing jobs.  

The CNES framework PHOEBUS was developed after 

PLEIADES project to capitalize on supervision product. It 

aims to reduce the development cost of data production 

centre as it meets their recurrent needs and simplifies 

integration and adaptation to mission specifications. 

PHOEBUS integrates all the necessary functions to 

automatically generate products from inputs: management 

of complex tasks sequence, massive parallelised computing, 

optimisation of computing cluster use, reprocessing 

campaigns. 

For MUSCATE project, PHOEBUS enables to define 

specific workflows for each type of acquired products. This 

framework facilitates the integration of image algorithm in 

an HPC architecture which should process massive volume 

of data.  PHOEBUS is indeed in charge of the processes 

orchestration and launches processing by step at 

customizable hours. It communicates with CNES HPC 

centre through a DRM to send jobs and manage their 

priority. Moreover it offers an integrated HMI which allows 

operators to follow processes status and to act when 

required. Thus an operator can re-launch a process, cancel a 

production or authorized the distribution of products 

through this HMI. PHOEBUS also gives the possibility to 

regulate the number of jobs send in parallel to the CNES 

cluster. The use of PHOEBUS in MUSCATE is a real 

advantage because it helps regulate the flow of jobs sent to 

the HPC centre and it also enables to optimize this flow to 

meet MUSCATE high processing demand. 

 

6. CONCLUSION AND OUTLOOK 

 

Finally this paper presents the expected MUSCATE 

architecture, sized for massive data processing.  

Thanks to this program, the data heritage of SPOT 1 to 5 

satellites family will be valorised while LANDSAT 8 and 

SENTINEL-2 products will be processed and distributed to 

the scientific community and public policy actors in only a 

few days after their acquisition.   

As MUSCATE is designed to be at least 10-years 

operational, a database of more than 30 years of satellite 

optical images should be available for the scientists to 

analyse and better understand how our planet changes. 
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ABSTRACT 

Content based time series retrieval (CBTSR) is the process 

of identifying within a large data base image time series that 

show properties similar to a user-defined image time series, 

i.e., the query time series. Since the size of satellite remote 

sensing images archives is increasing rapidly, the need of 

fast and effective methods for time series retrieval is 

becoming more and more pressing. With respect to standard 

content based image retrieval, the retrieval of time series 

requires to redefine the concepts of: i) query; ii) feature 

extraction; and iii) retrieval itself. In this paper we inflect 

the above-mentioned concepts in the context of retrieving 

pairs of images showing a specific kind of change 

(associated with changes on the ground) modeled by the 

query. Attention is devoted to the design of the auxiliary 

archive modeling the change information and on the 

retrieval algorithm. 
 

Index Terms— Content-based image time series 

retrieval, time series, bi-temporal images, change detection, 

clustering, remote sensing. 
 

1. INTRODUCTION 

Content-based image retrieval (CBIR) is a topic widely 

investigated in the image processing and multimedia 

communities, however it has been considered only recently 

in the remote sensing community. This is because only 

recently large archives of remotely sensed images have been 

made available to the community with a wide coverage both 

in time and space. The interest of the remote sensing 

scientific community to CBIR pointed out that the semantic 

gap between the user and the retrieval process [1],[2],[3] is 

much more critical when dealing with remote sensing 

images rather than it appears to be with other kinds of 

images. 

In this work our attention is devoted to content-based 

image retrieval in time series of remote sensing images 

(CBTSR). In addition to standard CBIR challenges, CBTSR 

poses additional critical issues related to the high 

dimensionality (in terms of spatial coverage and wavelength 

domain) of remote sensing images as well as to the 

involvement of the time domain. CBTSR can be conducted 

querying for both long-term changes (e.g., seasonal changes 

or time varying phenomena that can be observed at different 

time resolution) [4] and abrupt changes (e.g., forest fires, 

floods) [4],[5]. The two challenges are significantly 

different thus we concentrate on the latter one only. 
 

2. PROPOSED METHOD FOR CBTSR 

The main assumption of CBTSR is that the available 

time series images are spatially co-registered and 

radiometrically corrected. Under these requirements, the 

goal is to extract from a time series archive all the image 

pairs being affected by the kind of change similar to the one 

coded by the query. The proposed approach to retrieval of 

changes in time-series archive is based on 3 steps: i) 

definition of the auxiliary archive, ii) definition of the 

query, iii) retrieval (Fig. 1). 
 

 
Figure 1. General block scheme of content based time series 

retrieval approach. 
 

2.1 Auxiliary Archive Definition 

The auxiliary archive (AUX in Fig. 1) is a database 

containing features extracted from images in the data 

archive in a structured format [6]. Such information is to be 

used during the retrieval and should properly model the 

considered retrieval problem: in our case the retrieval of 

abrupt changes. Dealing with image time series, populating 

the auxiliary archive requires defining the time series length 

and the features to be extracted on order to properly model 

the changes. Here the aim is to detect only abrupt changes, 

thus time series of two temporally adjacent images are 

considered in order to cope with the very nature of abrupt 

changes (e.g., burned areas, damages after natural disasters) 

that suddenly appear from an image to another. Fig. 2 shows  
 

 
Fig. 2 Pictorial representation of timeline t with marked acquisition 

dates ti (i=1,…,N) with highlighted X
r
s in the colored ellipses. 

t0 t1 t2 t3 t4 t5 tN-1 tN t 
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the timeline t. Colored ellipses embrace the couples of 

subsequent images to be used for the auxiliary archive 

population. In the following we will refer to them as image 

pairs (Xr). Let us assume that the data archive contains R 

image pairs. From them the change information is to be 

extracted and modeled. Here we assume to deal with 

multispectral images acquired by a passive sensor made up 

of B spectral channels. Thus change vector analysis (CVA) 

[5] is used for feature extraction. CVA applies pixel-by-

pixel subtraction to L ( L B ) spectral bands resulting in 

Spectral Change Vectors (SCVs). SCV properties can be 

described in a hyperspherical coordinate system considering 

their magnitude () and L-1 directions (1,2,…,L-1) [5]. 

SCV components assume magnitude close to zero if no 

change occurred. Otherwise SCVs show high magnitude 

values and assume preferred directions. The specific 

direction depends on which and how spectral channels are 

affected by the change itself. Accordingly, the proper 

selection of the L bands is crucial to optimize the retrieval. 

Mainly in change detection, L is set to 2 and the two most 

relevant bands of the considered kind of change are selected 

[5]. The huge loss of information might have a strong 

impact when dealing with TS retrieval in large archives. 

This is because archives may include a large number of 

kinds of changes that show similar behaviors in the 2 

selected spectral bands, but not in others. By selecting L>2 

bands, it is possible to mitigate the problem at the cost of 

increasing computational complexity. Once SCVs has been 

computed, thresholding is applied to separate changed from 

unchanged samples. Changed pixels are identified as those 

showing a magnitude  higher than a decision threshold (T).  

The next step is to perform change driven quantization. 

To this end the hyperspherical domain having  > T is 

divided into M hyper-volumes Vm (m = 1,…, M). Fig. 3 

gives a pictorial representation of the generic Vm in a 3D 

feature space. The quantization requires the definition of the 

quantization step for each L-1 dimension (i.e., direction). 

On the one hand, the quantization steps should be small 

enough to guarantee a good representation of the changes. 

However selecting a too small value could result in splitting 

one kind of change over multiple Vm thus reducing the 

retrieval effectiveness (increase of missed retrievals). On the 

other hand a large quantization step may result in a poor 

change model. In other words, different kinds of change 

may fall into the same hyper-volume Vm, thus resulting in an 

increase of false retrievals. Once quantization steps have 

been fixed, hypervolumes Vm are preserved that includes a 

number of pixels significant from the statistical point of 

view (i.e., a number of pixels above a predefined threshold 

TP). This reduces the impact of noise. At the end each image 

pair Xr is characterized by a number M r (M r M) of hyper-

volumes, the ones showing a significant number of samples. 

For image pair X
r change features are extracted by 

computing the average of the magnitude  and the average 

of the L-1 directions of the pixels that belong to each 

selected hyper-volume. In order not to discard pixels 

associated with changes and to achieve more robust feature 

extraction, the threshold T can be decreased to a given value 

Tc. For each hyper-volume Vm of an image pair x
r the 

feature vector is defined as 

  , , , ,

1 1, ,...,r m r m r m r m

Lf      with m = 1, …, M r (1) 

where the dash on the top stands the average operator. Each 

image pair x
r is characterized by the features of all the 

associated hyper-volumes as: 

  ,1 ,,...,
rr r r Mf fx  with r = 1, …, R. (2) 

 

 
 

Fig. 3 3D exemplification of the mth hyper-volume Vm. 
 

2.2 Definition of the Query 

The query codes the user requirements for the retrieval. 

The query should be accurate (i.e., as much as possible 

representative of the user needs), easy and fast to be 

defined. To this end the query-by-example method [7] has 

been used. The user selects an image pair where relevant 

change(s) occurred and manually selects representative 

samples. It is worth noting that only some of the changes in 

the query image pair might be of relevance. For each 

relevant change k (k = 1, …, K), a feature vector 
,q kf  is 

computed as done for the auxiliary archive: 

  , , , ,

1 1, ,...,q k q k q k q k

Lf     ,   k = 1, …, K (3) 

The query feature vector to be used in the retrieval becomes: 

  ,1 ,,...,q q q Kf fx . (4) 

The spectral bands for archive and query definition should 

be the same. 
 

2.3 Content-Based Time Series Retrieval 

The aim of the retrieval process is to search inside the 

auxiliary archive for all the time series that shows feature 

vectors xr similar to the query one xq. For sake of clarity let 

us consider each relevant change k in xq independently. The 

simplest solution would be to retrieve as relevant all X
rs 

showing changes in the hyper-volume Vm to which ,q kf  

belongs to. However this solution is sub-optimal since it 
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does not account for the relative position between change 

samples and Vm (the former might be slightly different from 

one image pair to the other, whereas the latter are fixed). In 

order to deal with it, the hyper-volume including the change 

most similar to the kth relevant change is defined according 

to a similarity measure (here Euclidean distance is 

considered, but other metrics can be considered). The 

concept is exemplified in a 3D space in Fig. 4. ,q kf  is 

falling very close to the boundary of the orange hyper-

volume thus all xr with feature components in either orange 

or blue hyper-volumes might be significant. Thus the 

similarity ,k r
D  of the kth change with respect to the vector 

x
r is computed as the minimum distance between ,q kf  and 

,r mf . Once 
,k r

D  is computed for each xr, the set k of the 

most relevant pairs of images for the kth change is defined 

by a user defined number of Xr showing the smaller 
,k r

D s. 

The mechanism can be extended to account for multiple 

changes. 
 

 
 
ù 

Fig. 4. 3D representation the clusters candidate to be similar to the 

query. 
 

3. EXPERIMENTAL RESULTS 

Experiments were conducted on an archive of 44 

multitemporal co-registered and radiometrically corrected 

full scenes acquired by the TM sensor of the Landsat 5 

satellite over the Sibillini Mountains, Italy, between 1988 

and 2008 with a spatial resolution of 30 m. The main 

changes are related to land-cover transitions among snow, 

clouds, vegetation and land classes. The images have been 

divided into 12 tiles (450x500 pixels each). Each tile has 

been considered as one image for a total of 528 couples of 

images in the archive. Retrieval experiments have been 

conducted by using spectral bands: i) 2 and 5 [8]; and ii) 2-

3-4-5, as they demonstrated to be effective in the detecting 

the changes listed above. In order to validate the method 

image couples have been labelled by photointerpretation as 

relevant or irrelevant. In the experiments, several 

combinations of parameters have been tested for the 

definition of the auxiliary archive. Tab. 1 summarizes those 

that guaranteed the best performance. Let us analyse in  
 

Tab. 1 Parameters employed for auxiliary archive definition. 

Parameter 
Bands 

2&5 

Bands 

2-3-4-5 

Quantization 

step 

1 15° 30° 

2 - 30° 

3 - 45° 

T 20 

Tc 10 

Tp 8400 
 

 

  
(a) (b) 

Fig. 6. Query image pairs: (a) image acquired on 30th January 

1989; and (b) image acquired on 10th August 1989. Red square 

identifies the manually selected relevant change. 

 
 

Fig. 7. (a) Scatterplot of the query SCVs in polar coordinates, and 

query feature vector. Orange shade corresponds to the query 

hyper-volume. 

 

detail the results obtained by using band 2 and 5 and 

considering the snow-to-ground change. 

Fig. 6 represents a query example, whereas Fig. 7 shows 

the scatter plot of SCVs in the polar domain, the position of 

the query feature vector, and shades in orange the query 

hyper-volume. With the given selection (red square in Fig 

6), the query result to be:  155.78;167q  x . The 

experiment has been conducted 10 times by selecting 10 

different queries showing the same kind. The quantitative 

assessment has been performed by analysing for each trial 

the first 10 retrieved relevant image pairs, and an the overall 

retrieval accuracy is given as the average on the 10 trial. As 

it is possible to observe in Tab. 2, for the snow-to-ground 

change, all the first 10 retrieved images resulted to be 

correctly classified as relevant, leading to a 100% of 

accuracy. Fig. 8 reports the first 5 retrieved relevant image 

pairs for one of the trials as a qualitative example (snow 

appears in light blue). 

The Time Variable in Big Data from Space

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

119 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


For space constraints it is not possible to give the details 

of qualitative analysis for all the experiments. However Tab. 

2 summarizes the quantitative results for 6 CBTSR 

problems and the 2 bands combinations. As it is possible to 

observe the average accuracy is high for both combination 

of bands. The CBTSR for vegetation-to-ground and ground-

to-vegetation show poor performance (i.e., 40% over 10 

trials) when using only bands 2 and 5, whereas the accuracy 

increases to 82% and 94% when 2-3-4-5 bands are 

considered. This points out that the proposed CBTSR 

method is highly accurate under the assumption that the 

extracted features model the relevant kind of change 

effectively. 
 

4. CONCLUSION 

A novel approach to CBTSR has been proposed which is 

based on change driven quantization of the hyper-spherical 

difference image domain, change feature extraction, and 

retrieval by multitemporal similarity. Particular attention has 

been devoted to the design of the multitemporal query, the 

multitemporal features and the multitemporal auxiliary 

archive for CBTSR. As future works we plan to: i) extend 

the proposed approach to the retrieval of multiple changes; 

ii) to integrate an iterative active learning based retrieval 

relevance feedback mechanism for improving the accuracy 

result; and iii) validate it on a larger archive including long 

image time series. 
 

Tab. 2 Overall retrieval accuracy for the considered kinds of 

changes, and average performance. 
 

Kind of Change 

Overall Retrieval Accuracy 

(over 10 trials) 

Bands 2&5 Bands 2-3-4-5 

Snow-ground 100% 100% 

Clouds-ground 98% 90% 

Vegetation-ground 40% 82% 

Ground-snow 100% 100% 

Ground-clouds 94% 96% 

Ground-vegetation 40% 94% 

Average accuracy 78.6% 93.6% 
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Fig. 8 First 5 most relevant retrieved image pairs for the snow-to-

ground query in Fig. 6. 
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ABSTRACT

We present a data assimilation method to produce synthetic
Proba-V products at a spatial resolution of 100 m. The syn-
thetic images are based on a combination of real observa-
tions obtained from 100 m and 300 m. The 100 m images
are obtained from the nadir looking sensor, whereas the 300
m images are obtained from the off-nadir looking sensors on-
board the same PROBAV platform. The method implements a
Kalman filter recursive algorithm that integrates the products
at both resolutions to generate high-resolution images with
time steps for which 100 m images are not available. The
proposed method has been assessed for a typical application
in remote sensing: monitoring agriculture fields during the
growing season. It is shown that the improvement of spatial
resolution from 300 m to 100 m while retaining the temporal
resolution is important, in particular for areas where parcels
are limited in size.

Index Terms— Data fusion, time series, Proba-V, Kalman
filter

1. INTRODUCTION

To study the phenological cycles of vegetation via remote
sensing, consistent and continuous datasets of Earth obser-
vations are needed [1, 2]. With the successful launch of the
PROBA-V satellite in May 2013, the continuation of the pop-
ular products based on the VEGETATION instruments on-
board SPOT 4 and SPOT 5 has been secured. It was origi-
nally designed to close the time gap between the end of the
life time of VEGETATION-2 and the commissioning phase
of Sentinel-3 satellites of the European GMES programme.
However, with its nearly identical spectral characteristics to
VEGETATION-2 and an improved spatial resolution, there is
a lot more potential than a gap filler for this small satellite mi-
sion based on the PROBA expertise. The minimum require-
ment to guarantee the time series of VEGETATION products
was 1 km to match the spatial resolution of the VEGETA-
TION products at. With technologies improved over the last
decade, PROBA-V is capable to improve the spatial resolu-
tion to 300 m, while securing the daily revisit time. However,
this improvement can only partially meet the increasing de-
mand for global Earth observation datasets at ever finer spatial

resolution.
On one hand, land cover products at 25 to 30 m resolu-

tion are already available at continental [3] and even global[4]
scales. The opening of the Landsat archive [5] has provides
new opportunities for temporal studies of land surfaces at a
finer detail. On the other hand, the revisit period of Land-
sat is insufficient for a number of applications. For instance,
monitoring agriculture via remote sensing is a typical appli-
cation where the combination of fine spatial resolution and a
frequent temporal revisit time is important. Yield predictions
rely on temporal series of vegetation indices that characterize
the crop stage during the growing season. Popular products
are the S10 (VEGETATION and PROBAV) and MOD13Q1
(MODIS) that provide a cloud free composit every 10 and
16 days respectively. In agricultural areas where parcels are
limited in size, the spatial resolution of these products is too
coarse to perform an efficient monitoring at crop level.

Realizing a new product that meets the requirements of
fine spatial and temporal resolution has several challenges.
The data acquired at the sensor must be temporally stored on-
board and timely transferred to the ground receiving station.
Then the data must also be processed in near real time and
archived. Currently, PROBAV produces roughly ten GB of
compressed data (HDF5) for its daily synthesis products at
300 m (S1@300m). Improving the spatial resolution to 100
m will have important impact on the PROBA ground segment
that must be able to process and store this “big data”.

One option to simultaneously improve the temporal and
spatial of Earth observation datasets is to fuse datasets from
different sensors. Moderate and medium spatial resolution
sensors have been already integrated for regional and con-
tinental mapping initiatives [6, 7, 3]. A typical issue is the
difference in spectral response, observation geometry (view-
ing and Sun angles) and acquisition time. The specific design
of PROBAV offers a unique opportunity for data fusion. In
order to obtain the full swath needed for a daily global re-
visit, the PROBA-V satellite consists of one nadir and two
off-nadir viewing sensors. The nadir viewing sensor has an
original spatial resolution of 100 m, which is then re-sampled
to 300 m in order to match the spatial resolution of the two
off-nadir sensors. Its revisit time is only one fifth of the other
two sensors that acquire data at 300 m spatial resolution. The
objective of the method presented here is to assimilate the
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imagery at 100 m and 300 m resolution to obtain a ten daily
cloud free composite at 100 m spatial resolution without such
gaps.

2. AVAILABLE DATA

A study area was chosen in Flanders (Belgium) with frequent
cloud cover (latitude 50.7◦ − 51.5◦, longitude 2.5◦ − 5.8◦,
see Fig. 1). Data were acquired for each day from March
to AugustJune 2014. For this study, we only concentrated
on the NDVI product. Cloud information was obtained from
the status map that was delivered with the data. It provides
cloud/cloud free information on a per pixel basis. For each
ten days, a composite image was created (S10). The com-
posite was based on the maximum NDVI value for overlap-
ping cloud free pixels. For the 300 m data, a cloud free
composite product (S10@300) can be obtained as shown in
Fig. 1a. However, many clouds remain in the 100 m com-
posite (S10@100) due to the limited revisit time of the nadir
viewing sensor (see Fig. 1b).

NDVI
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0.8
1.0

0 25 50 km

(a) Ten day synthesis based on 300 m data (S10@300)

NDVI

0
0.2
0.4
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0.8
1.0

0 25 50 km

(b) Ten day synthesis based on 100 m data (S10@100)

Fig. 1: Ten day synthesis for last decade of April 2014

In addition, data from the SPOT VEGETATION sensor
were also available. The spectral characteristics of that sensor
is nearly idenical to PROBA-V. Its spatial resolution is only
1 km, resulting in a ten day composite product S10@1000.
The reason for including data from this sensor is that a long
time series is available (1998-2014). This allowed to create
a long term average product that is based on the average of
each S10@1000 over several years. This LTA@1000 product
represents a time series of 10 day composites of a typical year.

A vector dataset was also available with polygons for a
large number of agricultural fields in Flanders. Information
on crops types was available as attributes of the polygons.
This study concentrated on five different crops: winter wheat,
summer wheat, winter barly, summer barely and winter rye.
Due to the difference in sewing and harvesting of winter an

summer crops, a different temporal profile of the vegetation
(phenology) can be expected.

3. METHODS

The Kalman filter is a recursive algorithm that uses a series
of measurements and predicts the value of an unknown vari-
able [8]. In this case the measurements are the observed 100
m products and the unknown variable is the synthetic 100 m
product for which no data were acquired. The prediction is
based on a model, for which the observed 300 m data are used
as a basis here. The output is a time series of 100 m products
at the same temporal resolution as the 300 m products (every
ten days). The strength of the proposed method is that an un-
certainty map is produced for the synthetic product, providing
a confidence level for each predicted pixel. The method can
be run in three modes, depending on the availability of the
data. In forward mode, the algorithm can be run in near real
time, where a 100 m product can be produced for the current
date. In backward mode, the algorithm is run back in time
and is typically used for back processing time series. Optimal
results are obtained when forward and backward modes are
combined, resulting in a smoothed time series (K10@100).

4. RESULTS

For each of the crops under study, an average NDVI profile
was obtained. First, the NDVI value for the centroid pixel
in each polygon of the respective crops was selected. These
NDVI values were than averaged. Results are shown in Fig. 2
for the different input raster datasets. The result of the long
term average at 1 km spatial resolution show little distinc-
tion between the different crop types (Fig. 2a). This can be
explained by the coarse spatial resolution with respect to the
small agricultural fields. The situation is already improved
for the S10@300 product, as sohwn in Fig. 2b. A clear dis-
tinction between the crop phenology is shown in the temporal
profile for K10@100. The vegetation shows a maximum be-
tween April and May after which crops are harvested. A sec-
ondary growth is shown after that, with a new harvest in July.
For summer crops, the vegetation index increases almost con-
tinuously until July, after which crops are harvested. These
findings correspond to agricultural practices in the region un-
der study (Flanders).

Results showed the potential for continuous monitoring
of land surfaces. Our focus was on agriculture applications
in Flanders. In this area, agricultural fields are limited in size
can particularly benefit for the improved spatial resolution at
100 m (see detailed extract in Fig. 2). The time series obtained
with the proposed method can better characterize the seasonal
variation of crop reflectance, which can improve crop type
classification, monitoring crop status and thus estimation of
yields based on crop growth modeling.
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(a) Long term average at 1000 m

(b) S10 at 300 m

(c) S10 at 100 m

(d) S10 at 100 m obtained with proposed method

Fig. 2: Temporal profiles of crops acquired at different spatial
resolutions
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ABSTRACT 

 
The need for accessing historical Earth Observation (EO) 
data series strongly increased in the last ten years, 
particularly for long-term science and environmental 
monitoring applications. This trend will increase even 
more in the future, as it enables global change monitoring 
and policymakers decisions on the observed changes 
particularly in the climate system (atmosphere, ocean, 
cryosphere, carbon and other biogeochemical cycles, sea 
levels).  
 
   The content of EO data archives is extending from a few 
years to decades and therefore, their value as a scientific 
time-series is continuously increasing. Hence there is a 
strong need to preserve the EO space data without time 
constraints and to keep them accessible and exploitable, 
as they constitute a humankind asset. 

 
Index Terms— LTDP Programme, Long Time Data 

Series, Fundamental Climate Data Record 
 
 

1. ESA LTDP PROGRAMME 
 

The ESA LTDP Programme consists of three main 
streams of activities in Earth Observation: 
 
1. EO LTDP International Coordination and 

Cooperation Activities; 
2. EO Preserved Data Set Content (PDSC) Management 

and EO Data Records Valorisation and Curation; 
3. EO Historical Missions Operations and Specific 

Developments and Evolutions; 
 

The last two areas focus particularly on the ESA 
Historical Dataset rescuing, preservation and valorisation 
according to user communities’ needs. The results of user 
consultations aimed at capturing and understanding Earth 
Science users’ needs in terms of long-term preservation 
(including accessibility and exploitability aspects) has 
highlighted that the preservation of of Earth Science data 
and associated knowledge is vital to support their research 
and application activities. The same need was also 
identified in the frame of discussions and cooperation 
ongoing between the LTDP WG members and Climate 
Change Initiative (CCI) representatives and projects. The 
definition of datasets composing the Fundamental Climate 

Data Records (e.g. processing levels and algorithms, 
formats, quality, orthorectification, etc.) have big impacts 
on the CCI projects’ products and results and need to be 
clearly identified and documented. 
 

2. LONG TIME DATA SERIES 
GENERATION 

 
The management of ESA EO data holdings (including 
data from TPM’s archived at ESA) is formally covered 
within the ESA LTDP Programme starting 5 years after 
their end of life. The following set of activities is being 
implemented on the ESA Historical Data Holdings in 
accordance to the LTDP Core standard documents (e.g. 
LTDP Common Guidelines [1], Preserved Data Set 
Content (PDSC) [2], the Preservation Workflow [3]) 
defined in cooperation with international partners and 
organizations:  
• Assessment of archived data and information 

holdings versus “PDSC” for all ESA and ESA 
managed TPMs. 

• Consolidation of Level-0 datasets (and associated 
information), and generation of two copies to be 
stored in two different locations.  

• Ingestion in robotic tape libraries in the format of 
OAIS standard Submission Information Packages 
(SIPs).  

• Full datasets reprocessing, when feasible, for 
alignment to the most recent or future missions. 

• Ensuring basic discoverability and dissemination 
through ESA standard systems. 

• Progressive historical archives rationalization. 
 

As part of the above activities, a particular focus is put on 
the generation of long time series of coherent data in 
support to the Climate Change Initiative requirements and 
related applications.  
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Figure 1 - Long Time Series 

The Long Time Series of data being generated at ESA are 
shown in the picture above, where the Historical missions 
covered in the LTDP Programme are highlighted in red. 
Missions in blue colour are covered by different ESA 
programmes. 
 

3.  KEY DRIVERS FOR LONG TERM SERIES 
PRESERVATION 

 
 
The climate change communities is requesting time-series 
of data spanning over 40 years and more to support the 
United Nations Framework Convention on Climate 
Change (UNFCCC). Guidelines have been defined by 
GCOS to help all producers of climate –relevant datasets 
in the generation, processing, documentation and assess of 
the quality of climate data sets and derived products (i.e. 
Fundamental Climate Data Records (FCDRs) and the 
derived Essential Climate Variable products (ECV) based 
on observation from surface-based, airborne and satellite-
based instruments. The GCOS requirements for data 
quality, completeness and transparency cover accuracy, 
stability, temporal and spatial resolution and are based on 
a broad consensus by the international climate 
community. For the lower level data sensed from earth 
observation space missions, the Quality assurance 
framework of Earth Observation (QA4EO) has been 
developed through CEOS to define the quality assurance 
strategy based on the fundamental principle that “all Earth 
observation data and derived product should be associated 
with a documented and fully traceable documentation. 
 
Key drivers for the long term data preservation are: 
 

a) the preservation of Data Records (these include 
raw data, Level 0 data and higher-level products, 
browses, auxiliary and ancillary data, calibration 
and validation data sets, and Descriptive 

Information), Associated Knowledge (this 
includes the Processing Software used in the 
product generation, quality control, the product 
visualization and value adding tools, and 
Documentation needed to make the Data 
Records understandable to the user community) 
and the Representation Information.  

b) the completeness and coherency among all 
elements to be preserved to ensure present and 
future exploitability; 

c) certifying the quality of data, context and 
provenance information, data citation; 

d) assure harmonized data accessibility (from 
catalogue harvesting to output format 
alignment),  

e) valorize the data set exploitation and multi-
sensor cross-fertilization (via data mining and 
big data analysis exploitation platform and 
tools).  

 
 

4. LONG TIME DATA SERIES PROJECTS 
 
 
In the coming years, the Sentinel missions, along with the 
Copernicus Contributing Missions as well as Earth 
Explorers and Third Party missions will provide routine 
monitoring of our environment at the global scale, thereby 
delivering an unprecedented amount of data, also poses a 
major challenge to achieve its full potential in terms of 
data exploitation.  
 
The emergence of large volumes of data (Petabytes era) 
raises new issues in terms of discovery, access, 
exploitation, and visualization of “Big Data”, with 
profound implications on how users do “data-intensive” 
Earth Science 
 
In line with LTDP framework guidelines [1] [2] [3] for 
the preservation of long time series and to foster the 
exploitation of the data set with the new emerging 
technology for big data analysis and reprocessing, various 
project were started by the Agency, described in detail 
hereinafter. 
 
 
 
ERS-1/2 & ENVISAT 
The REAPER (RE-processing of Altimeter Products for 
ERS) project is performing a full reprocessing of both the 
ERS-1 and the ERS-2 Altimetry missions. The 
reprocessed data set spans from the start of the ERS-1 
mission in July 1991 to June 2003, when the loss of the 
ERS-2 on-board data storage capability occurred causing 
the end of the ERS-2 global mission coverage. 
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The ERS-1/2 Low Bit Rate (LBR) data consolidation, gap 
filling and master dataset generation project (to be 
completed in mid 2015) is further refining the existing 
Level 0 master datasets for all ERS-1/2 LBR Instruments. 
This activity is also requiring the re-transcription of data 
from heritage media to fill identified gaps. The 
consolidated datasets will then be at the basis of further 
reprocessing campaigns in the future. 
 
A similar project is addressing the consolidation of the 
ERS-1/2 SAR Level 0 master dataset including the 
repatriation of SAR data from National and Foreign 
stations in order to complete the master dataset available 
at ESA facilities.  
  
The (A)ATSR SWIR Calibration and Cloud Masking 
project aims at investigating the Long Term stability of 
the ATSR instrument series, by building on early work on 
AATSR data and analysing the complete dataset to be 
made available for the final users. The correct radiometric 
calibration of the SWIR channel is of crucial importance 
to SST reprocessing and numerous CCI projects for any 
ATSR cloud-masking algorithm. A review of the SWIR 
calibration procedures and related parameters and their 
extension to ATSR-1 and ATSR-2 is, thus, of extreme 
importance to the aforementioned activities. 
The project will provide a SWIR channel correction 
option and a set of calibration correction functions 
applicable to the currently available ATSR dataset. 
 
The ERS/Envisat MWR recalibration project aims at 
deriving a homogeneous and fully error-characterised 
water vapour thematic climate data record (TCDR) based 
on the entire time series of available data for ERS-1, ERS-
2 and Envisat. This dataset will provide the backbone for 
atmospheric correction for ESA’s critical altimetry 
missions. As such, the revised dataset will yield a positive 
impact on long-term stability and accuracy of radar 
altimetry products as well as provide uncertainty 
estimates on the tropospheric correction used in the mean 
sea level retrievals. High accuracy and stability is 
especially crucial for sea level trend analysis. This dataset 
will also provide a unique resource for climate research 
reaching back 20 years. With the launch of the Sentinel-3 
altimetry instrument suite, a long-term perspective exists 
for extending the dataset. 
 
JERS-1/SEASAT/ALOS: 
The JERS-1 and SEASAT projects aim at aligning the 
respective L-band SAR datasets to the ALOS PALSAR 
dataset, in terms of processing chain and output format.  
The project will deliver as output the complete SEASAT 
and JERS-1 SAR reprocessed datasets in the form of 

OAIS standard EO Submission Information Packages 
(SIPs), which will be directly ingested at ESA facilities 
for archiving and disseminated via the ESA infrastructure. 
 
AVHRR TIMELINE: 
The four to six band multi-spectral AVHRR data 
constitute a valuable data source for deriving time series 
of surface parameters, such as snow cover, land surface 
temperature or vegetation indices for monitoring global 
change. AVHRR data are residing in various archives 
worldwide, including several ESA facilities. The AVHRR 
Curation project aims at consolidating the AVHRR ESA 
Level 0 data holdings and at defining the technical 
approaches and solutions for the possible generation of a 
coherent European AVHRR data set consisting of the 
combination of datasets from different organizations. In 
this context, an AVHRR Level 0 data set consolidation 
procedure was defined in coordination with AVHRR data 
users and experts, to ensure consistency and homogeneity 
of the datasets. The project has outlined the importance of 
assuring that the long term series data sets are:  
 

- homogeneous (data gap consolidation procedure 
shall be in place during operations or at mission 
end);  

- consistent (inter-sensor consistency is one of the 
main requirement from the user community 
using long term data series, i.e. to preserve the 
data and the knowledge of the family of sensor 
consistency and evolution and cross – validation 
assessment within the same the  family of 
sensors as AVHRR) 

- include the measure of the uncertainty (It is of 
outmost importance to foster practices for sensor 
degradation measurement and preserve the 
measure of uncertainty in the product w.r.t the 
original mission requirements quality 
performances expectation and to keep track of 
sensor performance degradation).  

 
5. CONCLUSIONS 

 
The emergence of large volumes of data raises new 
issues in terms of discovery, access, exploitation, and 
visualization of “Big Data”, with profound 
implications on how users do “data-intensive” Earth 
Science. In line with LTDP framework guidelines and 
strategy for the preservation of long time series and to 
foster the exploitation of the data set with the new 
emerging technology for big data analysis and 
reprocessing, various project were started by the Agency. 
These projects have outlined the importance of assuring 
that long term series data sets are: homogeneous (data gap 
consolidation procedure shall be in place during 
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operations or at mission end); consistent and include 
measure of the uncertainty (inter-sensor performance 
degradation) and have demonstrated that data and/or 
metadata must be broken out of silos in order to be mined, 
proximity of data to the streaming processing chain and 
data locality is vital for cross-fertilization and discovery 
of new products and services to the EO community.	  	  
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ABSTRACT 

 
   Gaia is an ESA cornerstone mission, which was 
successfully launched December 2013 and commenced  
operations in July 2014. Within the Gaia Data Processing 
and Analysis consortium, Coordination Unit 7 (CU7) is 
responsible for the variability analysis of over a billion 
celestial sources and nearly 4 billion associated time series 
(photometric, spectrophotometric, and spectroscopic), 
encoding information in over 800 billion observations 
during the 5 years of the mission, resulting in a petabyte 
scale analytical problem. In this article, we briefly describe 
the solutions we developed to address the challenges of time 
series variability analysis: from the structure for a 
distributed data-oriented scientific collaboration to 
architectural choices and specific components used. Our 
approach is based on Open Source components with a 
distributed, partitioned database as the core to handle 
incrementally: ingestion, distributed processing, analysis, 
results and export in a constrained time window. 
 

Index Terms: Time-domain Astronomy, Time series 
mining, Parallel and Distributed Databases, PostgreSQL, 
Java, R, ORM, Queuing, Enterprise Integration Patterns, 
Virtual Appliances, Fourth Paradigm, Complex Event 
Processing, Big Data, Gaia mission, NewSQL 
 

1. INTRODUCTION 
 

Gaia’s Data Processing and Analysis Consortium (DPAC) 
provides a certain level of unification for data exchange 
between its six Data Processing Centers (DPCs) via a 
common data model shared among the Data Processing 
Centers. Every DPC is a producer of and a subscriber to 
relevant data within the consortium, which is received and 
re-distributed by the central repository managed by DPC 
ESAC (DPCE), located in Madrid. On the other hand, nine 
Coordination Units are governing the scientific analysis of 
the data via tools that the DPCs should provide, 
concentrating on implementation of scientific methods and 
algorithms. Clearly, there is a strong link between the 
science that can be produced and capabilities of the software 
it runs on. The scientific analysis done by CU7 is supported 
by the DPC Geneva (DPCG).  CU7/DPCG try to leverage 
their close ties to boost the scientific capabilities via an 
unorthodox mixture of technologies. . 

The idea is to have a self-describing, iterative, repeatable 
and mostly-automated system, conceptually similar to the 
one of the Fourth Paradigm postulated by Jim Gray [1].  
Following M. Stonebreaker’s Big Data characteristics, we 
put our foot in each of the Big Data Three V [2] fields: 
 

• Variety: we deal with many data sources, data formats, 
plethora of data types, several data analysis languages 
(understood as general data diversity here); 

• Velocity: we have a limited time window for data 
transformation during ingestion, process several 
iterations, then analyze and validate the results, and 
transform the results during export using different data 
access patterns; 

• Volume: with both input and output aggregated, the 
sheer size of the data produced oscillates between 
300TB to 1PB consisting of hundreds of billions of 
entities. We also have to deal with the unknown as this 
range depends on many, yet to be discovered, scientific 
factors. 

 
2. THE VARIABILITY ANALYSIS 

 
2.1. Data model  
 
Astrophysical Sources of light that belong to a specific 
survey are grouped in Catalogs. Each source has an owning 
catalog that defines its identity but can also be referenced in 
any derived catalogs that are projections of sources with 
common features. Each source might have a collection of 
time series. Catalogs define metadata dictionaries that 
describe sources within them. We can have hierarchies of 
catalogs, so that sources are grouped naturally, i.e. by their 
types, usually with decreasing size due to specialization in 
subcatalogs. A Catalog provides a natural notion of input 
dataset for us.  
Catalogs with metadata, sources and time series are input to 
Runs. A run is an execution of algorithms with a specific 
configuration on a chosen Input catalog. Certain runs might 
be designated as Parent Runs, containing results from which 
subsequent runs inherit. Additionally, runs can produce new 
catalogs either because of their Selection criteria or simply 
because they are data Import runs. Results stored in a run 
are, to some extent, symmetric with the input: we have 
source results with associated time series results and a 
plethora of other dependent results. Runs also hold 
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aggregated information about all results within them as well 
as system information. 
Figure 1 shows a simplified view of the data model 
described here.  

 
Figure 1: Simplified data model 

 
2.2. Data distribution and partitioning  
 

The data storage platform of choice is PostgreSQL. We 
use a Symmetric Scatter-Gather Enterprise Integration 
Pattern [3] for many processing aspects using Apache 
ActiveMQ as the queuing middleware and Apache Camel as 
an abstraction layer to create dataflows. Despite the 
excellent feature-set and extensibility of PostgreSQL, 
neither distribution nor parallel query execution is natively 
supported, contrary to some commercial databases and 
NoSql solutions. We evaluated several solutions and the 
most promising turned out to be a parallel, shared-nothing 
fork of PostgreSQL: Postgres-XC and its fork Postgres-XL 
that could be treated as NewSQL approaches [2]. We have 
successfully run basic tests with multimillion-source 
catalogs on both platforms, even though both are in 
relatively early stages of development and still lack 
robustness.  

Tables in both systems can be replicated or distributed. 
Distribution in our case is based on a hash value of the Gaia 
source identity, which is largely based on a nested sky 
indexing Healpix [4] – all voluminous entities have the 
source Id as part of their identity, other lower cardinality 
entities like Catalogs or Runs are replicated over all nodes 
of the database cluster.  

Distribution in this case also means parallelization of 
certain queries as well as load balancing of the ingestion of 
data.  
Partitioning allows better vertical scaling of database nodes. 
Sources, source results, dependent entities and import 
entities are equi-width partitioned based star density 
estimates over the whole sky and the Gaia scanning law. 
Certain entities must be partitioned with additional overflow 
partitions to deal with the uncertainty of their positions. This 

approach is similar to chunk overlap used e.g., in SciDB [5] 
to avoid joins over additional, changing sets of partitions. 
Scientific analysis from the CU7 perspective can be divided 
into two main types described in the following two sections:  
 
2.3. Source-by-source batch processing  
 
Each light source is analyzed independently of all other 
sources. This happens in batches with preconfigured settings 
identical for all sources. Sources in batches are correlated 
only to optimize the IO path to fetch them and store results. 
Obviously, each source can yield a different analysis path 
depending on its characteristics. The results will be sampled 
and visualized, as an astronomer’s eye is still a good 
validation tool. Ultimately, each source classified as one of 
the few dozen known variable classes [6] or identified as an 
outlier. In the latter case further analyses are performed to 
determine the nature of these sources, possibly identifying 
some new (sub-)classes. 

The selection of high-level tasks of the variability 
analysis is shown in Figure 2. The initial step is to identify 
an object as being variable based on several statistical tests. 
Once variable candidates are identified, their variability is 
characterized by various statistical and model parameters. 
Simple models such as a trend or more complex models 
such as multi-harmonic periodic Fourier models are tested to 
determine whether they can sufficiently describe the 
observed variability. This characterization task produces a 
set of parameters, called attributes that are used in the next 
step of the processing: classification. The classification 
algorithms compute membership probabilities for each 
object on the basis of the specific values of its attributes. 
Supervised methods and associated training tools have 
already been implemented, whereas unsupervised and semi-
supervised methods are under development, including time-
series motif mining. At each step a global view on the data 
might be needed to re-asses results obtained during 
processing.  
For more details of the tasks we refer to Eyer et al. 2012 [7].  
 
2.4. Global Variability Studies 
 
Global analysis both precedes and wraps around source-by-
source processing, as might be conducted at any stage of the 
dataflow: during import, processing or data export. Results 
of global data mining are stored and can be visualized 
independently regardless how they were obtained. 
We have several methods in Global Variability studies:  
Validation, Monitoring and Posteriori analysis. 
 
2.4.1. Validation 
To prevent scientific or system regressions we validate new 
generations of data using a Golden Catalog and Golden Run 
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comprising relatively small well-defined datasets (< 106 
sources) representing either an established scientific 
benchmark or carefully crafted CU7 benchmarks.  We run 
distributed validation against such datasets, comparing 
individual source results as well as the shape of the global 
distributions. 
  
2.4.2. Monitoring 
Of several hundred attributes we have derived a set of 
metrics that are crucial for the first assessment of the input 
data and source-by-source processing results. Mining of 
such metrics happens in real-time through Monitoring, 
which subscribes to the partial batch aggregates published 
by the distributed framework and finally merges them. We 
use the same framework to publish and aggregate system 
performance metrics. 
 
2.4.3. Posteriori analytics 
All ad-hoc queries on the input data, processing results or 
already existing aggregates from either monitoring or 
previous mining steps fall into this category.  
A mix of methods is utilized: 
• SQL queries which use PostgreSQL extensions such as  

embedded Java functions (plJava)  
• SQL queries embedded in R  
• GNU R stored procedures or R functions called from 

within SQL (plR). 
• Selection of PostgreSQL extensions for spatial 

indexing as well as KNN-searches with various metrics 
developed by us, including time series SAX [8]. 
 

3. THE VARIABILITY PROCESSING DETAILS 
 
Variability processing at CU7/DPCG is unique within the 
Gaia consortium due to the requirement of operating on the 
luminosity, spectra and radial velocity time series and other 
entities derived from these. The majority of the challenges 
we face revolve around time series and sources. Selected 
steps of the variability processing are listed below. 
 
3.1. Data import 
 
Algorithm verification and validation require both simulated 
and existing survey data. Such a heterogeneity of data 
triggered an effort to create an Extract, Transform, Load 
(ETL) distributed framework to map incoming data to the 
structure of our database, based on Enterprise Integration 
Patterns with Apache Camel and a number of supported 
components. De-localization of data for data curation is 
achieved using queuing and a Sun Grid Engine to access 
shared computing resources during import and export.  
 
The Gaia data we receive consists of compressed files of 
serialized Java objects. The layout of these 1500 (and 
growing number of) types has evolved and will continue to 

evolve with the software and scientific discoveries. The 
DataExchange ETL system is capable of loading data into 
our database independently of changes in the data structures. 
 

  
Figure 2: Tasks of the source variability analysis 
 
3.2. Reconstruction of time series 
 
All CU7/DPCG processing revolves around time series. 
Time series are, by definition, observations that are ordered 
in time. The peculiarity of the Gaia scanning law [9] results 
in streams of observations, (called transits) as they originate 
from light transiting the CCD detectors on board the satellite 
ordered in time, but not grouped by the sources of light from 
which they originate. 
All the transits of each source must be thus gathered, 
ordered by time, compressed and stored. This reconstruction 
is a very significant task, dealing with more than 800 billion 
events with information scattered over several entities, to 
reorganize and cross-match around 4 billion time series. 
Additionally, Solar System barycentric light-travel time 
corrections are applied so that we can use standard time 
series analysis algorithms. The reconstruction is achieved 
with advanced SQL in parallel over a number of partitions.  
 
3.3. Parallel computation and Global Variability studies 
 
In addition to the standard HPC/batch processing with a job 
granularity of 100-1000 sources over few hundred cores, 
processing results are stored and analyzed a posteriori. All 
information about the environment, algorithm configuration, 
software versions and dependencies is stored together with 
the results to allow deep correlation analysis of software 
versions and results.  

Analytics are conducted using SQL, either embedded in 
R, Java or extended with R, PL/Java and spatial and other 
non-standard indexing schemes, thanks to PostgresSQL 
extensibility.  
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Global variability studies are based on a comparative 
approach of global statistical metrics obtained via methods 
presented here. 
 
3.4. Quality assurance, Scientific monitoring, 
Visualization 
 
Various metrics can be obtained in real-time by streaming 
partial-processing results from processing nodes to pre-
configured aggregating components, similar to a Complex 
Events Processing systems approach. Explicit scatter-gather 
logic was implemented to steer the contents of the samples 
over which we aggregate. Visualization tools based on R or 
Google Web Toolkit fetch either already aggregated data or 
store results in unified structures for aggregation. We 
developed support for scalars, 1D and 2D histograms, 
orthogonal grids and classification confusion matrices. 
 
3.5. Data export 
 
Our pipeline stores the results in a local data store. At the 
end of each processing cycle, following refinement and 
verification, they are sent back to ESAC to populate the 
Gaia catalog. As for the input data, the output data must also 
follow the project-wide agreed format. Data is retrieved, 
transformed to the corresponding type (we export almost a 
hundred different types), serialized and compressed before 
being transmitted to ESAC, from where it will ship to any 
subscribing DPC. Efficient use of configuration, 
parallelization and distribution techniques is required for 
timely export of the results. 
 
3.6 Collaboration tools 
 
Cooked-for-development subsets of data are distributed as 
ready-to-use PostgreSQL virtual appliances. Scientists can 
just deploy and run a scaled-down version of the system on 
laptops in the same way we run the system at DPCG.  
 
3.7 Hardware platform 
 
Initially we deployed our data platform on four nodes, with 
40 hypethreaded cores per node, 256GB, with Infiniband 
interconnect with local storage and independent SAS 
controllers for Write Ahead Log and SSDs. 
We use two Dell MD3260 disk enclosures with eight ports 
each, 60 3TB SATA disks connected to nodes in pairs. For 
High Availability (HA) we introduced primary-backup 
database instance setup conceptually similar to RAID-Z [10] 
where each node plays the role of a primary database and of 
a secondary (backup) for a node connected to a different 
enclosure, depicted on Figure 3. 
For this architecture we conducted an extensive set of low-
level IO tests to determine the optimal configuration of both 
the OS settings as well as those of the MD3260. This type of 

enclosure is not ideal due to its shared-disk nature but might 
prove advantageous for fabric unification. 
 

 
Figure 3: Deployment for High Availability 

Furthermore we noticed a variation in IO performance for 
different cabling/firmware/filesystem/OS settings of up to 
300%.  

4. CONCLUSIONS 
 

This paper presented our frame of the Big Data processing 
in the context of photometric time-series mining for the 
Gaia mission. Spectrum of challenges this variability study 
exposes has been addressed in technical and scientific terms. 
This has been done by applying a mixture of good design 
practices and a profound understanding of both strong and 
weak points of the off-the-shelf public domain software. We 
believe we can reach the level postulated by The Fourth 
Paradigm to have an open and fully repeatable processing 
chain for distributed batch processing and analytics. 
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ABSTRACT

The current development of satellite imagery means that a
great volume of images acquired globally has to be under-
stood in a fast and precise manner. Processing this large quan-
tity of information comes at the cost of finding unsupervised
algorithms to fulfill these tasks. Change detection is one of
the main issues when talking about the analysis of satellite
image time series (SITS). In this paper, we propose a method
to analyze changes in SITS based on binary descriptors and on
the Hamming distance, regarded as a similarity metric. In or-
der to render an automatic and completely unsupervised tech-
nique towards solving this problem, the obtained distances
are quantized into change levels using the Lloyd-Max’s al-
gorithm. The experiments are carried on 11 Landsat images
at 30 meters spatial resolution, covering an area of approx-
imately 59 × 51 km2 over the surroundings of Bucharest,
Romania, and containing information from six subbands of
frequency.

Index Terms— Change Analysis, Satellite Image Time
Series, Binary Descriptors, Lloyd-Max’s Quantization

1. INTRODUCTION

With the continuous increase in the quantity of data deliv-
ered by remote sensing satellites, efficient methods of change
analysis are required. Currently, through the existent change
detection methods (we refer the reader to [1] for a brief sum-
mary of these methods), only a small fraction of the informa-
tion contained in temporal series is exploited. The majority of
the change detection tools are developed based on the anal-
ysis of the difference image (e.g., ENVI’s change detection
tool provided by Exelis Visual Information Solutions). The
difference image is computed by taking the direct difference
between the two images. Other techniques use Change Vector
Analysis, which represents the change in the n-dimensional

The work has been partially funded by the Sectoral Operational Pro-
gram Human Resources Development 2007-2013 of the Ministry of Euro-
pean Funds through the Financial Agreement POSDRU/159/1.5/S/134398.

spectral space, n being the number of spectral bands consid-
ered. Under the hypothesis of no a priori knowledge about
the temporal images, all of these methods imply a challeng-
ing step, namely to find the optimal threshold to discriminate
between change or no change.

Other methods may include differences of linearly trans-
formed images (i.e., Principal Component Analysis [2], Tas-
seled Cap Transform [3]), whilst post-classification tries to
compare, in a supervised or unsupervised manner, the classes
of objects from which each pixel comes.

Starting from the difference image, Bruzzone et al. [8]
propose two methods to automatically find an optimal thresh-
old that separates the change and unchanged pixels. The Ex-
pectation Maximization (EM) method assumes that the pix-
els are independent one from another and applies the Bayes
theory to minimize the overall change detection error proba-
bility. The other one takes into consideration pixels’ interde-
pendencies via a Markov Random Field model that penalizes
the cases when pixels and their neighbors do not belong to the
same class (i.e., changed or unchanged pixels).

A rather different approach of exploiting the difference
image is described in [2]. The approach is based on projec-
tions onto the eigenvector space created using Principal Com-
ponent Analysis (PCA), which maps the unchanged areas in
the first component, and the changed ones in the next com-
ponents. The features extracted in this manner are clustered
in two classes (i.e., changed or unchanged pixels) using K-
Means (i.e., K = 2). In what follows, we refer to this method
as PCA K-Means.

In this paper, we focus onto change analysis, having as
main scope, to separate the changes into multiple types de-
pending on the degree of change suffered by an area between
two temporal moments. To this end, we propose the usage
of binary descriptors and Lloyd-Max’s quantizer for an effi-
cient and fast characterization of the temporal evolution. The
proposed method is completely unsupervised and it provides
two main functionalities. Firstly, it produces change detec-
tion maps if only a separation between changed/unchanged
classes is desired. Secondly, similar to the concept of thermal
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Fig. 1. Block diagram of the proposed change-analysis ap-
proach.

maps, the proposed method provides a more complex analysis
of the changes, separating them based on a scale of measure-
ment. The newly obtained change map serves for a better
understanding and visualization of the changed area.

The rest of the paper is organized as follows. Section II
presents the proposed method for unsupervised change anal-
ysis. The results obtained for real Landsat data are reported
in Section III, and the conclusions are summarized in the last
section.

2. PROPOSED CHANGE ANALYSIS METHOD

The main objective of the present paper is to build an unsu-
pervised method for change analysis based on binary descrip-
tors, that are computed in each point of the images. The bit-
strings are temporally compared by computing the Hamming
distance, which can be performed in a fast manner using a
XOR and a counter, instructions that are performed extremely
fast on modern CPUs. The last step towards change analysis
is the assignment of change levels, which is achieved by ap-
plying the Lloyd’s algorithm for K-Means clustering. The
procedure is summarized in Fig. 1. In what follows, let us
denote by I1 and I2 two gray-level images of size Nx ×Ny ,
acquired at two different times, t1 and t2.

Binary descriptors are built from the necessity of compar-
ing feature points while requiring a small amount of memory.
One of the most recent approaches towards constructing lo-
cal binary descriptors is BRIEF (i.e., Binary Robust Indepen-
dent Elementary Features). However, BRIEF, as described
in [4] and [5], is designed especially for object retrieval and
classification. We describe below the proposed approach to-
wards constructing binary descriptors for the comparison of
two satellite images.

In order to assess the changes in all points, we perform
binary tests considering patches of S × S pixels around each
of these points. The binary descriptors (i.e., the outputs of the
binary tests) are computed for each image independently, as
specified in Fig. 1. For simplicity, let us consider S to be odd.

A binary test τ on a patch of size S × S, applied on two
points, A = (Ax, Ay)

T and B = (Bx, By)
T , is defined as:

τ(A,B) =

{
1 if I(A) < I(B)

0 otherwise,
(1)

where I(A) and I(B) are the corresponding pixel intensities.
Repeating this test n times in multiple spatial positions in-
side the same patch, {(Oi,Pi)}1≤i≤n, yields a descriptor of
length n comprised of bits (i.e., 0/1 values) that assess the
direction of change .

More precisely, for each pixel inside the image, we de-
limit a neighborhood of S × S pixels. Inside this patch, we
consider pairs of pixels, denoted by (Oi,Pi), with Oi =
(Oxi

, Oyi
)T and Pi = (Pxi

, Pyi
)T . The points Oi are con-

sidered to be the same in all tests around each given pixel (i.e.,
the center of the patch, O):

Oi = O = (Ox, Oy)
T , ∀i ∈ {1, . . . , n}, (2)

whilst the coordinates of point Pi comply with the following
inequalities: Ox − bS2 c ≤ Pxi

≤ Ox + bS2 c, Oy − bS2 c ≤
Pyi ≤ Oy + bS2 c. This construction leads to n = S2 pairs of
binary descriptors (i.e., one for each temporal image patch).

The choice for these locations resides in the idea of com-
paring gradients along multiple directions around each pixel
inside the two temporal images. Therefore, the selection is ar-
gued by the geometrical considerations required by the com-
putation of the degree of directional change in the image.

Going further in our analysis, the comparison between
two binary descriptors is done using the Hamming distance.
The rationale behind the choice of this measure is the fact that
it quantifies the degree of similarity between the two patches
acquired at different moments of time, by counting the num-
ber of changes in gradient along all directions around the an-
alyzed point (or, pixel). Besides its low complexity require-
ments, the metric property of the Hamming distance (i.e., in
the space of binary vectors) gives it added values if compared
to other similarity measures.

The final stage in building the change maps is assigning
an index to each pixel that denotes the degree of change in
each area. In order to assign L number of levels {ĥl}1≤l≤L to
each Hamming distance h, we follow the steps of the Lloyd-
Max’s Algorithm ([6], [7]), whose aim is to minimize the
mean squared error:

MSE = E
[(
H − Ĥ

)2]
=

L∑

l=1

∫ tl+1

tl

pH(h)
[
h− ĥl

]2
,

(3)
where Ĥ is the quantized version of the random variable H
and {tl}1≤l≤L−1 are the boundaries for each level of quanti-
zation. Lloyd-Max’s Algorithm takes into account the distri-
bution pH(h) of the signal to be quantized and finds an opti-
mal solution for the above minimization problem by alternat-
ing two main steps (of course, after a random initialization of
the set {ĥl}1≤l≤L):

1. compute the decision thresholds {tl}1≤l≤L−1 for a
fixed set {ĥl}1≤l≤L:

tl =
1

2

[
ĥl + ĥl+1

]
(4)
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2. compute the optimal representative values {ĥl}1≤l≤L

for a fixed set of thresholds {tl}1≤l≤L−1:

ĥl =

∫ tl+1

tl
hpH(h)

∫ tl+1

tl
pH(h)

. (5)

3. EXPERIMENTS

The proposed change analysis method is applied on pairs of
Landsat images of 180 × 130 pixels, taken over the city of
Bucharest, Romania. An example is shown in Fig. 2, along
with the corresponding outputs of the change detection meth-
ods presented in [2] and [8].

As already mentioned, the aim of the paper is to order
the changes with respect to their intensity, not only to detect
them. For our experiments, a neighborhood of 7× 7 pixels is
considered around each pixel. Such a patch covers a physical
area of 210× 210 m2, which is considered to be sufficient to
perform the analysis of SITS. Three change maps are shown
in Fig. 2, obtained by varying the number of levels of quanti-
zation, namely L ∈ {2, 4, 8}.

The intensity maps offer a better visualization and local-
ization of the important changes, whilst marking the rest of
the changes (i.e., less important ones) with different colors.
This puts a greater emphasis on the contextual area of each
major change, and, thus, a better interpretation of the modifi-
cations suffered by a place along the time.

Inspecting Fig. 2 again, it can be easily observed that the
majority of changes are localized by our proposed algorithm
in the same areas as the change detection approaches de-
scribed in [8] and [2]. However, although visible, the change
marked by the uppermost circle on Fig. 2b is not detected
by the EM and MRF based approaches, whilst our algorithm
manages to discover it and to mark it correspondingly. This
latter change is found also by the PCA K-Means method,
guaranteeing once more the effectiveness of the proposed
approach.

Furthermore, the method proposed in this paper is effi-
cient in terms of execution time if compared to the other three
methods analyzed in this paper, i.e., EM, MRF, and PCA K-
Means. The average running times are shown in Table 1 for
images of approximately 200×200 pixels. The method can be
designed to make use of parallel architecture for computing
the binary descriptors of the images in parallel, although the
rest of the computation (i.e., Hamming distance and Lloyd-
Max quantization) runs in a single thread. All the experi-
ments were carried on a 2.3GHz 5-core Intel HP EliteBook
computer running Windows 7 operating system.

4. CONCLUSIONS

This paper proposes a novel method for change analysis in
SITS and, also, a method for ranking the changes depend-
ing on their intensity. From a methodological viewpoint, the

(a) June 1984 (b) July 1992

(c) EM-based (d) MRF-based

(e) PCA K-Means (f) Proposed method (L = 2)

(g) Proposed method (L = 4) (h) Proposed method (L = 8)

Fig. 2. Change analysis on real data. The SITS on the first
row correspond to the periods before (a) and after (b) the con-
struction of the Palace of the Parliament in Bucharest, Roma-
nia. The circles in (b) delimit the most observable changes.
(c) – (e) show the outcome of the change detection algorithm
presented in [8] and [2], whilst (f) – (h) show the change anal-
ysis as described in this paper. The reddish colors correspond
to major changes, whereas the shades of blue belong to minor
changes or no changes.
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Method Average running time
EM - based 1.12 seconds

MRF - based 7.12 seconds
PCA K-Means 8.50 seconds

Proposed method (L = 2) 1.36 seconds
Proposed method (L = 4) 1.37 seconds
Proposed method (L = 8) 1.47 seconds

Table 1. Average running time comparison.

Hamming distance quantifies the number of times the gradi-
ents change their sign inside a patch surrounding each ana-
lyzed pixel. This distance can be regarded as a measure of
change, namely, each change is mapped according to a scale
that depends on the distribution of changes that occur between
two satellite images. More precisely, the quantization algo-
rithm results in a set of numbers representing the degree of
change on a scale that depends on the choice of the number
of quantization levels. Furthermore, this leads to a map repre-
senting the degree of change in all the points of the analyzed
area.

There are several advantages that accompany the usage
of the scheme described in this paper. Firstly, the method is
fast, simple, and, it can be adapted for parallel computing.
Secondly, the method is local, namely it takes into account
the changes that occur in the area around each pixel, and,
in the same time, it has the capability of reporting these lo-
cal changes to the changes that happen in the whole area of
analysis. Finally, the proposed algorithm can be used for the
on-line intensity ranking of the changes in an area, which is
extremely useful for the automatic observation of the Earth’s
modifications.
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ABSTRACT

A test statistic for the equality of several variance-covariance
matrices following the complex Wishart distribution with an
associated probability of finding a smaller value of the test
statistic is introduced. Unlike tests based on pairwise com-
parisons between all temporally consecutive acquisitions the
new omnibus test statistic and the probability measure suc-
cessfully detects change in two short series of L- and C-band
polarimetric EMISAR data.

URL http://www.imm.dtu.dk/pubdb/p.php?6828.

Index Terms— Complex Wishart distribution, pairwise
test statistic, omnibus test statistic.

1. INTRODUCTION

A test statistic for the equality of two or several variance-
covariance matrices following the real (as opposed to the
complex) Wishart distribution with an associated probability
of finding a smaller value of the test statistic is described in
the literature, [1]. In 2003 we introduced a test statistic for the
equality of two variance-covariance matrices following the
complex Wishart distribution with an associated probability
measure, [2]. In that paper we also demonstrated the use of
the test statistic to change detection over time in both fully
polarimetric and azimuthal symmetric SAR data, [3]. In [4]
we used it for edge detection.

To detect change in a series of k > 2 complex variance-
covariance matrices the pairwise test described in [2, 4] may
be applied to either consecutive pairs or to all possible pairs.
The former would lead to a lack of ability to detect weak
trends over time, the latter to an increase in the probability
of false positives (postulating a change when there actually
is none) and/or false negatives (missing an actual change).
Therefore we need to test for equality for all time points si-
multaneously.

In this paper we generalize the test statistic for the equality
of several variance-covariance matrices from the real to the
complex Wishart distribution and demonstrate its application

∗alan@dtu.dk, http://www.compute.dtu.dk/∼alan.

to change detection in truly multi-temporal, polarimetric SAR
data.

In the early and mid 2000s not many workers had access
to polarimetric SAR data. Today several spaceborne polari-
metric SAR instruments are available. These instruments in-
clude

• the Japanese ALOS (a.k.a. DAICHI), L-band with sin-
gle, dual and full polarization (ALOS completed its op-
eration in May 2011 and is followed by ALOS-2),

• the Canadian Radarsat-2, C-band with single, dual and
full polarization,

• the German TerraSAR-X, X-band with single, dual and
full polarization,

• the Italian COSMO-SkyMed, X-band with single and
dual polarization,

• the European (ESA) Sentinel-1, C-band with single and
dual polarization.

We therefore think that a paper introducing the above men-
tioned test statistics with emphasis on truly multi-temporal,
polarimetric SAR data is timely.

For power supply and coverage reasons the instruments
among the above which have full polarization capability are
mostly operated in (either single or) dual polarization modes,
i.e., they often transmit one polarization only and receive (ei-
ther one or) both polarizations.

2. SYNTHETIC APERTURE RADAR

A fully polarimetric SAR measures the two by two com-
plex so-called scattering matrix at each resolution cell on
the ground. The scattering matrix relates the incident and
the scattered electric fields, [3]. If Srt denotes the com-
plex scattering amplitude for receive and transmit polariza-
tion (r, t ∈ {h, v} for horizontal and vertical polarization),
then reciprocity, which normally applies to natural targets,
gives Shv = Svh (in the backscattering direction using the
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backscattering alignment convention) [3]. Assuming reci-
procity, the scattering matrix is represented by the three-
component complex target vector s = [Shh Shv Svv]T , T

means transpose.
The inherent speckle in the SAR data can be reduced by

spatial averaging at the expense of spatial resolution. In this
so-called multi-look case (below n is the number of looks)
a more appropriate representation of the backscattered signal
is the covariance matrix in which the average properties of a
group of resolution cells can be expressed in a single matrix
formed by the outer products of the averaged target vectors.
The average covariance matrix is defined as [3]

⟨C⟩f ull =




⟨ShhS∗
hh⟩ ⟨ShhS∗

hv⟩ ⟨ShhS∗
vv⟩

⟨ShvS∗
hh⟩ ⟨ShvS∗

hv⟩ ⟨ShvS
∗
vv⟩

⟨SvvS∗
hh⟩ ⟨SvvS∗

hv⟩ ⟨SvvS∗
vv⟩




where ⟨·⟩ denotes ensemble averaging and ∗ denotes complex
conjugation. Reciprocity results in a covariance matrix with
rank three.

Spaceborne instruments often transmit only one polariza-
tion, say horizontal, and receive both polarizations giving rise
to dual polarization data, Shh and Shv . In this case we have
the components ⟨ShhS∗

hh⟩, ⟨ShhS∗
hv⟩ and ⟨ShvS∗

hv⟩ only.
The resulting covariance matrix

⟨C⟩dual =

[
⟨ShhS∗

hh⟩ ⟨ShhS∗
hv⟩

⟨ShvS
∗
hh⟩ ⟨ShvS∗

hv⟩

]

has rank two. (We could also transmit vertical polarization
only and receive both, Svv and Shv).

3. TEST FOR EQUALITY OF SEVERAL COMPLEX
COVARIANCE MATRICES

To test whether a series of k ≥ 2 complex variance-covariance
matrices Σi (p by p) are equal, i.e., to test the so-called null
hypothesis

H0 : Σ1 = Σ2 = · · · = Σk

against all alternatives, the following so-called omnibus test
statistic applies (for the real case see [1]; for the case with
two complex matrices see [2])

Q =

{
kpk

∏k
i=1 |Xi|
|X|k

}n

.

Here the Xi = nΣ̂i = n⟨C⟩i follow the complex Wishart
distribution, i.e., Xi ∈ WC(p, n,Σi), and X =

∑k
i=1 Xi ∈

WC(p, nk,Σ). Also, if the hypothesis of equality is true
(“under H0” in statistical parlance), Σ̂ = X/(kn). Q ∈ [0, 1]
with Q = 1 for equality. For full polarimetry data p = 3, for
dual polarimetry p = 2, and for single band (HH, HV or VV)
data p = 1.

For the logarithm of the test statistic we get

lnQ = n

{
pk ln k +

k∑

i=1

ln |Xi| − k ln |X|
}

.

With

f = (k − 1)p2

ρ = 1 − (2p2 − 1)

6(k − 1)p

(
k

n
− 1

nk

)

ω2 =
p2(p2 − 1)

24ρ2

(
k

n2
− 1

(nk)2

)
− p2(k − 1)

4

(
1 − 1

ρ

)2

the probability of finding a smaller value of −2ρ ln Q is

P{−2ρ lnQ ≤ z} ≃ P{χ2(f) ≤ z}
+ ω2[P{χ2(f + 4) ≤ z} − P{χ2(f) ≤ z}],

where z = −2ρ ln qobs. qobs is the observed value of Q.
1 − P{−2ρ lnQ ≤ z} = P{Q < qobs} is the probability

of equality, i.e., the probability of no change.

4. DATA

Fully polarimetric L-band EMISAR [5, 6] multilook covari-
ance data from 21 March 1998, 17 April 1998, 20 May 1998,
16 June 1998, 15 July 1998 and 16 August 1998 are avail-
able. The images have a spatial resolution of about 8 m with
a pixel spacing of 5 m, 1024 lines and 1024 samples. Number
of looks is n = 13.

We also have polarimetric C-band data from 21 March
1998, 20 May 1998, 16 June 1998, and 15 July 1998 available.

The access to full polarimetry data allows us to “simulate”
dual polarimetry (which we don’t do here).

Figure 1 rowwise shows L-band RGB combinations of the
diagonal elements of the full polarimetry covariance matrix
for March, April, May, June (top row, left to right), July and
August (bottom row, first and second columns), respectively.
ShvS∗

hv (red) is stretched linearly between –36 dB and –6 dB,
ShhS∗

hh (green) between –30 dB and 0 dB and SvvS∗
vv (blue)

between –24 dB and 0 dB.

5. RESULTS

The images of the original L-band data in Figure 1 are fol-
lowed by −2ρ lnQ for all six time points, full polarimetry
(bottom row, third column, stretched linearly between 0 and
300), and P{−2ρ ln Q ≤ z} (bottom row, last column). Here
f = 45, ρ = 0.91524 and ω2 = 0.03008. The P image shows
the locations of six grass fields overlaid in black. Where
−2ρ ln Q and P have low values (dark regions) no change
occurred over the time series. If change occurred Q gives no
information on when.
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Fig. 1. RGB images of diagonal elements of the original L-band data from March, April, May, June (top row, left to right), July,
August (bottom row, first and second columns), −2ρ ln Q for full polarimetry (bottom row, third column, stretched linearly
between 0 and 300), and P{−2ρ lnQ ≤ z} (last column). In the P image the locations of six grass fields are overlaid in black.

Figure 1 shows that the six grass fields (making up 56,732
pixels in all) exhibit different temporal developments. There-
fore the results below are for the southern-most grass field
alone. (Actually, since especially months Jun-Jul-Aug show
that the small northern-most triangle-shaped tip of this field
is different from the rest of the field, data from this tip are not
included.)

For the southern-most grass field (making up 10,988 pix-
els) Table 1 shows average no change probabilities associated
with all pairwise temporally consecutive tests as well as the
new omnibus test. The first line with data shows results for
the pairwise test Mar-Apr and the corresponding omnibus test
(in this case the two results are obviously the same). The
second line shows results for the pairwise tests Mar-Apr and
Apr-May and the corresponding omnibus test, and similarly
for the following lines.

We see that no pairwise comparisons have no change
probabilities below 5% whereas we get below this limit al-
ready in May with data from three time points. We get below
1% in June with data from four time points. Further, the no
change probability associated with the omnibus test statistic
for the grass field shown in the last column is ever decreas-
ing, i.e., the more time points we include, the more certain
the detection of change in the grass field becomes.

Figure 2 shows L-band mean backscatter coefficients σ0
hv

(in red), σ0
hh (in green) and σ0

vv (in blue) for the southern-
most grass field. We see that all three vary slowly over the six

months. From Table 1 we see that the variation is too small to
be picked up by the pairwise consecutive tests but it is picked
up by the omnibus test.

If we do the analysis for the southern-most grass field
for the C-band data covering Mar-May-Jun-Jul (again with-
out data from the small northern-most triangle-shaped tip of
this field), we get the results shown in Table 2. The pattern is
the same as for the L-band results, only in this case we do not
get no change probabilities below 5% until we include data
from four time points.

6. CONCLUSIONS

In a series of pairwise comparisons between six temporally
consecutive L-band EMISAR images, no change is detected
over a slowly changing grass field. Contrary to this result,
the new omnibus test statistic in accordance with the tempo-
ral development of the backscatter coefficients clearly shows
change over time points March-April-May and on simultane-
ously.

Similar results are obtained for four temporally consecu-
tive C-band EMISAR images covering the same area over the
time span March-May-June-July.

The new omnibus test statistic immediately identifies no
change regions. If change occurred it gives no information on
when. Work on establishing when is ongoing as is work on
visualizing change and time of change etc.
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Table 1. Average no change probabilities for pairwise and omnibus tests over the southern-most grass field for L-band data.
The first line with data (line three) shows results for the pairwise test Mar-Apr and the corresponding omnibus test (in this case
the two results are obviously the same). The second line shows results for the pairwise tests Mar-Apr and Apr-May and the
corresponding omnibus test, and similarly for the following lines. The last column shows how the no change probability of the
new omnibus test statistic varies as the number of images in the time series increases from two to six. Contrary to the pairwise
results, the omnibus results show significant change over all time points Mar-Apr-May and on.

Average P{Q ≤ qobs} Pairwise comparisons Omnibus test
Hypothesis Mar=Apr Apr=May May=Jun Jun=Jul Jul=Aug All months equal

Two months: Mar-Apr 0.2753 0.2753
Three months: Mar-May 0.2753 0.0784 0.0162
Four months: Mar-Jun 0.2753 0.0784 0.2688 0.0032
Five months: Mar-Jul 0.2753 0.0784 0.2688 0.1287 0.0003
Six months: Mar-Aug 0.2753 0.0784 0.2688 0.1287 0.0791 0.0003

Table 2. Average no change probabilities for pairwise and omnibus tests over the southern-most grass field for C-band data, see
also Table 1. Contrary to the pairwise results, the omnibus results show significant change for all four time points Mar-May-
Jun-Jul.

Average P{Q < qobs} Pairwise comparisons Omnibus test
Hypothesis Mar=May May=Jun Jun=Jul All months equal

Two months: Mar-May 0.2883 0.2883
Three months: Mar-Jun 0.2883 0.1500 0.0938
Four months: Mar-Jul 0.2883 0.1500 0.1213 0.0049
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Fig. 2. L-band mean backscatter coefficients for the southern-
most grass field. Table 1 shows that the variations in the
backscatter coefficients and other polarimetric parameters
(not shown) are not picked up by the pairwise tests. How-
ever, the variations are detected by the new omnibus test.
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ABSTRACT 

The biggest challenge computer architects are facing in the 

push towards exascale computing is the problem of power 

consumption. The physical scaling laws that have delivered 

ever higher performance at constant power consumption 

have reached their limits, so further improvements in the 

efficiency of devices must rely on innovation in the 

processor architecture. The graphics processing unit (GPU) 

has much to offer to exascale computing since it combines 

high floating-point arithmetic capability with a power 

efficient design. The past five years have seen explosive 

growth in the adoption of GPUs until a Cray supercomputer 

with NVIDIA GPUs occupied the #1 spot on the Top500 list 

in November 2012. NVIDIA will continue to innovate in the 

area of GPU architecture to develop ever more capable and 

efficient devices. 

1. THE PROBLEM OF POWER 

The most significant problem that all computer architects 

face, whether they are designing processors for mobile 

devices or servers, is power consumption. From the battery 

life of a smart phone to the power and cooling needs of a 

data centre, improving the efficiency of the processor is a 

vital part of the product design. Computational scientists 

have established the scientific case for exascale computing; 

the expectation is that supercomputers of this capacity will 

be seen before the end of the current decade. However, the 

top supercomputers in the world are becoming ever larger 

and consuming more power. If the current trends continue, 

an exascale computer will consume as much energy as a 

large city. 

The explanation for the extreme growth in power 

consumption lies in two scaling laws that drive the evolution 

of semiconductor manufacturing. Moore’s law has driven 

the growth of semiconductor chip capability by doubling the 

number of transistors on a chip every 18–24 months; this 

increase in transistor density is predicted to continue for a 

while more. However, another scaling law, Dennard scaling, 

has reached its limit. For many years it has been possible to 

increase the clock frequency and reduce the voltage of 

transistors as the transistor size reduces following Moore’s 

law. As a consequence, chip performance has increased 

whilst the power consumption remains constant. There is 

now only modest scope for further reductions on voltage 

and increase in frequency.  

2. ENERGY EFFICIENT PROCESSOR DESIGN 

Further improvements in power efficiency must come from 

computer architecture rather than the manufacturing 

process. GPUs are constructed from large numbers of 

simple, energy-efficient cores that are well suited to highly 

parallel, data streaming computations. Since applications are 

not entirely parallel, a GPU must be coupled to a more 

traditional processor design optimised for high single-thread 

performance. This leads to the concept of heterogeneous 

processing architectures with different classes of processor 

appropriate for different parts of the application. All major 

processors designers are moving to this concept of 

heterogeneous processing. 

In the six years since NVIDIA launched GPU products 

specifically conceived for computation rather than graphics, 

we have seen an explosive take up of the technology. The 

proof that these architectures are energy efficient can be 

seen in recent Green 500 lists where all the top places are 

occupied by systems using NVIDIA GPUs.  

3. GPUS FOR COMPUTATION 

The three goals for the design of current and future GPUs 

for computation are power efficiency, ease of programming, 

and broadening the scope of applicability. Successive 

generations have added features to support these aims. As a 

consequence of these improvements in capability, the largest 

supercomputers in the USA, Europe and the world’s largest 

enterprise supercomputer are all equipped with thousands 

NVIDIA GPUs. These machines have all been purchased 

because they are the fasted and most efficient systems for 

solving the problems of their owners and users. 

NVIDIA has a strong road-map of future GPUs. 

Moving data around rapidly and efficiently is a major 

challenge. Forthcoming GPUs will incorporate higher 

bandwidth memory using three-dimensional memory 

technology and faster interconnects from GPU to GPU and 

from GPU to CPU.  

4. PROGRAMMING HIGHLY PARALLEL 

PROCESSORS 

Finally, attention must be paid to programming these 

complex heterogeneous architectures. Since all processing 

hardware is now parallel, parallel programming should be 

an integral concept of main-stream programming languages. 

NVIDIA is contributing to initiatives to add parallel 
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programming capabilities to C++, the GNU compiler 

collection, Python and Java. 

5. GPUS FOR BIG DATA 

The emphasis in the design of GPUs is in high throughput 

and data streaming processing. As a result, GPUs are well 

suited to the many of the tasks arising in the field of big 

data. Many of the large service-providers whose businesses 

rely on treating large quantities of speech, image and video 

data are investigating GPUs. Image processing in particular 

is a natural fit for the GPU since the required operations are 

typically massively parallel; often the same operation should 

be applied to every pixel of the image. 

6. CONCLUSION 

For futures processors, power consumption will be the main 

constraint. Design effort should focus on energy efficient 

cores; GPUs are a good example of how high efficiency can 

be achieved. Processors will become increasingly more 

parallel and so programmers, applications and programming 

languages must evolve in line with this trend in computer 

architecture. 
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ABSTRACT 

 

Processing of Earth observation remotely sensed images 

requires more and more powerful computing facilities. Since 

a few years, GPGPU (General Purpose processing on 

Graphics Processing Units) technology has been used to 

perform massively parallel calculations. The French Space 

Agency (CNES) has then made a portage of some IAS to 

assess their performance using this type of technology. 

Based on the very encouraging results and in order to 

improve operations during the in orbit commissioning 

phases of Earth observation satellites, CNES is developing, 

in partnership with Thales Services, an Expertise and Image 

Calibration Center based on a computer cluster accelerated 

by such technologies. Starting from an overall description of 

the image calibration objectives and GPGPU applications, 

the paper focuses on the study leaded by CNES in 

partnership with the Antwerp University and Thales 

Services to identify the most appropriate technologies to 

define a full computing cluster architecture. 

 

Index Terms— GPGPU, MIC, Accelerated Computing 

Cluster, Image Algorithms Software, Calibration Center. 

 

1. INTRODUCTION 

 

Processing of Earth observation remotely sensed images 

requires more and more powerful computing facilities due to 

the increasing volume of images (higher spatial and spectral 

resolutions, repetitiveness of acquisitions,...), the timeliness 

requirements imposed by end users and the increasing 

complexity of Image Algorithms Software (IAS). Some of 

these algorithms can be parallelized (radiometric processing, 

resampling, equalization,...) thus image processing uses 

today's parallel capabilities of computer resources to execute 

[1] [2]. 

Since a few years, GPGPU technology has been used to 

perform massively parallel calculations. CNES has then 

made a portage of some IAS to assess their performance 

using this type of technology (portages for Cuda and 

OpenCL and measures on Nvidia GPU - Graphics 

Processing Units). The performance benchmarks showed 

gains in term of execution speed between 1.5 and 40 by 

comparison with the CPU version of the code depending on 

the image size and algorithm precision.  

Based on these very encouraging results and in order to 

improve operations during the in orbit commissioning 

phases of Earth observation satellites, CNES is developing, 

in partnership with Thales Services, a new architecture for 

Expertise and Image Calibration Center based on a 

computer cluster accelerated by such technologies. 

The challenge for calibration centers is to be able to conduct 

the most exhaustive calibration campaign during the short in 

orbit test phase by increasing the quantity of processed 

images and the performance of the image quality 

algorithms. Increasing the quantity of processed images is 

useful to reduce the noise of the measures and therefore to 

improve the accuracy of the calibrations. 

 

2. AN ACCELERATED COMPUTING CLUSTER 

ARCHITECTURE 

 

The design of this cluster was preceded by a study to 

identify the most appropriate technologies to define a full 

computing cluster architecture including the hardware 

components (such as server platform, accelerator, node 

interconnect, and storage solutions) and the software 

components (such as the development tools, the 

parallelization frameworks, and the DRM - distributed 

resource managers). 

Concerning development tools, the study provided an 

opportunity to compare the low-level framework such as 

CUDA (Compute Unified Device Architecture) and 

OpenCL (Open Computing Language) as well as high-level 

programming standard such as OpenMP (Open Multi-

Processing), HMPP (Hybrid Multicore Parallel 

Programming) and OpenACC (Open ACCelerator). The 

most known DRMs have also been compared as well, in 

particular about their capabilities to manage GPGPU or MIC 

resources and the possibility to run a code in CPU mode or 

in accelerated mode depending on resource availability on 

the cluster. 

 

The main considered high level criteria were performance, 

sustainability, scalability, maturity, maintenance effort and 

cost. 

GPU Computing

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

142 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


Those criteria have been taken in consideration in the study 

regarding specificities of an Image Calibration Center. 

Indeed, Image Calibration Centers are used during the in 

orbit commissioning phases but also during all the 

exploitation phases of Earth observation satellites which can 

be up to 10 years long. Also, the technologies used in the 

architecture must be sustainable over the lifetime of satellite 

operations and/or any necessary evolutions during this 

period have to be made at a lower cost. Furthermore, it is 

important that the IAS developed to be executed on this 

architecture are as generic as possible to allow their re-use 

on other Earth observation projects or other kind of center 

(then other kind of architecture). Finally, the architecture 

must be scalable to allow the introduction of new methods 

of image calibration during the life of the satellite. 

 

It was a three stages study: the first step consisted in a 

market analysis, the second step was the appropriation of 

these technologies to the needs of a calibration center and 

the final step was the prototyping, benchmarking and the 

architecture definition. 

The study showed that two technologies are competing on 

the market for massively parallel computation: GPGPU and 

more recently MIC (Many Integrated Core) implemented by 

Intel as Xeon Phi technology. The study also showed that 

the choice between one and the other of these two 

technologies has a significant impact on the ability to meet 

the demands of an Image Calibration Center and that choice 

was strongly linked with the programming language choice. 

So both technologies were analyzed and compared, the 

paper makes a focus on this trade-off. 

 

2.1. GPGPU overview 

 

GPGPU is now a wide-spread and proven technology to 

perform massively parallel calculations. 

The most popular GPUs are Nvidia’s ones with currently the 

Kepler architecture. AMD is present on the market too with 

GPU based currently on the GCN (Graphics Core Next) 

architecture. 

The Theoretical Peak Performance for those accelerators are 

currently between 5 TFlops and 6 TFlops in single precision 

and more than 1 TFlops in double precision. 

 

The frameworks available for GPGPU are: 

- CUDA which is the NVIDIA’s C/C++ programming 

language extension for programming NVIDIA GPUs. 

The use of CUDA is spread widely through the academic 

world and industry. A clear advantage of CUDA is that it 

is the most feature-rich parallelization framework 

specifically designed for the most popular accelerator 

architecture. CUDA also comes with a significant 

number of high-quality accelerated libraries. The main 

disadvantage of CUDA is that it is only supported on 

Nvidia GPUs and not on AMD GPUs or INTEL MICs. 

- OpenCL is an open standard for programming on CPU 

and GPGPU (compatible with Nvidia and AMD GPU). 

The main advantage of OpenCL is that it is an open 

standard and that its programs are portable between 

architectures. The main disadvantage of OpenCL that it 

comes with a relatively poor development tools 

environment. The other drawback is unlike the portability 

of binaries, the performances are not portable (necessity 

to adapt the code to obtain good performance on new 

architecture). 

- OpenACC is an API (Application Programming 

Interface) for offloading work from a CPU to an 

attached accelerator. It is based on the same principles 

as OpenMP and uses simple compiler directives, 

interleaved in C/C++ or Fortran code, to direct the 

parallelization. OpenACC support parallelization on the 

host CPU and offloading to Nvidia and AMD 

accelerators. In terms of code portability, Nvidia seems 

to be geared more towards OpenACC than to OpenCL. 

The main advantage is the simplicity of the API, 

resulting in good development productivity. The 

disadvantage is a 10% performance loss over the 

CUDA (average generally noticed in reports). 

 

In synthesis, the GPGPU leader is Nvidia, it is a wide-

spread and proven technology, however the programming 

languages extensions are either proprietary (Nvidia) with 

full development environment, or open source but with few 

development tools and available libraries. 

 

2.2. MIC overview 

 

MIC is a recent technology developed by Intel as Xeon Phi 

with widespread commercial availability since end of 2013. 

The architectures of the Intel MIC Xeon Phi are quite 

different from GPGPU. The Xeon MIC has currently about 

60 (depending the models) light-weight x86 cores that can 

each run 4 hardware threads resulting in a total of 240 

threads and also each comes with a 512 bit vector unit 

allowing concurrent operations. 

The Theoretical Peak Performance for those accelerators is 

currently more than 1 TFlops in double precision. 

 

The frameworks available for MIC are: 

- OpenCL with the same advantages and disadvantages 

than for GPGPU, 

- OpenMP which is an API for shared-memory multi-

threading in C/C++ and Fortran. OpenMP is widespread 

in the HPC (High Performance Computing) world and is 

supported on many platforms and in many compilers. The 

main advantages of OpenMP are the number of 

development tools available and that the code developed 
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with OpenMP for MIC also runs on CPU architectures, 

so it makes the code very generic regarding the 

computing facilities. The other advantage is the effort 

assumed to optimize the OpenMP performance on MIC 

resulting in an increase of performance on CPU 

(architecture very close). 

 

In summary, only Intel proposes the MIC technology via 

Xeon Phi. The Theoretical Peak Performance of Xeon Phi is 

currently lower than the GPGPU in simple precision but 

quite equivalent in double precision. MIC allows the use of 

OpenMP API which is a very wide-spread language coming 

with number development tools and which allows to 

generate code for CPU and MIC. 

 

2.3. GPGPU and MIC performances 

 

Performances of a resampling IAS and elementary functions 

(Discrete Fourier Transform (DFT), dense matrix 

multiplication, matrix arithmetic) have been benchmarked 

on CPU, GPGPU and MIC architectures in order to 

consolidate the comparison. 

 

First, a resampling CNES IAS (MARIO) already ported in 

OpenCL has been benchmarked on the cluster of the CNES 

data center. The benchmark was made on a node of the 

cluster to compare the execution time of the IAS on Nvidia 

K20 GPU and on Xeon Phi 5110P MIC. It was a quick 

benchmark, so the code initially optimized for execution on 

Nvidia GTX 480 has not been modified.  

The benchmark shows that the execution time is quite the 

same between K20 and Xeon Phi in the case of using with a 

large resampling filter (certainly because all the 

computations are made by the IAS in double precision). 

 

In a second time, a comparative benchmarking of the Nvidia 

Kepler K20X GPU and Intel Xeon Phi 5110P MIC has been 

made on the facilities of the Antwerp University through 

popular linear algebra and image processing operations: 

- DFT: using Intel MKL library (CPU/MIC) and cufft 

library (GPGPU), 

- DGEMM: dense matrix-matrix multiplication using Intel 

MKL library (CPU/MIC) and cublas library (GPGPU), 

- Matrix multiplication, image resampling, rotation, and 

histogram using ArrayFire library (CPU/MIC/GPGPU). 

For the implementation, libraries available from Intel, 

Nvidia, and Accelereyes have been used 

The results of the benchmarks are:  

- for small data sizes, the CPU remains the best choice, 

even when data-transfer, to and from the accelerator, is 

not taken into account, 

- for larger data sizes both the MIC and the GPGPU 

outperform the host CPUs up to 7 times for MIC and 10 

times for GPGPU. However, this was not true for the 

DFT when data transfer times were included. The 

overhead of transferring data to the MIC could be largely 

eliminated by asynchronous data transfer, at least when 

multiple data sets have to be processed. 

 

In addition ten recent scientific publications (from [3] to 

[12]) on accelerating code with the Xeon Phi have been 

reviewed to achieve the comparison. The more valuable 

insights that have been learned from these publications 

about performance is that the GPU outperforms the Xeon 

Phi in most cases, but not dramatically (e.g. 30%). There 

are, however, three categories of algorithms for which the 

performance gap is significantly larger (e.g. 2-3 times): 

- Code which relies heavily on bilinear interpolation. 

GPUs can compute interpolation in hardware while on 

the MIC this has to be done in software. 

- Code which relies heavily on atomic operations. Much of 

the performance of the MIC comes from vectorization, 

but unfortunately the MIC does not support vector atomic 

operations. 

- Code that has an irregular data access pattern. This is 

mainly due to the fact that the GPGPU does a better job 

at latency hiding due to more efficient scheduling of 

larger amounts of threads (no cost associated with 

context switching). 

 

2.4. Trade-off between GPGPU and MIC 

 

Finally, it was concluded that the MIC technology is best 

suited for a CNES Image Calibration Center. Indeed, the 

performance of GPGPU technology in single precision is 

not useful because the CNES IAS do calculations only in 

double precision. In addition, the ability to program with the 

OpenMP standard allows on one hand to generate generic 

CPU / MIC code that is compatible with current and future 

multi-core platforms and on the other hand the fact that 

OpenMP is a pragma API and is widespread in the HPC 

world would allow to reduce maintenance effort.  

Moreover, in-socket versions of the accelerator are planned 

by Intel that could eliminate the data transfer bandwidth 

bottleneck. 

 

3. SOFTWARE EVOLUTION 

 

To take advantage of this new technology, the portage of the 

following CNES IAS, which are the more CPU intensive 

processes, to OpenMP has begun:  

- MARIO: geometric transformations on images, with or 

without modification of axes [13], 

- ASTRIDZ: image restoration and image zoom by Fast 

Fourier Transform (FFT) [14], 

- EGALSTAT:  image radiometric statistic equalization, 

- REECHFUSION: image resampling and image pan-

sharpening [1] [2]. 
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All the calculations in those IAS are done in double 

precision. 

The design phases determined that only the part of the code 

which is the most time consumer and the most parallelizable 

and vectorizable will be ported in off-load mod. Also, the 

asynchronous data transfer to or from the MIC will be used 

to mask the transfer time with calculation time. 

The development will be iterative with an analysis of the 

optimizations that have to be done for each iteration. Each 

IAS has different use cases depending on the filter 

dimension, the geometric transformation, etc. The first 

iteration will focus on functionnal porting and should give 

the following range of speedup: 

- REECHFUSION: between 3.4 and 5.4, 

- MARIO: between 5.7 and 9, 

- ASTRIDZ: between 5.3 and 7.3, 

- EGALSTAT: at least 4.6. 

The next iterations will focus on IAS performances. 

 

4. CONCLUSION AND OUTLOOK 

 

Following the analysis of the different components, the final 

architecture of an operational cluster for an Image 

Calibration Centre was defined. The main characteristics 

identified are the following.   

  

4.1. Hardware Platform 

 

The main hardware component for the cluster is the dual-

socket Intel Xeon E5-26xx v2 processor platform. It is by 

far the most popular HPC-platform with superior 

bandwidths between the system components, i.e. between 

processors, memory, accelerators, and storage. This dual-

socket CPU platform can provide an double precision 

theoretical peak performance of more than 0.5 TFlops. The 

Xeon E5 platform has support for both the latest Intel many-

core and Nvidia GPU accelerators. 

Based on the benchmarking and the study of the recent 

literature, it was concluded that the Intel Xeon Phi 5110P 

accelerator platform is the most suitable for Image 

Calibration Center. It has a favorable double precision 

theoretical peak performance of 1.01 TFlops per accelerator. 

It is highly energy efficient at 4.5 GFlops/W, while still 

reasonably cost efficient at 0.37 GFlops/USD. In practice, a 

performance benefit is observed of 2-3 times per accelerator 

over a dual-socket Xeon E5-system. Taking the constraints 

of the conventional server solution into account, the solution 

adopted is each CPU-socket is paired with a single Xeon Phi 

accelerator. 

 

4.2. Software Platform 

 

OpenMP with vectorization to fine-scaled parallelization is 

recommended as previously presented. 

For workload management on the cluster, the 

MOAB/Torque or OpenGridScheduler distributed resource 

and workload managers are recommended. It supports a 

good set of standard features, such as job priorities, 

reservations, check-pointing, and pre-emption, and has out-

of-the-box support for scheduling accelerated workloads for 

Nvidia GPUs and Intel Xeon Phi. 

 

4.3. Outlook 

 

Using this cluster-proof architecture during the flight 

acceptance for the image calibration will help to validate 

this new approach of computing cluster and suggests the 

possibility of deploying these technologies in operational 

image processing centers. 
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ABSTRACT 
 
Earth observation satellites play an increasingly important 
role in the monitoring of water resources. The new 
generation of high-resolution imagery sensors including 
Sentinel-1(S-1) satellites are going to open a new era in 
usability of satellite data for water resources monitoring. 
High spatial resolution, short data acquisition intervals at 
global scale will imply exponential growth in data volume. 
To overcome challenges of automatic processing of the raw 
satellite data to higher-level products, large-scale data 
centres and innovative processing chains need to be 
established. This paper will address the technical and 
scientific challenges of handling the Big Data from S-1 
satellites and discuss the S-1 processing chain under 
development by the Vienna University of Technology (TU 
Wien) for global monitoring of a range of geophysical 
variables including surface soil moisture and water bodies. 
 

Index Terms— Sentinel-1, Synthetic Aperture Radar, 
SAR, soil moisture, water bodies, Big Data 
 

1. INTRODUCTION 
 
High speed internet, enhanced sensor systems and cost-
efficient data storage allow vast amounts of data to be 
generated in various fields of science and technology. 
Moore's law is no longer valid - data volumes are scaling 
faster than computer resources [1]. Accordingly, in the field 
of Earth Observation (EO), a new generation of spaceborne 
high-resolution imaging sensors is emerging. They will 
produce unprecedented data volumes and consequently, 
challenge up-taking facilities in terms of storage and 
processing capacities. The free and open satellite data from 
the new generation of sensors provides the opportunity of 
processing high-resolution data at global scale and short 
revisit times. However, processing of such Big Data from 
satellites becomes an immense technical challenge of 
implementing geophysical models and product generation 
for Earth observation.  
For instance, the European satellite Sentinel-1 (S-1) 
launched in April 2014 will generate 640 TB of raw radar 
images per annum [2]. Sentinel-1A is the first spacecraft of 
the European Copernicus EO program. The satellite is 
supposed to provide global, day-and-night radar imagery at 
all weather conditions [3]. Over land masses, a systematic 
global near real-time (NRT) retrieval service of surface soil 

moisture (SSM) is planned, which makes use of the C-band 
synthetic aperture radar (SAR) data acquired in S-1’s 
Interferometric Wide Swath (IW) mode.  
 
2. NEEDS FOR WATER RESOURCES MONITORING  
 
Monitoring and management of the water resources are 
critical issues of human survival and well-being and also 
important to many sectors of the ecosystem. “Information 
about water supply and use is becoming increasingly 
important to national governments, who need reliable and 
objective information about the state of water resources, 
their use and management. Farmers, urban planners, 
drinking water and wastewater utilities, the disaster 
management community, business and industry, and 
environmentalists all need to be informed. The data required 
to populate the indicators are seldom systematically or 
reliably available at a global, national, regional or basin 
level” [4]. Monitoring of water resources involves a broad 
range of parameters contributing in water cycle including 
static or slowly varying parameters such as the topography, 
permanent water bodies, vegetation structure, and dynamic 
parameters such as precipitation, soil moisture, inundation 
area, snow cover, glaciers, freeze/thawing, etc. 

Soil moisture and water bodies are recognized as 
essential variables in global climate, water and energy 
cycles [5, 6]. Operational services for water resources 
monitoring that can provide high spatial resolution, near 
real-time (24/7) products with global coverage are still rare 
[7, 8]. Given the fact that on one hand the data amounts in 
EO are growing rapidly, but on the other hand the 
processing and analysis capabilities are not growing at same 
pace, new approaches are needed to overcome the following 
current limitations with respect to Big Data: i) Commonly, 
EO data need to be physically shipped to the processing 
facilities since bandwidth and in-/output operations limit the 
transfer; and ii) Traditional data centres rely often on 
geographically distributed processing chains when dealing 
with large data volumes [7].  
 

3. TU WIEN S-1 PROCESSING CHAIN 
 
The new strategy for handling big data such S-1 
observations would be to transfer the software to the 
satellite data, which is embedded in a high performance 
computer environment. In addition to technical challenges, 
there are also scientific ones to be solved: At the finer 
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spatial scale of S-1 compared to its predecessor Envisat 
ASAR, surface roughness and vegetation effects are very 
difficult to model [9]. This circumstance has significant 
effects on the robustness and transferability of the 
geophysical retrieval algorithm from Envisat ASAR to S-1. 
 
3.1 Earth Observation Data Centre (EODC) for water 
resources monitoring 
 

In recognition of above mentioned challenges, a 
collaborative Earth Observation Data Centre (EODC) for 
Water Resources Monitoring has been established in May 
2014 with cooperation of public and private organizations as 
an Austrian limited liability company which is supported by 
the Austria Federal ministry for Transport, Innovation and 
Technology (BMVIT). The EODC with an international 
collaboration perspective aims to provide a platform for 
working together with its partners from science, the public 
and the private sectors in order to foster the use of earth 
observation data for monitoring of global water resources 
[10]. The EODC mission with respect to S-1 will be to 
provide initial capabilities for receiving, processing and 
distribution of the S-1 data for water resource monitoring. 
The EODC will include a long-term data archive and 
scientific cloud platform developed by TU Wien which will 
benefit from the high performance computing capabilities of 
the third generation of the Vienna Scientific Cluster (VSC, 
http://vsc.ac.at/). 
 
3.2. A new S-1 processing chain for TU Wien geophysical 
parameter retrieval algorithm 
 
The potential of S-1 data acquisitions for Surface Soil 
Moisture (SSM) retrieval has been identified by [2]. The 
current TU Wien SAR SSM retrieval is based on a change 
detection method which estimates the degree of soil 
moisture saturation in top layer of the soil from C-band SAR 
backscatter observations [11, 12]. The methodology has 
been used for global geophysical parameters retrieval [13] 
and pre-operational monitoring of soil moisture over the 
entire continent of Australia, Africa, and a large area in 
South America [14, 15] using the Envisat ASAR GM 
observations. 
Considering the data processing requirements of the S-1, a 
new optimized SAR toolbox is currently under development 
by the TU Wien to enhance the SAR processing capabilities 
for geophysical parameters retrieval and various products 
generation related to water resources monitoring. The TU 
Wien S-1 processing chain can be sub-divided into three 
steps of “pre-processing”, “geophysical retrieval”, and 
“product generation” (Figure 1). During the pre-processing, 
S-1 level-1 IW ground range detected (GRD) products are 
processed in order to obtain measurements representing 
physically meaningful quantities of radar brightness 

(“radiometric calibration”) as well as correcting the data for 
geometric distortion arising from topography 
(“orthorectification”) and determine the geographic location 
of each pixel (“geocoding”). Other procedures, e.g. 
multilooking or application of noise-reducing filters, may 
also be necessary depending on the nature of the particular 
S-1 product and the intended application of the data. The 
new TU Wien SAR data processing chain will contain a 
series of modifications and optimizations including the 
following: i) A new tiling and projection system to reduce 
oversampling, especially at high latitudes, and I/O  
(Figure 2) [16] ; ii) a new structure for data storage and data 
format which provides data compression and smaller 
number of files and faster I/O; iii) Software optimizations 
(object oriented programming in Python including some 
C++ modules, array operations instead of loops, 
parallelisation, etc.); iv) Using various masks during 
processing steps (for defining areas to be processed, 
flagging, etc.); and v) a new meta data structure that 
facilitate fast queries of the processed data (e.g. XML and 
relational databases). 
 

 
Figure 1: Dataflow and frameworks of the TU Wien S-1 
processing chain. 

 
Figure 2: The setup of the Equi7 Grid with its seven continental 
zones as sub-grids. 
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4. OUTLOOK 
 
The Sentinel-1 mission with enhancements in terms of 
resolution, revisit frequency, and coverage will assure 
continuity of SAR data from ERS and Envisat and provides 
unique opportunity for building long time series of radar 
imagery. In the start-up phase of the EODC platform, initial 
capabilities for receiving, processing and distribution of the 
S-1 data will be established. Considering big data 
processing challenges and requirements for S-1 data, the 
optimized TUWien algorithm for geophysical parameters 
retrieval will be implemented at EODC attached to the VSC 
high performance computing system. The initial water 
resources related products will include soil moisture at 
global scale and regional water bodies mapping product. 
The EODC will include a long-term data archive and 
scientific cloud platform for further application 
developments and services for future near-real-time and on-
demand products. 
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ABSTRACT 

 

Earth Observation (EO) mining systems aim at supporting 
efficient access and exploration of large volumes of image 
products. In this work, we address the problem of 
content-based image retrieval via example-based queries 
from Petabyte-scale EO data archives. To this end, we 
propose an interactive data mining system that relies on 
distributing unsupervised ingestion processes onto virtual 
machine instances in elastic, on-demand computing 
infrastructures that also support archive-scale content 
indexing via a “big data” analytics cluster-computing 
framework. In particular, we focus on the analysis of 
polarimetric SAR data, for which target decomposition 
theorems have proved fundamental in discovering patterns in 
data and in characterizing the ground scattering properties. 
Experiments are carried out on the publicly available 
UAVSAR full polarimetric data archive, whose basic 
products amount to about 0.64 PB of storage. We report the 
results of the tests performed by using a public IaaS. The 
obtained measures appear promising for data mapping and 
information retrieval applications. 
 

Index Terms— Content–Based Retrieval, Remote 
Sensing, Elastic Cloud Computing, Big Data, Polarimetric 
SAR 
 

1. INTRODUCTION 

 
Remotely sensed data volumes are growing at faster and 
faster rates due to the increasing number of spaceborne and 
airborne Earth Observation (EO) missions and to the 
tightening of the image resolution requirements. As an 
example, according to the last yearly report published at the 
end of 2013, the archives of NASA’s distributed Earth 
Observing System Data and Information System (EOSDIS) 
amount to almost 10 petabytes, with 6,900 accessible datasets 
and an average archive growth of approximately 8.5 terabytes 
per day. 

The capability of both accessing and processing such large 
data volumes represents the raw matter that allows 

planetary-scale applications like deforestation monitoring, 
glacial retreat investigation, urban development mapping, 
land cover classification and so on. The difficulties of mining 
EO imagery archives are reflected in the fact that most of the 
images have never been seen and least of all analyzed by a 
human analyst. Allowing an efficient discovery, annotation 
and retrieval of data products is the goal of EO mining 
systems [1]. However, current approaches for image mining 
fall short of the efficiency requirement due to bottlenecks in 
their infrastructure that prevent the fulfillment of their main 
goal.  
 In order to address the problem, approaches to manage 
“big data” are being proposed. Among the several possible 
computing approaches, MapReduce is probably the most 
popular paradigm and it has already proved successful in 
processing massive amounts of data, relying on commodity 
machines [2]. Recent works present frameworks based on 
such paradigm to analyze and retrieve information from large 
data archives [3]. For example, in [4] the authors propose a 
system to perform data analytics on the archives produced by 
the European Space Agency’s Gaia mission. However, the 
MapReduce computing paradigm lacks of the flexibility 
required for a query–by–example retrieval system and several 
weaknesses have been pointed out in literature [5]. Among 
them, there are limitations in efficiently expressing iterative 
computations that are typical of the machine learning tasks 
employed for the generation of tree-structured archive 
content indices. 
 In this paper, we present an EO data analytics tool that 
allows the exploration of massive datasets via example-based 
queries. The tool is both efficient and fault-tolerant and is 
based on an open-source cloud-computing engine for big data 
analytics, Apache Spark [6], [7], and on the on-demand 
cloud-computing infrastructure offered by the Amazon 
Elastic Compute Cloud (EC2). The system can be exploited 
to interactively query large-scale EO imagery archives with 
response times in the order of the second. We focus on 
Synthetic Aperture Radar (SAR) data, where the 
improvements in the sensor resolution and the use of multiple 
polarizations are causing a relevant growth of data volume. 
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Experiments are carried out on publicly available UAVSAR 
data archives and the performance is quantitatively evaluated. 
 This contribution is structured as follows. In Section 2, a 
description of the main parts of the proposed content-based 
retrieval system for polarimetric data is given. In Section 3, 
we provide a brief description of the dataset and present 
preliminary performance measured during the analysis of 
massive repositories. The conclusions close the paper. 
 

2. SYSTEM FRAMEWORK AND ARCHITECTURE 

 
The potential of SAR polarimetry to characterize the physical 
properties of the Earth surface has led to a variety of 
applications that aim at exploiting the scattering mechanism 
of the ground to extract geophysical parameters and perform 
landcover classification. Ground targets can be characterized 
based on the way they scatter the electromagnetic waves, as 
described by the so-called scattering matrix. Currently, 
Cloude–Pottier’s decomposition is probably the mostly used 
method for target decomposition and it relies on the 
eigen-analysis of the target coherency matrix [8].  

In this work, we exploit Cloude–Pottier’s theory to 
estimate three variables of interest, the mean α angle, the 
entropy H and the anisotropy A. Basing on these 
measurements, retrieval of polarimetric SAR images can be 
carried out in a completely unsupervised way. Indeed, such 
descriptors intrinsically define the classes to which the targets 
belong, on the basis of the physical properties (single, volume 
or double– bounce scattering), described by α, and of the 
degree of statistical disorder (pure or distributed target), 
described by H and A. In this Section we aim at providing a 
global description of a cloud-based retrieval system for 
polarimetric SAR images. 
 

2.1 System Architecture 

 
A sketch of the main parts of the proposed content-based 
retrieval system is illustrated in Fig. 1. It is composed by four 
main processing subsystems: the ingestion, the indexing, the 
search and the interactive visualization subsystem.  

The ingestion subsystem is the part of the system 
concerned with ingesting and processing operations on data 

Fig. 1. A sketch of the high level architectural decomposition of the system. In the ingestion phase, crawlers populates 
a task queue with identifiers of the products to be ingested. One or more workers instantiated by an elastic load balancing 
mechanism access the data products (scraping), divide them into tiles, extract descriptors for each of them (feature 
extraction) and insert these descriptors into a distributed storage database. In the indexing phase, a cluster of machines 
is orchestrated by a cluster analytics framework to build a content-based index of the items in the distributed storage 
database. The results of the indexing process consist of a data structure that allows logarithmic-complexity content 
queries to take place. They are made available to a query processing system that is invoked via a web server by the 
operations performed by a user in an interactive visualization subsystem. 
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products. A crawler agent is charged with performing web 
page analysis with the aim of discovering new data products 
and to input the results into a queue system. Then, a load 
balancer is designated to manage resource usage on an elastic 
cloud infrastructure, by adaptively instantiating virtual 
ingestion machines based on the current needs, in order to 
scrape data products from web pages and performing ad-hoc 
processing procedures [9]. The processing operations consist 
of two main tasks: tiling the images in geo-referenced 
patches, whose size depends on the kind sensor, on the 
resolution and on the aims of the content-based searches, and 
performing feature extraction operations. The images 
descriptors and metadata are finally pushed to a distributed, 
scalable and fault-tolerant storage system.  

The indexing subsystem makes use of a cluster analytics 
framework to produce one or more indexes of the items stored 
in the database, in order to allow efficient subsequent 
searches with logarithmic complexity. Typically, machine-
learning algorithms are involved in the index creation and, in 
general, such algorithms have been designated to run locally, 
on a single machine. However, performing analysis of large-
scale data by a single machine is impractical due to capacities 
limitations. Cluster analytics frameworks are suitable to 
develop parallel iterative algorithms, like those required by 
the indexing subsystem, and that, in addition, have to be 
executed on multiple machines using elastic computing 
platforms. 

The search subsystem is concerned with transforming the 
user provided examples to a form suitable for query 
processing, i.e. performing the processing and feature 
extraction operations on them, and then to determine the best 
matching tiles based on the content index. 

Finally, an interactive visualization subsystem provides 
the user with a query interface with the search engine and a 
visualization module to display the results. 

  

3. LARGE SCALE SYSTEM OPERATIONS 

 
For the experiments, we used the full polarimetric SAR data 
products from the UAVSAR public image archives. Each 
polarimetric acquisition consists of six images, i.e. the 
cross-products of the four Single Look Complex files 
corresponding to the measurement of the scattering matrix 
Shh, Shv, Svh and Svv. In this work, the ground-projected 
polarimetric products have been considered (equiangular 
geographic projection, 6-by-6 m pixels resolution).  
 

3.1 Ingestion 

 
For the ingestion phase, an elastic cluster of machines has 

been instantiated on the cloud-computing infrastructure 
offered by the Amazon Web Services (AWS) Elastic 
Compute Cloud (EC2), with the task of analyzing data from 
the publicly available NASA's Jet Propulsion Laboratory 

(JPL) archives. During ingestion, each image product is 
divided in 500-by-500 pixel sized square patches, 
corresponding to approximately 3-by-3 km areas. Such 
dimension is chosen in order to both preserve locality for 
retrieval and to retain enough information for the subsequent 
feature extraction. In Fig. 2, we report the plots of system 
performance parameters during the ingestion phase for one of 
the ingestion nodes instantiated on AWS-EC2. It has to be 
observed that the scraping phase requirements are costly in 
the sense of network transfers because large data products 
have to be transferred from their storage location to the 
cluster entities location. Computational and memory 
resources are significantly employed for the tiling and feature 
extraction tasks. In particular, for the latter task, computing 
capacities are requested for pixel-level eigen-decomposition. 
Finally, for the insertion tasks that run in parallel with feature 
extraction, network resources are needed for loading data in 
the distributed storage system (HDFS, in our case). 

At the time of writing, approximately 0.65 TB of data have 
been collected. Currently, the data collection and processing 
operations are an ongoing effort and it is expected for the 
system to process and ingest tile descriptors of about 0.1% of 
the total database at conference time. 

 

3.2 Indexing 

 
A parallelized version of the tree structured vector 
quantization algorithm has been implemented for the index 
construction. The algorithm is iterative and grounds on a 
parallel implementation of the k-means algorithm that is 

Fig. 2. Graphs of the system performance during the 
ingestion phases: scraping (shaded green), tiling (white) and 
feature extraction / insertion (shaded red). The performance 
of disk and memory usage (upper plot), of total cpu usage 
(middle plot) and of total network traffic (lower plot) are 
shown. 
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suitable to operate on very large volumes of data. The 
objective is to learn a partition-by-similarity of the data space, 
corresponding to a binary tree structure, thereby allowing for 
logarithmic complexity query-processing operations. The 
algorithm is described in terms of iterations consisting of 
multiple calls to user defined Map and Reduce functions, 
according to the MapReduce programming model [2]. 

MapReduce is suitable to develop parallel applications that 
have to be executed on large clusters of commodity machines. 
In general terms, the Map function takes an input key/value 
pair and produces a set of intermediate key/value pairs. The 
Reduce function accepts an intermediate key and the values 
associated with it and merges the values to form a possibly 
smaller set of values. 

In addition to the fault-tolerance expected by a standard 
big data processing system capable of running on ad-hoc 
clusters of machines, since the archive content indexing 
system is based on iterative computations, it is important for 
the underlying framework to support in-memory 
computations performing repeated queries on a subset of 
data. It is evident that efficiently reusing intermediate results 
across multiple computations becomes a fundamental feature 
in this context. We build the indexing subsystem on top of 
Apache Spark, a general-purpose framework for large-scale 
distributed data processing, based on the abstraction of 
Resilient Distributed Datasets (RDDs) [6], [7]. RDDs are 
immutable collections of objects scattered on a set of 
machines that are built through parallel transformations. Two 
kinds of operations can be performed on RDDs: 
transformations and actions. Transformations generate a new 
dataset from the input one, for example by performing 
mapping or filtering operations, whereas actions, like reduce, 
count or collect operations, return a value or export data to a 
storage system. 

The query processing subsystem operates on this index 
and is able to retrieve efficiently a small subset of the most 
similar tiles with respect to a user-provided example. We 
observed response times of the order of the second during 
repeated database queries. 
 

CONCLUSIONS 

 
In this work, we developed a complete system for content-
based retrieval of SAR polarimetric data. The system has two 
main elements of novelty: it makes use of public cloud based 
services and of a cluster-computing platform to perform 
large-scale data analysis. The system has proved efficient to 
mine large volumes of data archives. Experiments have been 
carried out on a small percentage of the entire JPL’s 
UAVSAR imagery archives, which consist of approximately 
0.64 PB of data. 

Although developed for polarimetric SAR data, the system 
schema is general and can be further extended to include data 
from other sensor, thereby allowing efficient searching across 

heterogeneous geospatial repositories. In particular, an 
application to mine full Sentinel-1 archives can be devised by 
considering a quasi-complete description of the radar signal 
in terms of textural and shape descriptors as well as more 
advanced descriptions for metric resolution data based on 
signal decomposition in fractional frequency domains 
[10][11]. 
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1. INTRODUCTION

While the resolution and repetitivity of SAR data has strongly
increased in the last years, the execution of the processing
workflows remained mostly the same. Many scientists con-
tinue to manage repetitive tasks over many files either with
crude scripts or by hand. Moreover, the quantity of available
SAR data increases more and more with the satellite genera-
tions and the ”free and open access” data policy adopted by
some space agencies.

In this paper, we propose a task-based framework ori-
ented toward simpler and better workflow execution that deals
transparently for the user with multi-core architectures and
cluster or grid systems. The workflows are based on two sets
of processing tools: the EFIDIR tools [1] [2] developed in
collaboration between several French Earth sciences Image
processing laboratories and the ISTerre’s NSBAS chain [3],
based on the JPL/Calltech ROI PAC [4] project. These tools
are the implementation ground for our framework. Our use-
case is the processing of ascending and descending repeated
orbits SAR image time series from raw data to surface dis-
placement with those tools.

2. GENERAL PURPOSE

First, we investigated the qualities required by such a frame-
work. Speed improvements through distributed computing is
one of the main goals, but it is not the only one. Practical us-
age of both software showed that easiness of workflow con-
struction, errors and interruption handling, resumption/recov-
ery were equivalently important. This is especially true when
distributed execution makes the process more complicated.

While the EFIDIR project focused on rigorously defined
programs with single purpose, the NSBAS project is a loosely
integrated collection of scripts calling either ROI PAC or in-
ternal programs. NSBAS has a small, but active, commu-
nity of developers and end-users that rely on the software to

do their work. Implementing a complete workflow solution
would have mean a total rewrite that is not acceptable by the
team and the users. So we decided to use least intrusive tech-
niques to improve the chain efficiency without changing too
much code.

On the other hand, EFIDIR’s workflow was to be written
from scratch, which left us room for a clean implementation.
We decided that a more rigorous approach would be used in
EFIDIR, with an emphasis on both efficiency through dis-
tributed computing and execution control quality. A NSBAS
rewrite is planned later on the basis of the EFIDIR workflow
framework.

In both cases, we noticed that the atomic operation would
be the execution of a program. We also observed that in both
case, we had a strongly input/output oriented workflow were
intermediate results had to be kept. This led us to think of
our processing as a graph of program execution connected by
their inputs and outputs. We did not assume anything about
the average program duration, since we observed instances
of a few seconds to a few hours. We also wanted it to be
easily deployable on the target environments, which would
be barebone computer clusters with no available display and
little preinstalled libraries.

We analyzed a few existing frameworks proposed by var-
ious entities and communities, such as DAGMan 1, ipython
task interface 2, and soma-workflows 3. In each of those tools,
we found blocking points, such as specific jobs scheduler de-
pendencies and integration, reliance on frameworks not easily
available in the computing environments. So we decided to
implement our own solution. That would mean that we pro-
vide less features, but enough to cover our needs and that runs
our solution in situation others would not.

1http://research.cs.wisc.edu/htcondor/dagman/
dagman.html

2http://ipython.org/ipython-doc/rel-0.12.1/
parallel/parallel_task.html

3http://brainvisa.info/soma/soma-workflow/
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2.1. NSBAS

NSBAS is a processing chain that handle InSAR computation
from raw data to time series analysis [3]. A large part of the
chain is based on ROI PAC programs, with original routines
rearranged and combined with new routines to process in se-
ries and common radar geometry (figure 1 shows NSBAS
output compared to ROI PAC). NSBAS ground deformation
measurment is based on the phase information by interferom-
etry.

Fig. 1. Comparison of wrapped interferogram produced by
NSBAS (left) and ROI PAC (right) bewteen the 2010-06-09
and the 2010-09-22, using ERS images on Mount Etna. One
colour cycle represent 2.8cm of phase signal.

As said previously, we operated with a set of constrains
in this context. Moreover, modifications to the ROI PAC files
cannot not be accepted by the upstream team.

We observed that many tasks processed independently the
input data set. Basic parallelism was already implemented to
split the execution in multiple process. This system can scale
up to the resources on one host. To bring this code to the
next scale, we implemented a small task dispatcher that tries
to mimic the previous one. This new dispatcher uses the MPI
standard, so it can create and execute process over a pool of
hosts. This allows us to scale the parallelism up to the size of
the input size: for example, if we have 63 images to process, a
single host would not have enough cores available to process
all of them in a single pass, but 4 hosts with each 8 cores
do. In regard of the task set scale (at most, a few thousands)
a simple single master with multiple workers process model
worked quite well.

2.2. EFIDIR

The EFIDIR tools package is a set of programs to process
images (SAR and optic), and provides tools for many basic
and complex operations such as large displacements [1], dis-
placement fusion [2], look up tables and so on (figure 2 shows
results produced by EFIDIR).

Taking into account the observations from 2.1, we noticed
that a file input/output based process was very similar to the
software building process. We decided to implement a system

Fig. 2. 2D displacement field in cm (top is east displacement,
bottom is north) of Bossons, Argentière & Taconnaz glaciers
between the 2009-11-03 and 2011-09-25 using TerraSAR-X
images.

based on the make build automation system, which would al-
low us to delegate tasks such as task dependency resolution,
error handling and resumption.

This system was capable of scaling up to the resources
of a single machine, but we wanted to be able to use more
power if possible. Then, we paired it with a dispatcher to al-
low remote execution on a cluster of computers. Once again,
we designed it taking into account the observations from NS-
BAS in 2.1: we also used a MPI-based system which relied
on a single master processus due to the scale of the envisioned
experiments. But, contrary to what was implemented in NS-
BAS, this dispatcher is a clean subsystem separated from the
chain itself dedicated to the execution of subcommands.

Linking both systems was simple. Since we generate
make input, we could generate commands that were called
through a wrapper program that send the command execution
towards the dispatcher. Since this system to work under make,
the wrapper is synchronous and blocks until the dispatcher
returns the task completion. In this context, make is started
specifying a number of maximum concurrent jobs equals to
the process pool size minus one (to account for the master).

The critical aspect of those systems is that they are meant
to do a lot of their work in a invisible way to the user. We
proposed a simple API which requires the user to specify, for
each elementary task:
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• which commands are to be run

• which files are needed (inputs)

• which files are produced (outputs)

Since the system is based on make, the dependency tree is
created automatically from those. To ease this workflow de-
scription, we allowed the processing to be written as Python
scripts. For example, to convert a serie of images to jpeg:

t a r g e t s = [ ]
f o r f in f i l e l i s t :

o u t p u t s = [ f +” . j p e g ” ]
i n p u t s = [ f ]
commands = [

” c o n v e r t e f i d i r t o j p e g ”
+” −− i n p u t %s ” % ( i n p u t s [ 0 ] )
+” −−o u t p u t s %s ” % ( o u t p u t s [ 0 ] ) ]

t = t a r g e t c r e a t e ( commands ,
i n p u t s ,
o u t p u t s )

t a r g e t s . append ( t )

c h a i n = c h a i n c r e a t e ( ” c o n v e r s i o n ” , t a r g e t s )
c h a i n r u n ( c h a i n )

This framework allows both complex and large scale au-
tomation and makes a lot of operations easier.

3. EXPERIMENTAL RESULTS

Our quantitative evaluation focused mainly on processing
speeds. To that end, we have access to two platforms:

• A 12 Xeon cores host with 64GB of memory, hosted
at the ISTerre laboratory. Dedicated to InSAR process-
ing, this is our reference for state-of-the-art laboratory
server.

• The other is the Froggy platform of the CIMENT in-
frastructure 4.

3.1. NSBAS

In order to evaluate the performance boost of our work in NS-
BAS, we processed a zone of roughly 50x50 km centered on
Mount Etna, Sicily, which was used as illustration of figure 1.
The input set is constitued of 63 images from the ERS satel-
lite. Details about NSBAS processing are described in Doin
& al 2011[3], but can be summarized as:

• Convert data from raw to Single Look Complex images

• Coregister a Digital Elevation Model to a ”master” im-
age

4https://ciment.ujf-grenoble.fr

• Coregister all the images to this master

• Create an inteferogram list and compute them

Those steps are usually followed by more refinements, un-
wrapping and inversion, but as our work is not complete in
those parts, they were left out from the benchmarking pro-
cess.

Those steps were run on both our test platforms. The re-
sults of this experiment are presented on figure 3.

Fig. 3. NSBAS benchmark

In theory, when using a single host, the MPI version
should be slower than the old fork() version, due to the usage
of a process to coordinate tasks. In practice, we are seeing
the MPI version begin a little faster, mainly due to better
coding practices used during the rewrite. Moving to the clus-
ter, which only the MPI implementation can do, results in a
execution twice faster.

But, to achieve this, we used four time more computing
power, which means our efficiency factor is only 0.5 on this
scale. There is mainly two reasons for this result. The first
is that while we scaled up pure computing power, we did not
scale storage performance at the same rate, which lessen the
speedup.

The second is the fact that task based distribution is bound
to hit a limit when the ideal ressource size is attained. At this
point, the execution of specific tasks is, once again, the most
time consuming part of the processing.

With that point in mind, and our target being to improve
execution speed, we find those results satisfying.

3.2. EFIDIR

The first EFIDIR chain developed is dedicated to the compu-
tation of 2D displacements from SAR Images by pixel offset
tracking based on amplitude (whereas NSBAS use phase in-
terfometry). The workflow of this chain is described by the
following main steps:

• an initial co-registration is performed

• 2D displacements are computed for pairs of images
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• a range/azimuth offset correction is performed

• the corrected 2D displacements are ortho-rectified

This chain is executed on a set of 3 TerraSAR-X stripmap
images of the Chamonix - Mont Blanc valley. The objective is
to monitor the glacier flows of this valley. Figure 2 illustrates
one of the results.

Using our test platforms, we measured the duration of the
processing, starting with a scripted execution up to using the
fully distributed workflow system. The results are presented
on figure 4.

Fig. 4. EFIDIR benchmark

Compared to a scripted, single-core, execution, the bene-
fits of the system are overwhelming. Despite the input set be-
ing only 3 images, execution speed profit greatly from much
more resources as the most time-consuming task (correlation)
was adapted to use the framework system to split and process
images in regions.

4. FUTURE WORK

There are still perspectives to the present work. The first is
the usage of chains as elements of others chains. Our first
approach showed that make would not communicate properly
the pool size in those cases and revert to linear execution. We
are working to fix this and allow ressources to be splitted as
needed between sub-workflows.

The other area is file storage systems. Experience with
CIMENT showed us we could not expect data to be avail-
able in a single, shared, filesystem, but could be presented
through various interfaces. We need to include this aspect in
our framework to also automate data retrieval and submission.

We would also intend to deploy those tools on ESA’s
GPOD platform, and are currently collecting information
about how to do so.

5. CONCLUSION

In this paper, we presented two scenario : one where we
improve only the speed of execution with as little changes

as possible, and the other where we implements a complete
framework. Both aims to improve the workflow of non-
realtime large optical and SAR image series processing using
the power of distributed computing.

Our analysis showed that despite the common usage of
those resources and existing tools, the best place to implement
this framework if you operate under certain constrains is the
software packages themselves.

We also provided a first speedup increment and, in the
case of the EFIDIR tools, a more robust way of executing
theses tasks.
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ABSTRACT 
 
In the current Remote Sensing scenario, the demand of 
algorithms which are able to properly exploit the available 
huge archives of spaceborne Synthetic Aperture Radar 
(SAR) data is more and more increasing. Furthermore, the 
possibility to exploit high performance computing 
infrastructures is also envisaged to handle such big data. In 
this context, we present the integration of the Parallel Small 
BAseline Subset (P-SBAS) algorithm, which is a 
Differential SAR Interferometry technique able to generate 
Earth surface deformation maps by using High Performance 
Computing architectures, within ESA’s Grid Processing on 
Demand (G-POD) environment. This integration allows 
setting up a flexible service, that is addressed to the 
scientific community, for the unsupervised generation of 
displacement time series by extensively exploiting the huge 
ESA’s SAR data archives. 
 

1. INTRODUCTION 
 
Big data paradigm, especially within the Earth Observation 
(EO) scenario, is bringing revolutions in many scientific 
fields, opening promising investigation opportunities and 
facing new handling challenges. In particular, the Remote 
Sensing context is currently characterized by the huge 
availability of Synthetic Aperture Radar data acquired since 
last 20 years, comprising the long-term ESA archives (e.g. 
ERS-1, ERS-2, Envisat) and the data provided by the X-
band generation SAR sensors, such as COSMO-SkyMed 
(CSK) and TerraSAR-X (TSX) constellations. Moreover, a 
massive and ever increasing data flow will be further 
supplied by the COPERNICUS Sentinel-1 SAR mission, 
whose first satellite has been recently launched (April 
2014). Accordingly, big SAR data archives relevant to wide 
areas on Earth are already available and will be further 
enlarged within the totally “free and open access” Sentinel 
data policy. 
The thorough exploitation of these SAR data implies the 
availability of both proper unsupervised algorithms, able to 
generate value added products from such data, and a large 

computing capacity, such as the one supplied by high 
performance computing infrastructures, possibly close to the 
data archive storage location. 
In the context of SAR data exploitation methodologies, the 
Differential SAR Interferometry (DInSAR) is a well-
established microwave remote sensing technique that allows 
us to estimate ground deformations with centimeter to 
millimeter accuracy [1]. Originally, DInSAR was developed 
to analyze single deformation episodes and afterwards 
evolved towards the study of the temporal evolution of the 
detected deformations, thank also to the availability of large 
SAR data archives and of the so-called multi-temporal 
DInSAR algorithms, able to generate deformation time 
series of an observed area. Among several, a largely used 
multi-temporal DInSAR algorithm is that one referred to as 
Small BAseline Subset (SBAS) [2]. 
Recently, an advanced parallel computing version of the 
SBAS algorithm, referred as P-SBAS, that has shown to 
have effective scalable performances, has been developed 
[3]. P-SBAS implements the whole SBAS processing chain, 
starting from raw data focusing and ending with 
displacement time-series generation.  
Furthermore, in the depicted scenario, many distributed 
computing infrastructures (e.g. GRID and Cloud Computing 
(CC) platforms), which offer the opportunity of managing 
and processing these large data volumes, are currently 
available. In particular, the ESA’s Grid Processing on 
Demand (G-POD) [4], which is equipped with sizeable 
high-performance computing resources, is an operational 
environment aimed at satisfying the computational needs of 
scientific applications.  
In this paper, we present the implementation of the P-SBAS 
algorithm within G-POD environment together with the set-
up of an operational service, addressed to the scientific 
community, for generating displacement time series by 
exploiting ESA SAR data archives. 
 

2. G-POD ENVIRONMENT 
 
G-POD is part of the Geohazards Thematic Exploitation 
Platform (TEP) originated by ESA. The Geohazards-TEP,
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Figure 1. G-POD Web Portal of P-SBAS service 
 
formerly the Supersites Exploitation Platform, was 
specialized for the exploitation of EO data resources in the 
context of the Geohazard Supersites & Natural Laboratories 
[5] and since then has been expanded to address broader 
objectives of the CEOS Pilots on Seismic Hazards and 
Volcanoes [6]. 
The aim of G-POD is to provide a processing environment 
where specific applications for exploitation of Earth 
Observation data can be plugged into. A generic application 
is encapsulated in a virtual environment and exploits a 
distributed processing resources and large volume of data to 
provide science community for the development of new 
Earth Observation services. 
The G-POD environment is a complex distributed 
architecture made by a number of logical subsystems, such 
as GRID computing infrastructure, Web Portal, services 
modules repository, and Satellite Data Catalogue. The 
GRID computing subsystem, which represents the 
processing core of the G-POD environment, is constituted 
by three logical entities: 
-‐ the Computing Element (CE) which acts as a master 

node in terms of scheduling policy control; 
-‐ the Worker Nodes (WNs) which perform the required 

computation; 
-‐ the Storage Elements (SE) that store the input and output 

processing  data. 

The GRID subsystem is constituted by more than 350 CPUs 
in about 70 Worker Nodes, 330 TB of local on-line Storage, 
internal dedicated 1 Gbps LAN and 1 Gbps for external 
connection, and is managed by a Globus software on Linux. 
In addition a number of utility software (IDL, Matlab, 
NEST, Gamma) is also available [7]. 
G-POD nominal resources belong to ESA and are located at 
ESA's computing facilities, mostly at ESRIN but also at 
UK-PAC. However, thanks to the flexibility of the GRID 
architecture, G-POD can easily federate additional 
computing and storage resources, also in the Cloud. 
Moreover, a user friendly Web Portal is the interface where 
users can select available tools and algorithms for 
processing EO data picked-up from available catalogues. 
The latter include several data sets, with particular reference 
to the large ESA SAR data archives collected by the ERS 
and Envisat satellite missions.  
Finally, the portal allows the user to manage and monitor 
the submitted processing jobs and to download the retrieved 
results. 

 
3. P-SBAS WITHIN G-POD 

 
In this section, the integration of the full P-SBAS DInSAR 
chain within the G-POD environment is presented, thus 
allowing to set up a scientific operational service and letting 
worldwide users to perform, in an unsupervised way and 
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reasonable time, the SBAS processing on the large ESA 
SAR data archives.  
The resulting implemented solution allows users to: 
-‐ Select, between single interferogram generation and 

multi-temporal analysis, the DInSAR workflow to be run  

-‐ Select the computing resources among the available 
ones; 

-‐ Select a data set composed by SAR raw data identified, 
from either G-POD catalogue or ESA EO VA4 [8], 
through a geographical map of the Earth; 

 
 
Figure 2. Mean Deformation velocity maps of four representative test cases, processed through P-SBAS within G-POD, 
acquired from ascending orbits by ENVISAT sensor. a) Los Angeles (T120); b) Galápagos (T61); c) Istanbul (T429); d) 
Hawaii (T93). 
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-‐ Set input parameters/thresholds for carrying out the 
SBAS processing (e.g. spatial and temporal baseline 
thresholds, temporal coherence, etc.) 

-‐ Retrieve geocoded (Lat/Lon and/or UTM WGS84) 
interferograms, mean deformation velocity maps and 
deformation time series. 

In Figure 1 the G-POD Web Portal page relevant to data 
selection and parameters settings of the implemented P-
SBAS service is presented. 
 

4. EXPERIMENTAL RESULTS 
 
A wide test and validation activity has been carried out to 
assess the performances of the P-SBAS processing chain 
within G-POD environment as well as the quality of the 
provided service. To this aim, several data sets, acquired by 
ENVISAT sensor over different areas and spanning 2003-
2010 time interval, have been processed through the 
implemented P-SBAS service. The corresponding 
illuminated scenes are characterized by different 
electromagnetic behaviors, in terms of reflectivity and 
decorrelation effects, thus assuring a wide range of different 
DInSAR test cases. The exploited data sets, of which the 
most relevant are reported in Table 1, consist of stacks of 
about 44 SAR acquisitions that lead to the generation of 
about 130 interferograms per area. Average spatial 
extension is of about 100x100 km, which corresponds to 
25000x5000 full resolution pixels along azimuth and range 
directions, respectively. It is worth noting that the 
conventional SBAS processing chain works on full 
resolution data up to the Interferogram generation step, 
 

Table 1. P-SBAS processed data sets within G-POD 

                                                
1 This test site covers an area significantly larger with respect to the other 
ones, corresponding to a SAR scene of about 38000x5000 full resolution 
pixels. 

while all the remaining steps are conducted on multi-looked 
products that, in this case, lead to a pixel spacing of about 
80 m.  
The computing resources allocated for each processed 
dataset were composed by 4 G-POD working nodes, each 
one equipped with 8 CPUs (Intel(R) Xeon(R) X5650, 
2.67GHz) and 32 GB of RAM. A NFS disk of 2TB is also 
shared among the nodes. However, it is worth noting that 
such processing resources have been selected as base 
capacity. As a matter of fact, multiple runs can be executed 
in parallel if needed, by scaling up the selected base 
infrastructure, plugging-in additional external Cloud 
resources.  
According to the used configuration and data sets, the full P-
SBAS processing lasts for an average time of 1 day. 
As an example of output products generated by the intensive 
P-SBAS service testing within G-POD, in Figure 2 the mean 
deformation velocity maps relevant to four representative 
test cases, relative to different deformation phenomena, are 
shown. 

5. CONCLUSIONS 
 
The integration of the P-SBAS chain within ESA’s G-POD 
environment, for providing a service aimed at processing the 
huge ESA SAR archive through DInSAR algorithms has 
been presented. The implemented P-SBAS chain 
demonstrated to properly exploit the high-performance and 
sizeable computing resources provided by the G-POD 
platform. Making available the P-SBAS processing to the 
scientific community, thus giving the possibility to generate 
in an unsupervised way and in unprecedented reduced time 
scale, ground displacement maps of very large areas, will 
open new intriguing and unexpected perspectives to the 
comprehension of surface deformation dynamics at global 
scale. 
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Site Images Interf Coherent 
pixels 

Elapsed 
time [d] 

Tokyo 30 89 460491 0.72  
Los Angeles  38 109 764204 1.33 
Hawaii 40 122 320502 0.81 
Istanbul 32 88 51305 0.48 
S. Francisco 43 126 282653 0.92 
Galápagos1 50 145 617398 2.40 
London 48 134 283977 0.85 
Napoli 64 191 77729 0.76 
Roma 39 112 126059 0.62 
Paris 50 148 253886 1.02 
Amsterdam 73 221 143743 1.13 
Bologna 40 113 95704 0.60 
Sacramento 41 118 130383 0.90 
Fresno 32 91 193371 0.63 
Average 44 129 271529 0.94 
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ABSTRACT 
 

The availability of long time series of interferometric 
data acquired all over the world from several synthetic 
aperture radar (SAR) satellite missions make possible to 
perform a worldwide assessment of the terrain and 
infrastructure stability by persistent scatterer (PS) SAR 
interferometry techniques. This technology is 
computationally demanding, in particular because it requires 
a 3D processing. When applied to large areas several 
problems have to be faced to handle huge amounts of data. 
In this work we present a significant example of PS big data 
processing performed at national scale (the whole Italian 
territory) with ERS, Envisat and COSMO-SkyMed data, and 
the main challenges/problems (and relative solutions) 
related to such objective, and to the possible worldwide 
extension with Sentinel data. 

 
Index Terms— SAR, persistent scatterer interferometry 

 
1. INTRODUCTION 

 
Almost two decades ago the availability of long time 

series of interferometric data acquired all over the world 
from synthetic aperture radar (SAR) sensors (ERS 1-2, 
Envisat, Radarsat-1) called for the development of 
techniques able to exploit these series of data for measuring 
millimetric surface deformations. In particular, since the 
introduction of the fundamental ideas [1-2], persistent 
scatterer (PS) SAR interferometry has been successfully 
developed, validated and applied to detect and monitor slow 
ground displacements due to subsidence, landslides, 
earthquake and volcanic phenomena, and different PS 
interferometry techniques have been developed [3-5],  
wheras the more classical approach of working with small 
baseline interferometric pairs was developed and brought to 
maturation [6]. 

In the last few years, the new high-resolution SAR 
sensors like COSMO-SkyMed have opened the possibility 
of measuring the surface deformations with very high detail, 
and led us to developed the persistent scatterer pair (PSP) 

SAR interferometry technique to fully extract the available 
information and collect a huge number of PS measurements, 
both on natural terrains and structures [7-8].  

In the next future, the availability of the Sentinel-1 
mission recently launched will make possible to perform a 
worldwide assessment of the terrain and infrastructure 
stability.  

PS interferometry is computationally demanding, in 
particular because it requires a 3D processing of a 3D set of 
data (a stack of 2D images). When applied to large areas 
several problems have to be faced to handle huge amounts 
of data. In this work we present a significant example of PS 
interferometry big data processing, performed with ERS, 
Envisat and COSMO-SkyMed data, to obtain a database of 
surface deformation measurements from interferometric 
SAR data over the whole Italian territory. 

This ambitious task has required developing the most 
advanced PS interferometry processing algorithms and 
suitable procedures to manage hundreds of interferometric 
data-stacks, thousands of SAR images and billions of PS 
measurements, and represents a pioneering service for 
mapping and preventing geo-hazards. 

The capability of the new C-Band Sentinel-1 sensor to 
collect interferometric SAR data globally with a short revisit 
time will open the possibility of monitoring the surface 
deformations worldwide and routinely, and will pose new 
challenges that can be afforded by exploiting cloud based 
models. 

In the following section we will summarize the overall 
project, the main challenges/problems (and relative 
solutions) related to such objective, the results already 
obtained and the work still in progress. Then, we briefly 
discuss the possible worldwide extension with Sentinel data, 
and we draw some conclusions. 
 

2. PS SAR INTERFEROMETRY ANALYSIS OF 
THE WHOLE ITALIAN TERRITORY 

 
Starting from 2008, as part of a program called “Special 

Plan of Remote Sensing,” with the objective of mapping and 
preventing geo-hazards, the Italian Ministry of the 
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Environment awarded to an industrial team lead by e-GEOS 
a series of contracts aimed at realizing a database of surface 
deformation measurements by PS SAR interferometry 
processing of all the available ERS and Envisat SAR data 
over Italy, and then at updating the PS measurement 
database based on COSMO-SkyMed data stacks. The 
project, referred as PST-A, is the first PS SAR 
interferometry project at national scale.  

The PS processing of the whole ERS and ENVISAT of 
SAR images (over 10,000 images) acquired over Italy from 
1992 up to 2010 was completed in 2013. The obtained 
products are made available through the national 
cartographic portal (http://www.pcn.minambiente.it 
/GN/progetto_psi.php?lan=en) via WebGIS technology. A 
global view of the PS surface displacement measurements is 
reported in Fig. 1. 

The PS  analysis of the ERS and ENVISAT 
interferometric SAR data till 2010 brought to the 
identification of about 14 million PS points with ERS data 
and 28 million PS points with ENVISAT data. For each PS 
point, a set of deformation measurements corresponding to 
every acquisition date is obtained, for a total of more than 1 

billion deformation measurements in the analyzed period 
(1992–2010).  

Currently, one hundred high-resolution interferometric 
data stacks acquired in 2010–2014 from the COSMO-

 
Fig. 2 – Footprint of the COSMO-SkyMed high-resolution 
interferometric data stacks currently being processed. 

  

 

  
Fig. 1 – Mean velocity surface displacement measurements obtained by PS SAR interferometry processing of ERS ascending 
(top left) and descending (top right) acquisition performed from 1992 till 2000, and ENVISAT ascending (bottom left) and 
descending (bottom right) acquisitions taken from 2003 till 2010. 
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SkyMed constellation, for a total of about 5,000 images are 
being processed, in order to update the Italian PS 
measurement database. The area covered in this phase of the 
project with high-resolution COSMO-SkyMed SAR data is 
reported in fig 2. 

With the high-resolution COSMO-SkyMed SAR data, 
the PS measurements density increase by two orders of 
magnitude with respect to those obtained with ERS and 
Envisat data. In Fig. 3 and Fig. 4 two examples of 
comparison between the PS mean velocity surface 
displacements achievable with ENVISAT and Cosmo-
SkyMed are reported. In particular Fig. 3 refers to an urban 
area, the city of Venice, Italy, and Fig. 4 refers to a rural 
area close to the city of Palermo, Italy. The density and the 
accuracy of the measurements obtained with the high-

resolution Cosmo-SkyMed SAR data make possible the 
study of the stability of each single building and 
infrastructure and the analysis of landslides phenomena that 
were not observable with the old ERS and Envisat low-
resolution SAR systems. 

The extension to hundreds of thousands of square 
kilometers of this detailed analysis requires dedicated high 
performance computing (HPC) in order to manage, process 
and make accessible this big amounts of data. 

Moreover, in the next future, with the capability of 
Sentinel-1 to cover regularly the globe with a short revisit 
time, it will be in principle possible to extend the area of 
interest to the entire world, providing routinely PS SAR 
interferometry displacement measurements. This scenario 
call for cloud based paradigms that will be necessary both to 
process such an amount of data and to make accessible to 
the users this product in a convenient way.  

 
4. CONCLUSION 

 
PS SAR interferometry proved to be an effective 

technology for measuring slow ground deformations due to 
subsidence, landslides, earthquakes and volcanic 
phenomena, and in general to monitor terrain and structure 
stability. 

The project described in this work demonstrates that this 
cutting edge technology is an operative tool for mapping 
and preventing geo-hazards. On the counter side, this work 
also shows that the needs coming from large scale 
applications and big data availability further stimulate the 
research and the development of improvements to the PS 
technology.  

The computational effort to process and manage this big 
amount of data is very demanding. Considering the high-
resolution of the X-Band sensors, and the capability of the 
new C-Band Sentinel-1 sensor to collect interferometric 

 
Fig. 3 – Comparison between the mean velocity surface 
displacement PS measurements obtained from Cosmo-
SkyMed (left) and ENVISAT (right) over the city of Venice, 
Italy. 

 
Fig. 3 – Comparison between the mean velocity surface displacement PS measurements obtained from Cosmo-SkyMed (left) 
and ENVISAT (right) over a rural area close to Palermo, Italy. 
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SAR data globally with a short revisit time, cloud based
paradigms should be considered in order to both produce
and make conveniently accessible to the users PS SAR
interferometry displacement measurements at worldwide
scale.
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ABSTRACT 
 
Euclid [1] is a high-precision survey space mission 

developed in the frame of the Cosmic Vision Program of 
ESA in order to study the nature of Dark Energy and Dark 
Matter. Its Science Ground Segment (SGS) will have to deal 
with around 175 PB of data both coming from Euclid 
satellite data, complex pipeline processing, external ground 
based observations or simulations, and with an output 
catalog containing the description of around 10 billion 
objects with hundreds of attributes. Thus, the 
implementation of the SGS is a real challenge in terms of 
architecture and organization. This paper describes the 
Euclid project challenges, the foreseen architecture, the 
ongoing proof of concept challenges and the plan for the 
future. 
 

Index Terms— Euclid, Cosmic Vision, Science Ground 
Segment, Big Data, Architecture 
 

1. EUCLID PROJECT & MISSION 
 

Euclid is a high-precision survey space mission 
designed to answer fundamental questions on Dark Energy 
and Dark Matter. Euclid satellite will map the large-scale 
structure of the Universe over the entire extragalactic sky 
out to a redshift of 2 (about 10 billion years ago). It will then 
cover the period over which dark energy accelerated the 
universe expansion. This will be accomplished thanks to a 
payload which consists of a 1.2m telescope, a visible 
imaging instrument (VIS) and a near-infrared instrument 
(NISP) with photometric and spectrometric capabilities. The 
satellite will be launched in 2020 on a Soyuz rocket from 
Kourou spaceport for a six years nominal mission. The 
spacecraft will be placed in a large second Sun-Earth 
Lagrange point (SEL2) halo orbit. 
 

During the mission, the extragalactic sky survey 
operated by the Euclid satellite will cover 15 000 deg² and 
accurate photometric information for about 1.5 1010 galaxies 
and spectra for about 3.0 107 of them, while the deep survey 

will cover 40 deg2 around ecliptic poles and accurate 
photometric information for several tens of million galaxies 
and spectra for several tens of thousands of them. The wide 
survey will imply to take 45,200 acquisitions. The Euclid 
processing pipeline will then have to process visible images 
(~2 GB each),  near-infrared images (~130 MB each) and 
near-infrared spectrum (~130 MB each) coming from the 
satellite instruments telemetry and reference data coming 
from ground based observations and will, in particular, 
generate a catalog of galaxies. This process will be achieved 
through a workflow of 11 Processing Functions (PF) – see 
Fig. 1 - from Level1 (telemetry processing) up to Level3 
(enhanced catalogs): LE1, VIS, NIR, SIR, EXT, SIM, MER, 
SPE, SHE, PHZ and LE3. 
 

 
Figure 1 – Euclid processing pipeline 

 
The plan is then to deliver 3 data releases to the 

scientific community every 2 years after the nominal start of 
the mission, covering respectively: ~2,500 deg², ~7,500 deg² 
and 15,000 deg². In addition to that, we have also to 
consider the heavy simulations and reprocessing that will be 
needed in order to improve the processing algorithm and to 
tune the processing parameters and data calibration. 
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Having begun with an overall description of the Euclid 
mission, the paper will then focus more on the ground 
segment development challenges and the associated design 
approach.  

 
2. EUCLID GROUND SEGMENT 

 
The Euclid ground segment, as shown in Fig. 2, is 

divided into the Operation Ground Segment (OGS) and the 
Science Ground Segment (SGS). The SGS [2] consists of a 
Science Operation Centre (SOC) and of several Science 
Data Centers (SDCs). Both OGC and SOC are under ESA 
responsibility while the SDCs are endorsed by the Euclid 
Consortium (EC) – constituted by national space agencies 
and scientific institutes and labs. The SDCs are in charge of 
the science data processing (Processing Functions) and 
simulation software development, the science data 
processing operations and the generation of the data 
products. Eight SDCs over Europe and one in the US have 
already been planned, for which these responsibilities will 
be allocated or distributed. 

 
Figure 2 – Euclid Ground Segment 

 
During its lifetime, the SGS will have to handle an 

unprecedented volume of data for such a space mission: 
about 850 Gbit of compressed data will be downlinked 
every day. To properly perform the multi-wavelength 
photometric measurements, the Euclid data need to be 
complemented by ground-based data: this means that a total 
amount of at least 13 PBytes will be processed, transferred 
and stored for a given release of scientific data.  

We expect to produce and store at least 175 PB of data 
in total - see Fig. 3 - and to provide a catalog containing the 
description of more than 10 billion sources with hundreds of 
columns. 

 

 
Figure 3 – Estimation of total amount of storage 

According to the current processing needs estimation, 
the overall Euclid data processing will require up to 22,500 
cores, as shown in Fig. 4. 

 

 
Figure 4 – Estimation of processing cores needs 

 
3. EUCLID SGS ARCHITECTURE 

 
The Euclid SGS development is therefore a real 

challenge [3] in terms of architecture design (storage, 
network, processing infrastructure) and of organization. To 
achieve this challenge, 9 Euclid SDCs will have to be 
federated, ensuring an optimized data storage and 
processing distribution and providing sufficient networking 
interconnection and bandwidth. In terms of organization, 15 
countries are already involved in the project and hundreds of 
non-necessarily co-located people are working together on 
scientific, engineering and IT aspects. 
 

As a matter of comparison, GAIA is another ESA 
project considered as being also a “Big Data” space project: 
 
 GAIA Euclid 

Data Centers 6 DPCs 9 SDCs 

Organization Units 7 CUs 10 OUs 

Data Release 
Volume 

1 PB > 13 PB 

Mission 5 years 6 years 

Processing cycles 10 At least 3 

Data Storage 
Distribution 

By processing level By sky area 

Catalog 1 Billion stars 10 Billion Galaxies 

Data Processing 
Distribution 

Dedicated DPC by 
processing level 

Any processing on any 
SDC, where the data is 

Processing Cores 6,000 at DPCC 22,500 (grand total) 

Overall Storage >> 1 PB 175 PB 

Source code 
language 

Java C++/Python 

Table 1 – GAIA (courtesy of DPCC team) and Euclid comparison 

 
3.1. Euclid SGS reference architecture 

 
In particular, the reference architecture [4], currently 

proposed for the SGS, is based on a set of services which 
allows a low coupling between SGS components: e.g. 
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metadata query and access, data localization and transfer, 
data storage and data processing orchestration and M&C: 
 A Euclid Archive System (EAS), composed of single 

metadata repository which inventories, indexes and 
localizes the huge amount of distributed data, 

 A Distributed Storage System (DSS) providing a 
unified view of the SDCs distributed storage and 
managing the data transfers between SDCs, 

 A Monitoring & Control Service allowing to monitor 
the status of the SGS as a whole or at SDC level, 

 A COmmon ORchestration System (COORS) 
managing the distribution of the storage and the 
processing among the different SDCs (ensuring the best 
compromise between data availability and data 
transfers): "move the process not the data", 

 An Infrastructure Abstraction Layer (IAL) allowing the 
data processing software to run on any SDC 
independently of the underlying IT infrastructure, and 
simplifying the development of the processing software 
itself. It shows generic interfaces to the processing 
software and isolates it from the "the nuts and bolts" of 
the system (e.g. it gathers input data, publishes output 
data on behalf of the processing S/W). 

 
3.2. Current Euclid SGS prototype 
 
The current SGS prototype is depicted in the Fig. 5 below. 

 
Figure 5 – Current SGS architecture prototype 

 
The current EAS prototype is being developed and 

hosted by the Dutch SDC. It is based on a relational 
database that implements the Euclid common data model. 
This database stores the queryable metadata and the 
corresponding data location among the SDCs. It offers 
namely the following services: 

 Metadata ingestion 
 Metadata browsing  
 Metadata and data location query 
 
The current DSS prototype is being developed by the 

Dutch SDC. This DSS prototype relies on DSS servers 
installed at each SDC. These servers drive the 
corresponding SDC local storage and ensure requested data 
transfers between the SDCs. A DSS server implements a set 

of basic file based operations: store, retrieve, copy and 
delete. At the moment, it supports sftp and Grid Storage 
Element protocols. Other protocols may be added by simply 
providing the corresponding driver that complies with the 
corresponding DSS interfaces and plugs into the DSS 
server. 
 

The current Monitoring prototype covers both inter-
SDCs network bandwidth and SDC local resources 
monitoring. The network monitoring relies on iperf while 
the resources monitoring relies on Icinga. For both a 
dynamic dashboard is available. This Monitoring Prototype 
is handled by the German SDC. 
 

A COORS prototype is under development at the 
English SDC. It will allow to formerly define Processing 
Plans and to dispatch them on the SDCs through the IAL 
prototype as Data Distribution Orders and Pipeline 
Processing Orders. 
 

The current IAL prototype is being develop at FHNW 
in Switzerland. According to the formal description of a 
given Processing Function, and a corresponding Processing 
Order, it takes care of: 

 Creating a working directory, 
 Fetching locally all the input data described in the 

Processing Order, through the EAS and the DSS, 
 Launching the processing steps through the SDC 

infrastructure batch manager, as per the Processing 
Function description, 

 Monitoring the processing logs and exit status, 
 Storing the output data at the SDC local storage 

from the working directory, 
 Submitting to the EAS the corresponding metadata 

for ingestion, 
 Removing the Working Directory. 

 
3.3. Euclid SGS challenges 

 
This architecture concept has already been partially 

validated through "SGS Challenges". The SGS challenges 
are a kind of real scale proof of concept through prototypes. 
Thus, the first challenges namely allowed to distribute and 
to execute preliminary simulation prototypes on any of the 
SDCs thanks to a first version IAL and EAS prototypes.  

This challenge approach allows deploying working 
prototypes at early stages and is a great factor of motivation 
for the teams disseminated among different laboratories and 
Computing Centers around Europe and in the US. 

Moreover, the challenges are not standalone and 
ephemeral but allow an iterative and incremental approach: 
each challenge stays in place and running after its 
achievement; for the benefits of the following ones that can 
rely on it. 

These challenges will also be the mechanism through 
which the whole SGS will be incrementally validated. 
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The first SGS challenge, driven by the German SDC, 
has been held in 2012 and its objective was to put in place a 
network bandwidth monitoring between the SDCs. This 
monitoring is based on iperf and a centralized dashboard is 
now available. It helps to detect bottlenecks and to 
investigate in case of failure. 

 
The second SGS challenge, driven by the French SDC, 

has been held during the first half of 2013. Its main 
objective was to check the feasibility of a first level of 
federation of the SDCs. It has been achieved through the 
deployment and the launch of the NISP simulator prototype 
on SDCs local processing nodes (centOS, SL and Suse) 
from a central point. This has been achieved thanks to the 
Euclid continuous integration and deployment platform 
(CODEEN) based on the Jenkins engine and on the 
deployment of Jenkins slaves at the SDCs. 

 
The third SGS challenge, driven by the French SDC, 

has been held in 2013/2014. It aimed to go a step further by 
deploying a VM embedding the IAL agent prototype itself 
on any SDC and to allow it to fetch input data from the EAS 
prototype (hosted in SDC-NL), to launch Euclid VIS and 
NISP instruments simulation prototypes on the local 
infrastructure, to store the output product at the SDC local 
storage area and to send to corresponding metadata to the 
EAS prototype in order to ingest it. 

 
All of these challenges were successful and rich in 

lessons. 
 

4. NEXT STEPS 

 
The next steps [5] will consist in more advanced 

Euclid SGS Challenges and to interleave Architecture and 
Scientific challenges. Thus the current schedule of the 
middle term forthcoming challenges is the following: 
 2014/2015 – Architecture challenge #4 

Its objective is to put in place the following new 
prototype components of the SGS architecture: 

o Distributed Storage System (DSS) 
o Resource monitoring based on Icinga 
o COmmon ORchestration System (COORS) 

 2014/2015 – Scientific challenge  #1 
A first scientific challenge aiming at a simulation of the 
Euclid satellite VIS and NISP instruments outputs on a 
restricted area of the sky (~ 20 deg²). 

 2015/2016 – Architecture challenge #5 
Its objective will be to put in place a first version of the 
EuclidVM as a processing node among the SDCs and 
the related deployment and maintenance mechanisms. 
 

5. EUCLID VIRTUAL MACHINE 
 

Another factor of potential complexity is the fact that 
most of the SDCs rely on existing Computing Centers that 
usually do not share the same infrastructure and operating 
system. Rather than having to setup, test and maintain 

different targets for the Euclid software, the choice has been 
made to rely on virtualization in order to be able to deploy 
the same guest operating system and the same Euclid 
software distribution on any of the host operating systems 
and infrastructures of the SOC and the (currently) 9 Euclid 
SDCs. This virtual processing node image also called 
“EuclidVM” will simplify a lot both the development of the 
Euclid processing software and its deployment. At the time 
being, we are studying the CernVM ecosystem [6] 
(µCernVM, CernVM-FS, elastic virtual cluster based on 
Openstack) with the support of the CERN team that 
developed it. This technology seems relevant for Euclid EC 
SGS and could be applicable with few adaptations, thus 
avoiding having to “reinvent the wheel”.  

 
Another candidate technology that is also under 

investigation is the “Docker” platform [7]. Docker is an 
open-source project that automates the deployment of 
applications inside independent “software containers” on a 
single Linux instance. It avoids thus the overhead of running 
a hypervisor and of instantiating VMs. It is an extension of 
the Linux standard container (LXC). 

 
6. CONCLUSION 

 
Euclid is a very challenging and innovative project that 

will involve a large European scientific consortium beyond 
the next decade. The draft architecture and general 
organization are now outlined. The forthcoming SGS 
challenges will help us to consolidate the pillars services of 
this architecture.  They will allow progressively federating 
the different SDCs up to the operational SGS, for the benefit 
of the scientific community in Astrophysics. 
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ABSTRACT
The effective use of Big Data in current and future scientific 
missions requires  intelligent  data  handling systems which 
are able to interface the user to complicated distributed data 
collections.  We  review  the  WISE  Concept  of  Scientific 
Information Systems and the WISE solutions for the storage 
and processing as applied to Big Data. 

Index  Terms  —   Data  Storage,  Data  Processing, 
Grid, Information System

1. INTRODUCTION
The  WISE  Concept  of  Scientific  Information  Systems 

provides a framework for the processing and storage of data 
in multi-user,  distributed communities.  The WISE concept 
underlies the Astro-WISE [1], the Lofar Long-term Archive 
[2],  the  MUSE-WISE  data  management  system  [4]  and 
other  systems  for  scientific  data  processing.  The  WISE 
concept also provides a source of inspiration for the Euclid 
Archive System prototype.

The  origin  of  the  WISE  Concept  of  Scientific 
Information  Systems  lies  in  the  data  handling  and 
processing  system  developed  for  Kilo  Degree  Survey 
(KiDS),  known  as  the  Astronomical  Wild  Field  Imaging 
System  for  Europe  (Astro-WISE).  From  the  beginning 
Astro-WISE was created as an “all-in-one” system which 
allows  the  storage,  processing,  validatation  and  quality 
control of scientific data. It  also includes the capability to 
publish data for use by external communities.  Astro-WISE 
allows  the  scientist  to  go  from  raw  data  (raw  images) 
ingested  into  the  system  up  to  the  final  science-ready 
catalog of objects,   while keeping track of each step in the 
data processing.  

Astro-WISE  is  not  only  a  data  storage  and  data 
processing  system,  but  also  a  collaborative  platform  for 
hundreds of  scientists  from dozen  institutes  which allows 
them to  share  expertise  and form groups  working on the 
same data set. 

Among  many  features  of  Astro-WISE  two  are 
particularly important for the handling of Big Data: firstly, 

the  intensive  use  of  the  metadata  can  reduce  the  IO 
operations on  the data proper (i.e. the data files); secondly, 
the use of the data lineage can  prevent unnecessary data 
reprocessing.   

This paper reviews the WISE concept created as result of 
the  generalization  of  the  Astro-WISE  information  system 
principles  and  describes  the  framework  for  scientific 
information  systems  capable  of  storing  and  processing 
dozens of Petabytes of complex scientific data.  

2. WISE TECHNOLOGY CORE PRINCIPLES 
Scientific  data  processing  is  usually  viewed  as  the 

running of a number of sequential pipelines, followed by the 
delivery  of  the  resulting  data  set  to  the  user.   This  is  a 
processing-centric  approach  where  the  pipeline  is  at  the 
center  of  any  operations  and  archive  is  considered  to  be 
merely a safe and reliable storage location for the pipeline 
and the source for the distribution of the final data products. 

Data-centric processing places operations with the data 
at the center of the processing by monitoring each data item 
and linking each data product both to the data set used to 
produce it and to the processing parameters employed in the 
processing. 

 The majority of Big Data scientific information systems 
should satisfy the following core requirements: 

Scalability. Any part  of  the  system,  e.g.  data  storage, 
data processing, metadata management, should be scalable 
either with an increase of incoming data or with the number 
of users involved in the data processing. The system should 
also  be  scalable  with  respect  to  the  data  processing 
algorithms and  pipelines,  allowing the  implementation  of 
new pipelines and derivation of improved results from the 
same raw or intermediate data with new algorithms. Data 
mining capabilities should also be scalable, i.e. the system 
should be capable if satisfying different kinds of requests: 
from  the  retrieval  of  a  single  data  item  selected  by  its 
identifier to a complicated archive study involving multiple 
complex queries.

Distribution. It  should  be  possible  to  distribute 
components  of  the system. Any derivation of  a  result,  or 
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search for a result, should be possible by different users at 
different sites where the system is implemented. This makes 
it possible to optimally use shared resources.

Traceability. All activity in the system should leave a 
clear trail so that it will be possible to trace the origin of any 
changes in the data and find any algorithm, program and 
user who created a data item. This allows expert knowledge 
to be shared amongst all users of the system.

Adaptability. It should be possible to adopt the system 
for  a  number  of  different  scientific  use-cases,  providing 
resources,  pipelines  and  expertise  to  perform  data 
processing on a given dataset according to a user’s interests.
      The data model is the most critical part of the data-
centric information system, since it defines the data products 
and  glues  them  together.  The  data  model  must  provide 
complete data provenance, both external data ingested into 
the  system and  data  created  inside  the  system should  be 
described  with  a  sufficient  level  of  detail   to  be  able  to 
reproduce them;  full  data lineage,  each data product  and 
literally each bit of information must be traced back to the 
origin and creator of the information; adaptability, the data 
model should be sufficiently flexible to allow changes in the 
data  processing,   i.e.,  changes  in  pipelines  which  are 
incorporated  into  the  system,  and  finally  the  data  model 
must allow both; data reprocessing and data reproduction 
must both be allowed by the data model to accommodate the 
iterative process of refining pipelines and data products. 

A typical  information  system consists  of  a  data  layer, 
business rules and interfaces. In the case of Astro-WISE and 
related systems we divide the data layer in two parts:  the 
pure  measurement  data  layer  (hereafter  referred  to  as  the 
data  layer  or  data  files)   and  everything  beyond  that 
(hereafter referred to as the metadata layer). The contents of 
the  metadata  layer  ranges  from file  sizes,  to  statistics  of 
pixel values and detected events in the measurements. The 
metadata  layer  supports  the  implementation  of  the  data 
model, the data layer supports the storage of data as files in 
a  standard  format,  while  implementation  of  the  business 
rules in Python classes bind the metadata and data layers. 

The separation on the metadata layer and the data layer 
enables allows the bulk of the data (from 95% to 97%)  in 
the system to be kept in the data files. Changes to the data 
files are not allowed after ingestion and they are accessed 
mostly  for  actual  data  processing.  In  contrast,  most  data 
mining is done on the metadata layer.   

The metadata layer is implemented in a relational DBMS 
through an abstraction of the object-oriented data model of 
the system,  the  data  layer  is  implemented  on  a  generally 
non-homogeneous  group  of  storage  nodes  through  the 
abstraction of store and retrieve operations on the data files.  
A number of interfaces and services are created on top of 
these layers. 

The complexity of BigData usually does not arise just 
from  a  Petabyte-scale  data  volume  to  be  stored  and 
processed, but also from a complicated data model.  Such 
data  models  can  be  described  with  an  Object-Oriented 
approach  using  e.g.  Python  or  XML or  XSD.   Objects 
constructed according to the model will contain metadata for 
the  data  items  of  the  information  system  (for  example, 
images or spectra stored in files). 

 
An advanced data model will move a lot of load during 

the use of the system from the data files to the metadata 
stored in a database. The metadata can be used to prevent 
the unnecessary reprocessing of data, as a source for quality 
controls,  or for the planning of next processing steps. 

The metadata can also be used in the implementation of 
access right systems which can enable  users to share data or 
to block them from unauthorized data access. 

Figure  1  illustrates  the  propagation  of  the  data  model 
defined by pipelines running in the information system to 
the  Object-Oriented  data  model  implemented  in  Python 
classes  and  a  relational  database  schema.  The  original 
object-oriented data model can alternatively be described as 
a  collection  of  Python  classes  (as  in  Astro-WISE),  as  a 
collection of types in XML Schema Definition language (as 
in the Euclid Archive Prototype),  or in an XML document 
(as in MUSE-WISE). A set of Python modules converts the 
original data model into a database schema, while a Python 
layer  enables  the user  and various services  to  access  and 
manipulate objects constructed according to the data model. 

To satisfy the requirements described above the method 
of developing and implementing data models in information 
systems built  according to the WISE approach ensure the 
following features:    

•  Inheritance of data objects. Using object-oriented 
programming,  all  objects  within  the  system  can 
inherit key properties of the parent object. All these 
properties are made persistent.

Figure 1: Data model propagation in Astro-WISE 
system
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• Full lineage. The linking (associations, references, 
or joins) between object instances in the database is 
maintained  completely.  Each  data  item  in  the 
system can be traced back to its origin. The tracing 
of  the  data  object  can  be  both  forward  and 
backward.

• Consistency.  At  each  processing  step,  all  the 
processing  parameters  and  inputs  used  are  kept 
within the system. 

• Embarrassingly parallel and distributed processing, 
the  administration  of  asynchronous  processing  is 
recorded in the metadata layer in a natural way.  

• Persistence of all the data model objects. Each data 
product in the data processing chain is described as 
an object of a certain class and saved in the archive 
of  the  specific  project  along with the parameters 
used for data processing.

   To  combine  an  object-oriented  model  with  the 
development  of  multiple  pipelines,  a  component  based 
software engineering (CBSE) approach is used for pipelines. 
This is a modular approach to software development: each 
module can be developed independently and wrapped in the 
base language of the system (Python) to form a pipeline or 
workflow.

The Astro-WISE family of  systems are realized in the 
Python programming language. It allows any program to be 
wrapped into a Python module, library or class. The use of 
Python  also  allows  the  combination  of  the  principles  of 
modular  programming  with  object-oriented  programming, 
so that  each  package  in  the system can  be  built  and  run 
independently with an object-oriented data model serving as 
glue between modules. At the same time, the logic behind 
pipelines  and  workflows  in  Astro-WISE  allows  the 
execution  of  part  of  the  processing  chain  independently 
from the other parts. 

3. ASTRO-WISE SYSTEM NODE. STORAGE 
AND PROCESSING RESOURCES.

The  typical  composition  of  a  single  Astro-WISE 
information system node consists  of  data  storage  (one  or 
more  Astro-WISE  dataservers),  the  metadata  storage 
(implemented  in  RDBMS),  a  Distributed  Processing Unit 
(DPU)  interfacing  the  system to  compute   resources  and 
user  services  (including a Command Line Interface).   All 
nodes are connected through the internet and can interact on 
the component level, e.g.  in the case that a user requests a 
file from the local dataserver which is not present, the local 
dataserver  can request  the files  from dataservers on other 
Astro-WISE nodes and provide the user with that file from 
the remote dataserver.

Figure 2 shows the current composition of Astro-WISE 
with  6  nodes  across  Europe,  together  with  details  of  the 
Astro-WISE  node   in  the  OmegaCEN data  center  at  the 

University  of  Groningen.   Astro-WISE  currently  hosts 
36467054 files with total  1.6 Pbytes. 

All these components are optional, an Astro-WISE node 
can  be  installed  without  a  dataserver  (in  which  case 
dataservers from other nodes are used), a metadata database 
or any compute facilities assuming that there is at least one 
metadata database and data storage component somewhere 
in the overall system. 

In  the  development  of  systems  based  on  Astro-WISE 
(especially the Lofar  Long-Term Archive)  users  requested 
the  ability  to  incorporate  external  storage  and  processing 
resources into the system, i.e. to store and process data on 
elements which are not managed by the information system 
itself. To meet this requirement, the DPU interface of Astro-
WISE can  submit  jobs to Grid Computing Elements and 
permanently  store  data  on  Grid  Storage  Elements,  while 
keeping  all  features  of  the  original  Astro-WISE  system, 
including the full data lineage.

In  the  case  of  non-homogeneous  storage  resources  the 
metadata  database  serves  as  a  global  file  system  catalog 
allowing the storage of data files on a number of storage 
solutions.  Each storage solution should be integrated on the 
data layer level by providing an interface which is able to 
execute the same set of commands (store, retrieve, delete, 
check)  and  each  data  processing  element  should  be 
interfaced through a DPU. A single DPU interfaces a single 
processing  element  (e.g.  a  High  Performance  Computing 
Cluster or a Grid Computing Element). A user with proper 
authorization  can  select  which  DPU  (and,  hence,  which 
computing element) will execute the job and which storage 
elements will be used for permanent file storage. 

Astro-WISE  is  a  multi-user  system  which  must 
accommodate data storage and processing performed by a 
number of scientists. At the same time the system allows the 
user to keep data  private, should he choose. Each user in the 
Astro-WISE system has an identity protected by a password 
and a Grid certificate (if the user wants to submit job to Grid 
resources). 

Figure 2: Architecture of Astro-WISE system 

Big Data Storage Management

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

172 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


  The  authorization  and  authentication  system  is 
implemented on the level of the metadata database. When a 
user  logs  in  with  his  username/password,  the  user’s 
privileges are checked in the database.  The user  can then 
browse the  data  according to  the  his/her  privileges  while 
obeying the privileges of other users. Each data item (i.e. an 
object in the metadata database  associated with data files) 
in  the  system  has  a  scope  of  visibility:  data  items  are 
grouped  by projects,  where  the  project  is  a  collection  of 
resources  which is  associated  with  a  group of  users  who 
process the same or similar collection of data items.

The  system  of  access  to  the  data  is  based  on  three 
attributes  which  all  data  item in  Astro-WISE  have:  user, 
project and privilege. The first one identifies the user that 
created  the  data  entity.  The second  one  defines  to  which 
project the data entity belongs, the third one defines who is 
able to use this data item. All these attributes are initialized 
the first time the data item is made persistent in the Astro-
WISE system (including the case that the item is created by 
one of the Astro-WISE pipelines) and stay persistent for the 
life cycle of the data item. 

                4. INTERFACES AND SERVICES
The WISE concept supports the creation of number of 

services,  from  the  simple  metadata  browsing  service 
(dbview) to the Target Processor service which guides the 
user through all steps of the data processing [3].  In the case 
of the original  Astro-WISE, services use Python classes and 
Python objects populated with metadata records to create an 
interface between the user and the information system. 
    Each layer of the Astro-WISE system (the metadata layer, 
the data layer, the processing layer) has a basic API written 
in Python. Such an interface is inherited by any persistent 
class in the object-oriented data model of Astro-WISE, e.g. 
store() and retrieve() methods for the data files in the data 
layer.  Based on typical requests to the system the following 
types  of  interaction  of  users  with  the  system  can  be 
identified:

• metadata browsing – usually a simple selection of 
the  data  items.  Querying  is  done  on  a  single  or 
limited number of attributes of the data item; 

• user interaction –  user Command Line Interface;
• data exploration – advanced data mining with sub-

selection and modified requests; 
• data  processing  –  an  ability  to  create  new  data 

items by launching the data processing; 
• visualization  -  an ability to  inspect  a  data  item, 

especially  images  (in  the  case  of  original  Astro-
WISE system); 

Each service can implement more than one type of user 
interaction. For example, dbview, the core user service for 
the  metadata  browsing:,  supports  both  the  execution  of 

requests to the metadata database (both QBE and SQL) and 
the visualization of  images selected as result of the request. 

 One particular example of a service which is improving 
the work with big data collections is the Astro-WISE Target 
Processor.  This  service  implements  the  Target  concept  of 
data  processing.   A user  requests  a  certain  object  in  the 
processing chain and the system will then determine is such 
an object exists and if not what should be done to create it. 
In the most extreme case only the raw objects exist and all 
downstream data is created by the Target Processor, until the 
user  requested  object  is  made.  The  Target  Processor 
traverses the data model, using the persistent dependencies 
of  the classes.  For  each  dependency the  Target  Processor 
checks if an instance of the dependency already exists in the 
database, and if so, whether the dependency is up-to-date.

5. CONCLUSION
In recent years a number of systems have been developed 

from  the  original  Astro-WISE  system,  improving  and 
contributing to the WISE technology. The Lofar Long-Term 
archive  triggered  the  use  of  Grid storage  and  processing, 
MUSE-WISE [4] and the Euclid Archive System prototype 
encouraged  the  definition  of  the  data  model  on  a  higher 
level than the original Python classes. 

During this development the WISE approach was refined 
to accommodate new requirements, to extend the system to 
non-homogeneous storage and processing solutions. Various 
sensor  network  information  systems  are  supported  at  the 
Target  expertize  center  at  the  University  of  Groningen, 
which  operates  specific  data  federations  for  various 
domains, in collaboration with business partners including 
IBM and Oracle. Target hosts infrastructure for storage of 
tens of Petabytes of data for data federations  in astronomy, 
medicine, artificial intelligence and biology. 
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ABSTRACT 

The aim of this paper is to present the European cloud 

initiative called Helix Nebula and its associated market 

place dedicated to science setting up by a collaboration of 

European players: Atos, CGI, CloudSigma, EGI, Interoute, 

SixSq, The Server Labs and T-Systems. 

Helix Nebula answers to European needs at 

infrastructure level; this paper presents a vision of what 

could be built on top of the Helix Nebula cloud 

Infrastructure as a Service in the domain of the Earth 

Observation. Especially, on the way to store, process and 

deploy thematic services based on Earth Observation data. 

 This paper presents an overview of a Platform as a 

Service dedicated to Earth observation and illustrates it with 

a stimulus project addressing the Oil & Gas market by 

deploying SBAS-DInSAR Parallel Processing for 

Deformation Time-Series Computation. 

 

Index Terms: Helix Nebula, Oil & Gas, Earth 

Observation data, IaaS, PaaS, Hadoop, Data Analytics as a 

Service, Data exploitation, Downstream market 

1. HELIX NEBULA 

Helix Nebula - the Science Cloud (HN) is an initiative that 

is intended to support the massive IT requirements of 

European scientists. The project is a joint development 

between science research organizations, including ESA, on 

the Demand side and a number of IT services providers, 

including Atos Canopy, on the Supply side.  

This pan-European partnership, across academia and 

industry, is working to establish a sustainable, federated 

European cloud computing infrastructure, supported by 

industrial partners, which will provide stable computing 

capacities and services that elastically meet demand. 

Helix Nebula is integrated with existing European e-

infrastructures: EGI (European Grid Infrastructure) and 

GEANT (Gigabit European Advanced Network 

Technology) in order to create a hybrid cloud and to answer 

the needs of European scientific community adapted to the 

European laws and standards. It’s part of a general trend in 

the use of information technology, away from dedicated 

infrastructure, in which the user organization has invested 

capital and built to order, to one of standardized 

infrastructure components, which can be assembled from 

stock and used on a pay-as-you-go (opex) basis. This 

environment provides agility and flexibility, as it can readily 

be scaled up and down in line with the needs of the users 

and to provide access to others. 

HN offers a number of cloud offerings, starting with the 

foundation of Infrastructure as a Service (IaaS): processing 

and storage, commissioned via a common portal, called 

“Blue Box”, based on European Open Source software. 

Customers can access these services via either the GEANT 

network or the internet. Efficiency and scalability are 

achieved by making use of a shared physical infrastructure 

which is logically separated, including access via private 

networks if needed. 

Storage, a prime concern in research environments, can 

be offered in tiers, ranging from high performance to low-

cost archiving, with migration between, automated 

dependent on the actual usage patterns of the data. 

2. HNX – THE MARKET PLACE 

The Helix Nebula Marketplace service began operations in 

May 2014, and offers a European Cloud Marketplace 

service that is compliant with EU regulations and legislation 

through collaboration between commercial providers and 

public e-Infrastructures. 

HNX delivers easy access to a range of commercial 

cloud services through the innovative broker technology 

deployed within the Helix Nebula Initiative over the 

previous two years, and tested with flagship applications 

from CERN, EMBL and ESA. The Cloud services are 

offered to the global research community, for both publicly-

funded and commercial Research and Technology 

organisations of diverse sectors, including healthcare, oil 

and gas, financial, high-tech, and manufacturing. 

The providers are also determined to build on from an 

initial series of operational offerings to extend HNX with 

Information-as-a-Service offerings, making open research 

data and algorithms from various research and technology 

projects and organizations available to the public in a pre-

configured processing environment. 

3. CERN AND EMBL 

CERN, the European Organization for Nuclear Research, is 

the world's leading laboratory for particle physics. The 

ATLAS experiment at the CERN LHC is running a large 

scale distributed computing system to perform data 

Big Data Storage Management

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

174 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


processing and analysis of the data acquired by the 

experiment. CERN was one of the instigators of Helix 

Nebula, and have successfully run their ATLAS Monte-

Carlo event simulation workload on the Helix Nebula cloud, 

using the “blue box” to provide a common front end across 

the multiple cloud providers. 

EMBL, the European Molecular Biology Laboratory, is 

a basic research institute funded by public research monies 

from 20 member states. It has started the process of using 

Helix Nebula to underpin a new service to simplify large-

scale genome analysis, for a deeper insight into evolution 

and biodiversity. The EMBL intention is to provide a 

Genomic Assembly and Annotation Service to a broad range 

of researchers in various communities, to remove 

computational infrastructure hurdles that may otherwise 

prevent Genomic Assembly projects taking place. 

5. EARTH OBESERVATION 

Earth Observation satellites have been providing huge 

volume of data on our planet for more than 20 years. In the 

coming years, new satellite programs and especially the next 

generation of environmental monitoring satellites such as 

the Sentinel series will provide more and more volumes of 

data on a global scale. 

This future global monitoring from space, combined 

with the heritage data (coming from ERS and Envisat 

program, for instance) and correlated with in-situ data, make 

up a unique and incredible amount of valuable information. 

Nowadays, the improvement of the data quality (resolution, 

global coverage, …), combined with an improvement of the 

revisit time regarding each region of interest, makes it 

possible to think about new usage for the downstream and 

the industry market. In addition the technology required to 

set up on-demand data analysis services based, on this huge 

volume of data, is now mature. 

Thus, all the conditions are met to open new data usages 

and create new opportunities that could not even be thought 

of some years ago. 

4. MOVING TOWARDS A PLATFORM AS A 

SERVICE 

Satellite Information can play an ever-increasing role in 

business decisions today. With advanced analytics 

techniques combining a company's data, open data sources, 

and satellite information, a company is in a position to 

increase productivity and efficiency while decreasing the 

cost of operations. 

However, there are still many barriers to companies 

wanting to enter into this advanced level of analytics: 

 Where do they get the data from and how? 

 Which satellite information is the right granularity for 

the task at hand? 

 Which algorithms are available? 

 Is there best practice for interfacing with the data? 

 What are successful uses of the data so far? 

 

Many of these problems can be solved by including data 

from multiple satellites on a Data Analytics as a Service 

platform, and by offering already packaged algorithms for 

processing Earth Observation data sets. 

4.1. Sustainability 

Several factors can enable the platform sustainability:  

 Raw Data from institutional space programs are free 

most of the time (ERS, ENVISAT, Sentinel …). Space 

agencies can benefit from the dissemination of their 

raw data, products and services to favor the 

development of downstream usage of space data; 

 Users could be invoiced according to their computing 

and storage resources usage; 

 Service developers could be able to buy access to 

existing products / services and get revenue from the 

selling of their own assets. 

In order to make such a platform a completely new 

experience for Earth Observation processing and product 

consumers, the following assets are essentials: 

 Flexibility in terms of IT resources usage; 

 Scalability of the processing; 

 Extensibility enabling the enrichment of services and 

processing provided by the platform; 

 Collaborative by enabling resource and knowledge 

sharing among users. 

4.2. Assets 

A Cloud-oriented solution meets all the requirements listed 

above. However, cloud deployment requires a different 

perspective from traditional application development. In 

fact, new issues have to be taken into account, such as: 

 Scalability: One the most important asset in using a 

cloud environment is to use its flexibility in terms of 

available computing resources. 

 Failure management: With distributed processing and 

cloud deployment, it is important to take into account 

node failure in order to make the service always 

available. 

 Data Sharing: The sharing of the available EO data 

among various users could potentially lead to some 

contention on data. 

4.3. Helix Nebula - Slipstream 

Helix Nebula governs several IaaS providers and provides a 

seamless interface to the client above all, the ‘Blue Box”. 

This latter interface is based on the open source SlipStream. 
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SlipStream enables: 

 Machine image creation: Define machine profiles 

by choosing packages and application to install. 

These profiles are Infrastructure-provider agnostic 

and yield the same consistent results, wherever 

they are spawned. 

 Multi-machine deployment: A deployment consists 

in a one or several machines picked from the 

available machine images. This deployment can 

effectively be switched on and off on demand. 

 Extra disk attachment: Disk storage capacity 

definition is separated from image profile 

definition in order to make possible dynamic disk 

size customization at VM provision time. 

 

The service offerings on top of Helix Nebula are now 

moving up the provision stack into Platform (PaaS) and 

Software as a Service (SaaS), which offer more added value 

to the user community. 

4.4. PaaS – technical solution 

Fostered by web scale firms like Google and Yahoo, “Big 

Data” frameworks have enabled democratizing processing 

and data mining in a distributed fashion, by making easier 

deployment and management of cluster-wide applications. 

In fact, frameworks like Apache Hadoop or Apache Spark 

enable through simple computing paradigms to distribute 

processing tasks among several cluster nodes in order to 

achieve the work in short time. A complete ecosystem 

accompanies the computing framework and provides the 

foundation for: 

 Resources managing service coordinates cluster 

resources usage (CPU and RAM usage) between users 

or applications (e.g. Apache Yarn); 

 Monitoring and control services enable node and 

application level real time watching (e.g. 

Hue/Ganglia);  

 Authentication and Authorisation services  

 Data processing pipelining and management  

5. OIL & GAS USE CASE – LAND MOVEMENT 

In order to initiate a Data Analytics platform based on EO 

satellite data, we have identified a use case related to the Oil 

& Gas market dealing with land movement monitoring. 

Land movement is a major risk for Oil & Gas companies for 

two major reasons: 

 As a mining company, it can modify the underground 

pressure and cause subsidence at the Earth’s surface. 

This subsidence can cause issues to third party real 

estate as well as to the company infrastructure. 

 As an operator of large infrastructures, such as 

pipelines or processing plants handling dangerous 

substances, its assets can be damaged by land 

movements. 

 

Monitoring of land movement is necessary to reduce 

risks by taking preventive actions or to minimize damages 

by fast response to unwanted events. Current practices are 

mainly based on periodic inspection or, for known risky 

areas, on land based movement detection (seismic sensors, 

inclinometers, cameras). These techniques lack the wide 

coverage and fast visit time of modern satellite imagery. 

We have set up a stimulus project addressing this use 

case which we believe can be of real value given the high 

level of risk associated to gas pipelines. But similar use 

cases can be used to monitor other linear infrastructures 

such as power networks or liquid (water, oil, chemical 

products…). 

5.1. Use mode 

From our first analysis with our partners, we have identified 

three areas that bring most value to the final users: 

 For engineering: Based on historical satellite images, 

potential routes for new pipelines can be assessed for 

potential land instability. This could significantly 

reduce land based geophysical surveys costs. 

 For operations: Periodic reports on land movement 

around pipeline routes can be used to target specific 

inspections on zones where land movement is detected. 

 For abnormal situation monitoring: Following 

meteorological events (heavy rain, high snow melt, 

floods) or earthquakes, landslides can be detected to 

focus intervention. 

5.2. Additional use cases 

Other use cases for land movement monitoring are 

envisioned and would require additional R&D activities 

before a commercial service is available. For example, 

injection and extraction of liquids and gas in subsurface 

reservoirs change the bottom hole pressure. This change in 

pressure is an important parameter for reservoir 

management, as it leads to different flow patterns in the 

reservoir, which then impacts potential recovery and 

production. Being able to monitor this pressure change 

pattern from the surface would increase the understanding of 

the reservoir behavior. 

5.3. Business Process 

The business processes for managing this information are: 

 Identification of risk zones, using Geographical 

Information System (GIS) network layout, land slope 

calculated from Digital Elevation Model, geological 

structure and previous knowledge of land instability. 

Data could also come from other data providers 

(Corine Land cover, BRGM, IGN…); 
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 Extraction of relevant zones in satellite images to limit 

the size of analyzed zones; 

 Computation of land movement: speed and direction 

…; 

 Correlation between pipeline layout and land 

movement to evaluate risks; 

 Alerting service in case of abnormal land movement; 

 Feedback to client GIS. 

 

This service could be provided: 

 On demand, for example as part of an engineering 

study for a new pipeline, 

 Periodically for regular surveillance, based on 

synthetic aperture radar (SAR) interferometry data, 

 Automatically triggered by an event, for example 

following a seismic event or water flood, based on 

high resolution imagery and SAR data if recent 

enough. 

6. SBAS DINSAR [1] 

The Small Baseline Subset (SBAS) Differential Syntheatic 

Aperture Radar Interferometry (DInSAR) is a microwave 

remote sensing technique that estimate deformations within 

centimetre to millimetre accuracy. 

IREA-CNR has develop a Parallel Processing version of 

SBAS-DInSAR algorithm that we intend to deploy on Helix 

Nebula in order to serve the Oil & Gas use case described in 

the previous section. 

SBAS-DInSAR is an example of how to re-use and 

enhance EC investments towards the commercial 

downstream market, and could be especially extended to 

serve the development of the Copernicus downstream 

market. 

 

Our objective is to provide two components: 

 A ground deformation visualization and processing 

Web User Interface; 

 An OGC compliant Web service (WFS) allowing to 

integrate the processing results into third party GIS 

software. 

 

The visualization and processing interface will allow to 

configure the computation of ground deformation estimation 

within a focused region using an interactive web mapping 

client. It will also monitor the processing, and visualize the 

results in an interactive way, both on the maps and via other 

visualization techniques. 

The result of the computation is the list of points where 

the algorithm has been able to compute a deformation time 

series. The visualization interface will allow to show time 

animations directly on the map and also time series graph 

for selected points. 

The P-SBAS pipeline is a parallel processing solution 

for deformation time series computation able to use various 

SAR data sources. 

7. CONCLUSION 

Through this initiative, we are convinced other use cases 

and markets perfectly fit with this approach. That is why it 

is essential to adopt a generic approach, in order to be able 

to easily extend the capacity of such a platform to cover new 

potential usage by: 

 Harvesting additional data source, not only limited to 

satellite EO data (in-situ data or model); 

 Implementing and deploying new on-demand services. 
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ABSTRACT 

 

The presentation will provide an overview of the 

architecture and design of the PADUA infrastructure at 

VITO, which is currently developed and gradually deployed. 

PADUA (Product Archiving, Distribution and User oriented 

Access) is an end-to-end solution to drastically improve the 

exploitation of the SPOT-VEGETATION and PROBA-V 

EO-data (and derived products) by both researchers and 

end-users.  The analysis of time series of data is addressed, 

as well as the on-demand processing of near real-time data. 

The solution can be an example to be applied for 

exploitation platforms on Sentinel data in the future in 

support of the vegetation/agricultural community and can be 

deployed on (public) cloud resources.  

 

1. INTRODUCTION 

 

Due to rising food prices and its impact on climate change 

on a global scale, agriculture is more and more at the top of 

the political agenda. To meet the objectives of viable food 

production, the sustainable management of natural resources 

and climate action requires sophisticated and timely 

information. Similar information needs exist to monitor the 

environment more effectively (drought monitoring, 

ecosystems mapping, habitat quality mapping, etc.), which 

can be extracted from various EO-data available from space-

borne and air-borne sensors. Today, we already have 

extended time series of data from current and past missions 

as SPOT-VEGETATION, MERIS, MODIS, etc. These data 

will grow drastically, thanks to new sensors with increased 

data volumes such as PROBA-V (operational since October 

2013) and Sentinel-2 and Sentinel-3 in the future. 

Furthermore heterogeneous data, which cannot be available 

anymore at one single data centre, need to be analysed 

simultaneously and on-demand processing of high-resolution 

data becomes more and more a need, specifically in novel 

data fusion techniques. 

The Belgian research institute VITO has been 

active in the vegetation/agricultural domain since many 

years, both on a global (e.g. the Global Monitoring for Food 

Security initiative) as well as on a local scale introducing 

e.g. innovative information feeds for precision agriculture. 

VITO also hosted from 1998 till May 2014 the Production 

and Archiving Facility (PAF) of the SPOT-VEGETATION 

missions and hosts from 2013 the complete User Segment of 

the PROBA-V mission [3]. These missions provide every 

day a near global multispectral image of land masses, suited 

for vegetation applications. VITO hosts as well an 

operational centre for the production of various bio-

geophysical parameters in the frame of the Copernicus 

Global Land Service. The PADUA programme builds on 

those achievements by designing an image processing and 

information extraction system allowing to generate user-

ready information on vegetation/agriculture with the final 

aim to build a platform for the research and operational 

community to foster open innovation. The ambition is to add 

innovative information-retrieval and on-demand processing 

services on top of the existing data distribution services. 

This will contribute significantly to the scientific 

exploitation of the data and will open the data to a broader 

community of users. The existing SPOT-VEGETATION 

and PROBA-V time series and derived bio-geophysical 

parameters consist of several hundreds of terabytes of data, 

but in the near future data fusion with Sentinel-2 will 

become a need, which brings us in the petabyte range. 

 

2. OBJECTIVES 

 

To address these challenges from an infrastructure point of 

view, the PADUA programme is initiated by VITO to 

deploy operational services, where by there is a clear focus 

on the usage of widely accepted interfaces to maximise 

interoperability for data access, data visualisation, data 

analysis and on-demand processing. The solution is 

deployed on a private cloud at VITO and demonstrations are 

done on public clouds for the processing of data which is 

available there. 

PADUA will provide more advanced operational services to 

both remote sensing expert and non-expert users, to allow 

extraction of information and user-tailored products from 

our extensive portfolio of  EO-products, rather than 

providing only standard data. This allows the user to: 

 

 Analyse time series of data in a convenient way. 

Global Earth Observation system (GEO) themes as 

climate, biodiversity, agriculture and ecosystems 

require long time series and integration of other 

data sources to analyse changes and trends to better 

predict the future and adapt their policies. A huge 

amount of data and algorithms are required both 

from EO and modelling perspectives.  
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 Prototype algorithms by including new components 

into EO-processing chains with immediate access 

to the data; this provides a more efficient way to 

design EO-applications from the research phase 

into an operational service. 

 Design and deploy multi-mission applications, 

invoking data at different archiving centres and 

IaaS providers as efficiently as possible, by 

connecting to infrastructures of other providers via 

open standards. 

 

We aim to provide processing-on-demand capabilities on 

two levels: 

 

 Software level: by providing interactive Web-based 

processing applications, ready to be used by any 

non-expert user by only providing some input 

parameters. 

 Platform level: by providing a platform for EO-

specialists which allows them to design EO-

applications as workflows, involving processing 

services and data from VITO, powerful Open 

Source EO Processing libraries from third-parties, 

as well as algorithms and data from the user 

themselves. Hence we provide a research platform 

to experienced users with near real-time access to 

the extensive data archive at VITO. 

 

In this solution we aim to use interoperability standards for 

Web based access, visualisation, analysis and processing 

services. An example is the use of the emerging standards 

related to Web-based geo-processing, which empowers users 

of Spatial Data Infrastructures (SDI) with processing-on-

demand and data analysis capabilities. 

 

3. OFFERING AN END-TO-END SOLUTION 

 

PADUA aims to deploy and end-to-end solution integrating 

different components for data visualization and analysis, on-

demand data processing, EO data access and e-

collaboration: 

 

 The Product Distribution Facility [1], available at 

http://www.vito-eodata.be/, is serving the access to 

the products, both via a Web portal as well as 

standardised discovery, viewing and data access 

interfaces. 

 Array database technology is used to provide fast 

access to the large time series of EO-data and 

derived products for on-the-fly statistical analysis 

and calculation of vegetation indices for user-

defined regions. Within PADUA the ‘Rasdaman’ 

raster data manager [4] is integrated as a prototype 

to provide a standardized query interface (WCPS – 

Web Coverage Processing Service) to analyse the 

time series. To optimize performance, pre-

processed query results are stored in an Online 

Analytical Processing (OLAP)  cube to realize fast-

responding services and the generation of reports.  

 Hadoop, as a software framework for data-intensive 

distributed applications according to the 

MapReduce software paradigm, is designed to 

process large amounts of data by separating the 

data into smaller chunks and performing large 

numbers of small parallel operations on the data. It 

is applied often for processing big data and is 

applied in this context for the on-demand 

processing of EO-data. Oozie is used as a workflow 

processing engine to design an EO-application as a 

workflow of multiple processes. At VITO, the 

Cloudera Hadoop distribution [5] is used for the 

distributed EO-data processing. The EO raster data 

is uploaded to the Hadoop Distributed Filesystem 

(HDFS) using a DataManager which integrates with 

several catalogues implementing different protocols 

(i.e. HMA discovery and ordering protocols, ngEO 

interfaces, …).  Oozie workflows are exposed as 

WPS processes. 

 Cloud computing technology enables dynamic 

resource provisioning and, therefore, providing a 

performing and scalable solution. The system is 

deployed both on private (using OpenStack at 

VITO) and public cloud resources, the latter today 

only as a demonstrator. A key item here is to 

discover and access the data on a (public) cloud or 

to move the processing towards a cloud where the 

data is available. 

 Interactive Web-based dashboards are designed to 

provide user-tailored information from the EO-data 

archives of VITO and other providers, by 

combining existing components such as Javascript 

libraries, Business Intelligence tools and GIS 

components into one single solution. The 

combination of these different components and 

allowing interactions between these, applied on 

data available in disparate data stores, offers 

powerful Web portals to the users in order to make 

vast amounts of data understandable. A prototype is 

yet available on http://tsviewer.vito-eodata.be/ [2] 

which allows users to analyse different vegetation 

parameters for different regions and drill-down on 

specific land cover classes. Figure 1 shows a 

screenshot of the prototype.
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Figure 1: Web-based component for the analysis of global vegetation parameters 

 

In the near future this application will evolve to 

dashboards using AngularJS technology. This 

allows users to compile a user-tailored Web-based 

dashboards which offers at any time near real-time 

information for the regional extent  of interest for 

the user and in the format chosen by the user. The 

information is served by the OLAP cube and more 

recent NoSQL technologies. Thanks to the use of 

commonly known interfaces, existing tools can also 

be used by experts to analyse the information, 

beyond the capabilities of the dashboards. 

 A Web-client for invoking on-demand processing 

chains will offer products, tailored towards the 

needs of the users. As a first service, a N-daily 

composite with a sliding window on PROBA-V 

data will be offered. Users can tailor the input 

parameters of the processing and follow the 

execution of the processing. The results will 

automatically be published in the VITO Product 

Distribution Facility, available for downloading by 

the user. 

 For security reasons, access to the services is 

controlled. User credentials and related attributes 

are stored in a separate LDAP user registry, which 

makes it possible to authenticate using an Identity 

Provider (IdP) allowing to enable Single Sign-on 

(SSO). As the system is designed using Service 

Oriented Architecture (SOA) principles, access to 

web services is secured by a Security Token 

Service (STS). In the future, further attention will 

be needed to adopt federated user management.  

 

4. VISUAL ANALYTICS 

 

Good visual representations are a key requirement for 

making vast amounts of data understandable. Traditionally, 

this was done using ‘business intelligence’ tools which 

focused on report generation from various data sources. 

These reports were usually created once by sufficiently 

trained person, and then used by the decision makers. 

In recent years, new technologies have enabled a 

more interactive version of business intelligence. These 

allow end-users to directly navigate and visualize the data. 

This implies that fast access to the data is available, which 

can be achieved using an OLAP cube, or more recent 

NoSQL technologies. 

In the on-going ESA/GSTP ESE project, in which 

VITO designs components to be integrated in PADUA, we 

have investigated the options that are currently available to 

implement this based on existing components. We already 

mentioned that business intelligence tools exist which are 

specifically designed to enable data analysis. Therefore this 

is the first option which was investigated, however not fully 

satisfying the expectations of the users. 

Another option is to use Javascript libraries to 

create a solution which is more tailored to our goals. This 

would allow us to provide solutions that more closely match 

the needs of the Earth Observation community, but is also 
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motivated by the fact that these libraries provide a lot of 

high level functionality, at a fraction of the price of a 

complete tool.  

In the ESE project, we have created a prototype 

which combines mapping and graphing components into a 

single integrated solution for the visualization of time series. 

The prototype application will connect to various data 

providers: 

 

 The Rasdaman array database for ad-hoc queries 

 The OLAP data cube for sub-second queries on a 

large set of pre-calculated time series. 

 The Hadoop processing infrastructure for on-the-fly 

analysis of time series, both synchronously and a-

synchronously. 

 Third party sources such as data.fao.org to enable 

correlations with other parameters. 

 

 
 

Figure 2: Data visualization prototype 

 

 
5. CONCLUSION 

 

The on-going ESE project designs and demonstrates an 

infrastructure to ease the exploitation of massive amounts 

of EO-data. The system will be generic in nature and can 

be used for rapid realization of Web-based applications 

for vegetation related and wider environmental EO 

Applications.  In the PADUA programme, VITO is 

deploying operational services building further on ESE to 

offer powerful on-demand processing and data analysis 

services to the users, to improve the exploitation of the 

growing time series of data for vegetation and agriculture 

monitoring. By designing a solution which can be 

deployed both on a private cloud and on a public cloud 

hosting relevant data, the solution can address big data 

which goes beyond the capabilities of a single data centre. 

This novel approach is needed to cope with the growing 

data volumes in the near future with the adoption of 

Sentinel-2 and Sentinel-3 data for vegetation monitoring. 
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ABSTRACT 
 
The recent adoption of the Copernicus Data Policy is an 
exciting opportunity to maximize access and exploitation of 
data from Sentinel instruments by scientists worldwide. 
However, the Sentinel data will need to be ingested at a 
sustained rate of nearly 8 terabytes per day with total data 
projections at nearly 3 petabytes per year presenting new 
challenges for delivering data to science users in the United 
States (U.S). Anticipating the demand for Sentinel data, the 
European Commission (EC) and European Space Agency 
(ESA) have developed the concepts of Collaborative 
Agreements for ESA Member States and International 
Agreements for others. This paper discusses the technical 
approach the National Aeronautics and Space 
Administration (NASA) is implementing for a Sentinel data 
mirror archive in the U.S. including potentially 
redistributing the data to other U.S. Government Agencies, 
thus reducing the burden on EC and ESA to manage 
multiple U.S. interfaces and reduces network traffic 
requirements. 

 
Index Terms – Sentinel, Gateway, EOSDIS, data archive 
 

1. INTRODUCTION 
 

The European Earth Observation Programme, Copernicus, is 
comprised of multiple systems that collect data to monitor 
the Earth from different sources including in situ ground 
stations, airborne and sea-borne sensors, and Earth 
Observation (EO) satellites known as Sentinels. The recent 
adoption of the Copernicus Data Policy, promoting the 
access, use, and sharing of information and data on a full, 
free, and open basis is a boon for the Earth science 
community worldwide. The wealth of Earth science data 
that will be produced by Copernicus will greatly improve 
science research and enhance our understanding of the 
Earth. This abundance, variety, volume and velocity of new 
data from Copernicus may present a challenge in efficiently 
delivering data to users worldwide, including users in the 
United States (U.S.). To ease the burden on the European 
Copernicus Programme, NASA plans to implement a 
Sentinel data mirror archive in the U.S. and possibly 
redistribute the data to other U.S. Government Agencies. 
 
 

 

2. NASA CAPABILITIES 
 

NASA is well established in handling and delivering Earth 
science data in an efficient manner to users worldwide. 
Through the Earth Observing System Data and Information 
System (EOSDIS), NASA provides end-to-end capabilities 
for managing NASA’s Earth science data from various 
sources – Earth Observing Satellites (EOS), aircraft, field 
measurements, and various other programs. Currently, for 
the EOS satellite missions, capabilities from command and 
control to initial (Level 0) processing are managed by the 
Earth Science Mission Operations (ESMO) Project and data 
are transported to the science operations facilities by NASA 
network capabilities. Higher level processing, distribution 
and archival of data are handled by EOSDIS Science 
Operations. The EOSDIS Science Operations, managed by 
the Earth Science Data and Information System (ESDIS) 
Project, include capabilities such as: the generation of 
higher level (Level 1-4) science data products for EOS 
missions; archiving and distribution of data products from 
EOS and other satellite missions, as well as aircraft and field 
measurement campaigns.   

 
The science operations are performed within a distributed 
system of many interconnected nodes (Science Investigator-
led Processing Systems and distributed, discipline-specific, 
Earth science data centers throughout the U.S.) each with 
specific responsibilities for production, archiving, and 
distribution of Earth science data products.  The Distributed 
Active Archive Centers (DAACs) serve a large and diverse 
user community by providing capabilities to search and 
access science data products and other specialized services. 
As ESA will be providing the mission operations aspect for 
the Copernicus Sentinel missions, NASA will utilize 
existing EOSDIS capabilities as well as providing new 
interoperable technologies to host and manage the Sentinel 
data mirror archive. The current EOSDIS archive contains 
approximately 9.5 petabytes (PBs) of Earth science data and 
supports sustained daily distribution to end users of 22 
terabytes (TBs). The Sentinel data, along with other near 
term missions, puts archive projections at over 18PBs in the 
next four to five years. 

 
3. NASA SENTINEL GATEWAY 

 
EOSDIS has a number of central and reusable capabilities 
that will be used to host the Sentinel data. These capabilities 
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will boost the visibility of data products, increase access to 
the data and associated metadata, increase access to 
visualizations of data imagery, and provide user registration 
and data metrics. 
 
3.1. Data Discovery and Access 
 
The EOSDIS/Earthdata website (https://earthdata.nasa.gov) 
will increase visibility to the interdisciplinary use of data 
products and demonstrate, through web based stories and 
articles, how the data are used in the Earth science 
community. Data products will be available via multiple 
means; File Transfer Protocol (FTP) and Hypertext Transfer 
Protocol Secure (HTTPS), a data search and order tool such 
as the upcoming Earthdata Search Client, standards-based 
sets of data services such as Open Geospatial Consortium 
(OGC) as well as existing and emerging interoperable 
technologies.  

Given the size of the Sentinel data, high 
performance search and discovery is critical to effective use 
of the data.  Current EOSDIS distribution rates are roughly 
22TBs per day and are projected to double due to Sentinel.  
Finding the right data is essential for efficient distribution to 
users. NASA intends to leverage the Common Metadata 
Repository (CMR) to provide sub-second search and 
discovery services across the Sentinel and other EOSDIS 
holdings.  

Imagery visualization tools will be provided 
through the Global Imagery Browse Services  (GIBS) and 
Worldview. GIBS provides full resolution imagery in a 
community standards-based set of imagery services and 
Worldview is a highly responsive web interface designed to 
interactively visualize and explore GIBS imagery and 
download the underlying data granules. Other user tools 
include Giovanni (Geospatial Interactive Online 
Visualization ANd aNalysis Infrastructure), an exploratory 
data visualization and analysis tool.  

The centralized User Registration System (URS) 
will handle user registration, user authentication and account 
management. URS provides a single sign-on (SSO) 
capability for registered users where a user will only have to 
sign in once and be able to access data from any of the 
DAACs, Earthdata website and other Earthdata capabilities. 
URS also collects demographics and access patterns through 
user metrics. Data metrics will be provided by the ESDIS 
Metrics System (EMS) and will include data ingest, archive, 
and distribution metrics from the DAACs and GIBS for 
imagery distribution. EMS will be utilized to generate 
reports providing product distribution and usage details to 
EC/ESA. 

 
3.2. Data Archival and Distribution 

 

EOSDIS will initially provide a gateway to a rolling archive 
of Sentinel data of approximately 32 days, available only to 
registered URS users, through the Earthdata website. 
DAACs will then retrieve and archive the products resulting 
in a projected 32TBs per day distribution from the gateway. 
To fully align the capabilities of ESDIS with Copernicus, 
EOSDIS will likely receive and archive data from the polar 
orbiting satellites of Sentinel-1, Sentinel-3 and the Sentinel-
5 Precursor.  
 This gateway will employ a proven ingest and 
redistribution capability, the Science Data Segment (SDS) 
Data Depository and Distribution Element (SD3E). The 
SD3E was built to acquire and redistribute Suomi National 
Polar-orbiting Partnership (S-NPP) data. The SD3E 
framework will consist of a single network interface, 
relieving the bandwidth load on European networks. Upon 
successful ingestion of data, verified utilizing checksums, 
links will be created allowing access by DAACs, Science 
Investigator-led Processing Systems (SIPS), and other 
external users. System generated alerts will be distributed to 
notify operators of missing or defective data. A web 
interface will be available to display the ingest status of all 
Sentinel products. This site will display statistics regarding 
successful ingestions as well as details concerning missing 
or defective data. 
 The Sentinel missions anticipate data volume to 
reach 8TBs of daily ingest contributing nearly 3PB per year 
to the EOSDIS archive. This increases the current EOSDIS 
archive of 9.5PBs by nearly 40% within one year.  
Conventional work flows of users downloading data files for 
desktop processing will become increasingly prohibitive 
given the expected latency to retrieve files and processing 
limitations available to science teams. The nascent state of 
the Sentinel Gateway architecture provides NASA with an 
opportunity to revisit this approach and consider one that 
leverages the benefits and growth potential of the cloud. 
Storing Sentinel holdings in the cloud could provide a 
scalable framework for archive growth and processing 
demands, providing an economical and controlled approach 
to bringing research processing to the data. This results in 
increased accessibility and availability of greater volumes of 
data and processing capacity than would not be possible 
with conventional means. 
 By way of example, current archive integrity is 
monitored and maintained by periodically crawling 
holdings, validating checksums, identify orphaned (data 
without a corresponding inventory record) and phantom 
(inventory record with no corresponding data). With data 
holdings projected to double to over 18PBs over the next 4-
5 years, validating archive integrity becomes a more costly 
problem. Leveraging temporary bursting capabilities in a 
cloud-style architecture would allow for significantly 
increased parallelization of holdings validation when needed 
without needing to provision resources when not needed. 
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4. SENTINEL PRODUCTS 
 

Sentinel-1 will provide all-weather day and night imagery of 
the Earth’s surface via its C-band Synthetic Aperture Radars 
(SAR). Sentinel-1 data can be archived at the Alaska 
Satellite Facility (ASF) DAAC. ASF DAAC currently 
archives and distributes SAR data from various missions 
such as European Remote Sensing satellite (ERS-1) and 
ERS-2, Radar Satellite (RADARSAT-1) and Phased Array 
type L-Band Synthetic Aperture Radar (PALSAR). ASF 
DAAC also provides SAR derived higher level products as 
well as various tools, like MapReady which can terrain 
correct, geocode, and apply polarimetric decompositions to 
multi-polarization SAR data.   
 Sentinel-3 will host an array of instruments but its 
main objectives are to measure sea-surface topography, sea 
and land surface temperature and ocean and land surface 
color for use in ocean forecasting systems, and 
environmental and climate monitoring. These data can be 
hosted at various DAACs. The Ocean Data Processing 
System (ODPS) can host data related to sea surface 
topography, sea surface temperature and ocean color. ODPS 
provides a tool called the Sea-Viewing Wide Field-of-View 
Sensor (SeaWiFS) Data Analysis System (SeaDAS) which 
is a comprehensive data product analysis and visualization 
package for the processing, display, analysis, and quality 
control of ocean color data, including science processing 
from Level-1B through Level-3 with a host of NASA 
standard and alternative ocean product algorithms (including 
source code). SeaDAS is based on ESA’s Basic ERS & 
Envisat (A) ATSR and Meris Toolbox (BEAM) framework. 
ODPS is also connected to NASA’s SeaWiFS Bio-optical 
Archive and Storage System (SeaBASS), the publicly 
shared archive of in situ oceanographic and atmospheric 
data. They provide a Level-1/Level-2 browser that will 
identify all data granules for which coincident field data 
exists and provide the data as a unified order. The in situ 
SeaBASS archive can also be used for product validation 
and the NASA bio-Optical Marine Algorithm Dataset 
(NOMAD) database for algorithm development. Land 
surface temperature and land surface color data can be 
hosted by two DAACs, the MODIS Level 1 and 
Atmosphere Active and Distribution System (MODAPS 
LAADS) DAAC and Land Processes DAAC (LP DAAC). 
 Sentinel 5’s primary mission will be to measure 
atmospheric composition and will assist in the monitoring of 
air quality, stratospheric ozone and solar radiation, and 
climate monitoring. The Sentinel-5 Precursor mission will 
reduce data gaps between Envisat and the launch of 
Sentinel-5. Sentinel-5 Precursor will hold an Ultra-violet 
Visible Near-infrared Shortwave-infrared spectroradiometer 
(UVNS) that supports atmospheric composition and air 

quality monitoring services. The Goddard Earth Sciences 
Data and Information Services Center (GES DISC) can host 
Sentinel-5P data. GES DISC manages an Atmospheric 
Composition (AC) data portal that is a user driven, multi-
sensor, online, easy access archive and distribution system 
employing data analysis and visualization. 

 
5. CONCLUSION 

 
The Copernicus open data policy will provide a new and 
innovative opportunity for international scientists to access, 
explore and examine data from several of the Sentinel 
instruments. NASA’s ESDIS Project is well positioned to 
host a data mirror archive for Sentinel data products in the 
U.S. With established capabilities and technologies to 
handle the processing, distribution and archival of EO data, 
ESDIS will be able to utilize SD3E’s proficiencies to mirror 
and redistribute Sentinel data to users in the U.S., and 
possibly other U.S. Government Agencies, while 
minimizing bandwidth on European networks. ESDIS will 
also increase visibility to Sentinel data, simplify and control 
access, allow users to search and query collection and 
granule level metadata, and expose imagery visualization 
tools to Sentinel data users in the U.S. 
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ABSTRACT

We review some aspects of the current state of data-intensive
astronomy, its methods, and some outstanding data analysis
challenges. Astronomy is at the forefront of big data sci-
ence, with exponentially growing data volumes and data rates,
and an ever-increasing complexity, now entering the Petascale
regime. Telescopes and observatories from both ground and
space, covering a full range of wavelengths, feed the data via
processing pipelines into dedicated archives, where they can
be accessed for scientific analysis. Most of the large archives
are connected through the Virtual Observatory framework,
that provides interoperability standards and services, and ef-
fectively constitutes a global data grid of astronomy. Mak-
ing discoveries in this overabundance of data requires appli-
cations of novel, machine learning tools. We describe some
of the recent examples of such applications.

Index Terms— Astronomy, Virtual Observatory, data
mining

1. INTRODUCTION

Like most other sciences, astronomy is being fundamentally
transformed by the Information and Computation Technology
(ICT) revolution. Telescopes both on the ground and in space
generate streams of data, spanning all wavelengths, from ra-
dio to gamma-rays, and non-electromagnetic windows on the
universe are opening up: cosmic rays, neutrinos, and grav-
itational waves. The data volumes and data rates are grow-
ing exponentially, reflecting the growth of the technology that
produces the data. At the same time, we see also significant
increases in data complexity and data quality as well. This
wealth of data is greatly accelerating our understanding of the
physical universe.

It is not just the data abundance that is fueling this ongo-
ing revolution, but also Internet-enabled data access, and data
re-use. The informational content of the modern data sets
is so high as to make archival research and data mining not
merely profitable, but practically obligatory: in most cases,
researchers who obtain the data can only extract a small frac-

longo@na.infn.it

tion of the science that is enabled by it. Furthermore, numer-
ical simulations are no longer just a crutch of an analytical
theory, but are increasingly becoming the dominant or even
the only way in which various complex phenomena (e.g., star
formation or galaxy formation) can be modeled and under-
stood. These numerical simulations produce copious amounts
of data as their output; in other words, theoretical statements
are expressed not as formulae, but as data sets. Since phys-
ical understanding comes from the confrontation of experi-
ment and theory, and both are now expressed as ever larger
and more complex data sets, science is truly becoming data-
driven in the ways that are both quantitatively and qualita-
tively different from the past. The situation is encapsulated
well in the concept of the fourth paradigm [32], adding to
experiment, analytical theory, and numerical simulations as
the four pillars of modern science. This profound, universal
change in the ways we do science has been recognized for
over a decade now, sometimes described as e-Science, cyber-
science, or cyber-infrastructure.

2. DATA OVERABUNDANCE, VIRTUAL
OBSERVATORY AND ASTROINFORMATICS

A confluence of several factors pushed astronomy to the fore-
front of data-intensive science. The first one was that astron-
omy as a field readily embraced, and in some cases developed,
modern digital detectors, such as the CCDs or digital correla-
tors, and scientific computing as a means of dealing with the
data, and as a tool for numerical simulations. The culture of
e-Science was thus established early (circa 1980s), paving the
way for the bigger things to come. The size of data sets grew
from Kilobytes to Megabytes, reaching Gigabytes by the late
1980s, Terabytes by the mid-1990s, and currently Petabytes
(see Fig. 1). Astronomers adopted early universal standards
for data exchange, such as the Flexible Image Transport Sys-
tem (FITS; [46]).

The second factor, around the same time, was the estab-
lishment of space missions archives, mandated by NASA and
other space agencies, with public access to the data after a rea-
sonable proprietary period (typically 12 to 18 months). This
had a dual benefit of introducing the astronomical commu-
nity both to databases and other data management tools, and
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to the culture of data sharing and reuse. These data centers
formed a foundation for the subsequent concept of a Virtual
Observatory [30]. The last element was the advent of large
digital sky surveys as the major data sources in astronomy.
Traditional sky surveys were done photographically, ending
in 1990s; those were digitized using plate-scanner machines
in the 1990s, thus producing the first Terabyte-scale astro-
nomical data sets, e.g., the Digital Palomar Observatory Sky
Survey (DPOSS; [14]). They were quickly superseded by the
fully digital surveys, such as the Sloan Digital Sky Survey
(SDSS; [47]), and many others (see, e.g. [17] for a compre-
hensive review and references). Aside from enabling a new
science, these modern sky surveys changed the social psy-
chology of astronomy: traditionally, observations were ob-
tained (and still are) in a targeted mode, covering a modest
set of objects, e.g., stars, galaxies, etc. With modern sky sur-
veys, one can do first-rate observational astronomy without
ever going to a telescope. An even more powerful approach
uses data mining to select interesting targets from a sky sur-
vey, and pointed observations to study them in more detail.

This new wealth of data generates many scientific oppor-
tunities, but poses many challenges as well: how to best store,
access, and analyze these data sets, that are several orders of
magnitude larger than what astronomers are used to do on
their desktops? A typical sky survey may detect ∼ 108 − 109

sources (stars, galaxies, etc.), with ∼ 102 − 103 attributes
measured for each one. Both the scientific opportunities and
the technological challenges are then amplified by data fu-
sion, across different wavelengths, temporal, or spatial scales.

2.1. Virtual Observatory

The Virtual Observatory (VO, [7, 15, 30]) was envisioned
as a complete, distributed (Web-based) research environment
for astronomy with large and complex data sets, by feder-
ating geographically distributed data and computing assets,
and the necessary tools and expertise for their use. VO was
also supposed to facilitate the transition from the old data
poverty regime, to the regime of overwhelming data abun-
dance, and to be a mechanism by which the progress in ICT
can be used to solve the challenges of the new, data-rich as-
tronomy. The concept spread world-wide, with a number
of national and international VO organizations, now feder-
ated through the International Virtual Observatory Alliance
(IVOA; http://ivoa.net). One can regard the VO as an integra-
tor of heterogeneous data streams from a global network of
telescopes and space missions, enabling data access and fed-
eration, and making such value-added data sets available for
a further analysis. The implementation of the VO framework
over the past decade was focused on the production of the
necessary data infrastructure, interoperability, standards, pro-
tocols, middleware, data discovery services, and a few very
useful data federation and analysis services (see [31, 29], for
quick summaries and examples of practical tools and services

implemented under the VO umbrella).

Most astronomical data originate from sensors and tele-
scopes operating in some wavelength regime, in one or more
of the following forms: images, spectra, time series, or data
cubes. A review of the subject in this context was given in
[8]. Once the instrumental signatures are removed, the data
typically represent signal intensity as a function of the posi-
tion on the sky, wavelength or energy, and time. The bulk of
the data are obtained in the form of images (in radio astron-
omy, as interferometer fringes, but those are also converted
into images).

Fig. 1. The evolving modes of observational astronomy. Top
left: In the traditional approach, targeted observations from
a single telescope (sensor), sometimes combined with other
data, are used to derive science. This mode is typical of
Megabyte to Gigabyte-scale data sets. Top right: In the sur-
vey mode, data from a given survey are stored in an archive,
and may be used to produce science on its own. Sometimes,
they may be matched to another survey. Selection of interest-
ing targets using data mining can then lead to new targeted
observations, and new results. This mode is characterized by
Terabyte scale data sets. Bottom: In the VO mode, a large
variety of surveys, space missions, and ground-based obser-
vatory archives are federated in the VO framework. Data fu-
sion can lead to new science, or can be used to select targets
for follow-up observations, that themselves contribute to the
evolving data grid. This mode is characteristic of Terabyte to
Petabyte-scale data sets. A new generation of synoptic sky
surveys imposes a requirement that the data-to-research cycle
happens in a real time. In practice, all three modes continue
to coexist.
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The sensor output is then processed by the appropriate
custom pipelines, that remove instrumental signatures and
perform calibrations. In most cases, the initial data pro-
cessing and analysis segments the images into catalogs of
detected discrete sources (e.g., stars, galaxies, etc.), and their
measurable attributes, such as their position on the sky, flux
intensities in different apertures, morphological descriptors of
the light distribution, ratios of fluxes at different wavelengths
(colors), and so on. Scientific analysis then proceeds from
such first-order data products. In the case of massive data
sets such as sky surveys, raw and processed sensor data, and
the initial derived data products such as source catalogs with
their measured attributes are provided through a dedicated
archive, and accessible online.

The Virtual Observatory (VO) framework aims to facil-
itate seamless access to distributed heterogeneous data sets,
for example, combining observations of the same objects
from different wavelength regimes to understand their spec-
tral energy distributions or interesting correlations among
their properties. The International Virtual Observatory Al-
liance (IVOA) is charged with specifying the standards and
protocols that are required to achieve this. A common set
of data access protocols ensures that the same interface is
employed across all data archives, no matter where they are
located, to perform the same type of data query. Although
common data formats may be employed in transferring data,
individual data providers usually represent and store their data
and metadata in their own way. Common data models define
the shared elements across data and metadata collections and
provide a framework for describing relationships between
them so that different representations can interoperate in a
transparent manner. Most of the data access protocols have
an associated data model, e.g., the Spectral data model de-
fines a generalized model for spectrophotometric sequences
and provides a basis for a set of specific case models, such as
Spectrum, SED and TimeSeries. There are also more general
data models for spatial and temporal metadata, physical units,
observations and their provenance, and characterizing how a
data set occupies multidimensional physical space. When
individual measurements of arbitrarily named quantities are
reported, either as a group of parameters or in a table, their
broader context within a standard data model can be estab-
lished through the IVOA Utypes mechanism. Namespaces
allow quantities/concepts defined in one data model to be
reused in another one. Data models can only go so far in
tackling the heterogeneity of data sources since they pro-
vide a way to identify and refer to common elements but not
to describe how these are defined or related to each other.
Concept schemes, from controlled vocabularies to thesauri
to ontologies, specify in increasing levels of detail the do-
main knowledge that is ultimately behind the data models.
It then becomes possible, for example, to automatically con-
struct a set of extragalactic sources with consistent distances,
even if each initially has it specified in a different way; the

Tully-Fisher relationship can be used with those with HI line
widths whereas surface brightness and velocity dispersion can
be used for elliptical galaxies. Finally, the IVOA provides a
Registry tool where descriptions of available data archives
and services can be found, e.g., catalogs of white dwarfs or
photometric redshift services.

2.2. Beyond VO: Astroinformatics

While much still remains to be done, data discovery and ac-
cess in astronomy have never been easier, and the established
structure can at least in principle expand and scale up to the
next generation of sky surveys, space missions, etc. What is
still lacking is a powerful arsenal of widely available, scalable
tools needed to extract knowledge from these remarkable data
sets. The key to further progress in this area is the availability
of data exploration and analysis tools that can operate on the
Terascale data sets and beyond. Progress in this arena is being
made mainly by individual research groups in universities, or
associated with particular observatories and surveys.

Thus we now have an emerging field of Astroinformat-
ics, a bridge field between astronomy on one side, and ICT
and applied CS on the other (see, e.g., [2]). The idea behind
Astroinformatics is to provide an informal, open environment
for the exchange of ideas, software, etc., and to act as a con-
necting tissue between the researchers working in this general
arena. The motivation is to engage a broader community of
researchers, both as contributors and as consumers of the new
methodology for data-intensive astronomy, thus building on
the data-grid foundations established by the VO framework.

A good introduction to Astroinformatics are the talks and
discussions at the series of the international Astroinformatics
conferences, starting with http://astroinformatics2010.org.

3. DATA MINING AND KNOWLEDGE DISCOVERY

Data no matter how great are just incidental to the real task of
scientists, knowledge discovery. Traditional methods of data
analysis typically do not scale to the data sets in the Teras-
cale regime, and/or with a high dimensionality. Thus, adop-
tion of modern data mining (DM) and Knowledge Discovery
in Databases (KDD) techniques becomes a necessity. Large
data volumes tend to preclude direct human examination of all
data, and thus an automatization of these processes is needed,
requiring use of Machine Learning (ML) techniques. Astro-
nomical applications of ML are still relatively recent and re-
stricted to a handful of problems. This is surprising, given
the data richness and a variety of possible applications in the
data-driven astronomy. Sociological challenges aside, there
are some technical ones that need to be addressed. First, a
large family of ML methods (the so called supervised ones)
requires the availability of relatively large and well character-
ized knowledge bases (KB), e.g., reliable (ground truth) train-
ing data sets of examples from which the ML methods can
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learn the underlying patterns and trends. Such KBs are rela-
tively rare and are available only for a few specific problems.
Second, most ML algorithms used so far by the astronomers
cannot deal well with missing data (i.e., no measurement was
obtained for a given attribute) or with upper limits (a measure-
ment was obtained, but there is no detection at some level of
significance). While in many other fields (e.g., market anal-
ysis and many bioinformatics applications) this is only a mi-
nor problem since the data are often redundant and/or can be
cleaned of all records having incomplete or missing informa-
tion, in astronomy this is usually not so, and all data records,
including those with an incomplete information, are poten-
tially scientifically interesting and cannot be ignored.

Finally, scalability of algorithms can be an issue. Most
existing ML methods scale badly with both increasing num-
ber of records and/or of dimensionality (i.e., input variables
or features): the very richness of our data sets makes them
difficult to analyze. This can be circumvented by extracting
subsets of data, performing the training and validation of the
methods on these manageable data subsets, and then extrap-
olating the results to the whole data set. This approach obvi-
ously does not use the full informational content of the data
sets, and may introduce biases which are often difficult to con-
trol. Typically, a lengthy fine tuning procedure is needed for
such sub-sampling experiments, which may require tens or
sometimes hundreds of experiments to be performed in order
to identify the optimal DM method for the problem in hand,
or, a given method, the optimal architecture or combination
of parameters.

Examples of uses of modern ML tools for analysis of mas-
sive astronomical data sets include: automated classification
of sources detected in sky surveys as stars (i.e., unresolved)
vs. galaxies (resolved morphology) using Artificial Neural
Nets (ANN) or Decision Trees (DT) (e.g., [45, 41, 19]). Bres-
cia et al. [3] have recently used a ML method for a different
type of resolved/unresolved objects separation, namely the
identification of globular clusters in external galaxies. An-
other set of ML applications is in classification or selection of
objects of a given type in some parameter space, e.g., colors.
This is particularly well suited for the identification of quasars
and other active galactic nuclei, which are morphologically
indistinguishable from normal stars, but represent vastly dif-
ferent physical phenomena ([12, 13, 42]). Yet another appli-
cation is estimates of photometric redshifts, that are derived
from colors rather than from spectroscopy ([44, 25, 33, 9]).
Laurino et al. [34] implemented a hybrid procedure based
on a combination of unsupervised clustering and several in-
dependent classifiers that has improved the accuracy, for both
normal galaxies and quasars.

The rapidly developing field of time-domain astronomy
poses some new challenges. A new generation of synoptic
sky surveys produces data streams that correspond to the tra-
ditional, one-pass sky surveys many times repeatedly [17, 18,
28, 27, 40]. In addition to the dramatic increase of data rates

and the resulting data volumes, and all of the challenges al-
ready posed by the single-pass sky surveys, there is a need to
identify, characterize, classify, and prioritize for the follow-up
observations any transient events or highly variable sources
that are found in the survey data streams. Since many such
events are relatively short in duration, this analysis must be
performed as close to the real time as possible. This entails
challenges that are not present in the traditional automated
classification approaches, which are usually done in some fea-
ture vector space, with an abundance of self-contained data
derived from homogeneous measurements. In contrast, mea-
surements generated in the synoptic sky surveys are generally
sparse and heterogeneous: there are only a few initial mea-
surements, their types differ from case to case, and the values
have differing variances; the contextual information is often
essential, and yet difficult to capture and incorporate; many
sources of noise, instrumental glitches, etc., can masquerade
as transient events; as new data arrive, the classification must
be iterated dynamically. We also require a high complete-
ness (capture all interesting events) and a low contamination
(minimize the number of false alarms). Since only a small
fraction of the detected transient events can be followed up
with the available resources, at any given stage, the current
best classification should be used to make automated deci-
sions about the follow-up priorities. Both the classification
and the availability of resources change in time, the former
due to the new measurements, and the latter due to the time
allocations, weather, day/night cycle, etc. These formidable
challenges require novel approaches to a robust and flexible
(near)real-time mining of massive data streams. Reviewing
the ongoing work in this domain is beyond the scope of this
paper, but some examples can found in [35, 36, 37, 38, 39, 22,
43, 1, 20, 16].

There are various free DM/KDD packages commonly
used in the academic community that would be suitable for
adoption by the astronomical community, although their up-
take has also been relatively slow. Several of them have been
evaluated in this context by Donalek et al. [21], including
Orange, Rapid Miner, Weka, VoStat and DAMEWARE.

3.1. Multidimensional Data Visualization Challenges

Effective visualization is a key component of data explo-
ration, analysis and understanding, and it must be an integral
part of a DM process. It is fair to say that visualization repre-
sents the bridge between the quantitative content of the data,
and the intuitive understanding of it. While astronomy can be
intrinsically very visual, with images of the sky at different
wavelengths and their composites, visualization of highly-
dimensional parameter spaces presents some very non-trivial
challenges. For a relevant discussion, see [26].

This is not about the images of the sky, but about a vi-
sualization of highly-dimensional parameter spaces of mea-
surements from large sky surveys. How do we effectively
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visualize phenomena that are represented in parameter spaces
whose dimensionality is D >> 3? For example, a feature
space of measured properties of sources in a sky survey, or
a federation of several surveys, may have a dimensionality
D ∼ 102 − 103. Meaningful structures (correlations, cluster-
ing with a non-trivial topology, etc.), representing new knowl-
edge may be present in such hyper-dimensional parameter
spaces, and not be recognizable in any low-dimensional pro-
jection thereof. This problem is not unique to astronomy,
but it affects essentially all of ”‘big data”’ science. There
are fundamental limitations of the human visual perception
and visual pattern recognition. Various tricks exist that can
be used to represent up to a dozen dimensions in a pseudo-
3D graph, but going to many tens, hundreds, or thousands
of dimensions that characterize some of the modern data sets
represents a fundamental barrier to their intuitive understand-
ing. This problem may be one of the key bottlenecks for data-
intensive science in general.

We have experimented with a novel approach to this chal-
lenge, using an immersive virtual reality (VR) as a scien-
tific collaboration and data visualization platform [24, 23].
This approach offers a more intuitive perception of data and
relationships present in the data (clusters, correlations, out-
liers, etc.), as well as a possibility of an interactive, collabo-
rative data visualization and visual data exploration. As the
commercially-driven VR technology improves, this may be-
come an indispensable methodology for an effective visual-
ization of high-domensionality data spaces.

4. DAMEWARE: A NEW TOOL FOR KNOWLEDGE
DISCOVERY

A working example of a DM/KDD platform deployed in the
astronomical context is the Data Mining and Exploration Web
Application REsource (DAMEWARE; http://dame.dsf.unina.it/)
web application [6], a joint effort between the Astroinformat-
ics groups at University Federico II, the Italian National
Institute of Astrophysics, and the California Institute of Tech-
nology. DAMEWARE aims at solving in a practical way
some of the above listed DM problems, by offering a com-
pletely transparent architecture, a user-friendly interface, and
the possibility to seamlessly access a distributed computing
infrastructure. It adopts VO standards in order to facilitate
interoperability of data; however, at the moment, it is not yet
fully VO compliant. This is partly due to the fact that new
standards need to be defined for data analysis, DM methods
and algorithm development. In practice, this implies a defini-
tion of standards in terms of an ontology and a well-defined
taxonomy of functionalities to be applied to the astrophysical
use cases. DAMEWARE offers asynchronous access to the
infrastructure tools, thus allowing the running of jobs and
processes outside the scope of any particular web application,
and independent of the user connection status. The user, via
a simple web browser, can access application resources and

can keep track of his jobs by recovering related informa-
tion (partial/complete results) without having to keep open
a communication socket. Furthermore, DAME has been de-
signed to run both on a server and on a distributed computing
infrastructure (e.g., Grid or Cloud). The front end is a GUI
(Graphical User Interface) that contains dynamical web pages
that are used by the end users to interact with the applications,
models, and facilities to launch scientific experiments. The
interface includes an authentication procedure that redirects
the user to a personal session environment, where he can find
uploaded data, check the experiment status and driven pro-
cedures, configure and execute new scientific experiments.
This mechanism was also required for Grid access secu-
rity reasons. A detailed technical description of the various
components can be found in [6]. In the currently available
DAMEWARE release, DAME offers Multi-Layer Perceptron
ANNs, trained by three different learning rules (Back Prop-
agation, Genetic Algorithm, Quasi-Newton), Random Forest
and Support Vector Machines (SVM) as supervised models;
Self Organizing Feature Maps (SOFM), Principal Probabilis-
tic Surfaces (PPS) and K-Means as unsupervised models. In
addition, in cases where specific problems may require appli-
cations of DM tools or models that are not yet available in
the main release, DAME includes also a Java-based plugin
wizard for custom experiment setup (DMPlugin). This allows
any user to upload into the DAME suite their own DM code
and run it on the computing infrastructure. Even though still
under development, DAME has already been tested against
several specific applications. The already mentioned globular
cluster identification problem [3]; the evaluation of photo-
metric redshifts for galaxies and quasars [11, 34, 4], the
identification of candidate quasars from multiband survey
data [12], and finally, the identification of candidate emission
line galaxies [10]. In what follows we shall summarize some
of these applications.

4.1. A use case: photometric redshifts with DAMEWARE

Photo-z are essential in constraining dark matter and dark en-
ergy through weak gravitational lensing, for the identification
of galaxy clusters and groups, for type Ia Supernovae, and to
study the mass function of galaxy clusters, just to quote a few
applications.

The physical mechanism responsible for the correlation
between the photometric features and the redshift of an as-
tronomical source is the change in the contribution to the
observed fluxes caused by the prominent features of the spec-
trum shifting through the different filters as the spectrum of
the source is redshifted. This mechanism implies a non-linear
mapping between the photometric parameter space of the
galaxies and the redshift values.

When accurate and multi-band photometry for a large
number of objects is complemented by spectroscopic red-
shifts for a statistically significant sub-sample of the same
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Fig. 2. Distribution of spectroscopic vs photometric redhifts
for the objects in the SDSS-DR9 test set.

objects, the mapping function can be inferred using super-
vised machine learning methods such as Neural Networks.

As an example let us consider the recent application of
the MLPQNA neural network (for details on this method see
[4]) applied to the Sloan Digital Sky Survey Data Release 9
[5]. The SDSS-DR9 provides an ideal data set for this type
of applications since it contains both very extensive multiband
photometry for more than 300 million objects as well as accu-
rate spectroscopic redshift for a fair subsample of them. After
an extensive series of experiments, the best results were ob-
tained with a two hidden layer network, using a combination
of the four SDSS colors (obtained from the SDSS psfMag)
plus the pivot magnitude psfMag in the r band. This yields
a normalized overall uncertainty of σ = 0.023 with a very
small average bias of ∼ 3 × 10−5, a low NMAD, and a low
fraction of outliers (∼ 5% at 2σ and ∼ 0.1% at 0.15). After
the rejection of catastrophic outliers, the residual uncertainty
is σ = 0.0174.

The trained network was then used to process the galax-
ies in the SDSS-DR9, matching the above outlined selection
criteria, and to produce the complete photometric catalogue.
This catalog consists of photo-z estimates for more than 143
million SDSS-DR9 galaxies. The distribution of the spectro-
scopic versus photometric redshifts in the SDSS-DR9 test set
used do derive these results is given in Fig. 2.

5. FUTURE PROSPECTS

The preceding discussion gives just a flavor of the data pro-
cessing and analysis challenges in modern, data-intensive as-
tronomy. We are now entering the Petascale regime in terms
of data volumes, but the exponential growth continues. One
important recent development is the advent of synoptic sky
surveys, which cover large areas of the sky repeatedly, thus

escalating the challenges of data handling and analysis from
massive data sets to massive data streams, with all of the
added complexities. This trend is likely to continue, pushing
astronomy towards the Exascale regime.

The astronomical community has responded well and in
a timely manner to the challenges of massive data handling,
by embracing Internet-accessible archives, databases, inter-
operability, standard formats and protocols, and a virtual sci-
entific organization, Virtual Observatory, that is now effec-
tively a global data grid of astronomy. While this complex
and necessary infrastructure represents a solid foundation for
a big data science, it is just a start. The real job of science,
data analysis and knowledge discovery, starts after all the data
processing and data delivery through the archives. This re-
quires some powerful new approaches to data exploration and
analysis, leading to knowledge discovery and understanding.
Many good statistical and data mining tools and methods ex-
ist, and are gradually permeating the astronomical commu-
nity, although their uptake has been slower than what may be
hoped for.

One tangible technical problem is the scalability of DM
tools: most of the readily available ones do not scale well to
the massive data sets that are already upon us. The key prob-
lem is not so much the data volume (expressible, e.g., as a
number of feature vectors in some data set), but their dimen-
sionality: most algorithms may work very well in 2 or 3 or
6 dimensions, but are simply impractical when the intrinsic
dimensionality of the data sets is measured in tens, hundred,
or thousands. Effective, scalable software and a methodology
needed for knowledge discovery in modern, large and com-
plex data sets typically do not exist yet, at least in the public
domain.

Acknowledgments: SGD and CD acknowledge a par-
tial support from the U.S. NSF grants AST-0834235, AST-
1313422, AST-1413600, and IIS-1118041. GL, MB and SC
aknowledge a partial support from the PRIN MIUR ”‘The ob-
scure universe and the evolution of baryons”’ as well as the
European COST action TD-1403 ”‘Big data era in Sky-Earth
Observations”’. We thank numerous colleagues for useful
discussions and collaborations over the years, and in partic-
ular to M. Graham, A. Mahabal, A. Drake, K. Polsterer, M.
Turmon, G. Riccio, D. Vinkovic, and many others.

6. REFERENCES

[1] J. Bloom and J. Richards. “Data Mining and Machine-
Learning in Time-Domain Discovery & Classification”,
in: Advances in Machine Learning and Data Mining for
Astronomy, arXiv/1104.3142, 2011.

[2] K. Borne, et al. “Astroinformatics: A 21st Century
Approach to Astronomy”, Astro2010: the Astronomy
and Astrophysics Decadal Survey, Position Papers, no.
6, available at http://arxiv.org/abs/0909.3892, 2009.

Managing the Avalanche of Data in Astronomy

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

191 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


[3] M. Brescia, S. Cavuoti, M. Paolillo, G. Longo, T. Puzia.
“The Detection of Globular Clusters in Galaxies as a
Data Mining Problem”, Monthly Notices Royal Astron.
Soc., 421, 1155, 2012.

[4] M. Brescia, S. Cavuoti, R. D’Abrusco, G. Longo, A.
Mercurio. “Photometric redshifts for Quasars in multi
band Surveys”, Astroph. J, 772, 2, 140, 2013.

[5] M. Brescia, S. Cavuoti, G. Longo, V. De Stefano. “A
catalogue of photometric redshifts for the SDSS-DR9
galaxies”, Astron & Astrop., 568, 126, 2014.

[6] M. Brescia, S. Cavuoti, G. Longo, et al. “DAMEWARE:
A web cyberinfrastructure for astrophysical data min-
ing”, Publ. Astron. Soc. Pacific, 126, 783, 2014.

[7] R. Brunner, S.G. Djorgovski, Szalay, A. eds. “Virtual
Observatories of the Future”, Astron. Soc. Pacific Conf.
Ser., p. 225. Provo, UT: Astronomical Society of the Pa-
cific, 2001.

[8] R. Brunner, S.G. Djorgovski, T. Prince, A. Szalay.
“Massive Data Sets in Astronomy”, In: Handbook of
Massive Data Sets, eds. J. Abello, P. Pardalos, M. Re-
sende, p. 931, Boston: Kluwer, 2001.

[9] S. Cavuoti, M. Brescia, G. Longo, A. Mercurio.
“Photometric Redshifts With Quasi-Newton Algorithm
(MLPQNA). Results in the PHAT1 Contest”, Astron.
Astrophys., 546, 13, 1, 2012.

[10] S. Cavuoti, M. Brescia, R. D’Abrusco, G. Longo, M.
Paolillo. “Photometric classification of emission line
galaxies with Machine Learning methods”, Mon. Not.
Royal Astron. Soc., 473, 968, 2014.

[11] R. D’Abrusco, A. Staiano, G. Longo, M. Brescia, et al.
“Mining the SDSS Archive. I. Photometric Redshifts in
the Nearby Universe”, Astrophys. J., 663, 752, 2007.

[12] R. D’Abrusco, G. Longo, N.A. Walton. “Quasar can-
didate selection in the Virtual Observatory era”, Mon.
Not. Royal Astron. Soc., 396, 223, 2009.

[13] R. D’Abrusco, G. Fabbiano, S.G. Djorgovski, C.
Donalek, et al. “CLASPS: A New Methodology for
Knowledge Extraction From Complex Astronomical
Data Sets”, Astrophys. J., 755, 92, 2012.

[14] S.G. Djorgovski, R. Gal, S. Odewahn, R.R. de Carvalho,
R. Brunner, G. Longo, R. Scaramella. “The Palomar
Digital Sky Survey (DPOSS)”, in Wide Field Surveys
in Cosmology, eds. S. Colombi et al., Gif sur Yvette:
Editions Frontieres, p. 89, 2012.

[15] S.G. Djorgovski, and the NVO Science Definition Team.
“Towards the National Virtual Observatory”, report
available on line at http://www.us-vo.org/sdt/, 2002.

[16] S.G. Djorgovski, et al. “Towards an Automated Classi-
fication of Transient Events in Synoptic Sky Surveys”,
Proc. CIDU 2011, eds. A. Srivasatva, et al., NASA
publ., p. 174, 2011.

[17] S.G. Djorgovski, A. Mahabal, A. Drake, M. Graham, C.
Donalek. “Sky Surveys”, in: Astronomical Techniques,
Software, and Data, ed. H. Bond, Vol.2 of Planets, Stars,
and Stellar Systems, ser. ed. T. Oswalt, Berlin: Springer
Verlag, 2012.

[18] S.G. Djorgovski, A.A. Mahabal, A.J. Drake, M.J. Gra-
ham, C. Donalek, C., R. Williams. in Proc. IAU Symp.
285, New Horizons in Time Domain Astronomy, eds.
E. Griffin et al., p. 141. Cambridge: Cambridge Univ.
Press, 2012.

[19] C. Donalek. “Mining Astronomical Data Sets”, PhD
Thesis, University of Naples Federico II, Italy, 2006.

[20] C. Donalek et al. “New Approaches to Object Classifi-
cation in Synoptic Sky Surveys”, AIP Conf. Ser., 1082,
252, 2008.

[21] C. Donalek, M. Graham, A. Mahabal, S.G. Djorgovski,
R. Plante. “Tools for Data to Knowledge”, VAO Techni-
cal Report, 2011.

[22] C. Donalek, et al. “Feature Selection Strategies for Clas-
sifying High Dimensional Astronomical Data Sets”, in:
Scalable Machine Learning: Theory and Applications,
IEEE BigData 2013.

[23] C. Donalek, Djorgovski, S.G. et al. “Immersive and
Collaborative Data Visualization Using Virtual Reality
Platforms”, in Proc. IEEE Big Data 2014, IEEE press,
2014.

[24] W.M. Farr, P. Hut, J. Ames, and A. Johnson. “Immersive
and Collaborative Data Visualization Using Virtual Re-
ality Platforms”, An Experiment in Using Virtual Worlds
for Scientific Visualization of Self-Gravitating System,
Journal of Virt. Worlds Res., 2 (3), 2009.

[25] A.E. Firth, O. Lahav, R.S. Somerville. “Estimating
Photometric Redshifts with Artificial Neural Networks”,
Mon. Not. Royal Astron. Soc. 339, 1195, 2003.

[26] A. Goodman. “Principles of High-Dimensional Data Vi-
sualization in Astronomy”, Astron. Nachrichten, 333,
505, 2012.

[27] M.J. Graham, et al. “Data Challenges of Time Domain
Astronomy”, in Distrib. Parallel Databases, eds. Qiu,
X., Gannon, D.,30 (5-6), 371, 2012.

Managing the Avalanche of Data in Astronomy

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

192 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


[28] M.J. Graham, et al. “Connecting the Time Domain
Community with the Virtual Astronomical Observa-
tory”, in: Observatory Operations: Strategies, Pro-
cesses and System IV, eds., Peck, A., Seaman, R., Com-
eron, F., Proc. SPIE, 8448, 2013.

[29] M. Graham, M. Fitzpatrick, T. Mc. Glynn eds. “The
National Virtual Observatory: Tools and Techniques for
Astronomical Research”, Astron. Soc. Pacific Conf. Ser.,
382, 2007.

[30] R. Hanish. “A Foundation for the Virtual Observatory”,
in: Astron. Soc. Pacific Conf. Ser., eds. R. Brunner et al.,
225, 97, 2001.

[31] R. Hanisch. “The Virtual Observatory in Transition”,
Astronomical Data Analysis Software and Systems XV
eds., C. Gabriel et al., Astron. Soc. Pacific Conf. Ser.,
351, 765, 2007.

[32] T. Hey, S. Tansley, K. Tolle, eds. “The Fourth Paradigm:
Data-Intensive Scientific Discovery”, Redmond, WA:
Microsoft Research, 2009.

[33] H. Hildebrandt, et al. “PHAT: PHoto-z Accuracy Test-
ing”, Astron. Astrophys, 523, 31, 2010.

[34] O. Laurino, R. D’Abrusco, G. Longo, G. Riccio. “As-
troinformatics of Galaxies and Quasars: A New General
Method for Photometric Redshifts Estimation”, Mon.
Not. Royal Astron. Soc., 418, 2165, 2011.

[35] A.A. Mahabal, and the PQ Survey Team. “Automated
probabilistic classification of transients and variables”,
Astronom. Nachr., 329, 288, 2008.

[36] A. Mahabal, P. Wozniak, C. Donalek and S.G. Djor-
govski. “Transients and Variable Stars in the Era
of Synoptic Imaging”, in: LSST Science Book,
eds. Z. Ivezic, et al., Ch. 8.4, p. 261; available at
http://www.lsst.org/lsst/scibook, 2009.

[37] A.A. Mahabal, et al. “Mixing Bayesian Techniques
for Effective Real-time Classification of Astronomical
Transients”, in: Proc. ADASS XIX ed. Y. Mizumoto,
ASP Conf. Ser., 434, 115, 2010.

[38] A.A. Mahabal, et al. “Classification of Optical Tran-
sients: Experiences from PQ and CRTS Surveys”, in:
Gaia: At the Frontiers of Astrometry, eds. C. Turon, et
al., EAS Publ. Ser. 45, 173, Paris: EDP Sciences, 2010.

[39] A.A. Mahabal, et al. “The Meaning of Events”, in:
Hotwiring the Transient Universe, eds. S. Emery Bunn,
et al., Lulu Enterprises Publ. http://www.lulu.com/, p.
31, 2010.

[40] A.A. Mahabal, et al. “Discovery, classification, and sci-
entific exploration of transient events from the Catalina
Real-Time Transient Survey”, Bull. Astron. Soc. India,
39, 38, 2011.

[41] S. Odewahn, R.R. de Carvalho, R. Gal, S.G. Djorgov-
ski, R. Brunner, A. Mahabal, P. Lopes, J. Kohl Moreira,
B. Stalder. “The Digitized Second Palomar Observatory
Sky Survey (DPOSS). III. Star-Galaxy Separation”, As-
tron. J. 128, 3092, 2004.

[42] G. Richards et al. “Eight-Dimensional Mid-
Infrared/Optical Bayesian Quasar Selection”, Astron. J.,
137, 3884, 2009.

[43] G. Richards et al. “On Machine-learned Classification
of Variable Stars with Sparse and Noisy Time-series
Data”, Astrophys. J., 733, 10, 2011.

[44] R. Tagliaferri, G. Longo, S. Andreon, S. Capozziello, C.
Donalek, G. Giordano. “Neural Networks and Photo-
metric Redshifts”, astro-ph 0203445, 2002.

[45] N. Weir, U. Fayyad, S.G. Djorgovski. “Automated
Star/Galaxy Classification for Digitized POSS-II”, As-
tron. J., 109, 2401, 1995.

[46] D. Wells, E. Greisen, R. Harten. “FITS - a Flexible
Image Transport System”, Astron. & Astrophys. Suppl.
Ser., 44, 363, 1981.

[47] D.G. York, and the SDSS team. “The Sloan Digital Sky
Survey: Technical Summary”, Astron. J., 120, 1579,
2000.

Managing the Avalanche of Data in Astronomy

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

193 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


BIG DATA CHALLENGE POSED BY THE LARGE SYNOPTIC SURVEY TELESCOPE

Emmanuel Gangler
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ABSTRACT

With the advent of the Large Synoptic Survey Telescope
which shall take its first light in 2020, the data flow in optical
astronomy will be put to an unprecedented rate. This large
aperture wide-field ground based survey is equipped with a
3.2 Gpixel camera which will observe half the sky every few
nights in six optical bands from 320 to 1050 nm, enabling
exploration of a wide range of astrophysical questions. The
LSST will produce on average 15 terabytes of data per night,
yielding a data set over 100 petabytes at the end of its 10-
year mission. After describing the key features of the LSST
project, the talk will focus on the data management strategy
employed to address the big data issues: what shall be the
data products to maximize the science throughput and how to
efficiently access them.

Index Terms— LSST, big data, catalogs, database, infor-
matics, data mining

1. INTRODUCTION

Over the past two decades, the steadily growth of CCD de-
tector number of pixels and the possibility to handle images
taken from multi-CCD cameras read in parallel led to a major
change in the way astronomy is performed. Instead of tar-
geting single objects of interest, it is now possible to record
at once large fractions of the sky, a technique known as a
sky survey. This needs two ingredients: a wide field tele-
scope equipped with a multi-CCD camera which runs pre-
planned observations for years, and a dedicated computing
infrastructure to extract information from the images and de-
livers them efficiently to the end user. Inside the raw data im-
ages recorded by the CCD, the luminous information from as-
trophysical objects is converted into signal in a cluster of adja-
cent pixels. As the sky is mostly dark in the optical bands, in-
formation of different sources seldom overlaps to each other,
and the art of signal extraction is to treat each source as if
they were independent and measure their attributes: luminos-
ity, position, shape and other relevant parameters. However,
most of the data analyses only target selected objects of in-
terest within the survey, and most of the pixel content of the
images are ignored: thus the primary vehicle for information
retrieval are the catalogs derived from the images which con-

tains the information from source extraction, and which serve
as summary data as well as a fast access to raw pixels content.

One of the most widely known of such survey in the
past decade is the Sloan Digital Sky Survey (SDSS), which
recorded 1 billion objects covering an area of 15000 deg2 up
to a limiting magnitude of r∼22.2. With a total light collect-
ing capability as measured by the étendue greater than 300
m2 deg2 — 15 times that of SDSS — LSST will bring this
technique to a new era, creating unprecedented volumes of
high quality data which may turn out to be easier to collect
than to analyze. Not only will LSST record around 40 billion
of objects, but also one of the key features of LSST is to open
the time domain for massive studies of variable sources and
rare events: each object will be observed about 1000 times.
This rapid increase in volume is in par with the Big Data con-
cept and impacts the data management of the project: how
to optimize the scientific throughput from the raw data to the
science analysis, with an efficient data delivery to the user
community?

2. THE LSST DATA

The LSST is a large, wide-field ground-based system de-
signed to obtain multiple images covering the sky that is
visible from Cerro Pachón in North Chile. It is now under
construction and is scheduled to begin its planned 10-years
survey operations at the begining of the next decade.

The LSST design is driven by four main science themes:
probing dark energy and dark matter, taking an inventory
of the Solar System, exploring the transient optical sky, and
mapping the Milky Way. The current baseline [1], with an
8.4m (6.7m effective) primary mirror, a 9.6 deg2 field of
view, and a 3.2 Gigapixel camera, will allow about 10,000
deg2 of sky to be covered using pairs of 15-second exposures
twice per night every three nights on average, with typical
5σ depth for point sources of r ∼ 24.5 (AB). The system is
designed to yield high image quality as well as superb astro-
metric and photometric accuracy. The total survey area will
include 25,000 deg2 with δ < +34.5◦, and will be imaged
multiple times in six bands, ugrizy, covering the wavelength
range 320 – 1050 nm. About 90% of the observing time
will be devoted to a deep-wide-fast survey mode which will
uniformly observe a 18,000 deg2 contiguous sky region on
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average 825 times (summed over all six bands) during the
anticipated 10 years of operations, and yield a coadded map
to r ∼ 27.5. These data will serve the majority of the primary
science programs. The remaining 10% of the observing time
will be allocated to special projects such as a Very Deep and
Fast time domain survey.

The rapid cadence of the LSST observations will produce
an enormous volume of data, ∼ 15 TB per night, leading to
a total data volume of 60 Pb compressed raw data, a total of
0.5 EB processed data, which will need ∼ 150 TFlops total
computing power. This corresponds to a final catalog con-
taining 20 billion galaxies and 17 billion stars, with 7 trillion
source detection and a total of 30 trillion measurements; the
corresponding volume of the final database is expected to be
15 PB. Processing such a large volume of data, converting the
raw images into a faithful representation of the Universe, and
archiving the results in useful form for a broad community of
users is a major challenge.

The goal is to make LSST data products available to the
public and scientists around the world, with two main deliv-
erables: the transient event reporting system which will send
out alerts to the community within 60 seconds of completing
the image readout and yearly data releases which will deliver
the most completely analyzed data products of the survey.

3. ENABLING DATA ANALYSIS

LSST will enable many scientific opportunities, which all
come with their proper requirements to extract knowledge
from raw images [2]. Study of Dark Energy depends on
photometric accuracy and precision, the control of the PSF
shape and the reliability of faint object detection and mea-
surement in deep summed images. The solar system studies
have to achieve an efficient detection and orbit determination
for about 300 solar system objects per square degree, with
considerable gaps in time. The studies on the Galaxy mor-
phology rely not only on precise and accurate proper motion
and parallaxes, but also on a highly reliable classification of
objects, which turns out to be a major undertaking consid-
ering the photometry, morphology and time dependent data
which will have to be optimally combined. And to enable real
time alerts out of 10 millions nightly detections, LSST has to
achieve an acceptably low false transient alert rate.

From the machine learning point of view, most of the task
to be accomplished are classification via clustering, with an
emphasis of the cluster significance from both statistical and
scientific perspective, and precise characterization of confu-
sion between classes as this will enter as a systematic uncer-
tainty in precision measurements. The major challenge for
LSST is the need for efficient algorithms in high dimensional
problems, with an estimate of 1010 objects described by up
to 105 dimensions. Dimensionality reduction and regression
tools will also have to be adapted to provide both the needed
scalability and a degree of approximation in par with the sci-

entific requirements. With such a dataset, rarity detection will
be a key to detect anomalies due to detector or software fea-
tures, deviation from expected behavior, data quality assess-
ment and ultimately novelty discovery. Novel data mining
in astronomy such as link analysis association should also be
enabled by the data delivery design. All the algorithms em-
ployed to address LSST machine learning challenge will also
have to deal properly with the structure of measurement un-
certainties, which is one area where astronomical needs will
require specific development.

As good algorithms tend to be specialist, a successful sys-
tem must allow the development and incorporation of a wide
variety of algorithms. In order to facilitate their implementa-
tion, LSST data release complies with a scheme adapted for
astroinformatics [3]. One of the key concept is that the data
products will come with everything needed to perform the end
user analysis, with minimal exposure of the raw pixel images.
There will be three different data production pipelines. The
alert production will be an online process running on images
right after their acquisition. It will run image processing, ob-
ject detection and association, moving object reconstruction
and release alerts within 60 seconds. The data release pro-
duction will be run annually, with full reprocessing each year
during the 10 years of the project. It will perform the moving
object pipeline, deep detection on stacked images, photomet-
ric and astrometric calibrations, image coaddition, full object
characterization and science data extraction. The calibration
products piepeline will provide data for illumination correc-
tion, a map of pupil ghost images, the crosstalk matrix, flat,
biasses and fringe images.

The data products issued by the nightly and annual re-
leases enter three different categories: images available as
files, catalogs stored in database, and alerts also available
through a database. All products come with data quality met-
rics. The nightly image processing will deliver raw science
images which will be the primary legacy data of the project.
In addition, it will release calibrated science images, sub-
tracted science images where the current acquisition is com-
pared to a reference enabling the detection of variable objects,
and auxiliary images as noise and sky images. Nightly, the
source, object and orbit catalog will be updated from the dif-
ference image detections, and two real time feeds will provide
transient alerts and moving objects alerts with a classification
based on measured properties of the event image, as well as
the properties of the local background determined from tem-
plate images. The annual release will provide a summary and
statistics of the alerts. In addition, the full image reprocessing
will provide one of the primary data products: the stacked sci-
ence image which will contain the deepest available informa-
tion on the whole observed sky. It will also provide template,
calibration and RGB JPEG images.

The annual release catalog consist of more than 100 ta-
bles, the most important of which being the object catalog
summarizing for each physical source all information ac-
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quired during the project lifetime, and the source catalog
giving access to each individual measurement data of a single
object on a single exposure. Sky coordinates, magnitudes,
object morphology and their associated uncertainties will be
derived for each individual measurement, and summary data
including lightcurve properties will be stored per object. For
each kind of measurement, the automated pipeline will em-
ploy several algorithms in order to cover the broadest range of
astronomer needs. This will ensure that for widely accepted
measurement algorithms there will be no need to get back to
individual image pixels. Thus the end user as well as data
mining algorithms will focus on knowledge extraction from
the catalogs accessible through a database, rather than dealing
with original pixels.

4. EFFICIENT DATA ACCESS

The LSST approach for data distribution is an hybrid system.
Image products will be available as flat files with portable for-
mat in order to ensure their availability long after LSST shut-
down. Derived products such as objects characterizations and
catalogs will be accessible through an interface to a database.
Given the data volume, it is highly unlikely that the average
researcher will work on a local copy of the whole data, even
if it will probably be possible to get a local copy of the cata-
logs. However, it seems that many of the scientific goals will
be achieved by running on the databases as an expert user
[4]. The baseline design for LSST is to provide access to its
database though a distributed system located in a data access
center.

The LSST baseline for the database architecture is to sup-
port massive user queries in a massively parallel relational
database composed of a single-node non-parallel DBMS, a
distributed communications layer, and a master controller, all
running on a shared-nothing cluster of commodity servers
with locally attached disk drives. One key aspect of the design
is to ensure the incremental scalability and to be fault-tolerant
to hardware failures without disrupting running queries. All
large catalogs such as Object, Source and Forced Source are
horizontally partitioned into materialized chunks according
to their spatial coordinates, and the remaining catalogs are
replicated on each server. There is a further partitioning into
sub-chunks materialized on the flight when needed: this pro-
vides a dramatic reduction in execution time when dealing
with cone-like searches where the predication is performed on
pairs of neighboring objects. The chunks will be distributed
automatically across all nodes, without exposure to users. The
system will also use a few critical indexes to speed up spa-
tial searches, time series analysis, and simple but interactive
queries. It will also provide shared scans. The architecture is
driven by the variety and complexity of anticipated queries,
ranging from single object lookups to complex O(n2) full-sky
correlations over billions of elements.

Given the current state of RDBMS and Map/Reduce mar-

Fig. 1. Qserv components architecture

ket, an RDBMS solution is a better fit to the requirements,
primarily due to features such as indexes, schema, speed and
available spatial libraries. As no off-the-shelf reasonably
priced solution meets LSST requirements nowadays, LSST
developed a prototype of the baseline architecture, called
Qserv, based on open-source software [5]. The key com-
ponents are illustrated figure 1: queries are processed by a
master node which rewrites them and broadcasts the dispatch
to an array of worker nodes, containing the chunks of the Ob-
ject, Source and Forced Source tables and a copy of the other
smaller tables. Results are then sent back and aggregated by
the master node. In order to speed-up queries and to avoid
sub-queries returning certain null results, the master node
contains an index database mapping object primary keys and
worker nodes.

After many tests to determine the design configuration,
MySQL was chosen as the baseline single-node DMBS and
XRootD as an elastic distributed, fault-tolerant messaging
system. To mitigate adherence to the underlying RDMBS,
Qserv pays close attention to minimizing exposure to vendor
specific features. In addition, many key features including the
scalable dispatch system and a 2-level partitioner have been
implemented at the prototype level and integrated with these
two underlying components. Scalability and performance
have been successfully demonstrated on a variety of clus-
ters ranging from 20-node-100TB cluster to 300-node-30TB
cluster, tables as large as 50 billion rows and concurrency
exceeding 100,000 in-flight chunk-queries. Required data
rates for all types of queries (interactive, full sky scans, joins,
correlations) have been achieved and basic fault tolerance re-
covery mechanisms were demonstrated. These tests showed
the relevance of the proposed solution for LSST database
architecture, and the production version is now under devel-
opment.
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ABSTRACT  
 
The Gaia data processing is handled by a European 
Scientific Consortium, namely DPAC (see fig.1) and relies 
on six Data Processing Centres (DPC) distributed all around 
Europe (Madrid (DPCE), Toulouse (DPCC), Cambridge 
(DPCI), Torino (DPCT), Barcelona (DPCB) and Geneva 
(DPCG)). Each one has its own peculiarities but they all 
face the same challenge: being able to handle dozens billion 
rows in database tables. This paper will introduce each 
DPC’s architecture and will focus on the DPCC’s one based 
on Hadoop. 
 
1. OVERALL GROUND SEGMENT ORGANIZATION 
 
The ESA Gaia satellite launched on December 19th 2013 is 
scanning the sky from the Lagrange L2 point in order to 
build the largest, most precise three-dimensional map of our 
Galaxy by surveying more than a thousand million stars. [1] 
The Gaia spacecraft downlinks everyday an average of 
40GB of data (reaching 120GB per day when scanning 
along the galactic plane) during the 8 hours visibility period 
from the two ESA ground stations (Cerberos and New 
Norcia). 
These data are transferred via the Mission Operations Centre 
(MOC – ESOC/Darmstadt) to the Science Operations 
Centre (SOC – ESAC Madrid) which also hosts the DPCE 
executing the two core daily systems: Initial Data Treatment 
and First Look. 
The results of both systems are then daily distributed to 
DPCT, DPCI and DPCC that run systems in order to 
monitor the payload health and to raise science alerts (e.g. to 
enable asteroids follow-up from ground). At same time, 
every ~6 months, a new Data Reduction Cycle (DRC) 
begins and each DPC runs its systems on all the data 
acquired since the beginning of the mission and sends its 
results back to DPCE which starts integrating the data 
produced by the different processing chains into a new Main 
DataBase (MDB) version. 
Unlike other space missions (eg. Euclid), data partitioning is 
processing-based: each processing chain is integrated in 
only one DPC, data processed by several chains are thus 
duplicated in the various DPCs. 
 
 

 
Figure 1 : The DPAC dataflow  (DPACE courtesy) 

 
2. GAIA CHALLENGES FOR DATA PROCESSING 

 
Gaia is a multi-sensors satellite (astrometer, photometer and 
spectrometer) that will observe 80 times up to 1 billion stars. 
The ground data processing has therefore to face several 
challenges. 
 
2.1. A huge number of elements to handle 
The tables containing the observations (so called transits) by 
the different sensors will thus count up to 80 billion rows. 
There are dozens of such ‘transit-based’ tables.  
Other tables will combine all the transits of a given source; 
these are ‘source-based’ tables. 
The DPAC challenge to process such data is to be able to 
deal with billions of ‘small pieces of data’, combine rows 
from several tables, select data from such tables based on 
diverse criteria and apply complex algorithms either on 
individual transits and sources or on batches of millions of 
transits or sources to assess global effects. 
 
2.2. Complex processing with timeliness constraints 
On a daily timescale, the systems shall be able to keep up 
with all the data downlinked in one day. 
At same time, if the DRC systems spend 1 second to process 
a star, 30 years would not be enough to produce the whole 
Gaia catalogue. These few figures highlight the necessity to 
design massively parallel architectures able to 
simultaneously process thousands of transits and sources. 
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2.3. Avalanche of data 
The volume of the end-of-mission MDB is expected to 
exceed 1PB disregarding intermediate data generated in 
each DPC. 
 

3. SEVERAL DESIGN APPROACHES 
 
After several years of development, each DPC relies on its 
own architecture but there are some commonalities between 
all of them.  
The first one is the homemade ‘infrastructure’ package 
offering a tasks scheduling system which has been mainly 
developed by DPCE in the frame of DPAC to fulfil its own 
needs. Four DPCs have contributed to this development and 
now use it.  
The second one is the choice of Hadoop as the engine of the 
processing system for 2 DPCs. 
There are finally 2 families of DPCs: 

- the ones using the  ‘infrastructure’ package 
coupled with a centralized filesystem or  
dedicated DBMS : DPCE, DPCT, DPCB, 
DPCG 

- the ones using Hadoop as the job management 
system and the data management : DPCC and 
DPCI.  

 
4. FOCUS ON DPCC ARCHITECTURE 

 
DPCC is in charge of Spectroscopic processing, Objects 
processing (Non-Single Stars, Solar System Objects, 
Extended Objects) and Astrophysical Parameters 
determination. If not the most critical DPC, DPCC is the 
biggest one in terms of volume processed, processing 
power, number of scientific chains executed and thus 
integration complexity. 
 
4.1. Databases system benchmark 
The decision to finally use Hadoop as the core of the DPCC 
framework was the conclusion of a database system 
benchmark conducted on several candidates: PostgreSQL as 
a reference SQL solution (and used for the first versions of 
the DPCC framework), PlProxy (a proxy to deal with 
multiple PostgreSQL instances), Cassandra (to test a column 
oriented DB), InterSystem Caché (already used in ESAC 
centre), DB2, MongoDB, GreenPlum and 
Hadoop/Cascading (chosen solution). The benchmark was 
set up on the basis of a real Gaia/DPCC code. 
Despite the relatively small number of objects processed, 
this test was extremely relevant to show the scalability of 
candidate solutions (cf fig. 2). The first conclusion was that 
Caché, MongoDB and PostgreSQL were unable to handle 
more than 10 million objects. 

 
Figure 2 : Performance comparison 

 
 Regarding the two remaining solutions, the bench showed 
on the one hand that Hadoop intrinsic performance (for a 
given number of objects) was better than Cassandra and on 
the other hand that Hadoop was the most scalable solution. 
Once Hadoop selected, further scalability tests were 
conducted to assess the limits of this scalability.  
 

 
Figure 3 : Hadoop scalability 

 
The important result here is to notice the very good 
scalability of the Hadoop solution (cf fig. 3). The computing 
power (expressed in number of objects processed per 
second) increases with the number of processing nodes 
involved in the computation. The platform processing 
capability is directly linked to the number of computing 
nodes. We were unable with the resources available at that 
time to highlight a limit in the scalability. 
Furthermore, from a hardware cost point of view, Hadoop 
clusters are cheapest than legacy solution such as SQL 
databases which generally require expensive SAN 
infrastructure. 
 
4.2. A Hadoop-powered framework 
Hadoop was chosen, inter alia, because it is a scalable 
solution allowing an incremental purchase of the hardware 
in order to follow the growing needs in terms of volume and 
processing power over the 5 years of mission.  
However, the Hadoop core Map/Reduce paradigm is a quite 
complex framework to develop and maintain dozens of 
scientific chains. That is where the Cascading library enters 
the game to ease the scientific chain integration.  
Cascading is a Java library proposing to chain elementary 
operations called ‘pipes’ (cf fig. 4) in which different kinds 
of processing can be implemented. 
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Figure 4 : Example of a Cascading pipe  

 
At runtime, Cascading translates this assembly of pipes into 
a chain of Maps and Reduces tasks directly executed by the 
Hadoop cluster. The overhead of this Cascading translation 
has been measured at around 5% of the total execution time. 
This overhead is deemed worthwhile the development and 
maintenance efforts saved avoiding writing manually Maps 
and Reduces tasks. 
 
4.3. GaiaWeb – the data access Web portal 
GaiaWeb is the Web server allowing scientific developers to 
access the data produced by their scientific chains. It 
basically brings two kinds of feature: 

- statistical analysis on the mass of data 
produced on the operational cluster. An 
ElasticSearch engine is coupled with the 
Hadoop infrastructure to systematically index 
the data used in this statistical approach. This 
ElasticSearch server is addressed by GaiaWeb 
anytime a user queries a given statistical 
analysis. 

-  ‘on-demand’ queries launched on the cluster 
to retrieve data from the billions of rows stored 
on the production Hadoop FileSystem. These 
queries, expressed using a SQL-like approach, 
are translated on the fly into Cascading pipes 
executed as mini-processing chains on the 
operational Hadoop cluster.   

 
4.4. Hardware overview 
The Gaia DPCC is the first project running in CNES to use 
Hadoop. Dedicated machines have been purchased to host 
the different platforms (operational, validation and 
integration environments). This section will briefly examine 
the hardware characteristics already in place as well as the 
roadmap to purchase the 6.000 cores expected at the end of 
the mission. 

4.4.1 Cluster architecture 
It was commonly said that commodity hardware was a good 
choice to build a Hadoop cluster. However, back in 2011, 
the main use case of Hadoop was big data analytics (mainly 
log parsing), but very few scientific computing applications.  
We faced the challenge to design a hybrid cluster mixing 
HPC and Hadoop architecture concepts. 
From a computing architecture point of view, the 
fundamental idea of Hadoop is to merge data and computing 

components: cluster’s nodes are not only computing nodes 
(bundle of cores) but also data nodes (bundle of disks).  
The shared file system (HDFS) exposed to the application 
layer is the sum of local disks attached to each computing 
node. Hadoop abstracts the distribution of the storage and 
optimizes the job placement by following the key concept: 
launch the job on the node that hosts the data. 
The foreseen final DPCC operational cluster is a set of 8 
racks (cf fig. 5), each of which consists of 64 servers 
embedded into 16 enclosures. Each server is connected by 2 
Gbs attachments, solution that combines good performance 
and good reliability (redundancy of paths). The global 
network has a two levels tree topology. While rack consists 
of two 1Gbs links, the inter-rack backbone network is made 
of two 10Gbs links. The network topology can be set up in 
the Hadoop layer resulting in an efficient job placement (job 
tracker component) strategy that minimizes bandwidth 
needs across racks. 
 

4.4.2 Node architecture 
Another challenge was to choose the most relevant cluster’s 
node hardware. One needs to pay attention to the 
performance ratio regarding the processing profile. 
The first step was to build a Validation cluster composed of 
nodes of 2 CPUs of 8 AMD cores each with 3 hard drives 
attached. The advantage of such solution was the ratio core 
number/price and the power consumption. 
But there were several performance risks on this architecture 
in the context of scientific computing: bottlenecks on disk 
access (5 cores per disk) and on network access (48 cores 
for 2Gbs). 
The second procurement aimed at deploying the Operational 
cluster. The choice consisted in decreasing the number of 
cores per node to homogenize the computing power and 
resources access (IO, network). The architecture deployed is 
built around 36 nodes composed of 2 Intel CPUs each 
embedding 6 powerful cores. The main advantage is a well-
balanced solution in terms of processing; the drawback is 
the power consumption and the density. 
 

4.4.3 Hosting infrastructure  
The configuration set up requires 15KW racks. Water 

cooling is more reliable at this level. The platform is 
installed in the CNES datacenter, in high density racks. The 
rear door contains a heat exchanger through which heat 
produced by servers is extracted and cooled down. The 
exchanger power is directly controlled by temperature 
probes monitoring the temperature differential between front 
rack and rear rack air flow. The cool water is supplied by 
the central chiller plant in CNES. 
 

Managing the Avalanche of Data in Astronomy

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

200 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


 
Figure 5 : DPCC cluster schema 

 
 

4.4.4 Supervision tools  
The performance of the entire architecture is monitored by 
Zabbix and Ganglia products. Both tools are 
complementary; whereas Zabbix offers a follow-up of the 
different metrics over a long period of time for each value 
(ideal to follow the evolution of metrics over time), Ganglia 
is more relevant to give a consolidated view of each metrics 
cluster-wide. 
 

4.4.5 Perspectives 
Today, the CNES Gaia data processing centre is operational 
for one daily processing chain (Daily Spectrometric 
Calibration). Everyday ~10 hours are needed on the 432 
cores to process the 1 or 2 million of Radial Velocity 
Spectrometer observations. 
A lot of lessons have been learned during the deployment of 
this first processing chain. The tuning of the Hadoop cluster 
is compulsory but very difficult to perform taking into 
account the variety of processing profiles (memory 
consumption, CPU load) and the hardware characteristics. 
One of the major drawbacks of Hadoop version 1 is the 
static definition of the number of CPU cores dedicated to 
Maps and Reduces which can lead to an unbalanced usage 
of the CPU. 
A study has begun in order to plan an upgrade to Hadoop 
version 2 (YARN). It appears to be a major change in the 
design of the infrastructure. However, Hadoop v2 brings 
several important improvements compared to Hadoop v1. 

a) MapReduce v1 only manages execution slot 
without taking into account the different profiles of 

tasks (in terms of resources utilization). YARN 
manages resources and can optimize the scheduling 
taking into account the different task’s profile in 
queue. This can be very helpful in the Gaia context 
where there are a lot of different task’s profiles 
(transit per transit processing, source per source 
processing, an entire sky area, …). 

b) The second benefit for DPCC will be to make use 
of the dynamic allocation of tasks on available 
cores resulting in a higher utilization rate and 
therefore, an optimization of the hardware 
investment.  

c) Finally, another advantage resides in an optimised 
scheduling strategy that will be able to better take 
into account the heterogeneity of the different 
hardware generation.  

 
Other processing chains will progressively enter into 
operation  requiring more and more computing power. To 
follow these needs, new racks of nodes will be procured and 
integrated into the existing infrastructure in the DPCC 
bringing heterogeneity.  

 
5. CONCLUSION 

When the mission was decided in 2000, the existing 
hardware and software solutions were not able to face the 
data volume and processing power challenges. The Gaia 
mission has been the amazing opportunity to bring emerging 
technologies in the Internet world to the astrophysics 
community in order to serve scientific discoveries 
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ABSTRACT

Understanding the formation and evolution of galaxies, in-
cluding our Milky Way Galaxy, requires the use of large sim-
ulations to interpret observations. We present some results
from such simulations relevant to the Milky Way. We also
present a new visualisation technique developed to enable
easy and fast interaction with large simulations.

Index Terms— Simulations, galaxies, Milky Way, large
datasets, data visualisation.

1. INTRODUCTION

Understanding the evolution of galaxies like our own Milky
Way increasingly relies on large simulations with a large set
of physical processes that are relevant to galaxy formation.
As the observational datasets get bigger (ESA’s Gaia mis-
sion will provide data for 1 billion stars) and more detailed,
the simulations must necessarily become larger to include the
many processes involved, to reduce noise and so that differ-
ent parameters are adequately sampled, Modern simulations
include gas physics, star formation, supernovae and active
galactic nuclei. Mass resolutions of order 103 M� are possi-
ble, resulting in simulations with 107 particles or more. Anal-
ysis of such big simulations presents some challenges but al-
low us to make very detailed studies of galaxy evolution with
some remarkable successes.

2. THICK DISC FORMATION

We start with an example which illustrates why it is desire-
able to use large simulations. Relaxation in discs is greatly
enhanced because relative velocities are low, the density dis-
tribution is flattened and local densities are higher [1]. One
effect of relaxation is that discs thicken because of purely nu-
merical effects: the Milky Way has about 1011 stars, which
is 4-5 orders of magnitude larger than what current simula-
tions can include. This means the density is grainier and more
prone to numerical relaxation; studying the evolution of the
vertical structure of the disc is therefore complicated.

∗VPD is supported by STFC Consolidated grant # ST/J001341/1.

Using simulations, [2] studied the formation of the thick
disc in the Milky Way via the process of radial migration:
the change of orbital radius induced by spiral arms [3]. Re-
markably migration drives stars from one nearly circular orbit
to another. As stars migrate outwards, they move to regions
where the vertical restoring force is lower; while the verti-
cal velocity dispersion decreases, because they come from
regions of the disc which are hotter they still end up mov-
ing to larger heights above the mid-plane. This can build up
a significant mass in the thick disc based purely on internal
processes. The kinematics and metallicity of the thick disc
built this way are in good qualitative agreement with obser-
vational data from the Sloan Digital Sky Survey and Geneva-
Copenhagen Survey [4]. In particular, the simulations predict
that stars in the transition region between the thin and thick
disc should not exhibit a correlation between their velocity
and their metallicity, which is unexpected in a simple bimodal
model of the thin+thick discs. Particularly impressively, the
thick disc formed via migration exhibits an opposite correla-
tion between velocity and metallicity than does the thin disc,
exactly as found in observations [5, 6].

However, a single simulation does not easily distinguish
between a thick disc due to numerical heating and one result-
ing from migration. In order to test which effect is more im-
portant for the thick discs seen in simulations, one approach
is to vary the number of particles in the simulation to explore
how the disc height varies. Figure 1 presents an example of
such a set of simulations, with N varied between 0.5×106 to
4 × 106. At the lowest resolution, the vertical density profile
resembles a single isothermal profile. As the number of par-
ticles increases, the profile develops a two component shape.
The thin disc becomes increasingly thin in the Solar neigh-
bourhood (8 ≤ R ≤ 9 kpc) while the thick disc, which now
appears as a separate component, is barely changed by the in-
creased N . In the inner disc (4 ≤ R ≤ 5 kpc), increasing
N gives rise to a thinner thin disc and a thicker thick disc.
There is still no hint that the profiles have converged and still
larger N would probably result in an even clearer separation
between thin and thick discs. In spite of this convergence fail-
ure, it remains clear that the formation of a double isothermal
profile is a robust result of the simulation.
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Fig. 1. Examples of vertical profiles at different radii for sim-
ulations with different numbers of particles. The fiducial sim-
ulation (blue lines) start with 106 gas particles, which spawn
about 2× 106 star particles.

3. THE BULGE OF THE MILKY WAY

The bulge of the Milky Way is box/peanut-shaped. Studies
of the stellar populations in the bulge based on stellar pho-
tometry have found that bulge stars are predominently old,
suggesting that the bulge formed separately from the disc in
an early merger-driven event. Other studies however empha-
size that the bulge seems to be purely a consequence of the
evolution of the bar, which is fundamentally a disc feature. In
this picture, the Milky Way is intrinsically a bulgeless galaxy
[7]. A serious problem for this scenario has been the appar-
ent lack of young stars in the bulge. However studies of mi-
crolensed dwarf stars in the bulge find a range of stellar ages
rather than the uniformly old stars found by photometric stud-
ies. Using a large state-of-the-art simulation of a Milky Way
type galaxy, [8] showed that a galaxy with a boxy/peanut-
shaped bulge evolving in isolation can have a bulge with a
range of stellar ages but which is dominated by old stars. The
spread in ages correlates with the metallicity of the stars, as
observed. The young stars are located predominantly nearer
to the plane. This comparison with the Milky Way requires
simulations with 5 × 106 gas particles spawning more than
107 star particles. This provides distributions of age, metal-
licity and α-abundance that can be dissected in detail across
the volume of the bulge at different times, even on the mi-
nor axis of the bar, where the density drops off most rapidly.
Tracking individual star particles in such simulations requires
sorting through 0.2 Tb of data.

4. ORBITAL RESONANCES IN THE HALO

Gaia will provide accurate phase space information for stars
in the Solar neighbourhood. These data will enable us to
compute the full three-dimensional orbits of these stars in the
global potential of the Milky Way. [9] and [10] studied the
orbits of dark matter particles in N -body simulations. [10]
showed that the halo orbits that reach the Solar neighbour-
hood are similar to the overall population, while [11] showed
that the orbits of stars in the stellar halo are similar to those of
the dark matter. Thus orbits of stars in the halo are important

probes of the dynamical state, and therefore also of the for-
mation history, of the dark matter halo. Indeed the degree of
orbital diffusion can be used to constrain the shape and orien-
tation of the dark matter halo [10].

The study of halo orbits requires large datasets. Charac-
terising a halo typically requires at least 10, 000 orbits. Each
orbit needs to be traced by∼ 50, 000 steps for each of 6 phase
space coordinates. Thus a single trial potential requires ∼ 1
Gb to store a minimum set of orbits, and the process must
be repeated many times for many trial potentials. Fortunately
this large dataset can be reduced to a much smaller set us-
ing the fundamental frequencies of the orbits. Briefly, the
fundamental frequencies are obtained via a Fourier transform
in each direction for each orbit [12, 13]. Regular orbits can
then be reconstructed from a small number of terms in the
frequency spectrum [12].

The frequenies can directly be used to study the potential.
When orbits are plotted in the space spanned by ratios of fre-
quencies, resonant orbits appear, which represent stars which
have been trapped by the growing disc potential [9, 10]. Fig-
ure 2 presents an example of a frequency map for halo orbits
which reach the Solar neighbourhood in a system in which
the disc is grown either with its spin about the short axis (left
panel) or tilted (right panel) in the same triaxial dark matter
halo. Detailed comparison shows that there are differences
between these two cases. For instance, the different orienta-
tions trap different numbers of orbits about the 2 : 0 : −1 and
1 : 0 : −1 resonances. Applied to halo stars with data from
Gaia, such differences in frequency maps hold great promise
to disentangle the state of the Milky Way’s dark matter halo.

Fig. 2. A frequency map of dark matter particles that reach the
Solar neighbourhood after a disc grows (left) perpendicular to
the minor axis of the halo and (right) inclined by 30◦ relative
to the minor axis. Blue indicates the most bound particles,
while red is the least bound, with green being intermediate.
Adapted from [10].
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5. VISUALISATION

5.1. Visualising Big Data

Creating interactive visualisations of large N-body simula-
tions is a computationally challenging problem. There are two
key issues. Firstly, the vast number of particles is beyond the
real-time rendering capabilities of current GPUs. Secondly,
the amount of data in large simulations often exceeds avail-
able local memory, but the GPU requires its data locally.

Consequently most software for visualising simulations
is either non-interactive, or limited in the number of particles
that can be shown (typically no more than 105 to 106 parti-
cles). To work around this simulations can be reduced to a
manageable subset, but at the risk of losing important struc-
ture. Alternatively, static images of very large simulations can
be produced. However, exploring a data set through still im-
ages is highly inefficient, and prone to trial-and-error. On the
other hand structure is more quickly understood when it can
be controlled interactively in real-time.

Exactly what constitutes an effective real-time display de-
pends on the type and speed of motion, and the size and view-
ing angle of the display device. At least 12 frames per second
(fps) is required for comfortable viewing, 24-30fps is typical
of a modern graphics application, while computer games tend
to visualise up to 60fps or more. Given the very high particle
density typical of astronomical simulations, a high frame rate
helps the eye resolve the motion of smaller structures. For the
same reason rendering at a high resolution is a benefit.

5.2. System Overview

We have created software that can render real-time visualisa-
tions (surface density) of arbitrary simulations with up to 108

to 109 particles (stars, gas, dark matter). The target platform
is a relatively modest current desktop computer, assumed to
have a dedicated mid-range GPU. Our target frame rate is
30fps, more where possible, at a resolution of 1920x1080 pix-
els. A further requirement has been that any initial calcula-
tions needed to prepare the visualisation of a new simulation
will take no more than a few minutes on the target machine.
There follows a very brief overview of the techniques we have
used to accomplish this.

The basic approach is to render a reduced number of par-
ticles that is visually indistinguishable from the original data
set. To achieve this the data is organised into a hierarchi-
cal data structure (kd-tree, or R*tree, octree, see Figure 3),
with each node representing a cuboid of space. Denser areas
are subdivided further. Each node has one or more levels-of-
detail (LODs) calculated. A LOD is a reduced set of particles
that is guaranteed to be visually identical to the original data
set when sufficiently small on screen. To visualise the sim-
ulation, the tree is traversed and a LOD selection algorithm
executed for each visible node. The selection algorithm tries
to limit the number of particles rendered without reducing fi-

delity. Where computer performance is an issue, lower qual-
ity LODs can be selected to give an approximate rendering.
This tree traversal also efficiently culls off-screen nodes.

Fig. 3. Example of octree partitioning of a galaxy simulation.
Nodes are subdivided until the number of particles they con-
tain falls below a threshold. For clarity only nodes at depths
3, 4 and 5 are shown here.

5.3. LOD Creation

There are two methods of creating LODs. One method is to
run a clustering algorithm through the data that searches for
clusters of a given radius or less. Each cluster is replaced by a
single particle with equivalent overall density. A set of LODs
is created for each node, with increasing radii. The simplest
LOD whose cluster radius is smaller than a pixel on screen
is used for precision rendering. However, since each cluster
is replaced by a particle of an equivalent size, a lower qual-
ity LOD can be also used for approximate rendering (clus-
ters become small spheres). Creating many LODs increases
memory use, but by reordering the original data, a LOD only
needs to provide the new cluster particles and can share the
un-clustered particles with the original data set.

A second method of LOD creation [14] is to store the orig-
inal data in the leaves of the tree only, with the higher level
nodes holding quantizations of their space. Specifically, each
non-leaf node represents a 256 × 256 × 256 grid of cells,
with all particles quantized into their nearest cell. Similar-
sized particles in the same cell are merged, achieving a similar
clustering effect. This approach has the advantages that each
node requires just a single LOD and that coordinates can be
reduced to one byte each, consequently using less memory.
However, it tends to be less aggressive at reducing particle
count. Both techniques are supported by the software.
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5.4. Further Improvements

The use of a tree structure with LODs is still not efficient
enough for the largest data sets so a number of other tech-
niques are used. The system constantly predicts and mea-
sures each node’s performance, which guides alternative algo-
rithms and batching strategies on a per-node basis. Expensive
nodes (densely populated and/or relatively homogeneous) are
treated specially to identify cases where LOD thresholds can
be further reduced. For example if the node is moving at
speed, or is surrounded by other dense nodes. Also complex
nodes that are not moving significantly in screen space can be
rendered separately to an image, which is then reused for a
few frames until it becomes too inaccurate.

Finally, it is possible to remove particles that are deemed
not significant in the final image. In other similar work this
is required to achieve real-time performance. There are sev-
eral approaches. [15] uses a density-weighted random sub-
selection algorithm to cull particles until the GPU’s capa-
bilities are met. [16] discards particles from large clusters
first, with the intent that no structure is lost. [14] considers
the overall density of a node to identify particles that are not
likely to contribute sufficient density to the final image.

Removing particles makes rendering data sets of any size
achievable. However, although these approaches are effec-
tive, it is possible that subtle structure could be lost or mis-
represented. Furthermore, it can lead to visual artefacts as
particles appear and disappear when the camera moves. As
such these methods are supported, but not enabled by default
in our software.

5.5. Memory Handling

Since the simulation data will often not fit in local memory,
the nodes of the tree are streamed from disc as required by
the current view. When a node goes out of view or becomes
smaller, some of its LODs are released to allow space for new
data to be loaded from disc. Camera motion is extrapolated to
predict which nodes will be needed in advance. This process
happens concurrently with the rendering code. If there are
delays in loading new data then lower detail LODs can be
used in the interim. For this reason, a minimum level of detail
for the entire simulation is always kept in local memory.
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ASTRONOMICAL DATA TRIAGE FOR RAPID SCIENCE RETURN

Brian D. Bue∗, Kiri L. Wagstaff, Umaa D. Rebbapragada, David R. Thompson and Benyang Tang
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ABSTRACT

The quantity of astronomical observations collected by today’s in-
struments far exceeds the capability of manual inspection by domain
experts. Rather than relying on human eyes to examine and analyze
all collected data, we employ data triage algorithms shortly after data
collection. Automated data triage enables increased science return
by prioritizing interesting or anomalous observations for follow-up
inspection, while also expediting analysis by filtering out noisy or
redundant observations. We describe three specific astronomical in-
vestigations that are currently benefiting from upstream data triage
techniques in their respective processing pipelines.

Index Terms— data analysis, data triage, astronomy, transient
detection, asteroid detection

1. INTRODUCTION

Today’s scientific instruments can collect data at increasingly higher
resolutions (in temporal, spatial, and spectral dimensions). The in-
crease in resolution leads directly to an increase in data volumes.
For scientific campaigns in which rare, unusual, but extremely valu-
able phenomena are present, the ability to sift quickly through large
amounts of data to find observations of interest is vital.

In astronomical applications, the primary bottleneck limiting the
amount of data that can be analyzed is the amount of human re-
viewer time available for examining observations. Automated anal-
ysis methods such as classifiers, clustering, and statistical anomaly
detection algorithms can assist by triaging data where it is collected
and prioritizing data before demanding the attention of a human ex-
pert. Rather than relying on human eyes to examine and analyze all
collected data, automated data triage allows domain experts to focus
their attention on interesting or anomalous observations and reduces
the time and effort necessary to manually filter out false detections.

We have applied this strategy to a variety of applications in
which the goal is to detect rare but scientifically valuable phenom-
ena. In this abstract, we describe three specific astronomical inves-
tigations that have benefited from automated data triage systems.
In each case, our automated data triage systems have already been
integrated into the relevant data processing and analysis pipelines.

2. OPTICAL TRANSIENT EVENT DETECTION

The intermediate Palomar Transient Factory (iPTF) is a fully auto-
mated synoptic sky survey operating since 2013 for the purpose of
detecting optical transient events such as supernovae, variable stars,
and asteroids [1]. iPTF uses the 48-inch Samuel Oschin telescope
to image large swaths of sky at a rapid cadence for transient detec-
tion, and the 60-inch Palomar telescope for multi-color follow-up of
detected candidates. By subtracting nightly-captured images from

∗Corresponding author. 4800 Oak Grove Dr., Pasadena CA, 91001.
E-mail address: bbue@jpl.nasa.gov (B. Bue).

Fig. 1. Examples of a science (left), reference (center) and differ-
enced (left) images from the intermediate Palomar Transient Factory
(iPTF). This is a point source detection of a nova in the M31 galaxy
that was scored highly by RB4.

reference images of the sky, iPTF generates large quantities of can-
didate transient sources (≈500K-1M nightly). iPTF succeeds the
original Palomar Transient Factory (PTF) that was in operation from
2009 through 2012 [2], and differs only in science goals and data
processing. Figure 1 is an example of iPTF images of a nova from
the M31 galaxy. On the left is the science image, its associated ref-
erence (center), and the differenced image (right) that results from
subtracting the reference from the science image.

Unfortunately, the image differencing process introduces an
overwhelming number of “bogus” candidates for every candidate
source representing a real astronomical real. These are typically
caused by instrument or image processing artifacts. Automated data
triage is essential for rapid and effective science return from sky sur-
veys such as iPTF. Human scanners cannot vet the volume of nightly
detections that may number into the hundreds of thousands. Instead,
iPTF relies on an automated RealBogus system to serve as an initial
filtering step and prioritize up to 200 high-quality candidates per
night that humans will vet for follow-up analysis at iPTF Consor-
tium follow up assets. It is important that human scanners not waste
time vetting detections that are truly bogus in order to effectively
use the highly-constrained time at Consortium telescopes. In other
words, it is critical for the RealBogus systems to have a low false
positive rate, and assign high scores to true astronomical transients.

2.1. Detecting Transients and Variable Stars

The original PTF triage system, developed by Bloom et al. [3], and
its later upgrade, “RB2,” deployed by Brink et al. [4], have both
demonstrated real-time discovery of transients and variable stars.
However, upgrades to the image subtraction pipeline for iPTF al-
tered the features extracted from newly-captured imagery, in con-
trast to the PTF-based features used to train the RB2 classifier. We
demonstrate this difference in Figure 3, which shows the correlation
between the distributions of 31 features for PTF vs. iPTF real tran-
sients. Training a classifier using the PTF features exhibiting small
or negative correlation coefficients will potentially degrade classifi-
cation accuracy, as such features are not informative for the iPTF
imagery.
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Palomar	  Observatory	  

48”	  Telescope	  

60”	  and	  200”	  
Telescopes	  

iPTF	  Consor=um	  	  
Follow-‐up	  Telescopes	  

Caltech	  
	  

Transients	  
Marshall	  

Asteroids	  
Marshall	  

Lawrence	  Berkeley	  Lab	  /	  NERSC	  

Real-‐=me	  Image	  
Subtrac=on	  
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Bogus	  

Caltech	  /	  IPAC	  
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Subtrac=on	  

Transients	  Real-‐
Bogus	  (RB2,	  RB4)	  

Human	  VeSng	  by	  iPTF	  Consor=um	  

Fig. 2. Data flow (simplified and updated from original diagram pub-
lished by Law et al. [2]) from the 48” telescope at Palomar Observa-
tory to the real-time image differencing pipelines at both Lawrence
Berkeley Laboratory (LBL) and Caltech. Two different “RealBo-
gus” systems are in operation, one at LBL that is trained to look
for point-source astronomical transients, specifically those in extra-
galactic fields. The second focuses on vetting “streaks” found on
differenced images as either real near-Earth object (NEO) detections,
or bogus objects such as image artifacts, cosmic rays or fast-moving
satellites.

In July 2014, we deployed a new RealBogus classifier, “RB4,”
designed specifically for iPTF imagery. We constructed a new train-
ing set consisting of 18.5K spectroscopically confirmed iPTF tran-
sients, along with an equal number of bogus candidates. Following
the methodology of Brink et al., we selected bogus candidates via
uniform random sampling from the set of unconfirmed iPTF candi-
dates. Using our new training set, we trained a random-forest clas-
sifier to distinguish between real and bogus iPTF candidates. Figure
4 compares the predicted scores produced by the RB2 classifier in
comparison to our RB4 classifier scores on an independent test set.
Scores near zero indicate bogus predictions, and scores near one in-
dicate real predictions. As Figure 4 shows, the PTF-trained RB2
classifier produces scores that are more ambiguous in comparison
to the iPTF-trained RB4 predictions that are more skewed toward
a score of one. We also discovered cases where RB2 completely
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Fig. 3. Correlation between distributions of PTF and iPTF features
for real transient sources.

missed an interesting transient. An M31 nova (pictured in Figure 1)
was missed by RB2 in July 2014. RB2 returned an average score of
0.0925 over sixteen candidate detections. RB4 predicted an average
score of 0.8775 on those detections, and would have caught the nova
had it been in operation (RB4 was deployed at iPTF on August 1,
2014).

Fig. 4. Distribution of RB2 (red) vs. RB4 (blue) scores on an inde-
pendent test set of real, spectroscopically-confirmed iPTF sources.
The iPTF-trained RB4 classifier produces fewer ambiguous predic-
tions than the PTF-trained RB2 classifier, which scores large num-
bers of these real detections below 0.7.

2.2. Near-Earth Asteroid Detection

We also developed a RealBogus classifier to detect streaking Near-
Earth Objects (NEOs). This project focuses on asteroids ranging
from 3 to 300 meters in diameter passing between 0.1 and 10 lu-
nar distances from Earth, typically moving between 10 and 100 arc-
sec/minute.1 Such NEOs are a poorly understood population of so-
lar system bodies. They are of scientific interest for the hazards they
pose, and resources they may contain. They are also key destinations
in NASA’s future plans for human spaceflight [5].

Fig. 5. Example streaking NEO candidates detected with the streak
detector (figures courtesy Adam Waszczak, Caltech).

As with the iPTF transient detection pipeline, the number of de-
tected streak candidates far exceeds manual inspection capabilities,
and many are bogus candidates representing imaging artifacts, radi-
ation hits, or periodic changes in brightness caused by fast-moving
satellites. However, unlike the iPTF pipeline, very few real candi-
dates (≈ 250) are available for training. To ameliorate this issue, (1)

1http://ptf.caltech.edu/marshals/asteroids/
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supplement the training set with roughly 1500 synthetic streaks gen-
erated within the span of the real streaks’ features; and (2) augment
the feature space with morphological features for each candidate.
We then train a random-forest classifier using the real and synthetic
streaks, along with 20K randomly-selected bogus candidates. The
streaks classifier was deployed in the real-time asteroid processing
pipeline in April 2014, and it continues to detect several follow-up
worthy candidates each week, including nine confirmed streaking
NEOs at this time of this writing, while reducing the number of non-
streak detections for manual inspection by a factor of 100. Figure 5
shows three streaking NEO candidates detected by the streak detec-
tor.

3. RADIO TRANSIENT EVENT DETECTION

DiFX Correlator

Incoming 
spectrometer data

Sky image

(Commensal) Transient Detection Pipeline

reorder dedisperse detect
transients

excise RFI
(kurtosis filter)

dedisperseinject synthetic 
pulses

learn
data models

Machine Learning

Save out 
baseband data

Optimal 
thresholds

Saved 
baseband data

V-FASTR

Fig. 6. V-FASTR system diagram for commensal radio transient de-
tection at the VLBA. Data flows from the telescopes through the cor-
relator and is simultaneously analyzed by a machine learning detec-
tion pipeline. Full baseband data is saved for interesting candidates;
the rest is deleted to make room for new observations.

The Very Long Baseline Array (VLBA) is a distributed set of
ten 25-m radio telescopes spread across 8600 km. The array is
controlled by the VLBA Array Operations Center in Socorro, NM,
where data collected by all of the telescopes is combined using a
software correlator [6]. Because the correlator is implemented in
software, instead of hardware like older telescope arrays, we are able
to modify its operation without altering the physical hardware. Au-
tomated analysis is essential for this system given the volume of data
collected.

3.1. The V-FASTR Transient Detection System

In 2010, an international collaboration of researchers from the
Jet Propulsion Laboratory, Curtin University, ASTRON, and the
National Radio Astronomy Observatory (NRAO), implemented V-
FASTR, the VLBA Fast Transient detection system. V-FASTR
employs machine learning methods to quickly analyze radio data
collected at a 1-ms resolution across more than 100 channelized
frequency bands [7, 8]. The V-FASTR system architecture is shown
in Figure 6. Data from multiple telescopes is processed by the DiFX
software correlator to generate spectrometer data that reports signal

intensity at a range of frequencies for each time-step. The com-
mensal pipeline first reorders the spectrometer packets by time-step,
then uses a statistical (kurtosis-based) method to remove frequency
bands that are corrupted by radio frequency interference (RFI). Each
telescope’s data is separately de-dispersed, a process by which the
frequency-dependent delay induced by the interstellar medium is
reversed. The signals from all telescopes are combined and can-
didate transient events are detected. Combining information from
multiple telescopes increases the signal to noise ratio and reduces
the number of spurious detections for local events visible only to a
single telescope.

Candidate detections are archived along with derived features
describing the event such as its signal strength and dispersion mea-
sure (DM), which indicates the amount of dispersion that was re-
moved in the de-dispersion step. The DM provides information
about how far the signal has traveled, enabling us to separate local
versus astronomical events.

V-FASTR also employs a parallel pipeline that uses adaptive
excision to selectively ignore signals from individual telescopes that
may contain RFI that was not caught by the kurtosis filter. The
system periodically injects pseudo-transients with known signal
strengths into a parallel copy of the incoming data and determines
which telescopes’ data to include in the data combination and tran-
sient detection step by maximizing detection accuracy on these
known transients. The number of telescopes that are masked by this
process varies from zero to six; depending upon the current noise
conditions. Such adaptive excision further improves the precision of
the detections by preventing a large burst of RFI at a single station
from dominating the combined sum across all stations.

V-FASTR is supported by a team of human reviewers that ex-
amine the candidate detections that are found; these amount to tens
to hundreds of candidates per day. The reviewers browse the detec-
tions using a web portal that reports the latest detections and allows
them to take action on individual detections. Reviewers can discard
spurious detections, save interesting detections for further analysis,
and add content-based tags to classify detections by type. To date,
the system has accumulated more than 150,000 detections, of which
9143 have human-assigned tags.

3.2. Transient Classification in V-FASTR

V-FASTR uses a machine learning classifier to further sort detec-
tions by type in an automated fashion. The goal is to reduce the
burden of human review time by allowing reviewers to focus on the
most promising candidates first. Radio transients with an astrophys-
ical origin are rare, and without additional filtering, reviewers may
spend a lot of time rejecting subtle RFI signals that would ideally be
classified as such in an automated fashion.

Each candidate is detected in a detection time window, along
with two margin time windows before and after the detection win-
dow. Sixteen features are calculated from these three windows, re-
flecting various properties of the candidate. We trained a random
forest classifier using 7130 labeled candidates and evaluated it on a
separate collection of 2008 labeled candidates. The possible classes
were “pulsar” and three types of spurious detections: “aligned RFI”,
“single antenna detection” (SAD), and “system state switch” (SSS).
In this setting, very high reliability of the output is essential, since
the classification may ultimately be used to discard detections with-
out further review. Therefore, we only publish the top 10% most
confident pulsar classifications and the top 20% of the other three
output classes. This also allows the system to abstain from classi-
fying novel detections that do not fit into these four classes, such as

Big Data Processing

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

208 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


Table 1. V-FASTR transient classification performance, showing
the number of detections assigned to each class by the random forest
classifier (columns) versus the class assigned by human reviewers
(rows). Pulsars have no false or missed detections. The three spuri-
ous classes show minor confusion. Overall accuracy is 93.5%.

Predicted class: Pulsar Aligned RFI SAD SSS
Pulsar 128 0 0 0
Aligned RFI 0 39 5 6
Single Antenna Det. 0 1 47 1
System State Switch 0 3 2 51

true astrophysical transients. (We do not have enough examples of
these rare events to train a classifier directly on them.)

Table 1 compares the classes predicted by the classifier (columns)
to the true classes assigned by reviewers (rows) on the held-out test
set. The classifier output predictions for only 260 of the 2008 items
and abstained on the rest. The overall classification accuracy was
93.5%. The predictions are of very high reliability: there were
no false or missed detections for the pulsar class, and only minor
confusion among the three spurious classes. This means that if we
discard the candidates predicted to belong to these three classes, we
are unlikely to miss real pulsar events.

To date, V-FASTR has found thousands pulses from known pul-
sars and continues to operate commensally with all VLBA observing
campaigns, including those with scientific goals other than transient
detection [9]. The system continues to detect and classify new events
on a daily basis. Reviewers also contribute new tags each day, and
have the option of correcting any erroneous predictions inside the
web portal. Consequently, we re-train the classifier every day using
the latest set of tags and generate new output for all events in the
archive. The V-FASTR system thereby has the ability to improve its
performance on an ongoing basis using a steadily growing collection
of data and tags.

4. CONCLUSIONS AND FUTURE WORK

The high data volumes generated by modern astronomical surveys
demand automated data triage techniques to help astronomers iden-
tify scientifically interesting or anomalous observations. We have
demonstrated that automated data triage with statistical machine
learning techniques enables rapid science return in several optical
and radio astronomy projects. In each case, the cooperative inter-
action between astronomers and machine learning practitioners has
yielded mutual benefits, both in terms of discoveries and develop-
ment of advanced detection techniques. Such interaction facilitates
refinement of training data and features as discoveries are made, and
has played a crucial role in the success of each project. Ongoing
efforts include developing domain adaptation techniques to leverage
measurements captured by different instruments, and evaluating
deep learning methods to learn informative features directly from
instrument data.
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ABSTRACT 

 

To face the challenges of rising amounts of environmental 

data, especially the huge data quantities brought to us by earth 

observation sensors each day, cloud computing might offer 

solutions. In this paper, the cloud based infrastructure, 

developed in the project APPS4GMES [1], is described. 

Advantages of these cloud-based implementations for a 

dynamic and automated processing of “Big Data” are 

evaluated. Performance tests compared to standard desktop 

systems are made based on a Landsat 8 (LS-8) full coverage 

of Germany and the Vista Imaging Analysis (VIA) 

algorithms performing an atmospheric correction, land use 

classification and extraction of Leaf Area Index (LAI) for 

vegetated areas.  

  

1. INTRODUCTION 

 

The amount of data brought to us each day by earth 

observation sensors is huge and will even increase 

significantly by the availability of ESA’s Sentinel satellites, 

which will be launched in the next years. Just the two 

Sentinel-1 satellites, one already operational since summer 

2014, produce about 2.4TB of global data waiting to be 

processed every day. With EU’s Copernicus free and open 

data policy, access to these datasets through archives will be 

fast and easy. These new opportunities are also offering new 

challenges for processing of the available data and extraction 

of needed information. Cloud Computing, as Infrastructure-

as-a-Service solution (IaaS), is offering the required 

computing power and storage capacity in a dynamic and 

scalable way to face the challenges of this “Big Data” and 

even to handle it in near real-time.  

The project APPS4GMES [1] is trying to address these 

challenges through a new design and architecture for 

operational products and service provision based on 

Copernicus. In APPS4GMES not only the physical cloud 

infrastructure is provided as basis for the fast processing and 

storage of large amounts of data, but the infrastructure is also 

extended with Platform-as-a-Service (PaaS) functions to 

create an Information-as-a-Service (Fig 1). To provide the 

essential metadata harvesting of different multi-mission EO 

data and storage for input and processed data, an Input Data 

Portal (IDP) was newly developed and integrated as PaaS 

function. Herewith, the solution is offering a standardized and 

automated way to access and download data and derived 

products. Different services for operational product 

generation can and are now being build on top by making use 

of standard cloud computing technology. 

 

 

Fig. 1: APPS4GMES architecture, showing the embedding of the services 

(red) with the shared project modules (blue) within cloud architecture [1] 

 

The architecture of APPS4GMES is designed to enable 

services of various providers (red boxes) in a structure of 

shared modules (blue boxes) to handle the data streams from 

different satellite service providers to different clients and 

end users; altogether in a secure and private cloud environ-

ment. In this way service providers can more easily transform 

satellite data into valuable business information. VISTA has 

implemented automated processing schemes for water 

quantity and agricultural services. This includes snow 

monitoring for hydrological modeling and flood forecasts, as 

well as plant physiological parameter retrieval using radiative 

transfer modeling and crop growth modeling. Processed 

satellite data is assimilated into the models.  
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Water quantity and agricultural services offered for 

Germany (~360.000 km²) require routinely derivations of EO 

products in a continuous seamless approach, assimilating all 

available satellite data sets in a smart way in the applied hydro 

and crop growth model. Since these services apply 

sophisticated algorithms extensive computing power is 

required. The capabilities of cloud computing is offering a 

promising solution, especially with regard to the huge data 

amounts of the Sentinel sensors. 

. 

 

2. ARCHITECTURE 

 

Using open-source operating systems, like Linux Ubuntu, on 

Virtual Machines (VMs) provided by a cloud infrastructure, 

combined with individual algorithms, has big advantages by 

offering scalability without increasing license costs. To make 

use of these benefits, the VIA software was migrated to Linux 

and the image processing chains have been adapted to the 

specific cloud infrastructure.  

Through a web interface the VMs can be easily 

implemented and configured. Hardware, such as number of 

CPU’s, memory or volumes of hard disk can be chosen and 

even adapted “on-the-fly” within already created VMs. The 

scalability of the resource allocation is offering huge 

advantages compared to standard desktop systems.  

 

 

 

 

Fig. 2: Schema of possible provisioning of hardware resources (modified 

after [2]). 

Computational power thus can be addressed when needed 

and there is no need to have all the hardware at hand only 

needed for peak times (Fig. 2 (a)), or the danger of limiting 

hardware resources (Fig. 2(b) & (c)). One of these cases 

always occurs when working with standard desktop or server 

solutions. 

For the processing described in the succeeding chapters 

following hardware resources have been temporary allocated 

on the cloud environment provided by T-Systems: 

Tab. 1: Used Cloud hardware resources 

 VM  
(Ubuntu 12.10 64bit) 

Σ  
(5 VM’s) 

CPU(2.9GHz) 8 40 

RAM[GB] 6 30 

HDD[GB] 75 300  

 

The resources used have been calculated according to tests 

and adapted to the needs of a simultaneous processing of one 

LS-8 full coverage for Germany (~40 scenes). The 

comparisons made are based on a Windows 8 Desktop 

System with 4 CPUs (3.7GHz) and 8GB Ram.  

 

3. METHODS 

 

To investigate the computing power and advantages of a 

cloud environment compared to conventional desktop 

systems, the processing of one LS-8 full coverage of 

Germany, consisting of 40 scenes, was chosen. The 

processing chain encloses the VIA for optical data and 

derivation of vegetation/plant parameters. 

 

 

Fig. 3: Atmospheric corrected LS-8 scene and land use classification 

Results of the applied Vista Imaging Analysis (VIA) are 

atmospheric corrected images with bottom-of-atmosphere 

measurements using the MODTRAN interrogation technique 

(MIT) [6]. Required atmospheric parameters are obtained by 

three MODTRAN runs, over the whole spectrum for the 

assumed atmospheric and geometrical conditions, and with 

spectrally flat surface albedos of 0.0, 0.5 and 1.0. The output 

consists of 11 spectral variables by means of which one can 

describe in a unified way the surface–atmosphere interaction 

over the solar-reflective, thereby including BRDF effects and 

adjacency effects [6]. These results are used to generate the 

bottom-of- atmosphere reflectance values for each pixel. 

A model-supervised land-use classification with the 

classes soil, snow, water, cloud, cloud-shadow, coniferous 

forest and vegetation is calculated in a next step, based on the 

atmospherically corrected image.  

(a) Provisioning for peak load 

(b) Underprovisioning 1 

(c) Underprovisioning 2 
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As example for plant parameter retrieval, the Green Leaf 

Area Index (GLA) is calculated, using an inverse modelling 

technique based on the spectral simulation model SLC (Soil-

Leaf-Canopy), an extended version of the SAIL model family 

[5][6]. The input parameters of SLC are structural and 

physiological information on the vegetation, soil optical 

properties and the observation geometry. A non-Lambertian 

soil BRDF sub-model for the soil reflectance and its variation 

with moisture is incorporated [6]. SLC can be parameterized 

according to the spectral and geometrical configuration of 

any optical sensor. The model is inverted to retrieve 

vegetation parameters for the pixels classified as vegetation 

[5].  

The LS-8 input scenes have a compressed file size of one 

GB each, resulting in about 40 GB for a coverage of 

Germany. Thus, the download (= import to the cloud) speed 

of this Big Data amount is another relevant performance 

factor in the processing chain. During the processing, storage 

of about 7 GB per scene or 280 GB in total is needed. This 

amount of data has to go through the processing described in 

this chapter, resulting in the high demand for computing 

power. 

To compare the performance of both, cloud and desktop, 

systems, different scenarios where repeatedly tested and 

degrees of capacity utilization recorded, to get comparable 

benchmarks.  

 

4. RESULTS 
 

Download: 

Dealing with Big Data starts with transferring, in our case 

downloading from USGS, the datasets to a location where 

they can be addressed for further processing. For the cloud 

environment 10 independent tests showed a mean download 

speed of 215 Mbit/s. Compared to the (at the moment) fastest 

available fiber internet (for the location of VISTA GmbH in 

Munich) with a mean download speed of 80 Mbit/s this is 

more than 2.5 times faster. The considered data amount of 40 

GB thus needs 25 minutes download time using the cloud and 

65 minutes using the desktop system, assuming no other 

parallel traffic and no limited delivery rate by the opposing 

server. 

 

Processing: 

To identify the bottleneck for the performance of the VIA 

processing chain, several test have been repeatedly performed 

on the desktop system with the hardware configuration 

described in chapter 2. 

 

 

 

Tab. 2: Maximum workload of hardware usage for different test 

cases on desktop solution 

Simultaneous 

Processes 

CPU [% 

of 4 

CPUs] 

RAM 

[GB] 

HDD 

workload 

[%] 

Needed 

Time [min] 

1 15 1.5 50 16 

2 30 3.0 100 16 

4 40 3.5 100 75 

 

After testing the performance and workload using a standard 

desktop environment, the read/write time from/to hard disk 

was identified as limiting factor causing an exponential 

increase of computing time with more than 2 processes 

simultaneously. Tests with two physically independent 

HDDs didn’t result in the desired performance effects. Based 

on this knowledge, read/write tests on the cloud environment 

have been compared to the desktop solution: 

Tab. 3: Read & Write performance for cloud and desktop solution 

(mean value for 10 independent measurements) 

 Read [MB/s] Write [MB/s] 

Desktop 155 165 

Cloud 777 212 

 

Comparisons in Tab. 3 show a significant higher performance 

for I/O activities using the cloud infrastructure. 

Tests of the VIA performance on the cloud VM prove the 

higher read/write capability, thus not being the limiting factor 

anymore. This makes it possible to exploit all CPU resources 

available. With the above shown hardware constellation of 8 

CPU and 3.2 GB RAM, 8 LS-8 scenes can be simultaneously 

processed within 33 minutes on an Ubuntu 64bit system.  

Tab. 4: Maximum workload of hardware usage for different test 

cases on cloud solution 

Simultaneous 

Processes 

CPU [% of 8 

CPUs] 

RAM 

[GB] 

Needed Time 

[min] 

1 15 0.6 17 

2 30 1.2 17 

4 50 3.0 19 

8 100 3.2 33 

 

Upscaling: 

Using 5 VM’s of the same configuration, 40 scenes, 

representing more than one coverage of Germany, can be 

processed within 33 minutes (see Tab. 4) delivering 

atmospheric correction, land use classification and LAI.  

Given the optimal processing on the desktop system with 

2 scenes at the same time taking 16 minutes, the sequential 

processing for Germany would take 6:20 hours. The great 

advantage cloud computing offers is, that knowing these 

prerequisites, the hardware can be allocated in advance 

according to the actual needs within minutes and only for the 

time needed for processing. 
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Fig. 4: Landsat mosaic and derived land use classification for Germany in 

a time window of 5 weeks in summer 2014 

Tab. 5: Compared processing times for 40 LS-8 scenes 

 Desktop Cloud VM 

Download [min] 65 25 

Processing 

[min] 
325 33 

Total [min] 390 58 

 

With a total processing time of about one hour for 40 

Landsat scenes, using the described 5 VMs solution, a near-

real time processing can be achieved for areas covered by 

different satellite tracks. All incoming scenes can be 

processed in high quality with sophisticated models within 

less than one hour, without any delay. 

 

Summary: 

The factors of download bandwidth, read/write performance  

allocation of an arbitrary number of CPUs and the 

accordingly needed amount of memory, together with the 

scalability of VMs make the cloud solution more than 6 times 

faster for the given example (see Tab. 5). Thus, processing 

can be completed in a cloud environment in only 15% of the 

time needed on local infrastructure and without blocking 

hardware or bandwidth that might be needed locally for other 

tasks.  

 

5. OUTLOOK 

 

After the usability and advantages of cloud computing 

have been evaluated, it is planned to implement an automatic 

upscaling of the resources by the needs of the processing 

chain. This would allow using the actual benefit of cloud 

environments, running an almost infinite number of 

calculation processes simultaneously without significant loss 

of performance and without human interaction, only 

allocating the resources needed at that time. This allows both 

on-time processing of recent data as well as re-processing of 

archived data using updated algorithms.  

Sophisticated algorithms and models can run with the 

desired performance without any need to simplify approaches 

in favor of time.  

Furthermore, considering the potentially rising needs of 

computational power by serving a broader customer base 

with the development of a mobile precision farming 

application in the project LEO [3], the required scalable 

resources can now be made available through cloud 

computing. 

The Input Data Portal developed in the project 

APPS4GMES [4] is providing the needed automated access 

process for satellite data of various sources. The idea of 

bringing the processor close to the data, without time 

consuming transfer of huge data amounts, especially in 

preparation for the Sentinel satellites is enforced. Derived 

products can be made available for post-processing, value 

adding and the direct distribution to the customers. Some 

products will also be published in RDF format to make use of 

the opportunities of linked open data and the semantic web.  
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1. INTRODUCTION 

 
Big Data era has arrived, and the geospatial sector is also 

largely affected. New data acquisition techniques are 

emerging and are providing fast and efficient means for 

multidimensional spatial data collection. Data volumes 

increase significantly faster than computing speeds, and are 

stored according to different data models and 

representations. Therefore, they require harmonization and 

integration prior to information extraction. Raw data is 

almost of no value if not processed, semantically enriched 

and quality checked. Up to now, there are only limited 

automatic procedures for this; thus, a wealth of information 

is latent in many datasets. 

In recent years, cloud computing has reached many areas of 

computer science including geographic and remote sensing 

information systems. However, distributed data processing 

solutions have primarily been focused on processing simple 

structured documents, rather than complex geospatial data. 

Hence, moving current algorithms and data management to 

cloud architecture may require a great deal of effort. 

 

2. THE IQMULUS PROJECT 

 

The four-year IQmulus project (http://www.iqmulus.eu), 

funded by the 7th Framework Programme of the European 

Union, is targeting to enable optimized use of large, 

heterogeneous geo-spatial data sets (“Big Geospatial Data”) 

for better decision making through a high-volume fusion 

and analysis information management platform. An end-to-

end involvement of users is ensured through the 

implementation of two concrete “test beds” (Maritime 

Spatial Planning & Land Applications for Rapid Response 

and Territorial Management) to show the benefits of the 

approach.  

User requirement collection along with scientific and 

technical state of the art analysis was carried out in the first 

phase of the project to identify relevant development 

directions, in which IQmulus can yield significant 

improvements. The project is now close to its mid-term, and 

thus starts providing concrete results in terms of processing 

services and system architecture. Services consist of 

algorithms and workflows focusing on the following 

aspects: spatio-temporal data fusion, feature extraction, 

classification and correlation, multivariate surface 

generation, change detection and dynamics. System 

integration and testing is currently being done. The IQmulus 

system will be deployed as a federation of these modular 

services, fulfilling the needs of the above-mentioned 

scenarios but also suitable for the construction of further 

solutions thanks to the modular approach. 

 

3. DEVELOPMENT DIRECTIONS 

 

3.1. Architecture for distributed processing of Big 

Geospatial Data 

 

The Apache Hadoop (http://hadoop.apache.org/) open 

source framework has been selected as a basis for 

architecture development. This framework offers the 

execution of large data sets across clusters of computers 

using simple programming model known as MapReduce. It 

is supplying the next- generation cloud-based thinking and 

is designed to scale up from single servers to hundreds of 

workstations offering local computation and storage 

capacity. Thanks to this solution, users can achieve rapid 

response to their needs used by their own datasets in cloud 

processing. However to take advantage of today’s state of 

the art computing, previous data processing methodologies 

and workflows have to be revisited and redesigned. 

Actual deployment is based on a distributed architecture, 

with platform-level services and also basic processing 

services invoked from clusters and conventional computing 

environments. 

Hadoop relies on two major components, a distributed file 

system (HDFS) and Map Reduce (MR) distributed 

algorithm.  

Originally, HDFS has been designed to store text-based 

data, however a large portion of our geospatial datasets are 

stored as structured binary files. On the other hand, services 

are implemented in different languages varying from script 

to object-oriented languages. Therefore, the distributed 

framework has to support a wide range of runtime 

environments.  
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On the architecture level, solutions for data partitioning and 

supporting a runtime environment for services written in 

different programming languages had to be elaborated. 

 

3.2. Workflow definition 
 

Domain-specific Languages (DSLs) 

Concerning workflow definition and execution, the concept 

is to develop a set of domain-specific languages (DSLs) that 

make the definition of several types of spatial data 

processing and analysis tasks simpler. A DSL can be very 

close to natural language, which is descriptive and 

expressive. A well-designed domain specific language can 

be very expressive, useful and understandable even for non-

software developers. 

Workflows defined in a DSL can also be compiled to run on 

parallel processing environments. The compiled algorithms 

can be packaged as declarative services to run on the 

respective environment they have been compiled for. 

 

The Workflow Editor 

The Workflow Editor is a web-based application using 

domain specific language to define geo-processing services 

and working dataset.  

Language designers have been analyzing the user 

requirements documentation, collecting all the keywords 

(nouns, verbs and adjectives), data types, service names, 

actors in order to create a language that meets user 

requirements in the respective domains.  

Workflow designer is providing two user modes, for GIS-

expert users and end-users. DSL user interface for GIS-

experts provides extended language elements giving more 

control for experts over data sets and services, whereas for 

end-users a limited, more compact and lightweight version 

of DSL have been provided. 

 

3.3. Development of specific processing services 

 

IQmulus develops functional and domain processing 

services in order to: maximize the use of big geospatial data, 

provide task-specific packing and delivery of data sets, 

support data quality evaluation, and provide support for 

analysing quickly changing environmental conditions. 

Services are developed to fulfil requirements related to data 

preparation, feature detection, change detection and 

presentation/visualization of big geospatial data. 

The specific services and solutions put in the focus of the 

current presentation have been developed on the basis of the 

AEGIS open-source framework, a geospatial toolkit 

developed in a joint work between the Institute of Geodesy, 

Cartography and Remote Sensing (FÖMI) and the Eötvös 

Loránd University (ELTE), Faculty of Informatics. 

 

 

The AEGIS framework 

The AEGIS geospatial framework was initially developed 

for education and research goals, and is currently used as a 

learning tool for computer science students at ELTE. It is 

based on well-known standards and state of the art 

programming methodologies. It has been developed by 

taking adaptability and extensibility in mind. The 

component based infrastructure enables the separation of 

working fields, and the interchangeability of data models, 

methods and algorithms. 

AEGIS supports both vector data and remotely sensed 

images. Based on the OGC Simple Feature Access standard 

[2], all spatial data is considered as a form of geometry. 

Multiple realizations of the abstract geometries are enabled 

by using the abstract factory pattern and inversion of control 

containers [3] are utilized to handle multiple factories. 

To enable support for remotely sensed imagery, spectral 

geometries containing raster datasets are introduced as a 

subtype of geometry. Rasters can also be transformed to 

topology graph representation and combined with vector 

data [4]. 

The processing module contains the processing algorithms 

and the execution environment. Algorithms are objects 

described using a meta descriptor system, which is based on 

the Identified Object scheme, and is a generalization of the 

coordinate operation model of the OGC Spatial Referencing 

by Coordinates standard [5]. 

The execution environment deals with monitoring and 

cataloguing methods and operations based on the meta 

descriptors. This metadata enables the environment to 

validate and optimize execution of the method. The heart of 

the environment is the operations engine, which is 

responsible for executing operations. 

As both data and processing models are extendible, the 

addition of support for the Hadoop environment can be 

implemented as an extension to the framework. However, 

the implementation requires more consideration with respect 

to data management and operation execution.  

 

Data management and partitioning in the cloud 

To enable geospatial processing in the cloud, the spatial data 

is preferred to be stored in the distributed file system. The 

storage forms are general spatial file formats (such as 

Shapefile, LAS, or GeoTIFF) to enable the direct 

consumption by most geospatial toolkits. It must also be 

taken into account that large files are divided by the file 

system into smaller blocks before distribution to enable the 

parts to be processed individually. These blocks should be 

separately readable by the libraries, requiring all blocks to 

have a readable format. In contrary, the general partitioning 

methodology of HDFS does not take the file structure into 

account when splitting the input file.  

A custom partitioning solution is provided, that performs 

partitioning and allocation of the datasets in HDFS using 

Big Data Processing

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

215 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


predefined strategies. Instead of the file blocks originally 

created by HDFS, these constructed items are individual 

files that can be interpreted element-wise. Strategies can be 

based on spatial extent, spectral space (in case of imagery) 

or any other property. Some strategies may have special 

purpose, e.g. creation of a pyramid image for visualization. 

 

MapReduce-based Data Processing 

Operations in Hadoop are performed as MapReduce 

processes consisting of two phases, whilst libraries provide 

single phase operations. However, the MapReduce paradigm 

can also be considered as the Map phase performing the 

initial operation, whilst the Reduce phase is responsible for 

post-processing the results [6, 7]. Thus, operations can be 

adapted using the following process: 

1. When executing an operation based on specific spatial 

extent or other properties, the required files are selected 

using indices and the metadata catalogue. 

2. Based on the specified method and input data, the 

operation is determined from the operation catalogue. 

3. The operation and input are forwarded to an operations 

engine working over the Hadoop environment. Each 

input geometry is processed in parallel by separate 

MapReduce tasks. 

4. If required, the results of the operations applied to 

multiple geometries can be merged using post-

processing. 

5. The result is written to the distributed file system by the 

Hadoop environment. 

Post-processing is a key step, which is usually a kind of 

merge operation performed on the initial results. In many 

cases there is no need for post-processing. For example, 

binary thresholding of an image can be performed element-

wise, thus when processing partial images the results are 

independently valid without the need of any merging. In 

other cases a simple aggregation function can be executed.  

Some operations may require a special approach and cannot 

be applied directly. One such case is histogram equalization, 

which can be performed in two steps. The first step 

computes the histogram of the individual image parts in the 

Map phase, then merges the histograms and computes the 

mapping of the values in the Reduce phase. In the second 

step the mapping is applied to the parts using the Map stage, 

resulting in the transformed images. Thus, no Reduce 

function is required for the second part. The overview of the 

operation can be seen in Figure 1. 

Due to these circumstances, it cannot be stated that all 

existing algorithms can be applied directly in the 

MapReduce environment without any prior investigation, 

but the required additions and development are marginal 

compared to complete reimplementation. 

 
Figure 1: Histogram equalization on a partitioned image 

 

Nevertheless, there is a need for an operation environment 

enabling the execution of algorithms as Map functions and 

performing optional post-processing as well, which is an 

operations engine run by AEGIS. The overview of the 

system can be seen in Figure 2. 

 

 
Figure 2: Overview of the spatial data processing framework 

on Hadoop 

 

4. APPLICATIONS 

 

The focus of the current paper is on the solutions for Rapid 

Response and Territorial Management. More specifically, 

we concentrate on the developments and results related to 

preprocessing and classification of satellite images for the 

detection of flooded and waterlogged areas. The original, 

currently used flood detection method developed by FOMI 

consists of several steps including preprocessing (geometric 

transformations, cloud and cloud shadow filtering, 

radiometric calibration, calculation of spectral indices), 

feature detection (rule-based classification to provide 

thematic maps with several categories of water presence).  
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IQmulus plays a major role in increasing the degree of 

automation of this workflow. Detecting flood and 

waterlogging is a task that requires a series of satellite 

images of acquired for different areas, but almost at the 

same time. Quick response in such a situation is critical, 

thus the processing time of the satellite image series in a 

given time is of major importance. Original data needs 

calibration; other data has to be derived from the original (in 

this case spectral indices), and the images could be acquired 

by different sensors. Calibration and other pre-processing 

steps (e.g. cloud filtering) also multiply the original data 

volume. Assuming that all the results are stored, this data-

volume could vary from 870 Gb up to 2 Tb/year for the case 

of Hungary (with the area of 93 000 km2), depending on the 

spatial resolution and the density of the time series. Besides 

the large data volume, velocity of extracting information 

from the data is highly relevant due to the quick response 

expected in a flood situation, and also due to the need of 

simultaneous processing of all input images for different 

areas.  

Based on the above needs, the “flood and waterlogging 

detection” workflow has been elaborated in the frame of the 

IQmulus project. It is a complex workflow covering all the 

aspects mentioned above. It consists of multiple algorithms 

(some of which are also available as separate services). In 

its current version, it already enables faster processing 

compared to the original solution via the automation of 

multiple preprocessing steps and by speeding up the process 

of multiple thresholds selection on spectral indices for the 

creation of thematic rasters (Figure 3).  

 

 
Figure 3: Satellite image (left), detected inundations (right) 

 

In its next version, focus will be put on further automation 

to further improve overall processing time and for a better 

use of human resources, for which multiple algorithms (e.g. 

Maximum Likelihood, Random Forest) will be evaluated. 

The user would provide reference data instead of the manual 

setting of thresholds, and derived reference statistics would 

be used to train the classification algorithms. Nevertheless, 

both interactivity and control are still crucial to ensure the 

reliability of results. 

5. CONCLUSIONS AND OUTLOOK 

 

From the developers’ perspective, the main outcomes of the 

first two years of IQmulus are as follows:  

- Establishment of an architecture to accommodate 

services of heterogeneous origins and development 

background; 

- Development of Domain-Specific Languages (DSLs) to 

provide users with efficient means of workflow 

formulation; 

- Development of both generic and specific processing 

services to enable distributed processing and to fulfill 

user requirements in selected use cases. 

From the user perspective, especially as regards flood and 

waterlogging detection, a new solution is already available 

based on a distributed, service-oriented processing model, 

which already enables faster processing.  

In the next project period, integration of components and 

evaluation of the integrated system will be put in focus. 

Further developments will concentrate on providing smarter 

solutions in use cases already covered, and on covering user 

needs in more and more use cases  
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ABSTRACT
In any image segmentation task, noise must be separated from
the actual information and the relevant pixels grouped into ob-
jects of interest, on which measures can later be applied. This
should be done efficiently on large astronomical surveys with
floating point datasets with resolution of the order of Gigapix-
els. We illustrate in this paper how the combination of two
techniques presented in previous works can help in this task.
We summarise the benefits and initial outcomes of combin-
ing together a parallel algorithm to build max-trees of float-
ing point data sets and a connected attribute filter that uses a
statistical approach to identify structures due to noise and to
perform segmentation on 3D radio cubes.1

Index Terms— radio astronomy, attribute filter, max-tree

1. INTRODUCTION

Big data from space spans many different application fields.
Examples are single-band or multi-band astronomical surveys
of regions of the sky, astronomical radio surveys that often
produce three-dimensional data volumes, and remote sensing
images from satellites. Such data are considered big with a
double meaning: their resolution (or simply the number of
separate observations) is high and so is the bit depth of the
data type they carry. The focus of this work is on the process-
ing of radio astronomical spectral line data. Radio astronomy
studies the radio emission from astronomical objects, which
is not absorbed by dust clouds in galaxies nor affected by the
Earth’s atmosphere. In particular radio spectral line emission
of galaxies is captured as 3D volumes and contains important
information for investigating the distribution and kinematics
of gas in galaxies. Such radio cubes carry floating point val-
ues and have high resolution in the order of Gigavoxels.

A better segmentation of the objects means that better and
more meaningful measures and statistics can be computed.
With upcoming large surveys of the sky, the size of a 3D

1Part of this work was funded by the Netherlands Organisation for Sci-
entific Research (NWO) under project number 612.001.110 and by the Eu-
ropean Research Council under the European Union’s Seventh Framework
Programme (FP/2007-2013) / ERC Grant Agreement nr. 291531.

(a) (b) (b)

Fig. 1: [1] Two merging galaxies. The segmentation per-
formed (a) by SExtractor; (b) by the method in [1] with the
background estimated by SExtractor and (c) by the method in
[1] with our background estimate. The filament is identified.

data cube will increase to the order of Terapixels. A man-
ual extraction of possible sources by hand is not feasible any
more and automatic segmentation methods are needed. Max-
trees [2] are a powerful image representation that can help in
this task. A max-tree is a tree structure that represents the
hierarchy of the connected sets (components) of any image
or volume. Each node corresponds to a connected set. Sev-
eral attributes can be computed efficiently for every node and
many filtering strategies based on them can be applied on the
tree to perform segmentation of the objects of interest.

In the next section, to separate efficiently objects from
noise in big volumes, the combination of a new parallel al-
gorithm to build max-tree of floating point 3D volumes [3]
with a connected statistical attribute filter [1] is introduced.
An example from [1] is reported to illustrate the filter in the
case of a two-dimensional astronomical image taken from the
Sloan Digital Sky Survey DR7 [4]. In the other sections, the
extension of the filter to 3D radio cubes is discussed together
with the results compared with the output from SoFiA [5], a
source finder used with this kind of data.
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(a) (b)

(c) (d)

Fig. 2: (a) The radio cube section without noise, (b) with
noise, σ = 0.0016, (c) segmentation by SoFiA and (d) by
the proposed method.

2. BUILDING MAX-TREES OF FLOATING POINT
DATA SETS IN PARALLEL

Among the state-of-the-art algorithms to build max-trees of
floating point images, no shared memory parallel solution ex-
isted before the method proposed by Moschini, Meijster and
Wilkinson [3]. The Moschini et al. method is used for build-
ing in parallel max-trees of images with high bit depths. It
exploits both a bottom-up flooding and a top-down merging
approach in two stages. For this reason, it was named the
diplomatic algorithm. First, a pilot max-tree of a quantized
version of the image is built in parallel by the flooding ap-
proach in [6], based on spatial partitioning. This tree is used
as a support data structure in the second parallel stage, based
on the top-down approach in [7], that builds the tree of the
original image. The pixels are partitioned such that every
thread works with all the pixel values that were mapped on
a quantization level: the pilot max-tree allows for a correct
node and attribute merging among the partitions handled by
the threads. Note that the final tree represents all the origi-
nal pixel values and no information is lost: the quantization is
used just to support the second parallel stage.

3. ATTRIBUTE FILTER FOR ASTRONOMICAL
OBJECT SEGMENTATION

The bivariate statistical filter [1] performs connected attribute
filtering on the max-tree. It separates nodes likely to be noise

from objects and assigns identifiers to group nodes that are
considered as belonging to the same object. The attribute used
is the ratio of the integrated power (flux) of a component over
its local background. A statistical test is performed on this at-
tribute, based on its distribution due to the estimated noise, as
a function of the area of the component. This measure follows
a χ2 distribution, with degrees of freedom equal the area of
the component. Such distribution holds under the conditions
that the noise is Gaussian, the pixel values are independent,
and the intensity of every parent node has the same value as
the noiseless image signal. The conditions are verified when
the parent node is the root and the background is flat. Other-
wise, the χ2 test is a worst case test. The local background of
a node is assumed to be the parent node and its value is com-
puted scaling the noise variance with the parent node inten-
sity, since noise increases at higher intensities. The χ2 inverse
cumulative distribution function defines a rejection boundary
to identify noise nodes, for a given significance level and area.
A more mathematical description is given in [1].

The filter was tested on images taken from the Sloan Dig-
ital Sky Survey DR7 [4]. On such images, the (noise) back-
ground and its variance are estimated looking for regions de-
void of objects. The background value is subtracted from
the image and values below zero are truncated. The diplo-
matic parallel algorithm builds the max-tree of the truncated
image, nodes are marked as significant and objects are identi-
fied. Object identifiers are then moved up in the tree hierarchy
to reduce the probability of noise pixels to be included in the
segmentation. The image in Fig. 1 shows an example of the
improved segmentation that was achieved in [1] with respect
to SExtractor [8], the state-of-the-art application to segment
astronomical objects in two-dimensional images. We refer to
the work in [1] for considerations about the rejection bound-
ary when smoothing is applied.

4. SEGMENTATION OF 3D RADIO CUBES

Radio spectral line data have very different characteristics
from the images in the Sloan catalogue. The bivariate sta-
tistical filter was customized with settings more suitable to
this kind of volumes. For these data, the background value
is equal to 0. All negative real values of the cube are due
to noise, whereas sources have positive values. The noise is
Gaussian, and therefore it follows a χ2 distribution. Its stan-
dard deviation can be estimated using the Median Absolute
Deviation. Since in radio data the noise is independent of the
local background, the background variance is not adapted to
the level of the parent node when the power attribute is used
in the filtering process. An optimal factor to move the object
identifiers up in the tree hierarchy was worked out after trial
and error. The parallel max-tree algorithm detailed in the pre-
vious section was adapted to support three-dimensional vol-
umes, and the bivariate filter was also parallelised wherever it
was possible.
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Fig. 3: Selected channels of the radio cube in Fig. 2.
Mask by the proposed method in solid line (red) and SoFiA
mask in dashed line (green). Volume rendering of data
and masks can be found at http://www.cs.rug.nl/
˜moschini/material/bids14.zip for a better visu-
alization of the segmentations.

The volumes that are examined in the rest of the paper
are data cubes of the 21 cm neutral hydrogen (HI) emission of
modelled galaxies as they would be observed by the WSRT
(Westerbork Synthesis Radio Telescope, courtesy of P. Serra).
The cubes show velocities versus projected spatial dimen-
sions on the sky. The output of the segmentation process is a
volume with object identifiers, commonly referred to as mask
by astronomers.

Many of the object sources in such radio cubes are just
barely above the noise level: those are difficult targets for
state-of-the-art source finder applications. We compare our
new algorithm to SoFiA [5], a source finder that combines
different 3D source finding algorithms in one application. In
SoFiA we chose to use the Smooth and Clip method, which
allows us to search for sources on different spatial and veloc-
ity scales by smoothing the cube with 3D kernels provided by
the user. At each resolution, volume pixels with flux above
a fixed sigma-to-noise threshold are identified as signal and
added to the mask. This method corresponds to the most com-
mon technique used in HI source finding.

The results of the proposed method have been promising
since the early tests. By simply giving the background value
and the standard deviation of the noise as input to the bivari-
ate filter, our method was able to identify objects. Fig. 2a
shows a section of a larger radio volume containing a ring-
structured galaxy in a 60x60x70 floating-point cube, with ve-
locity as the third dimension. In Fig. 2b, noise has been added
and segmentation performed on the image. Fig. 2c shows the
segmentation computed by SoFiA. Fig. 2d shows the segmen-
tation of the bivariate attribute filter: the outer boundary of
the ring adheres more to the original structure, while some
extremely faint structures within the centre of the ring are

(a) SoFiA (b) Proposed method

Fig. 4: Moment-0 image of the identified sources in the
WSRT cube (a) by SoFiA and (b) by the proposed method.
A point-like source not identified by SoFiA stands out in the
red circle in (b).

wrongly considered not part of the object. Fig. 3 shows six
selected frames of the cube in Fig. 2. The mask obtained with
the proposed method is contained in the galactic structure,
whereas the SoFiA mask includes the fainter regions as well.
The smoothing applied by SoFiA has the positive effect of
helping to find the faint outer parts of the objects. The ab-
sence of faint details in the mask of the proposed method is a
problem that must be addressed. However, there already are
methods used by astronomers that allow the mask to grow to
circumvent the possible loss of object details. These meth-
ods could be implemented to improve the segmentation. The
drawback of growing the mask is the possibility of includ-
ing noise voxels in the segmentation. This however should
be preferred over losing information on the faint parts of the
galaxy. On simulated data, it is possible to study the features
of the parts of objects missed by the algorithm. Extra informa-
tion can be included in the max-tree structure: the mask can
be grown accessing the parent nodes of the identified struc-
ture and make them part of the object according to relevant
attributes, such as volume, total flux, or maximum flux.

Fig. 4 represents all the sources found in a large cube,
henceforth called the WSRT cube, with 360x360x1464 res-
olution. The image is a moment-0 image of the identified
sources. It is computed by adding up all the flux in the
detected objects along the velocity axis. The comparison
between SoFiA and the proposed method again shows the
above-mentioned problem, in which the fainter parts of ob-
jects are not captured by the proposed method. However,
there are only few sources in the SoFiA mask that the pro-
posed method does not detect. Interestingly, there is one
point-like source that is only identified by the new method
(see red circle in Fig. 4b). Fainter parts are probably de-
tected by SoFiA due to the fact that method first smooths
the image. Smoothing has the positive effect of helping to
find fainter structures, with the drawback of removing some
actual, compact objects. Results from [1] show that use of
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smoothing increases the sensitivity of the connected filter
method significantly. This suggests that there is potential for
developing the proposed method further. Using the flexibility
given by the max-tree structure, we believe that the segmen-
tation can improve significantly by studying the features of
these sources and computing them in the max-tree.

5. PERFORMANCE TESTING

The method described in this paper was implemented in C
with POSIX Threads and OpenMP API. Timings were per-
formed on a shared-memory Dell R815 Rack Server with four
16-core AMD Opteron processors and RAM memory of 512
GB. It has 32 floating point units, each shared by a pair of
cores. Previous experiments [3] on a 1024 x 1024 (spatial) x
1080 (temporal) cube of a field of radio sources taken from
the Low-Frequency Array (LOFAR) telescope in The Nether-
lands showed that its max-tree is built in 3 minutes and 30 sec-
onds on 64 threads compared to 1 hour and 22 minutes with
the fastest sequential method for floating point volumes [7].
The algorithm goes from 11 minutes on one thread to 2 min-
utes and 10 seconds on 16 threads on the WSRT cube. The
minimum timing of a series of ten runs of the algorithm was
taken. No improvement appears after 16 threads. That is due
to both sub-optimal load balance (the first thread must handle
all the 0-value voxels that are 50% of all the values after back-
ground subtraction) and some sequential parts of the method.
The time spent for the bivariate filter is 6% and 28% of the
overall execution time with one and sixteen threads, respec-
tively. The sequential program SoFiA takes about 33 minutes.
This value varies with the number of smoothing steps at dif-
ferent standard deviations that SoFiA performs.

The maximum memory occupied by the method presented
is about 25 times the size of the cube: that includes the pilot
max-tree and the final tree structures. On the WSRT cube
(725MB), this is about 18GB. Afterwards the pilot tree mem-
ory is deallocated, but 5GB are reserved for the bivariate filter
structures. The maximum memory needed by SoFiA is four
times smaller: it is equal to about six times the size of the
cube (4GB for the WSRT cube), which includes the size of
the cube, the current smoothed cube and the mask holding the
results.

6. CONCLUSIONS

In this paper, the first limited but promising results of object
segmentation in large radio cubes are presented. These re-
sults show that the use of max-trees and the bivariate filter
should be explored further. A better understanding of the
segmentation process and the noise model is needed. The
effect of smoothing the cube should be tested as well, to-
gether with voxel connectivity. Checking the features of the
radio sources missed and including in the max-tree the at-
tributes that describe them will be important to improve the

output of the bivariate filter. The ultimate goal is to segment
large cubes directly without splitting them or the objects in
them into smaller sections. We are also addressing the load-
balance issue by altering the max-tree building algorithm for
these highly skewed intensity distributions. Better segmenta-
tion should lead also to a better classification of radio sources
that could be achieved by computing a pattern spectrum [9]
of meaningful attributes relative to every correctly segmented
object.
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ABSTRACT

The seamless mosaicing of massive very high resolution im-
agery addresses several aspects related to big data from space.
Data volume is directly proportional to the size the input data,
i.e., order of several TeraPixels for a continent. Data velocity
derives from the fact that the input data is delivered over sev-
eral years to meet maximum cloud contamination constraints
with the considered satellites. Data variety results from the
need to collect and integrate various ancillary data for cloud
detection, land/sea mask delineation, and adaptive colour bal-
ancing. This paper details how these 3 aspects of big data
are handled and illustrates them for the creation of a seam-
less pan-European mosaic from 2.5m imagery (Land Moni-
toring/Urban Atlas Copernicus CORE 03 data set).

1. INTRODUCTION

The generation of seamless multiresolution mosaics of very
high resolution (VHR) data at continental scale offers a wide
variety of big data challenges. First, the shear amount of input
data need to be addressed effectively and efficiently. In par-
ticular, the desired results should be obtained with as little as
possible computations. Second, the method need to cope with
data updates without requiring the reprocessing of the whole
input data set. Third, it needs to take into account the inte-
gration of various additional data needed for achieving better
results (e.g., cloud free reference, land/sea mask, reference
for colour balancing). All these aspects are detailed in sep-
arate sections hereafter and are illustrated for the generation
of a seamless pan-European mosaic from uncalibrated pan-
sharpened SPOT5 and SPOT6 imagery.

This paper is organised as follows. Section 2 describes the
principle of the underlying methodology for creating a seam-
less mosaic. Section 3 shows how the data volume matching
2.5m continental imagery is addressed. Data velocity con-
siderations are detailed in Sec. 4. The integration of various
additional data sources is presented in 5. Before concluding,
results are given in Sec. 6.

2. SEAMLESS MOSAICING METHODOLOGY

The mosaicing methodology is based on the morphological
compositing method described in [1]. In the simplest case
of two overlapping image, morphological compositing is ob-
tained by a seeded region growing procedure initiated by la-
belling the regions of no-overlap with the index of their cor-
responding image. The labelled regions are then propagated
within the domain of overlap with a propagation driven by the
image content. In practice, the propagation fronts originating
from the two domains with no-overlap meet automatically at
the boundary of salient image objects such as river or lake
boundaries, field or road boundaries, etc. By doing so, the vi-
sual detection of the boundary, i.e., seamline, along which one
switches from one image to the other in the resulting mosaic
is hardly detectable even without applying image feathering.
The method extends directly to any number of input images
with an arbitrary number of overlaps while miminising the ap-
pearance of undesirable objects such as clouds in the output
mosaic [1].

3. ADDRESSING DATA VOLUME

Data volume should not be simply addressed by providing the
necessary capacity in terms of computing power and I/0 data
rates. Ideally, the task at hand should be fulfilled with as few
resources as possible. This is required by efficiency consider-
ations that should be taken into account not only from purely
economical but also from environmental considerations (large
scale data centres have a non-neglectable impact on carbon
emissions).

Efficient handling of large image data volumes need to
take into account by considering adpative, scalable, modu-
lar, and distributed computing schemes. For the generation of
VHR seamless mosaics at continental scale, this was achieved
as follows:

• Adaptivity through multiresolution: the input image
was downsampled twice with a factor 10 so that the re-
sulting data consists of a pyramid with 3 levels (2.5m,
25m, and 250m). All subsequent computations are
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performed at most appropriate resolution level with
a speed factor of up to 10,000 when considering the
coarsest level instead of the finest.

• Scalability: this is achieved by considering image pro-
cessing algorithms having a linear complexity. For ex-
ample, the region growing procedure at the basis of the
mosaicing methodology is based on the a watershed
segmentation algorithm satisfying this property;

• Modularity: the overall image processing chain is sub-
divided into modules that can be reused or relaunched
separately in case of failure;

• Suitability for parallel distributed computing: when-
ever possible the tasks are performed in parallel, one for
each image or set of independent images. A set of inde-
pendent images is set of images that can be processed in
parallel without generating any conflicting results. For
the purpose of mosacing, two images are independent
if and only if there is an empty intersection between
(i) the data region of interest of the first image unioned
with those of its intersecting images and (ii) the data re-
gion of interest of the second image unioned with those
of its intersecting images.

4. ADDRESSING DATA VELOCITY

In many applications, the input data set is constantly aug-
mented by new data. Efficiency constraints impose that not all
the input data should be reprocessed for every single addition
but should be restricted to the minimum amount of necessary
data. For morphogical mosaicing, this is simply achieved by
considering that the data region of interest of a given image
is defined by its subdomain contributing to the mosaic calcu-
lated at the previous step. Consequently, only those images
whose subdomains are interesecting the domains of the cur-
rent set of additional images need to be processed.

5. ADRESSING DATA VARIETY

With the increasing availability of free and open geospatial
data, the processing of a specific input data for a given ap-
plication should exploit additional data sources suitable for
enhancing the quality of the output data. In the case of the
seamless mosaic, the following additional data sources where
integrated in the processing chain:

• MODIS Terra 8-day composites to enable the accurate
detection of clouds at the coarsest resolution;

• Landsat data to define reference from true colour im-
age and achieve colour balancing at medium resolution
(automatic learning);

• OpenStreeMap for defining a land/sea mask that is then
conflated with the input imagery.

6. RESULTS

Figure 1 (left) shows the footprints of the input image data. It
consists of (3.3 TeraPixels of pan-sharpened SPOT5 and
SPOT6 imagery (Copernicus 2011-2013 CORE 03 cov-
erage over the 39 European Environment Agency mem-
ber and associate states) and (right) the resulting seam-
less mosaic (1.4 TeraPixels). It can be viewed at full res-
olution at http://ghslsys.jrc.ec.europa.eu?
shortcut=CopernicusSeamlines and at http:
//cidportal.jrc.ec.europa.eu/copernicus/
services/webviewer/core003/ (seamline version).
This data set is at the basis of the production of the Global
Human Settlement Layer (GHSL) [2] for Europe.

Fig. 1. Left: footprints of the 3,544 input VHR images with
colour coding of the overlap degree (3.3 TPixels). Right: re-
sulting seamless mosaic (1.4 TPixels).

7. CONCLUSION

This paper shows that big data science from space should not
be solely based on generic data mining approaches for re-
mote sensing expert knowledge need to be exploited to ensure
efficient and effective processing. This has been illustrated
for the generation of a pan-European VHR seamless mosaic.
This type of product will become routine at medium resolu-
tion for the generation of global Sentinel-2A/B composites
given the 5 day repeat time of these twin satellites. In this
latter case, overall quality measures combining pixel quality
measures and spatial coherence need to be maximised [3].
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ABSTRACT

The constant update of more accurate and detailed images
and the ability to customize the content through the direct
mapping  on  the  globe  of  any  geographically  localized
phenomenon  (physical,  environmental,  social,  etc.),  has
been increasing not only the common and popular use of
virtual globes but has also been offering great opportunities
for geographical representation and analysis in science.
The  paper  presents  a  4D environmental  data  viewer  (3D
location of the variables at different times) using the open-
source  virtual  globe  developed  by  NASA (NASA World
Wind). The viewer implements an innovative solution based
on a doxel approach for  modeling environmental  variable
distributions.

Index Terms— Virtual Globe, GIS, 4D, doxel

1. INTRODUCTION

In spite of the possibility of having both 2D and 3D data, the
most  of  web-clients  show  this  data  simply  in  a  two-
dimensional way, with the third-dimension information (e.g.
the  terrain  elevation  or  the  air  temperature  at  different
heights) indirectly  represented by means of contour lines,
graduated  colors  or  directly  acquired  by  querying  the
attributes related to the third-dimension-associated objects.
This limitation can be overcome by using 3D viewers which
greatly  improve  the  expressive  power  of  geographic
contextualization, allowing a more effective and immediate
interpretation of user’s data. In this scenario it is evident that
the  virtual  globes  improve  the  analysis  of  the  geospatial
phenomena  dynamically  representing  3D  environmental
variables  like  temperature,  humidity,  pollutant
concentration, etc. 
EST-WA (Environmental Space and Time Web Analyzer) is
a  tool  for  managing  environmental  variables  given  in
netCDF (network Common Data Form) format. 
The system is composed by two tools: 

 EST-WA2D, which is the graphical 2D interface for viewing
and  filtering  the  data  we  are  interested  from  a  netCDF
archive; 

 EST-WA3D, which is the graphical 3D interface based on
the NASA World Wind virtual globe implemented using the
World Wind Java (WWJ) Software Development Kit (SDK)
(see Figure 1).

Figure 1: EST-WA architecture

2. ENVIRONMENTAL DATA FORMAT

NetCDF is  used for  storing many kinds of  array-oriented
scientific  data.  It  is  a  self-describing,  portable,  directly
accessible  and  appendable  format;  it  includes  meta-
information and the data can be accessed by computers with
different ways of storing integers, characters, and floating-
point numbers. It is not only a data format but also a set of
software  libraries  which  support  the  creation,  access  and
sharing  of  the  data.  For  our  purpose  we used  the  library
written in Java, which extends the netCDF core data model
and adds additional functionality (it is an implementation of
the  abstract  data  model  for  scientific  datasets  Unidata's
Common Data Model). Environmental data can be on local
servers  (within  the  local  file  system)  or  on  remote  web
servers accessed through HTTP protocol. This can be done
thanks  to  a  feature  of  netCDF  files  that  makes  them
accessible over the network exploiting a web server which
allows a range of requests for a resource.  In this way the
server does not return the data as "chunked" transfer-coding
but allows a client to request only data of interest.

3. ESTWA-2D

EST-WA2D shows all main metadata related to the variables
stored in netCDF files. For each variable the data type, the
measurement  unit,  the  description,  the  rank  and  the  axes
defining the domain of the variable itself are displayed. 
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For each axis the measurement unit, the dimension, the step
and maximum and minimum values are reported. 
For each “grid” type variable,  the grid coordinate system
information (i.e. the corresponding axes) is given.
By selecting each individual element (variable, domain, grid
and  axis)  is  it  possible  to  access  the  second  level  of
metadata (attribute) and to have the complete overview of
the  information  stored  in  the  netCDF  file.  Through  this
window, by selecting the variable, it is possible to activate
the  2D  map  pre-viewer.  Besides  the  usual  browsing
functionalities  (pan,  zoom-in and  zoom-out),  the dynamic
map  allows  users  to  interact  with  the  content  of  the  4D
structure and to spatially and temporally filter the data of
interest.
Figures 2 and 3 show the EST-WA2D GUI: in figure 2 the
information  related  to  the  elements  of  the  variable  are
presented  (variables,  domain,  grid,  axes);  in  figure  3  the
corresponding pre-view map (in this case,  as an example,
the temperature of the water of the Ligurian Sea in a 14° x
14° area is shown). The same graphic environment allows
users  to  easily  filter  the  area  of  interest  (i.e.,  the spatial-
temporal sub-domain) by means of slider controls.

Figure 2: EST-WA2D – Metadata Viewer

Figure 3: EST-WA2D – Two-dimensional Viewer

4. EST-WA3D

After  the  filtering  phase,  EST-WA3D  has  activated  (see
Figure 4). The environment is similar to the default NASA
World Wind interface on which it is based but new tools for
browsing the data with respect  to  the time,  analyzing the
temporal evolution of the variable, and for slicing the data
model in order to see the inner doxels (dynamic voxels) of
the model have been implemented. 

Figure 4: EST-WA3D – Three-dimensional Viewer

Data can be sectioned along a constant longitude, latitude or
height, as shown in Figure 5 and Figure 6.

Figure 5: 3D model sectioned along a constant longitude

In  order  to  increase  the  visual  analysis  of  the  Z  (height)
dimension, there is a vertical shift of the model and a degree
of vertical exaggeration. 
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Moreover, for making possible the quantitative analysis of
the phenomenon under study, a legend with the color ramp
corresponding to the variable values is provided. 

Figure 6: 3D model sectioned along a constant height

The value of a single voxel of the variable at a certain time
and  location  or  of  its  values  along  profiles,  are  readable
within an implemented pop-up window with a 2D viewer
appearing over the main map. On it, as visible in Figure 7,
the graphic of the variable along the selected profile and the
single  values  are  dynamically  synchronized  with  any
movement of the scene, which can be obtained for instance
by  means  of  the  cursor.  The  selected  profile  can  be
completely  controlled  by  the  user  (both  translation  and
rotation in every direction are permitted).

Figure 7: Superimposed 2D section profile graphic

Finally, to completely customize the environment the user is
visualizing  and  to  improve  the  spatial-temporal

contextualization  of  the  variable,  the  functionalities  for
accessing  WMSs  which  are  already  implemented  within
WWJ SDK, are made available. Through a graphical sub-
interface,  activated from the  main menu,  it  is  possible  to
connect every OGC compliant WMS and to select the layers
to be integrated on the virtual globe. An example is provided
in Figure 8, where data of Sardinia region are mashed-up.

Figure 8: WMS interface for the scenario customization

5. CONCLUSIONS

The presented solution is a scientific application of virtual
globes  which  integrates  them  with  already  available
technologies  and  standards  (netCDF,  WMS)  and  expands
their  functionalities  (with the doxel-based model).  Results
obtained for the visual  representation and interaction with
the data are satisfactory. There are still some problems on
the system performance when huge/high resolution dataset
are simultaneously visualized; the use of a dynamical model
with different doxel scales/resolutions according to the point
of view distance will be taken into account for this purpose.
The platform can be easily adapted to display other kinds of
data  according  to  other  formats  (raster,  ASCII-grid,  SHP,
X3D, GML, geoJSON, etc.) simply by extending the classes
of reading data files.
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ABSTRACT 
 
Locusts cause extreme damage to areas where they go 
through and are a mjor thread to the agriculture for North 
Africa, Middle East and Asia. FAO Headquarters in Rome 
has now a brand new system to control and coordinate 
operators in order to help and reduce the disaster caused by 
this small but dangerous insects. 
 

Index Terms— processing, visualization, 
georeferenced, off-line, locust 
 

1.  DESERT LOCUSTS AND FAO 
 

The eLocust3 system allows locust survey and control 
officers to coordinate field data with satellite data by 
sending observations made from remote field locations, to 
national locust centers in the affected country. Then 
information officers at the national level manage and 
process that data through a custom GIS system referred to as 
RAMSES, the Reconnaissance and Management System of 
the Environment of Schistocerca [locusts]. From here the 
information goes directly to the Desert Locust Information 
Service (DLIS1) at FAO Headquarters in Rome for strategic 
decision-making. These data are the foundation for the 
DLIS early warning and intervention system to reduce the 
frequency, intensity and duration of locust plagues.  

Locust plagues affect up to 20% of the Earth’s land 
surface, causing extreme damage to often already very poor 
areas. Desert locusts are a major threat to crops throughout 
North Africa and the Middle East and into Asia.  

Locusts can very suddenly explode into an agricultural 
disaster of biblical scale. And it takes only very small shifts 
in environmental conditions to initiate. Once stimulated, 
locusts rapidly reproduce, forming swarms that migrate up 
to 200 km in a single day. A locust swarm can be hundreds 
of square kilometers in size, containing of 10’s to 100’s of 
millions of locusts with an estimated weight of almost 30 
million tons. Given that locusts eat the equivalent of their 
own weight in a day, the impact on vegetation, especially 
subsistence crops, can be overwhelming.  

1 http://www.fao.org/ag/LOCUSTS/en/activ/DLIS  

The UN Food and Agriculture Organization (FAO) 
Locust Watch program with headquarters in Rome, Italy, 
was established to ensure situational awareness at the global 
level for conditions that prompt locusts to swarm. A critical 
element of Locust Watch is a network of nearly 400 locust 
survey and control officers around the world. These 
personnel constantly assess environmental conditions and 
the presence of locusts in areas where swarms occur. The 
field information is collected, analyzed and then used to 
provide early warning alerts for strategic intervention.  

The Desert Locust Information Service at FAO 
Headquarters operates an information system that has been 
developed over the past 25 years. The application used by 
operators in the field evolved from the first bulky 
Psion/GPS-based system that allowed recording of survey 
data but with no transmission to the current system based on 
a datalogger capable of real-time data transmission via 
satellite uplink (the eLocust2 system). The even more 
interactive eLocust3 solution of today uses a rugged 
Android tablet sending real-time survey data via satellite 
uplink. The eLocust3 application has been engineered to 
work offline and in very harsh conditions, by hundreds of 
local field officers who survey locust activity across the 
globe. This allows for strategic intervention to inhibit and 
prevent swarm formation.  

 
2.  THE 3D MOBILE APPLICATION 

 
Together with the classic eLocust3 application field officers 
have on their tablet a spinning globe 3D application which 
allows them to see the earth conformation of the nearby 
locations together with useful field data (like Tactical 
maps). The eLocust3D2 application uses WorldDroid33, an 
open source software platform for Android systems based 
on NASA World Wind4. The eLocust3D interface has been 
specifically designed to be used by operators with limited or 
no computer literacy. eLocust3D is purposed for easy 
navigation of the user-friendly features such as visualization 
of various mapping layers, amplification of terrain height, 
etc.  
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This application works in conjunction with a desktop 
module that incorporates the most recent mapping data from 
Columbia University (USA). This data is then combined 
with local georeferenced data. The ability to coordinate field 
data with satellite data provides the best possible 
information on environmental conditions for areas at risk. 
 

3.  BIG DATA ASPECTS 
 

The application presented within this paper essentially 
leverages on a very large satellite high-resolution (250m) 
MODIS-derived dynamic greenness map as well as the 
latest satellite-based rainfall map can be displayed on top of 
a static background map such as a Landsat image or a road 
map.   
Further mapping information, structured in layers, could be 
added to the system to increase situation awareness of on-
site operators.  
 

4.  CONCLUSIONS 
      This paper has introduced the eLocust3 software and, in 
particular its 3D mobile implementation called eLocust3D. 
The system has been engineered to provide off-line access, 
within mission critical conditions, to selected portion of 
satellite and mapping data of relevance for operators 
working for FAO who need to survey presence of desert 
locusts. The system is part of a global infrastructure 
deployed by FAO that allows monitoring of locust status 
globally.  
 
 

2 https://github.com/TrilogisIT/FAO_Application  
3 
https://play.google.com/store/apps/details?id=it.trilogis.andr
oid.ww 
4 http://worldwind.arc.nasa.gov/java/  
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ABSTRACT 

Earthquakes are the deadliest of all natural disasters. They 

cause enormous damage to property and great loss of life. A 

magnitude 7-class or larger earthquake striking a highly 

industrialized region, will have a significant economic 

impact due to lost productivity, lost income, lost tax revenue 

and the tremendous cost to rebuilding infrastructure – in 

addition to extraordinary injury and tragic loss of life. The 

economic impact can exceed €100 billion Euros. If it were 

possible to warn of an impending major earthquake days in 

advance, damage to large industry, transportation and power 

could be reduced, and lives could be saved. This will also 

allow the post-disaster recovery to begin sooner, making 

recovery more cost-effective and more efficient.  

Index Terms — earthquake, precursor, forecast, disaster 

resilience, seismic zones, satellite data, ground monitoring 

 

1. INTRODUCTION 

Recent advances in Earth science and solid state physics
1,2

 

have led to a deeper insight into the nature of non-seismic 

signals prior to a major earthquake (EQ) that have been 

known for a long time but never fully understood. We have 

now reached a point where we can say with confidence that 

a multitude of EQ precursor signals, if continuously 

monitored and correctly interpreted, will allow us to identify 

– days before the event – an imminent EQ risk. 

We can now propose a Global Earthquake Forecast System 

that will pull together all of the scientific progress achieved 

over the course of the past several years. By using an 

interdisciplinary scientific approach, we can design a 

forecast algorithm based on the near-real time analysis of 

data from space-based assets and combine those with 

ground-based monitoring to identify signs of increased risk 

for a major seismic event.  

The benefit of a Global Earthquake Forecast System can 

provide actionable warnings of increased probability for a 

major seismic event with a lead-time of at least 2-3 days. 

Many conference reports and papers published in peer-

reviewed journals have demonstrated that approaching 

earthquakes could have been recognized days to weeks in 

advance, if only we had been looking for the pre-earthquake 

signals.  We propose to build the world’s first Global 

Earthquake Forecast System, based on analysis of data in 

near-real-time. The analysis will include a suite of 

measureable signals that singly and collectively describe the 

increased probability of an impending earthquake.  

 

2. OBSERVABLE EARTH PROCESSES  

Earthquake precursor signals generate anomalies in the 

thermal infrared (TIR) emission from the Earth’s surface 

prior to major seismic events. Pre-EQ TIR anomalies have 

been reported for over 20 years. Here ‘anomaly’ describes 

an unusual increase in the radiation temperature identifiable 

in TIR satellite imagery often days, sometimes weeks, 

before major EQs. The method is based on satellite data 

recorded in the 7-14 µm range, which covers the maximum 

of the Planck blackbody emission at 300K. Normally any 

increase in the 7-14 µm emission is interpreted as an 

increase in the sensible temperature. 

With present satellite technology there are two ways to 

identify TIR anomalies:  

 

1. IR imagers such as MODIS on the NASA satellites 

TERRA and AQUA, which fly on sun-synchronous 

polar low Earth orbits, produce readings at 1 km x 1 km 

resolution, but only provide one reading per night per 

location.  To identify a TIR anomaly, the recorded IR 

images from any given night are typically compared to 

the average of the past 3 years for the same calendar 

night. 

2. Geostationary satellites, by contrast, that are stationed 

in the equatorial plane, provide time series IR images 

every 15 or 20 min, but at lower spatial resolution, 4 km 

x 4 km at nadir and less at higher latitudes.  Under 

normal meteorological conditions and clear skies, the 

TIR emission from the Earth surface will always 

decrease during the night. This trend can be monitored 

by deriving night-time thermal gradient (NTG) profile 

for each image pixel using the time series data. 

Most of the published work on TIR anomalies is based on 

data from MODIS or similar IR imagers on low Earth orbit 

satellites
3,4,5,6,7,8,9,10,11

.  

Figure 1 shows an example of the TIR anomaly associated 

with the magnitude 6.4 Zarand EQ of Feb. 22, 2005 in SE 

Iran, retrieved from MODIS data
12

. 

The first precursor sign of the Zarand EQ TIR anomaly 

appeared on Feb. 16. During the last 3 days prior to the 

event, the TIR anomaly became prominent, and then faded 

away within 1 day after the EQ.  Also note the lower right-

hand panel in Figure 1, it shows the InSAR map indicating 

the vertical displacement of the Earth surface (uplift red, 

subsidence blue), obtained from the radar data collected 

before and after the EQ. 
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Figure 1: Example of a TIR anomaly retrieved from MODIS 

data here associated with the magnitude 6.4 Zarand EQ of 

Feb. 22, 2005 in SE Iran. Bottom right panel: uplift (red) 

and subsidence (blue) of the ground. 

Piroddi and Ranieri have described a Nighttime Thermal 

Gradient (NTG) technique that filters high temporal 

resolution data using a stack procedure to create higher 

spatial (but somewhat lower temporal) resolution data sets
13

. 

Starting with 4 km x 5 or 6 km geostationary data, their 

approach can produce effective pixel sizes on the order of 

½ km x ½ km. At the same time, their approach washes out 

the effects of cloud coverage and weather variability. 

Piroddi & Ranieri demonstrated the potential of such an 

NTG approach by using TIR data from central Italy, where 

magnitude 6.3 earthquake occurred on April 6, 2009 with 

epicenter near L’Aquila. See Figures 2, 3 and 4. 

 
Figure 2: NTG analysis of the TIR anomaly prior to the 

magnitude 6.3 L’Aquila EQ in central Italy on April 6, 2009 

as recorded three (3) nights before the event, showing that 

the mountains surrounding L’Aquila exhibited a very 

distinct TIR anomaly deltaT => 20K. 

 

Figure 3: Close up of L’Aquila EQ NTG analysis showing 

the TIR anomaly. Compare with map of same scale below. 

 

Figure 4: Close up of L’Aquila area location on map. 
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3. ORIGIN OF EARTHQUAKE PRECURSORS 

A snapshot of some essential processes in the pre-

earthquake theater are depicted in Figure 5.  It always starts 

with a volume of rock, here shown in red, which is 

subjected to increasing tectonic stress, typically along a 

fault, schematically indicated here by the wiggly gray line.  

 

Figure 5. The positive holes accumulate at the Earth’s 

surface, setting up a positive surface charge associated with 

electric fields sufficiently high to field-ionize air 

molecules
14

. Occurring over wide areas prior to 

earthquakes this process leads to surface air laden with 

positive airborne ions, which expands upward to at least the 

stratosphere, causing electrons in the ionospheric plasma to 

be attracted downward. This creates ionospheric 

perturbations reported as Total Electron Content (TEC) 

anomalies. 

 

The build-up of stress leads to the activation of electron-

hole pairs, here indicated by negative and positive charges 

respectively. The electron holes, more specifically positive 

holes, have the ability to flow out, while the electrons stay 

behind. The outflow of charges constitutes an electric 

current, which can also generate magnetic field anomalies 

and ultralow frequency electromagnetic waves.   

 

4. GLOBAL EARTHQUAKE FORECAST SYSTEM, 

A “LIVING” PROJECT 

Using data from a proposed regional network of ground 

monitoring station, we suggest building a Global Earthquake 

Forecast System. By combining near-real-time analysis with 

post-event analyses, this would allow continual calibration 

of earthquake forecasts with ever increasing quality.  

The Global Earthquake Forecast System is expected to 

provide actionable information of the increased risk for 

major seismic activity, days before the event. Access to 

near-real-time analyses of data from multiple sensors, 

satellite-based and ground-based, will allow private citizens, 

corporate entities and civic authorities to decide when the 

risk is sufficiently identified to warrant precautionary action. 
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ABSTRACT

We describe an interactive visualization and analysis system
for integrating Ear th Observation (EO) data collected from
space and generated by model simulations with other geospa-
tial data sets, such as environmental and demographic data.
iGlobe is a desktop based visualization and analysis environ-
ment which allows seamless integration of multiple geospa-
tial data sets from varied sources and provides an interface
to interactively analyze the different data sets and apply so-
phisticated data analysis and mining algorithms in a near real
time fashion. The framework is highly desirable in domains
such as earth and climate sciences where great emphasis is
placed on simultaneous analysis of different data sets such
as remote sensing images, climate model simulation outputs,
and other environmental and demographic databases, to un-
derstand weather and climate systems and the impact of cli-
mate change on nature and people.

Index Terms— geospatial visualization, 3D globe

1. INTRODUCTION

The growing understanding of changing climate and its im-
pact on the environment and society has propelled heavy re-
search investment in the area of climate modeling resulting
in sophisticated models that can capture multitudes of sce-
narios and produce realistic forecasts at decadal and century
scale and produce simulation outputs which are a valuable
data source for understanding climate change impacts. At the
same time, advances in remote sensing technology have en-
abled measuring and storing weather data at an unprecedented
rate and scale. Put together, these Earth Observation (EO)
systems hold immense social and scientific potential in myr-
iad of domains such as climate, sustainability, and security
across the world.

Unfortunately, given the heterogeneity across the board
in terms of data formats, encodings, operational standards,
and access interfaces, realizing the true potential of the data
collected by the above-mentioned EO systems is a great chal-
lenge for the community [1]. The sheer volume of such data
at global scale and high spatial and temporal resolution poses

an additional challenge for visualization and analysis of such
diverse data, making it a truly big data problem.

In this paper, we describe an interactive visualization
and analysis system for integrating EO data collected from
space and generated by model simulations with other geospa-
tial data sets, such as environmental and demographic data.
iGlobe [1] is a desktop based visualization and analysis en-
vironment which allows seamless integration of multiple
geospatial data sets from varied sources and provides an in-
terface to interactively analyze the different data sets and
apply sophisticated data analysis and mining algorithms in
a near real time fashion. The framework is highly desirable
in domains such as earth and climate sciences where great
emphasis is placed on simultaneous analysis of different data
sets such as remote sensing images, climate model simulation
outputs, and other environmental and demographic databases,
to understand weather and climate systems and the impact of
climate change on nature and people.

2. RELATEDWORK

For geospatial visualization and analysis, two broad cate-
gories of tools exists. First type of tools focus on visual-
ization of geospatial data. These include free software tools
such as Google Earth/Maps [2], NASAWorldWind [3], Bing
Maps [4], etc. NASA WorldWind, in particular, is interesting
since it is open-source and allows developers to customize
the tool to tailor to their needs. The iGlobe system presented
here is built on top of NASAWorldWind, and thereby benefits
from its rich feature-set, and provides additional functional-
ities, as discussed later. However, such software packages
are still not ready for EO data, which typically are in for-
mats such as Network Common Data Format (NetCDF) [5]
or Hierarchical Data Format (HDF) [6]. On the other hand,
the geospatial community is most familiar with commercial
and non-commercial Geographic Information Systems (GIS),
such as ArcGIS [7], QGIS [8], which allow a vast array of
geospatial processing tools but are not equipped to deal with
the formats and sizes typically encountered in the context of
EO data.
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3. SYSTEM ARCHITECTURE

The iGlobe (interactive globe) system has three components.
The first component is the visualization engine for viewing
and interacting with the data, the second component is a thin
client side analytic engine to perform simple statistical anal-
ysis on the data, and the third component is the server side
analytic engine for executing sophisticated data mining and
analysis tasks on the data.

3.1. Visualization Engine

The visualization engine is built by extending the open source
NASA World Wind Java library. The interface allows over-
laying of multiple data sets.
NASA World Wind Java: There are currently several 3D vi-
sualization systems, (e.g., Google Earth) to view geospatial
data on a three dimensional globe, instead of a map. One
such open source system is the NASA World Wind, which is
a desktop application, developed within the Microsoft .NET
environment. The World Wind software allows viewing sev-
eral data sets provided by NASA, such as the Blue Marble
and Landsat7 satellite images, SRTM elevation model, and
country boundaries, and also lets users import their own data.
Users can also develop add-ons to extend the functionalities
of the base system. The Java version of the .NET application,
called the World Wind Java SDK, is a cross-platform Java
library, which allows developers to create own applications
using the library. We use the World Wind Java SDK (WWJ)
as the core library for visualization as well as client side data
analysis and interface for remote data access.

3.2. Handling Different Data Formats

iGlobe supports geospatial data in multiple formats, such as
GeoTIFF, JPG, NetCDF for raster data, and KML, KMZ,
Shapefiles, for vector data. The data access, including han-
dling of different projections, is handled using the Java bind-
ings of the Geospatial Data Abstraction Library (GDAL).

3.3. Support for Different Access Mechanisms

iGlobe supports access to remote data repositories for remote
sensing images, climate model outputs, and other geospatial
data sets which are either available through geospatial servers,
e.g., UMN MapServer, GeoServer, etc., using OGC compli-
ant services (WMS,WFS) over HTTP or HTTPS channels,
or available directly for download using other network proto-
cols, such as FTP and SCP. The user provides the URL of the
web service and the system provides a list of data sets avail-
able using that service. For each data set, the system provides
a preview that shows the spatial and temporal extents of the
data set. Alternatively, a user can directly specify the URL
of the specific data set (useful for accessing climate models,

NCAR reanalysis data, etc.). The spatial and temporal extents
for each data set are specified on the same panel.

3.4. Interactive Subsetting

iGlobe allows analysts to interactively specify the spatial
region and temporal extents (for spatiotemporal data sets)
which they are interested in, before requesting data. The
visualization engine will only request the specified subset of
the geospatial data from the remote server, making the data
access more efficient. The spatial region can be specified by
drawing a region on the globe and the temporal region can be
specified using the subset interface which automatically gets
populated with the maximum spatial and temporal extents for
the selected data set.

3.5. Visualization of Temporal Data

iGlobe allows visualization of spatiotemporal data, such as
climate model outputs and remote sensing images, as anima-
tions. The animation panel lets the users interact with the
animation. The temporal data can also be visualized as a time
series by clicking at a location. If multiple layers with tempo-
ral extents are present, all of the time series for that location
are plotted. Users can also draw a bounding box and view all
the time series for the selected region in a single panel.

The time series panel is also interactive and allows users
to run simple statistical functions such as autocorrelation, cor-
relation between multiple time series, time series anomaly
detection, statistical change detection, and signal processing
functions.

3.6. Analysis

The visualization engine of iGlobe allows users to run differ-
ent types of analysis tools on local and remote data sets. Two
types of analyses are supported. The first type includes simple
linear and statistical analyses on layers loaded into the system
using the client analytic engine. The second type of analy-
sis involves applying sophisticated data mining and machine
learning algorithms using the server analytic engine. The key
aspect of server side analysis is that the users do not have to
download the data to the client, but only specify the location
of the data sets (on remote server or the iGlobe server). The
analysis interface also allows the users to specify any param-
eters associated with the algorithm to be applied. A user can
select one of the available algorithms and specify the data lay-
ers for analysis. The parameters for the algorithm can also be
specified through the same interface. Depending on the type
of analysis, the system invokes either the client or server side
analytic engine.
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3.6.1. Client Side Analytic Engine

Many analysis methods that the users apply on geospatial data
involve linear filters or statistical aggregate functions such as
computing mean and standard deviation. iGlobe allows users
to apply a range of functions on the layers added to the sys-
tem. The results are either reported or shown on the globe.
The following is the list of functions supported by the client
side analytic engine:

1. Spatial mean, median and variance. Users can specify
a spatial region for analysis.

2. Correlation between multiple variables (added as lay-
ers).

3. Time series correlation for spatiotemporal data layers.
The correlation can be calculated for time series from
a specified region, or between time series for different
variables, or between two or more locations selected by
clicking on the globe.

All client side analytic functionalities are developed in Java
and available as a standalone library as well integrated with
the WWJ based visualization engine library.

3.6.2. Server Side Analytic Engine

The server side analytic engine allows one to apply sophisti-
cated data mining algorithms, such as time series change and
anomaly detection, spatial anomaly detection, clustering, etc.
The analytic engine can access data sets that are available lo-
cally on the server, or remotely. Currently, the iGlobe server
is available as a webservice running on Amazon Web Services
(AWS) [9].

3.7. Data Mining Analysis Algorithms Supported

The iGlobe system currently supports following analysis al-
gorithms, which have been shown to be highly useful in
extracting critical patterns from massive spatiotemporal data
sets. All these algorithms have been optimized to scale to the
large data sizes that are encountered in the context geospatial
data analysis. In future, we will incorporate other open-source
algorithms within the analytic engine.

3.7.1. Clustering

Finding natural partitions from multiple data sources or time
varying data, is essential to discover clusters that are not nec-
essarily spatially clustered but exhibit similar characteristics
in terms of underlying data. Though there are plenty of clus-
tering algorithms readily available, one important limitation
is finding the number of clusters in an automated fashion. We
developed a new clustering algorithm which showed better
performance than well-known G-Means and X-Means clus-
tering algorithms.

3.7.2. Spatiotemporal Change and Anomaly Detection

Online spatiotemporal analysis is a crucial tool for analyzing
time varying spatial data, such as remote sensing images,
climate model outputs, etc., to detect interesting and abnor-
mal patters in the data which are highly useful for several
tasks such as biomass monitoring, understanding weather
phenomenon, and long scale climate analysis. We have de-
veloped a novel Gaussian process based time series analysis
method which can detect changes and anomalies in periodic
time series in an online fashion and incorporate the spatial
dependencies in the data. To handle the massive data sizes we
have developed algorithmic improvements as well as parallel
solutions to exploit the power of cluster architectures.

4. CONCLUSIONS

A wide variety of geospatial data is available, mostly for free,
for researchers in the earth science domain. Besides the va-
riety in formats, access protocols, and modalities, which is a
challenge for most existing visualization and analysis tools,
the large scale of the data creates a serious scalability issue.
Here we discuss a tool (iGlobe) that addresses these chal-
lenges in several ways. First, the client side implementation
of the tool allows for access, visualization and low-level anal-
ysis of data in an integrated framework. Second, the server
side analysis component allows for executing sophisticated
data analytics on large scale EO data without placing a burden
on the client. The current capabilities of iGlobe in conjunc-
tion with the promise of truly browser-based version, make it
an ideal candidate for a platform to build large scale applica-
tions involving big EO data.
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DATA 

 

Andrew Mitchell, Dawn Lowe, Kevin Murphy, Daniel Pilone 

 

NASA 
 

ABSTRACT 

 

NASA’s Earth Observing System Data and Information 

System (EOSDIS) is a multi-petabyte-scale archive of Earth 

science data that supports global climate change research by 

providing end-to-end services from instrument data 

collection to science data processing to full access to earth 

science data. This presentation discusses the lessons learned 

and successes from NASA metadata catalogs, which directly 

influenced the design decisions taken for a single, shared, 

scalable NASA Earth Science Metadata repository, the 

Common Metadata Repository (CMR), which must provide 

sub-second complex search support across 170,000,000 

pieces of science metadata for an archive growing at a 

sustained rate of 8.5TBs per day. 

 

Index Terms— Common Metadata Repository, 

metadata catalog, unified metadata model, data immutability 

 

1. BACKGROUND 

 

NASA’s Earth Observing System Data and Information 

System (EOSDIS) has continually evolved to improve the 

discoverability, accessibility, and usability of high-impact 

NASA data spanning a multi-petabyte-scale archive of Earth 

science data products. NASA has supported multiple 

catalogs enabling discovery of this data for many years 

including the Global Change Master Directory (GCMD) and 

the EOSDIS Clearing House (ECHO). EOSDIS needed a 

sub-second search capability to address discovery needs for 

its Big Data holdings while continuing an average daily 

archive growth of 8.5TBs. Over the last several years NASA 

has conducted a number of stakeholder surveys to help 

satisfy the expectations of a user community that consumes 

a daily distribution of 22TBs of data from EOSDIS archives. 

Three key discovery capabilities were identified: 

 

Spatial search – Due to the inherently spatial nature of 

EOSDIS holdings, spatial search support is critical.  The 

spatial representations of the underlying data are complex, 

expressed as geodetic spatial areas, Cartesian spatial areas, 

orbital information, and supporting complex geometries 

with holes. 

 

Interactive data discovery – Stakeholders want the ability to 

navigate the data as quickly as possible, refining search 

criteria based on immediate feedback from a prior search.  

Search performance was key to the realization of this use 

case; users needed responsive interaction through the 

hundreds of millions of science granules in the system. 

 

Large scale, multiformat metadata support –Heterogeneous 

legacy metadata exists for hundreds of millions of critical 

records with nearly 1,000,000 new metadata records added 

each week and peak loads of over 3,000,000 per day. 

 

In order to advance the discoverability and accessibility of 

the petabytes of science data in the EOSDIS holdings 

NASA began development of the Common Metadata 

Repository (CMR). 

 

2. KEY SUCCESS CRITERIA 

 

The CMR requirements identified four areas critical to the 

success of making large-scale data accessible: 

 

System Scalability – EOSDIS currently holds nearly 

200,000,000 science granules, spanning more than 25,000 

science collections.  In order to achieve interactive 

discovery of data, there was a strong desire to surface not 

only the science collections and granules, but deeper 

information, pushing more data up to discovery level 

interactions.  There is a strong desire to push parameter 

level information – ideally even parameter values – to 

interactive performance levels.  As parameters can number 

over a hundred in some science granules, the target 

scalability numbers in terms of items supported by the CMR 

was put on the order of a 1,000,000,000 pieces of metadata.  

The current catalog system (ECHO) supports 14 user facing 

EOS applications along with an additional 140,000 searches 

per week from non-registered 3
rd

 party applications; the 

number of third party client applications has grown every 

year and is projected to continue. 

 

High Quality Metadata – Though EOSDIS has broad 

metadata holdings, quality was inconsistent with conflicts 

and discrepancies between EOSDIS catalogs significantly 

affecting the ability to discover and access the frequently 

small subset of data actually needed by the stakeholder out 
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of the massive amounts of data available.  A new EOSDIS 

catalog needed to support in-stream validation and quality 

assessment of every piece of metadata in a variety of 

formats with sustained ingest rates of over 3,000,000 items 

a day during data product reprocessing. 

 

Fault Tolerance – The CMR would be a critical piece of the 

EOSDIS infrastructure and as such needed to be highly 

available.  The CMR was to be built fully redundant 

internally with the ability to degrade gracefully in the event 

of partial failure, designed with cloud hosting in mind, and 

scaled asymmetrically based on specific functional load at 

any given time.  The target availability was 99.99% uptime 

under sustained data ingest load while delivering sub-second 

search response times. 

 

Performance – In order to achieve the goal of interactive 

discovery, complex searches must complete on the order of 

100s of milliseconds across the nearly 200,000,000 pieces of 

existing metadata, including spatial constraints. Additional 

complexity came from the distributed nature of the EOSDIS 

archive with data geographically distributed at centers 

holding archives ranging from 1TB to over 1.5PB.  Overall 

search load on the system is up approximately 6x from the 

same time last year with spikes approaching 10x and data 

access requests over double the previous year’s numbers. 

 

3. THE UNIFIED METADATA MODEL 

 

Initial architecture work clearly illustrated the importance of 

high quality metadata – along with the reality that there was 

no universally accepted metadata format or model. The 

CMR was to support an environment that had decades of 

existing data and metadata that could not be migrated in a 

reasonable amount of time. Guidance for creation and 

maintenance of quality metadata was critical to the success 

of the system.  To address this, NASA developed the 

Unified Metadata Model (UMM) and corresponding 

documentation.  

 

It was without question that another new, “universal” 

metadata format was not the answer to addressing the 

current state of EOSDIS metadata holdings
[citation needed]

, as 

mature efforts such as the ISO19115 effort were working to 

address this very problem.  The CMR, however, needed 

some means of dealing with a multitude of metadata formats 

and underlying data models.  The UMM was developed to 

address the fundamental need for a common data model 

across metadata held in the CMR. 

 

The UMM, at the very top level, defines the idea of a 

Metadata Concept, a potentially complex, cohesive idea in 

EOSDIS that may be related to other concepts through 

parent-child or simple association relationships.  The current 

version of the UMM identifies Science Collections, Science 

Granules, and Meta-Metadata concepts.  Visualization, 

Parameter, and Service metadata concepts are slated for a 

subsequent UMM version.  The UMM is intended to be a 

living model – evolving on quarterly updates. 

 

4. CMR DESIGN 

 

Conceptually the CMR provides a high performance, highly 

scalable, domain specific datastore for EOSDIS metadata.  

The UMM provides the fundamental data model backing the 

CMR.  The critical question was how to architect the CMR 

to achieve the scalability, performance, and fault tolerance 

requirements needed. 

 

4.1. Data Immutability 

 

One of the previous generation EOSDIS catalogs, ECHO, 

attempted to reach high levels of scalability through 

parallelization and multithreading. The implementation used 

object oriented development patterns along with traditional 

parallel computing concepts such as mutexes and distributed 

locks.  The complexity of this approach was high and 

efficient parallelization was difficult to achieve.  For the 

CMR, NASA investigated the applicability of data 

immutability and functional programming to the CMR 

implementation[1]. 

 

Data immutability fundamentally says that data, once 

created, should be considered unchangeable.  Modifications 

to data represent the application of a function and result in a 

new state at a new “time” or version, but the original state 

still exists. Data immutability places efficiency demands on 

the implementation to retain performance and reasonable 

size trades. The CMR achieves this in two ways. First, it 

uses Clojure, a functional programming language for the 

JVM, which has efficient persistent immutable data 

structures and second, maintains separate revisions of each 

update to science metadata. 

 

With data immutability in place at an implementation level, 

large-scale parallelization across not only CPU cores, but 

CPUs and nodes, became much more effective and easily 

implemented. We could now surface the core data 

immutability design of the CMR as a system feature through 

the APIs.  We were in a position to not only surface every 

revision of metadata we received from data providers but 

were able to leverage the concept of immutability across the 

APIs, allowing for one revision of a metadata concept to 

have an association with a specific revision of another 

concept and that relationship and data remain valid (for 

those versions, i.e. that state) regardless of later 

modifications to either concept.  Client applications now 

had access to long lived, durable references to metadata, 
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which dramatically simplified things like automated rubric 

implementations and metadata authoring tools. 

 

Equally important is that consistent, immutable data 

significantly reduces the complexity of parallelization of 

computation across large sets of data.  By virtue of 

persistent, immutable data structures we can trivially 

parallelize computation on those data by expressing changes 

as functions on fixed data.  For example, while data ingest is 

typically serial for a given data provider, we can parallelize 

validation, indexing, rubric scoring, and more across the 

incoming data.  A subsequent update to the data, for 

example as a result of a poor rubric score driving a 

resubmission, has no impact on the validity of processing 

the original data as both are valid and simply represent the 

metadata at different states (or in CMR parlance, revisions).   

 

Note that the kind of parallelization made available with 

data immutability is applicable both architecturally (e.g. 

spinning up a high number of parallelizable indexing 

services) as well as at a low implementation level (e.g. 

parallelizing computation across a map of data based on the 

number of CPU cores available to a specific instance of an 

indexer).  To truly reap the architectural benefits, though, 

another key design principle was required – idempotence. 

 

4.2. Idempotence 

 

With data immutability and a functional representation of 

state change firmly in place, the system naturally sets itself 

up for establishing idempotence across requests.  

Idempotence states that multiple applications of the same 

operation does not result in any change beyond the first 

application of that operation.  Data immutability, with its 

inherent distinction between identity and state leveraging 

some type of time concept (version, revision, time stamp, 

etc.) allows for support of idempotent operations with 

minimal additional complexity. 

 

The CMR embraces idempotence throughout the system – 

indexing a particular revision of a metadata document is 

represented as a function applied to a particular version of 

the metadata resulting in a particular set of data, the search 

optimized index representation of that metadata.  Metadata 

can be reindexed any number of times resulting in the same 

versioned index representation and this can be done in 

parallel, by nodes that are unaware of each other, with the 

only negative consequence of wasted compute resources on 

doing redundant work.  From this perspective, the 

architectural complexity of the CMR is significantly 

reduced and overall efficiency can be increased, as the need 

for traditional concurrency locks are minimized. 

 

In addition to increased concurrency and parallelization 

support, idempotence simplifies the complexity of 

distributed system synchronization frequently encountered 

within EOSDIS (e.g. archival systems, distribution systems, 

processing and analysis systems, metricing systems, catalog 

systems, etc.).  Idempotence allows us to identify a given 

system in a collaboration of systems as “truthful”.  The 

truthful system defines the current state of that particular 

aspect of the collaboration.  By exposing idempotent 

services, the truthful system can, at any given time, perform 

operations on the other systems in the collaboration 

regardless of concern as to whether that particular operation 

has already been requested.  In the event of a 

communication failure during data export, for example, the 

truthful system can simply repeat the export and the 

receiving system, the CMR, will apply requested operations 

to the data and end up in an eventually consistent state with 

the truthful system.  This same model is applied within the 

CMR with respect to data caching; each node in the CMR 

has a set of local caches.  A given node may be within a 

tolerable variance of another node but will reach eventual 

consistency with the other nodes by virtue of data 

immutability and idempotent operations.  These principles 

allow the CMR to dynamically scale to large numbers of 

concurrent nodes providing both fault tolerance and 

scalability as needed such as a data reprocessing campaign 

resulting in millions of ingest transactions per day with high 

concurrency. 

 

4.3. Partitioning vs. Sharding 

 

Data partitioning and data sharding are frequently 

mentioned together without making a distinction between 

them.  In the context of the CMR we use these terms to 

mean very different things.   

 

The CMR applies data partitioning whereby data is divided 

up based on a domain construct that allows large amounts of 

data to be eliminated from the search space quickly and 

efficiently. The CMR leverages parent concepts (e.g. 

collections in the case of science granules) to partition 

metadata into logical groups that can be specifically targeted 

by a search. Searches try to target as few data partitions as 

possible resulting in the smallest amount of candidate data 

to search. The CMR can leverage information in a typical 

end user search to narrow the search space to less than 1% 

(1.7M items) of the holdings before actually executing a 

query.  

 

Sharding is a data separation technique that we inherently 

couple with concurrency. Unlike partitioning, data in the 

CMR is allocated to a shard based on a simple hash 

algorithm resulting in a balanced and deterministic 
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allocation but without any meaningful domain separation. 

These shards are then allocated across a number of search 

nodes in a cluster.  Searches against these data are then 

executed concurrently against all shards. Total data search 

space is the same but any given node is searching a smaller 

amount of data in parallel with the other nodes. 

 

The CMR creates a search partition (index) for any 

collection of more than 1,000,000 granules then shards that 

index over 6 balanced shards.  Those shards are replicated, 

both for fault tolerance and concurrency improvements, and 

the resulting 12 shards are distributed over 10 search nodes.  

The total search index is approximately 500GBs in size at 

present but can be scaled by shards, partitions, and nodes as 

needed. 

 

4.4. Spatial Search Support 

 

Spatial searching is a core capability of any Earth science 

catalog.  Earlier catalog implementations of spatial 

searching (particularly ECHO) involved a two-phase search 

approach.  As data was indexed, a minimum-bounding 

rectangle (MBR) was calculated from the science spatial 

information, respecting geodetic polygons and using the 

Backtrack Orbit Search Algorithm for orbital collections; 

similar calculations were done for search coordinates. 

Search execution performed an initial MBR intersection to 

find candidate data [2].  Matching data was then further 

refined using Oracle Spatial extensions to provide exact 

matches. While more efficient than performing exact match 

tests against all data, this approach resulted in expensive 

multi-fetch executions in cases where MBR intersection 

identified candidate matches that were later removed 

through exact matching.  

 

The CMR dramatically improved spatial performance from 

an average of 2s in prior generation catalogs to less than 

100ms through several mechanisms.  First, the CMR 

calculates an approximation of the largest contained 

rectangle (LCR) in addition to the minimum bounding 

rectangle (MBR) during data ingest [3].  Search polygons 

that intersect both the MBR and LCR are automatic matches 

and do not need further refinement.  Search polygons that 

only intersect data MBRs must still be further refined; 

however this is a dramatically smaller set of data than with 

MBR testing alone. 

 

To avoid the two-phase multi-fetch problem, the CMR team 

has implemented high performance spatial intersection 

algorithms as a direct plugin to ElasticSearch allowing the 

CMR to provide spatial filtering inline with the search 

execution.  The spatial plugin supports full shard based 

parallelization allowing the CMR to filter search results 

concurrently across all data shards. 

5. OUTSTANDING CHALLENGES 
 

As a result of the fundamental data model established by the 

UMM and the architectural and design decisions outlined 

above, the CMR has been tested with operational workloads 

across the nearly 170,000,000 pieces of science data to 

provide an average search execution time of 150-250ms, 

more than an order of magnitude performance improvement 

from previous generation catalog search results and fast 

enough to have network latency across the internet become 

a dominant factor in interactive data discovery. 

 

With solid search performance underpinning EOSDIS data 

discovery and the UMM promoting interoperability, there 

are a number of challenges to begin exploring: 

 

Designing for failure – CMR performance will degrade 

gracefully in most cases however more can be done to 

implement total loss of a particular service through patterns 

like Back Pressure [4] and Circuit Breakers [5]. 

 

Metadata vs data interactivity – with the size and access 

capabilities of the current EOSDIS data holdings it is 

unfeasible to dynamically navigate or mine the underlying 

data. As more summary information is computed and moved 

into metadata (e.g. parameter min / max / average values, 

results of analysis or computations such as fire detection 

algorithms, etc.) the difference between metadata and data 

blurs.  Striking the right balance and scaling the CMR 

properly to provide at least the illusion of data interactivity 

is a key capability moving forward. 

 

Result relevancy – high performance CMR search results are 

of limited use if the results aren’t highly relevant to the user.  

The CMR was designed to provide flexible result scoring 

models and more work is needed to develop advanced 

scoring techniques through user intent modeling, user 

services knowledge capture, associated data, and intended 

data use (e.g. time series vs data latency). 
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algorithm 

[3] K. Daniels and V. J. Milenkovic and D. Roth, Finding the 
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Computational Geometry: Theory and Applications (1997) pp. 

125—148 http://cogcomp.cs.illinois.edu/page/publication_view/27 

[4] M. Thompson, “Applying Back Pressure When Overloaded”, 

http://mechanical-sympathy.blogspot.gr/2012/05/apply-back-

pressure-when-overloaded.html 
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ABSTRACT 

 
This paper shows (based on a simple example) how search 
and discovery for Earth Observation (EO) Collections and 
Products metadata is currently done in ESA HMA based on 
CSW ebRIM and how this can be improved by additionally 
providing the data via RDF as Linked Open Data (LOD). This 
would also help integrating EO objects into main stream IT.  
 

Index Terms— Linked Open Data, ESA HMA, EO  
Metadata, CSW ebRIM, GeoSPARQL, RDF, ISO19115 
 

1. INTRODUCTION 
 
The ESA HMA (Heterogeneous Missions Access) [9] project 
is harmonizing access to heterogeneous Earth Observation 
(EO) mission data from multiple providers by standardizing 
ground segment interfaces. 
For the description of EO data by metadata (as foundation for 
search and discovery), HMA distinguishes between EO 
Collections and EO Products (images) [9].  

 

Figure 1: EO Collection, EO Products and a Derived Feature 
(construed scenario) 

EO Collections are defined as series of EO Products of the 
same satellite (e.g. MSG) and the same sensor (e.g. SEVIRI) 

at different times (Figure 1). EO Collection metadata is more 
geared to the general application area, to the dissemination 
channels, to access- and use-constraints, etc. All EO Products 
of the same collection have this metadata in common. EO 
Product metadata provides additional product specific details, 
e. g. the acquisition time, the quality, the processing or the 
archiving. In HMA ISO19115(-2) [2][3][4] with ISO19139(-
2) encoding is used for EO Collection metadata. For EO 
Product metadata an Earth Observation Profile of 
Observations & Measurements (O&M) [10] was developed.   
 
2. SEARCH AND DISCOVERY OF EO COLLECTION 

AND PRODUCT METADATA IN HMA 
 
Search and discovery for EO Collection and Product 
metadata in HMA is based on the OGC Catalogue Services 
ebRIM application profile [6][7], which is a profile of the 
OGC Catalogue Services Web (CSW) [5] using the OASIS 
ebXML Registry Information Model (ebRIM) v3.0 [8].  
An OASIS ebXML Registry is an information system that 
manages instances of any type of electronic content, called 
RepositorytItems (e.g. XML documents like ISO19139-2), 
and the standardized metadata that describes it [8]. 
RepositorytItems are stored in a content repository provided 
by the ebXML Registry. The instances of the metadata are 
referred to as RegistryObjects (or one of its sub-types, e.g. 
ExtrinsicObjects or Classifications) and are stored in the 
registry. The latter is organized for finding things quickly. All 
RegistryObjects conform to the ebRIM model. To meet the 
needs of some application domain additional Registry 
Packages (Extension Packages (EP)) containing a cohesive 
set of RegistryObjects and related artifacts that extend the 
core information model may be defined [8]. Those 
extensibility points comprise artefacts which are canonical 
resources that constrain the content of the registry. The so 
called Basic EP [7] (BP) provides artefacts of general utility 
in the geomatics domain which shall be considered by all 
OGC extension packages. For search and discovery of 
ISO19115(-2) based EO Collection Metadata the I15 EP [1] 
was developed. For search and discovery of Observation & 
Measurements based EO Product Metadata [10] the EO 
Products EP (EOP) [11] exists. 
To make this more clear in Figure 2 the information objects 
shown in Figure 1 are modelled by means of ebRIM: the EO 
Collection and the derived feature are modelled based on I15 
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EP while the EO Product is modelled based on EOP EP. This 
model can then be encoded in XML (not shown), stored in an 
ebRIM Catalogue and be queried with an OGC filter 
expression. Figure 3 shows a query for datasets which are 
classified as of type “dust”, modified on 13-05-2010 17:00, 
covering parts of NW Europe and derived from an EO 
product which is acquired by a SEVIRI instrument.  
Based on ebRIM everything is described in one kind of 
registry, providing a common OGC discovery interface 
supporting a common query language (OGC Filter). Com-
mon vocabularies to classify the Registry-Objects are based 
on ebRIM classification schemas. Some basic objects of 
common usage (e.g. Organization) are already defined in the 
BP. It is possible to define associations between different 
objects (e.g. between collections and products). Cross cutting 
requests between different objects are possible.  
But there exist lots of disadvantages making an easy 
integration of the EO objects (e.g. those described in Figure 
1) with non EO/HMA communities difficult (leading to 
closed data silos): 
• ebRIM is a relatively complex model and not widely 

used outside the EO/Geo Community 
• objects (e.g. organization), attributes (e.g. slots) and 

thesauri (classifications) are remodeled in ebRIM instead 
of reusing existing common formalizations (e.g. 
standardized attributes, ontologies) 

• usage of an OGC-specific interface and query language  

•    not foreseen 
to cross server 
when searching 
•    objects not 
necessarily refe-
renced by 
URL´s, so an 
easy REST-
based look up is 
not possible 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 3: CSW-ebRIM Filter Query on the model 

Figure 2: ebRIM representation of the EO objects shown in Fig. 1 

class 00 - Ov erv iew

EUMETSAT + MetOffice RegRep

«RegistryObject»
ebRIM::Organization::EUMETSAT

+ Name [0..1]  :InternationalString = EUMETSAT
+ EmailAddress [0..*]  :EmailAddress = ops@eumetsat.int

«ClassificationNode»
EOProductTypes::EOP

«ExtrinsicObject»
DatasetCollection::MSG:VOLC

+ Name  :InternationalString = MSG:VOLC
+ Description  :InternationalString = The Ash product...
+ ExternalIdenti fier  :String = EO:EUM:DAT:MSG:...

«Slot»
+ Envelope  :gml:EnvelopeType = -79.0 -81.0 79....
+ TemporalBegin  :DateTime = 2009-03-23
+ TemporalEnd  :DateTime = 2010-11-26

«ExtrinsicObject»
AcquisitionInformation

«ExtrinsicObject»
Platform::MSG-10

+ Description  :InternationalString = Meteosat Second...

«Slot»
+ Identi fier  :String = MSG-10

«ExtrinsicObject»
Instrument::SEVIRI

- Name  :InternationalString = Spinning Enhanc...

«Slot»
- Identifier  :String = SEVIRI

«ExtrinsicObject»
ElementaryDataset::VOLASH:10-5-13T17:00

+ Name  :String = VOLASH:10-5-13T17:00
+ ExternalIdenti fier  :String = EOP:DATASET:VOL...

«Slot»
+ Envelope  :gml:EnvelopeType = -22.0 55.0 -3.0 68.0
+ Coverage  :String = North Atlantic Sea
- Modified  :DateTime = 2010-05-13T17:00

«ExtrinsicObject»
EOProduct::MSG:VOLC:10-5-13T17:00

+ ExternalIdenti fier  :String = EOP:EUM:MSG:VOL...
+ Name  :InternationalString = EOProduct

«Slot»
+ ParentIdentifier  :String = MSG:VOLC
+ BeginPosition  :DateTime = 2010-05-13T17:00
+ EndPosition  :DateTime = 2010-05-13T17:15
+ MultiExtentOf  :gml:PolygonType = -79.0 -81.0 79....

«ExtrinsicObject»
EOAcquisitionPlatform::SEVIRI

+ Name  :String = MSG-10

«Slot»
+ InstrumentShortName  :String = SEVIRI
+ SensorType  :String = Optical

«ClassificationScheme»
GEMET - INSPIRE concepts

+ Name  :InternationalString = GEMET - INSPIRE...

«ClassificationScheme»
EOProductTypes

+ Name  :InternationalString = EO Product Types

«ClassificationNode»
GEMET - INSPIRE concepts::Dust

ISO19115 RepositoryItem
assigned

ISO19115 RepositoryItem
assigned

OGC 06-080 (GML-
Schema for EO 
Products) 
RepositoryItem assigned

«RegistryObject»
Organization::MetOffice

- Name [0..1]  :InternationalString = MetOffice
- EmailAddress [0..*]  :EmailAddress = ops@metoffice.com

classifiedBy

«Classification»
CitedResponsibleParty

DerivedFrom

AcquiredBy

AcquisitionInstrument

AcquisitionPlatform

AcquiredBy

classifiedBy
«Classification»

CitedResponsibleParty

0..*
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3. LINKED OPEN DATA (LOD) 
 
Linked Open Data (LOD) is about linking open data 
(resources) with the means of the Resource Description 
Framework RDF [14][12]. Statements about the resources are 
described by Subject, Predicate and Object Triples. Any kind 
of these objects is identified by Unique Resource Identifiers 
(URI´s). When those URI´s are HTTP URL´s it becomes 
possible to look up those objects to inquire additional 
information. The most important thing is to include links to 
other URI´s from different sources, generating graphs and 
allowing the discovery of related things.  
Example RDF graph: 

 

A problem here is that provider and user of RDF-statements 
may not automatically agree on the semantics of the objects, 
e.g. of the predicates. This semantic is not inherent to RDF. 
For a common understanding they must be based on common 
controlled vocabularies or ontologies (defined in RDFS [15] 
/ OWL [16]). Examples are Dublin Core (dc), ISO19115 
(iso), DCAT (dcat) or GeoSPARQL (geo).  
Adjusted example RDF graph: 
 
 

 
 
RDF stores can be queried with SPARQL [18], a graph based 
query language for RDF. GeoSPARQL [17] is an extension 
to SPARQL including a vocabulary for representing geo-data 
in RDF and including geospatial filter capabilities. When 
RDF data provided by an RDF store is linked to RDF data of 
another store, with SPARQL it becomes possible to perform 
cross-cutting (federated) queries. 
 
  
                                                 
1 Informal, e.g. missing namespaces, not validated 

4. SEARCH AND DISCOVERY OF EO COLLECTION 
AND PRODUCT METADATA WITH LOD 

  
With RDF and using ontologies the information objects given 
in Figure 1 can now be modelled in RDF as shown in Figure 
4. This model can be stored (e.g. RDF/XML encoded) in an 
RDF store and be queried with SPARQL. The following 
example shows a GeoSPARQL query with the same filter 
semantic as defined in Figure 3 now querying an RDF store. 
 

 

Figure 4: GeoSparQL query1 

The advantages of Linked Open Data for publishing EO 
Collection and Product metadata comprise: 
• RDF is a more simple data model than ebRIM 
• re-using (linking) information already described in RDF 

elsewhere minimizes replications 
• RDF links enable navigation from Collection and 

Product metadata to related data items within other 
sources and vice versa 

• query results (EO metadata) are structured data and can 
be used within other applications 

• someone can directly lookup and use the data, e.g. by 
associating it with a map view quicklook or download 

• for search and discovery the standard-query interface 
(Geo)SPARQL can be used 

• Ontologies enable more complex queries by inferences 
 

5. CONCLUSION 
 
The CSW ebRIM based search, discovery and management 
of EO Collection and EO Product metadata in HMA is in a 
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mature status, well 
suited for EO use 
cases and should 
not be replaced. 
Rather it should be 
a goal to exploit 
the current 
architecture to 
additionally 
support linked 
open data views on 
the EO data. This 
could be done by 
joining the ebRIM 
architecture with 
an LOD approach. 
Main stream IT 
applications could 
then more easily 
find and bind (use) 
the data. Ideas 
could be to set a 
REST-Interface (e.g. to lookup an object by a URL stored in 
an ExternalIdentifier) and a GeoSPARQL-Interface 
(requiring mappings from OGC Filter to GeoSPARQL) on 
top of a CSW ebRIM Catalogue or export the ebRIM 
metadata as RDF into an RDF store. To reach the goal both 
approaches require formalizations of equivalences between 
CSW-ebRIM and RDF/RDFS objects as foundation of the 
required mappings. This could include (taken from [13]): 
• RDFS Classes vs ebRIM ExtrinsicObject Type or 

ebRIM ExternalLink Object Type or C-Node. 
• RDF Property vs ebRIM SLOT definition 
• OWL-lite Ontologies vs ebRIM ClassificationSchemes 
• Class Properties vs ebRIM Archetypes 
• RDF/RDFS to interpret GML valued string properties 

via reference to GML Schema. 
With this approach, the existing EO ebRIM metadata silos 
could be opened enabling easier integration into main stream 
IT scenarios. 
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Figure 5: RDF representation of EO objects in Figure 1 
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ABSTRACT
We present an overview of the MELODIES project, which
is developing new data-intensive environmental services
based on data from Earth Observation satellites, govern-
ment databases, national and European agencies and more.
We focus here on the capabilities and benefits of the project’s
“technical platform”, which applies cloud computing and
Linked Data technologies to enable the development of these
services, providing flexibility and scalability.

Index Terms— linked data, semantic web, open data,
data analytics, cloud computing, data and information visu-
alization

1. INTRODUCTION

Environmental applications of space-derived data typically
require the integration and fusion of multiple diverse datasets.
Increasingly many such datasets are being made available at
no cost and with liberal licences enabling wide reuse. These
data encompass both scientific data about the environment
(from the ESA Climate Change Initiative, the present and
future Sentinel missions and from other observing systems)
and other public sector information, including diverse top-
ics such as demographics, health and crime. Many open
geospatial datasets (e.g. land use and mapping) are already
available through the INSPIRE directive and made available
through infrastructures such as the Global Earth Observation
System of Systems (GEOSS). The potential value inher-
ent in open data, and the benefits that can be gained by
combining previously-disparate sources of information, are
only just starting to become understood. The MELODIES
project (Maximizing the Exploitation of Linked Open Data
In Enterprise and Science) is providing impetus in this field,
stimulating the use of open data in real-world scenarios.

This presentation will give an overview of the innovations
of the MELODIES project, in which we focus particularly on
two particular aspects of Big Data: the handling of large data

This research has received funding from the European Union Seventh
Framework Programme (FP7/2013-2016) under grant agreement number
603525.

volumes in a scalable fashion using cloud computing, and the
handling of data variety using Linked Data techniques.

The phrase “Linked Data” describes a set of best-practice
approaches for publishing data on the World Wide Web.
Linked Data are published in machine-readable form us-
ing open standards from the World Wide Web Consortium
(W3C), usually under open licences. A key feature is that
datasets are linked together using unique references (iden-
tifiers), enabling users to easily discover information that
is related to their field of investigation. Many governments
world-wide are beginning to publish public data in these
forms to enable innovative value-adding services to emerge.

We apply these techniques to the development of eight
innovative and sustainable environmental services in a broad
range of societal benefit areas. The services are diverse but
follow a similar general approach: the processing of Earth
Observation data using distributed computing to extract in-
formation, the integration of these outputs with other data
sources (e.g. government and mapping data), and the visual-
ization of the combined results in a web portal (see figure 1).
Anticipated users of these services include government and
the public sector (e.g. monitoring greenhouse gas emissions
or ocean water quality) and the private sector (e.g. precision
farming and shipping). A key feature of these services is that
they are not technology demonstrators, but are intended to be
future operational services. The development of most of these
services is led by SMEs. (The MELODIES consortium con-
sists of sixteen partners from eight countries; nine of these
partners are SMEs).

This paper provides a brief overview of the MELODIES
“technical platform”, which is a shared infrastructure that en-
ables the development of these services.

2. OVERVIEW OF TECHNICAL PLATFORM

The technical platform includes software for managing and
visualizing many different kinds of data, built on top of a
cloud computing infrastructure. This infrastructure has been
developed over a number of years, starting with the ESA Grid
Processing on Demand (G-POD) project and evolving further
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Fig. 1. The structure of a typical MELODIES service. Diverse data sources are brought into a common data store and queried in
a highly flexible manner using the SPARQL query language. The results of queries are shown in a Web-GIS interface (SexTant).
Large raster datasets cannot be stored in the Strabon data store, but can be served to the web interface using Web Map Services.
Alternatively, discrete features can be extracted from the raster datasets and stored in Strabon.
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in projects such as GENESI-DR, GENESI-DEC, GeoWOW
and SenSyf. It provides the following main advantages to ser-
vice developers:

1. the ability to prototype applications in a secure “sand-
box” environment, allowing easy scale-out onto pro-
duction systems when ready;

2. the ability to distribute data-intensive computing tasks
over a cluster, using the Hadoop framework (e.g. [1]);

3. the ability to share selected datasets and components
among the MELODIES services, reducing duplication
of effort; and

4. the ability to control costs by only provisioning the re-
sources that are needed at any given time, freeing un-
used resources for use by others.

MELODIES is also using and developing Strabon [2], a
unique open-source system for storing and analysing time-
evolving geospatial Linked Data. Strabon1 has been used
successfully for applications including burnt scar mapping
and fire detection in previous European projects including
TELEIOS. Strabon provides the facility to integrate datasets
and query them simultaneously, providing an innovative
means to generate new information and knowledge from
existing data.

The MELODIES platform will also provide tools and
libraries to enable quick visualization and exploration of a
variety of data sources. The SexTant tool [3] provides a
web-based “mash-up” system for linked geospatial data, en-
abling rapid application development and prototyping. It
allows the creation of thematic maps by combining linked
geospatial data and other geospatial information available in
vector or raster formats (e.g., KML, GeoJSON, GeoTIFF).
The MELODIES platform also provides Web Map Services
(including ncWMS [4]), which enable visualization of large
raster data volumes, such as satellite and numerical model
data). Figure 1 gives an architectural overview of a typical
MELODIES service.

3. KEY INNOVATIONS

The MELODIES project is addressing a number of current
research challenges in the handling of large Earth Observation
datasets. Examples of these capabilities will be demonstrated
in the presentation that accompanies this paper.

3.1. Improving processing chains

The technical platform improves the development and execu-
tion of complex EO processing chains in two main ways:

1http://www.strabon.di.uoa.gr/

1. The use of distributed computing and exploitation of
the elastic nature of cloud computing means that data
processing tasks can easily be scaled up to use more
computing resources, either to process larger datasets
or reduce the total processing time. Services can be
developed to serve a local or national audience in the
knowledge that they can be scaled up to continental or
global audiences if required, opening up new markets.

2. The use of Linked Data techniques and the Stra-
bon/SexTant system enables service developers to
rapidly experiment with new combinations of data
without the need to write new code each time: in-
stead, they can simply formulate a new query (in the
SPARQL2 query language or a derivative language) to
the data store. This means that processing chains do
not need to be completely fixed in advance, and can be
modified “on the fly” during the experimental phase of
development.

3.2. Discovery of new knowledge from diverse datasets

The use of Linked Data also enables the usability of the large
volume of the available geospatial and Earth Observation
data. Semantic Web technologies allow getting value from
the data by posing sophisticated queries that combine previ-
ously disparate data sources and enable new knowledge to be
revealed, without the need to write new programs each time.
Analysts are able to pose complex queries in the SPARQL
query language and visualize the results or create diagrams
that are useful for data analytics. The technical details of the
original datasets are largely hidden from the analyst, allowing
him/her to focus on the problem at hand. In this way, an even
larger group of end user applications are able to efficiently
exploit open data.

3.3. Advanced data searching across catalogues

MELODIES is driving innovations in the field of “correlation
searches”, which integrate several search result feeds coming
from different search engines, creating relations between the
different entries. This will aim ultimately at building “data
casting” applications to drill down into distributed catalogues
and define a coherent set of data of interest for a user of
a MELODIES Service. For example, results from a flight
track search engine containing the co-location parameters al-
low performing subsequent spatial queries to an Earth Ob-
servation search engine to discover the co-location pairs of
satellite imagery to a given flight track. Therefore, sophisti-
cated and flexible queries for precise data discovery become
possible.

The core capability of correlation searches is the defini-
tion of operations that analyse not only the spatial and tempo-
ral footprints of the resources but also other data properties.

2http://en.wikipedia.org/wiki/SPARQL
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Correlation search helps scientists to better define their data
discovery workflow and to drill down into distributed cata-
logues defining a coherent set of data of interest for an exper-
iment. The goal is to no longer focus on the metadata dis-
covery or data download but on service providing data cast-
ing from independent, multiple sources and data staging from
storages towards Cloud processing nodes.

We are starting this work from previous EC- and ESA-
funded activities on extensions to the OpenSearch stan-
dard. In this way (and others), the project is contributing
to the highly active area of enabling interoperability between
Linked Data standards (from the W3C), geospatial stan-
dards (from bodies such as the Open Geospatial Consortium,
OGC), and Internet standards from the Internet Engineering
Task Force (IETF). Such interoperability has the potential to
allow application developers to break out of domain-specific
“silos” and harmonize data from very diverse sources.

4. KEY CHALLENGES

A number of key challenges remain to the project. One ma-
jor technical challenge is the handling of large gridded data
volumes (e.g. Earth Observation or numerical model data)
in a Linked Data environment. Such datasets are unsuitable
for conversion to RDF format as the data volumes would in-
crease hugely. Nevertheless, the ability to query gridded data
simultaneously with non-gridded data in stSPARQL queries
would be extremely useful and productive, enabling the easy
combination of models, satellite data and in situ observations.
We are experimenting with a number of techniques, including
treating the gridded dataset as a “virtual” RDF store, then im-
plementing a SPARQL query engine above it. Another strat-
egy is to extract discrete features from the EO data before
storing in the Strabon data store (as in figure 1).

The challenge of ensuring the long-term sustainability of
the MELODIES services and technologies is a very strong
one. The project includes a workpackage that is systemati-
cally investigating the factors affecting sustainability, includ-
ing economic, political and technical trends. The goal is to
consider issues of sustainability from the earliest stages of
development.

5. CONCLUSIONS

The MELODIES project is stimulating the use of Open Data,
including Earth Observation data, by developing eight real-
world applications, using a shared technology platform to en-
able research groups and small and medium-sized business to
build innovative data-intensive services that address a variety
of societal needs. Through the use of cloud computing and
Linked Data techniques, we can better handle problems of
data volume and diversity, and increase the flexibility of our
applications.

6. REFERENCES

[1] Francesco Casu, Stefano Elefante, Pasquale Imperatore,
Riccardo Lanari, Michele Manunta, Ivana Zinno, Em-
manuel Mathot, Fabrice Brito, Jordi Farres, and Wolf-
gang Lengert, “DInSAR time series generation within
a cloud computing environment: from ERS to Sentinel-1
scenario,” in European Geosciences Union conference,
2013, EGU2013-8365.

[2] Kostis Kyzirakos, Manos Karpathiotakis, and Manolis
Koubarakis, “Strabon: A semantic geospatial DBMS,”
in International Semantic Web Conference (1), 2012, pp.
295–311.

[3] Konstantina Bereta, Charalampos Nikolaou, Manos
Karpathiotakis, Kostis Kyzirakos, and Manolis
Koubarakis, “SexTant: Visualizing time-evolving
linked geospatial data,” in Proceedings of the ISWC 2013
Posters & Demonstrations Track, Sydney, Australia,
October 23, 2013, 2013, pp. 177–180.

[4] J.D. Blower, A.L. Gemmell, G.H. Griffiths, K. Haines,
A. Santokhee, and X. Yang, “A web map service imple-
mentation for the visualization of multidimensional grid-
ded environmental data,” Environmental Modelling &
Software, vol. 47, pp. 218–224, Sept. 2013.

Open and Linked Data

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

247 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


LINKED DATA APPROACH TO HANDLING COMMENTARY METADATA FOR 

COPERNICUS QUALITY CONTROL 
 

Thomas Lankester, Emma Coleman, Steven Hubbard, Fabio Vescovi
1
; 

Giuseppe Ottavianelli, Jolyon Martin
2
 

 

1 - Airbus Defence and Space, Geo-Intelligence programme; 2 - European Space Agency 
 

ABSTRACT 
 

The space component of the EU Copernicus programme 

provides access to data from a range of contributing satellite 

Earth Observation missions.  The overarching Copernicus 

Quality Control (CQC) service involves a number of image 

analysis tasks to support both harmonised quality control 

across these missions and synthesis reporting on quality 

issues.  Structured image quality checks can be collated and 

searched using database tables.  For unstructured, ad hoc, 

commentary on quality issues another solution is needed to 

capture, store and mine this form of metadata in order to 

reveal patterns and trends that should be addressed.  In this 

paper a solution, based on the W3C Open Annotations 

linked data model and developed in the FP7 CHARMe 

project, is presented in the context of the requirements of the 

CQC for commentary metadata handling. 

 

Index Terms- linked data, Copernicus, commentary, 

metadata, quality control 

 

1. INTRODUCTION 
 

Environmental information is critically important to 

understand how our planet is changing in response to human 

activity.  Formally known as GMES (Global Monitoring for 

Environment and Security), Copernicus is a European 

programme for monitoring the Earth.  Copernicus involves a 

complex set of systems that draw together in situ and 

satellite Earth Observations (EO).  The space component of 

Copernicus involves six dedicated ‘Sentinel’ series of 

instrument / satellite missions together with associated flight 

operations, data reception, processing, archive and data 

access systems.  The Copernicus Space Component Data 

Access (CSCDA) also incorporates data contributions from 

a range of international, meteorological, commercial and 

national satellite missions.  Processing data from Sentinel 

and contributing missions, and the provision of reliable, up-

to-date information to users, is carried out through a set of 

services.  These Copernicus services address six main 

thematic areas: land, marine and atmospheric monitoring; 

emergency management; security and climate change. 

 

The provision of EO data to the Copernicus services by the 

CSCDA, now in its third phase of operations, is via a set of 

datasets defined in a Data Access Portfolio.  The assessment 

of the quality of the Data Access Portfolio datasets and of 

the contributing missions is the responsibility of the 

Copernicus Quality Control (CQC) service. 

 

2. CQC SERVICE TASKS 
 

The remit of the CQC covers any matter related to the 

quality of the data within the Data Access Portfolio.  The 

data quality of each single product delivered remains the 

responsibility of the contributing missions however.  The 

general role of the CQC is to perform further independent 

quality analysis, respond to and coordinate anomaly 

investigations, provide harmonisation and traceability of the 

quality information.   

 

The service provided by CQC is divided into 10 tasks and 

those related to the core quality control work are highlighted 

in Figure 1 in terms of two viewpoints. 

 
Figure 1 – CQC service tasks. 

The analysis of representative products (Task 3), handling 

of user complaints (Task 5) and generation of quality 

control synthesis reports when a dataset is closed (Task 6) 

are all related to Copernicus Datasets.  Contributing mission 

integration (Task 9), harmonisation (Task 7), sample data 

analysis (Task 4) and user complaints (Task 5) all provide 

information relevant to the Copernicus Contributing Mission 

perspective. 

 

In addition to handling information from two overlapping 

perspectives, the quality control service tasks throw up a 

mixture of well structured and unstructured information.  

The analysis tasks utilise systematic checks and generate 
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well-structured information that is stored in conventional 

database tables.  This contrasts with the gathering of 

background documents, discovery of anomalies during the 

systematic checks and the handling of user complaint which 

provide ad hoc, descriptive commentary.  This commentary 

metadata needs to be linked to both: 

 the responsible contributing mission where it can 

facilitate the detection of recurring quality issues 

 the Data Access Portfolio dataset where it needs to be 

collated during the creation of the synthesis reports 

The challenge is to store this unstructured commentary 

metadata as individual products analysed or complaints 

received.  Multiple results need to be rediscovered and 

collated at a later date to support the identification of 

recurring issues related to individual contributing missions 

and to support the synthesis reporting across whole dataset 

collections. 

 

3. HANDLING COMMENTARY METADATA 
 

The FP7 CHARMe project is developing an online system 

for collecting and sharing user experiences and feedback 

(“Commentary / C-Metadata”) on climate datasets [1][2][3].  

This is to help users judge how suitable such climate data 

are for their own intended applications.  Whilst the climate 

domain being addressed is not directly relevant to quality 

control, the technology to handle C-Metadata fits the CQC 

requirements for storing and searching commentary. 

 

CHARMe follows a semantic annotation [4] linked data 

approach based on the W3C Open Annotations data model, 

as illustrated in Figure 2 [5]. 
 

 
Figure 2 – an Open Annotation (OA) ‘triple’. 

The Open Annotation (OA) data model is an interoperable 

framework for linking related resources with a methodology 

conforming to the Architecture of the World Wide Web. 

Each OA triple has at least one target for the annotation with 

an annotation body associated with it.  The target is the 

entity being commented on and the body of the annotation is 

the commentary itself.  Each is represented by a Uniform 

Resource Identifier (URI).  When a new annotation is made 

a URI must be generated and associated with it.   

 

The Resource Description Framework (RDF) has been 

utilised by CHARMe to express the C-Metadata concept 

with Turtle, a human-readable form for documentation and 

JSON-LD for machine-machine interfaces [6][7].  JSON-

LD is less verbose than XML, allows for easy integration 

with JavaScript and has widespread support with other 

programming languages.   

 

4. SYSTEM ARCHITECTURE 
 

The client-server (plugin-node) architecture developed for 

CHARMe is shown in Figure 3.  The server, or CHARMe 

node, contains an OA triple store with user authorisation 

middleware and an Open Search interface for querying.  A 

Web page JavaScript plug-in has also been developed as an 

example Web service client. 

 
Figure 3 – CHARMe client-server architecture 

Credit: Science & Technology Facilities Council. 

 

5. ADAPTIONS FOR CQC 
 

For deployment in the CQC, the standard Web page plug-in 

has been replace with a custom client, written in Python.  

The basic Open Annotation model has also been extended to 

support multiple targets (see Figure 4).  Specifically, each 

commentary body is annotated to two targets: 

 the associated Data Access Portfolio dataset – to 

support the generation of synthesis reports when a 

Dataset is closed; 

 the source Copernicus Contributing Mission – to 

facilitate the collation of quality issues and detection of 

patterns. 

 

Figure 4 – multi-target annotation model for CQC 

commentary. 
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For the CQC, two virtual machines have been configured: 

one hosts a deployment of a CHARMe node and the other 

hosts a Web server.  Figure 5 illustrates the organisation of 

the Web server which provides the URLs for both the 

annotation targets and bodies. 

 

Figure 5 –CQC CHARMe Web server page organisation. 

The index for the Web pages links off to two Web pages, 

one hosting external Web links to Copernicus Contributing 

Mission Web sites and the other links to internally held 

Copernicus Dataset definition pages.  Both of these Web 

pages also embed the CHARMe Java Script plugin.  The 

Web server additionally serves the CHARMe plugin itself 

and the CQC image analysis reports containing ad hoc 

commentary metadata about detected anomalies.  These 

reports, along with URL links to background documents and 

user complaint investigations, provide the bodies of the 

CQC commentary annotations. 

 

6. CONCLUSIONS 
 

The deployment of a CHARMe node to handle the non-

structured quality observations generated through the work 

of the CQC demonstrates the flexibility of the linked data 

model and system architecture developed during the 

CHARMe project.  It is hoped that further operational 

refinements will lead to sharing these observations beyond 

the immediate CQC team and to better harmonisation across 

the Copernicus contributing missions. 
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ABSTRACT

The CHARMe project enables the annotation of climate data
with key pieces of supporting information that we term com-
mentary. Commentary reflects the experience that has built up
in the user community, and can help new or less-expert users
(such as consultants, SMEs, experts in other fields) to under-
stand and interpret complex data. In the context of global
climate services, the CHARMe system will record, retain and
disseminate this commentary on climate datasets, and pro-
vide a means for feeding back this experience to the data
providers. Based on novel linked data techniques and stan-
dards, the project has developed a core system, data model
and suite of open-source tools to enable this information to
be shared, discovered and exploited by the community.

Index Terms— Linked data, climate services, data in-
tegrity, data sharing, Big Data

1. INTRODUCTION

Users of climate data and services are highly diverse, ranging
from research scientists (for example, searching for signals
of long-term climate change) through government policy-
makers (for example, setting caps on carbon dioxide emis-
sions) to operational decision-makers (for example, planning
construction of flood defences). To be able to quickly de-
termine what information is needed would be invaluable for
climate services. Ideally these users would have access to a
range of additional information - that we term “commentary”
- to judge whether a particular dataset is fit for their purpose.
Measurements from space are an important component of
these climate services, and it is recognized that there is a
need for both the satellite data and its metadata to be curated
and shared in a systematic manner, including user feedback
[1, 2]. The capture, discovery and preservation of diverse
and disparate commentary metadata is a Big Data problem,
and part of the data lifecycle that has not been significantly
addressed previously.

∗On behalf of the CHARMe consortium. CHARMe has been funded by
the European Union’s Seventh Framework Programme for research, techno-
logical development and demonstration under grant agreement No. 312541.

Fig. 1. Graphical abstract of the CHARMe project

This paper describes the developments of the CHARMe
project (“Characterisation of metadata to enable high-quality
climate applications and services”), which is operated by
a consortium of nine European partners, including data
providers, infrastructure providers and users of climate data.
CHARMe applies the principles of “Linked Data” and adopts
the Open Annotation standard to link, search and publish
user-derived commentary in a machine-readable way. Two
other papers in this proceedings describe the use of CHARMe
for specific applications: the Copernicus Quality Control sys-
tem, and annotating the ECMWF climate reanalyses.

2. WHAT IS COMMENTARY METADATA?

“Commentary metadata” is a term for supporting information
about data that is typically provided by users, not by the orig-
inal data provider. Examples include peer-reviewed publica-
tions from the scientific community, technical reports, third-
party quality assessments and error characterizations, exter-
nal events that affect data quality (including instrument fail-
ures and volcanic eruptions - we call these significant events)
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and more informal material such as websites, blog entries and
ad-hoc comments. It complements existing metadata (such
as the spatio-temporal coverage and resolution and the data
format) that is known by the originator and is already pro-
vided through many data infrastructures. A taxonomy of such
metadata is provided by [3]; what we term “commentary” is
analogous to “character” in this taxonomy. Commentary in-
formation is useful for several reasons, for instance:

• It helps new users to select between apparently similar
datasets to choose the best dataset for their purpose, in
a similar manner to the use of reviews on a shopping or
travel website.

• It increases the probability that vital results and lessons
concerning the strengths and weaknesses of datasets are
retained by the community, avoiding reinvention.

• It provides another view of data quality (in the sense of
“fitness for purpose”).

• It increases the traceability of conclusions in the liter-
ature back to their source data and increases the repro-
ducibility of results (e.g. the draft 3rd US National Cli-
mate Assessment [4], refers to the importance of the
“line of sight between conclusions and data”).

• It provides a new route to data discovery, particularly
where users record information about how datasets re-
late to each other.

• It provides valuable feedback to data providers, as it
helps them to improve their data and report back to their
own funding agencies.

Although many types and sources of commentary meta-
data currently exist, there has been no mechanism to provide
unambiguous links back to the source data, and make this in-
formation discoverable alongside it. A flexible, extendable
system to provide this functionality is the key innovation of
the CHARMe project. Further discussion of commentary and
potential CHARMe users can be found in [5].

3. THE CORE CHARME SYSTEM

The core CHARMe system consists of a specialised data
store commentary metadata (the CHARMe “node”) and a
data model that describes the key concepts, structure and
vocabulary of commentary metadata.

A central challenge to CHARMe is the variety and com-
plexity of climate data, which makes it impossible to repre-
sent every possible use case in one model. The approach fol-
lowed here has been to develop a data model which is flex-
ible enough to support a broad scope, and can be supported
through specialisations to meet the needs of individual use

cases. The model is based on W3C’s Open Annotation stan-
dards [6], and a number of data formats for exchanging infor-
mation in this data model are also defined. Items of commen-
tary are modelled as annotations, which simply attach new in-
formation (the piece of commentary, or “body”) to an existing
resource (the “target”), such as a climate dataset. In this way,
anything that has a unique identifier (for example, a Digital
Object Identifer (DOI) or persistent URL) can be annotated
with commentary.

The CHARMe node is a server for hosting this commen-
tary information, consisting of a triplestore that is accessed
via Web Service APIs (OpenSearch, REST, SPARQL) to-
gether with a user interface for user management and mod-
eration of submitted annotations. The node is hosted by the
Centre for Environmental Data Archival in Harwell, UK. The
tools described in the following section are examples of client
programs, hosted elsewhere, which use the APIs to add and
retrieve commentary information from this central repository.

4. CHARME TOOLS

CHARMe has developed a suite of tools and applications that
demonstrate different ways in which commentary metadata
can be used, including a “significant events” viewer (which
matches timeseries of climate data with events in time that
might have affected the data), a plugin for data providers,
and the CHARMe Maps tool, which examines fine-grained
commentary and supports data and metadata intercompari-
son. The plugin and Maps tools will be described further in
this section, while the significant events viewer, as applied to
climate reanalyses, is the subject of a separate paper in this
issue.

The CHARMe plugin is a Javascript component that is de-
signed to be integrated into existing data-provider websites,
providing an interface for viewing and entering commentary
metadata. The results of a user’s search are augmented with
a “C” icon, which is coloured when commentary informa-
tion has already been recorded for that search result. Figure
2 shows a screenshot of the plugin being tested at ECMWF’s
data archive. Within the project, the plugin is also being tested
deployed at KNMI (the European Climate Assessment and
Dataset archive), DWD and CEDA. In this way, we are allow-
ing users to discover commentary via the websites that they
are already using to access climate data. The plugin has a
faceted search interface to search for existing annotations and
functionality for adding new annotations.

The CHARMe Maps tool is an expertimental interactive
map interface for browsing datasets, and creating commen-
tary information attached to subsets of datasets. For exam-
ple, a user might want to highlight an interesting feature in
a satellite image, such as a dust storm or volcanic ash cloud,
or flag up a potential problem with a processing algorithm or
sensor, which may affect all data in a certain geographic re-
gion. This tool is being developed in collaboration with scien-
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Fig. 2. Screenshot of the CHARMe plugin being tested at the ECMWF archive. The “C” icon is coloured-in to indicate that a
dataset has already been annotated with commentary.

Fig. 3. Screenshot of the CHARMe Maps tool, showing a user browsing several datasets at once via an interactive map, with
intercomparison of their associated commentary information (in this case comprising publications and technical reports) in the
right-hand panel.

Open and Linked Data

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

253 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


tists working on projects within ESA’s Climate Change Initia-
tive, which is producing long-term, high-quality climate data
records. CHARMe Maps includes functionality for data in-
tercomparison: users can load several datasets in parallel and
visualize the available commentary annotations at the same
time. A screenshot of the tool is shown in figure 3.

The CHARMe Maps tool is being developed as a proof-
of-concept for fine-grained annotations and the ability of the
data model to support geographical information, and will not
be fully operational at the end of the project. However, since
the early design stages of the tool, different international sci-
ence and user groups have showed an interest in testing the
tool for future integration in their work, including ESAs Cli-
mate Change Initiative (CCI) Sea Surface Temperature group
at University of Reading (UK), the CCI Clouds group at DWD
(Germany) and the US National Climate Predictions and Pro-
jections Platform, formed by scientists from NOAA, NASA
and JPL (USA).

5. HOW DOES CHARME HELP IN A “BIG DATA”
FUTURE?

The climate science community has to deal with many is-
sues relating to Big Data, including volume (e.g. the state of
the art climate model output database is of petabyte scale),
velocity (e.g. 8TB/day from ESA’s Sentinel series of cli-
mate monitoring platforms), variety (e.g. satellite, in situ and
model output) and veracity (i.e. data quality). This project is
making particular contributions to the understanding of Big
Data variety and veracity, by linking disparate information
and enabling users to make judgments about the applicability
of datasets to different problems.

CHARMe is harnessing the power of the Semantic Web
and Linked Data, which enables us to publish commentary
metadata widely in a way that can be interpreted both by hu-
mans and by automated software. The project is not attempt-
ing to alter the entire approach, formats and standards used
by the climate and EO community, but rather to engender a
different way of working so that the vital commentary meta-
data can be understood from a common perspective, allowing
users (from whatever origin) to be able choose data appropri-
ate to their needs. Although CHARMe has a particular focus
on products derived from Earth observation, the open-source
technologies developed in the project could readily be applied
to other fields. All CHARMe software will be open-source,
released under a liberal licence, permitting future projects to
re-use the source code as they wish.

The CHARMe system provides a means of making cli-
mate data comprehensible to new communities, as well
as serving the existing user community with tools for the
inter-comparison of metadata records and best practice for
their generation and preservation. In future, climate data
users should start to expect a CHARMe-button at their data
provider, giving access to the diverse commentary relevant

to their chosen dataset. Behind this small button, that at first
may not look like much, is the start of a new functionality
serving the rapidly-growing area of climate services.
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ABSTRACT

For decades, field help in case of disasters on the Earth’s sur-
face - like floods, fires or earthquakes - is supported by the
analysis of remotely sensed data. In recent years, the mon-
itoring of vehicles, buildings or areas fraught with risk has
become another major task for satellite-based crisis interven-
tion. Since these scenarios are unforeseen and time-critical,
they require a fast and well coordinated reaction.
If useful information is extracted out of image data in real-
time directly on board a spacecraft, the timespan between
image acquisition and an appropriate reaction can be short-
ened significantly. Furthermore, on board image analysis al-
lows data of minor interest, e.g. cloud-contaminated scenes,
to be discarded and/or treated with lower priority, which leads
to an optimized usage of storage and downlink capacity.
This paper describes the modular application framework of
VIMOS, an on board image processing experiment for remote
sensing applications. Special focus will be on resource man-
agement, safety and modular commandability.

Index Terms— Remote Sensing, Onboard, Modular
Commanding, Image Analysis, Image Processing

1. INTRODUCTION

Images acquired by Earth observing satellites have to be
stored on board before they can be sent down to Earth when
within view of a ground station. Due to the high data vol-
ume, several passes may be needed to downlink a complete
acquisition (cf. [1]), hence the whole procedure from image
acquisition to image analysis can take hours to days.
In case of disasters it is often not necessary to view an acqui-
sition, but in the first instance to simply extract information,
such as coordinates and extent of a flood. Apart from this,
an acquisition may not be of interest for the actual purpose,
and hence, could be discarded directly on board or treated
with minor priority. This is, for example, useful in case of
cloud-contaminated scenes. The extraction of valuable in-
formation out of image data in real-time directly on board a
spacecraft can shorten the timespan between acquisition and
reaction drastically as well as optimize the usage of storage
and downlink resources significantly (cf. [2]). Alltogether,
on board image analysis provides considerable benefit for

conservative remote sensing processing chains accomplished
on ground.

2. VIMOS - AN EXPERIMENT ONBOARD OF BIROS

As successors of the German BIRD satellite, TET-1 and
BIROS are dedicated to the detection of wildfires and hotspots.
The constellation of both will be referred to as the FireBird
mission (see [3]). While TET-1 has been brought to its orbit
in August 2012, the launch of BIROS is currently scheduled
to the midyear of 2015. Both satellites carry the same primary
payload. It is composed of three cameras, one covering the
visible spectral range (VIS), i.e. green, red and near-infrared
with a spatial resolution of about 42 m. The other two sensors
operate in the mid-wave infra-red and the thermal infra-red
region, respectively, and have a spatial resolution of about
178 m. The main purpose of FireBird is the detection of
hotspots on the Earths surface.

VIMOS (Verification of Image Analysis Onboard a
Spacecraft) is a first demonstration of an image evaluation
system based on a modular framework, specially designed to
perform remote sensing applications on board a satellite.
It will run as a software experiment on board of BIROS
(Berlin InfraRed Optical System). VIMOS consists of al-
gorithms applied to data of optical sensors, dedicated to
an operation on board a satellite, like e.g. cloud detection,
change detection and object recognition. On board of BIROS,
images acquired by the VIS camera will be used.
VIMOS will be able to send trigger messages to the au-
tonomous on board mission planning unit, which can check
possibly modified conditions on board, and react accordingly
e.g. by discarding an acquisition or planning a new timeline.
In a later stage of the experiment it is intended to forward the
output of VIMOS (e.g. warnings) to the onboard Orbcomm
modem (http://www.orbcomm.com/), which is capable to
downlink small information packages without direct contact
to a ground station. In the future it is aspired to have the
results of image analysis available on ground within minutes
after acquisition.
The highly modular application and commanding concept
of VIMOS provides the adaptability to basically every other
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optical sensor. This was tested already with data from TET-
1, Landsat-5, Landsat-7 and RapidEye. Furthermore, the
modularity allows an easy expansion and the porting to other
architectures with comparably little effort, such that dedi-
cated processing steps can be implemented directly in hard-
ware. This is currently done using the hybrid board XILINX
Zync-7000.

2.1. Onboard application framework

VIMOS will be an application on the Payload Processing
Unit of BIROS, which is based on a Xilinx Virtex4 FPGA
(Field Programmable Gate Array) with to embedded Pow-
erPC cores. On top of them cores runs an adapted version
of the satellite operating system RODOS (Real Time Object
Oriented Dependable Operating System). RODOS supplies
quasi-parallel processing and multi-threading and permits
programming in C/C++ (see www.dlr.de/rodos). A BIROS-
specific service-layer provides interfaces to mass memory,
AOCS-data, logging partition etc.
VIMOS is divided into two separate threads, VIMOSmain
and VIMOSprocessing. While VIMOSmain is responsible
for controlling, timing and command reception, VIMOSpro-
cessing performs the actual image processing.
VIMOSprocessing mainly consists of commandable meth-
ods, called c-modules. Most of the c-modules correspond
to algorithms commonly used in the field of remote sens-
ing and image analysis, among them: data conversion (e.g
radiance/reflectance at top-of-atmosphere), morphological
filters, edge detection filters, feature detection and feature
matching, spectral thresholding and spectral indices, seg-
mentation, connected component labelling etc.. Additionally,
there exist c-modules for reading AOCS (Attitude and Orbit
Control System) data, target-finding (given by geographic
coordinates), subset selection, RAM (de-)allocation, read-
ing/writing data and parameter adjustment.
Since modularity is often accompanied by complexity, the
outer structure of all c-modules has been kept as simple as
possible: Each c-module can be addressed by a unique ID
(c-ID). One single variable (c-params) is passed to each c-
module, containing all necessary parameters for the c-module
to run. A c-module returns always an acknowledge. The
worst case is a negative acknowledge, which leads to an
immediate, but proper termination of the processing chain.
VIMOS will then return to standby mode. System crashs
or hang-ups are hereby precluded, even if commanding is
defective.
To process an image with respect to a desired result, e.g.
cloud detection, c-modules are executed in the commanded
user-defined order of c-IDs and with commanded user-defined
c-params. Choosing another composition of c-IDs with other
c-params results in another usecase.
When applying VIMOS to other missions, changes may have
to be made in satellite-depending interfaces and operations

like reading/writing data or RAM (de-)allocation. However,
the overall framework of VIMOS and the major part of the
algorithms is kept independent of e.g. the number of chan-
nels or the spatial and spectral resolution, and hence can be
deployed to other sensors without any modifications.

2.2. Commanding and controlling VIMOS

The controlling of VIMOS is based on three types of lists and
three corresponding managers: preparation lists (prepLists),
processing lists (procLists) and one unique coordination list
(coordList). A simplified scheme is depicted in figure 1.
Every list can be filled independently by commands. Each in-
stance of the first two types is addressable by an identifier and
initially set to inactive. Commands for populating such a list
must contain the instance identifier followed by an ordered
alternating sequence of c-IDs and c-params. Commands,
which are meant for filling the coordList, have to contain
pairs of prep-/procList instance identifiers.
The activation manager uses the coordList to activate the next
pair of prep-/procLists and transfers them to their managers
as soon as a data-ready-signal is received.
PrepLists contain all acquisition-dependent c-modules, e.g.
target finding with geographic coordinates, opening and read-
ing the desired acquisition.

Fig. 1. VIMOS - Overall framework scheme (simplified)

The entries of the active prepList are consecutively in-
terpreted by the prepList manager, which calls the c-module
corresponding to the next c-ID and hands over the respective
c-params. The output of a prepList is usually an acquisition
subset of commanded width and height with the target (if
commanded) approximately in the center. A subset can in-
volve one or more spectral channels.
Subsets serve as input for the procList manager. ProcLists
consist of all c-modules which are independent of the se-
lected scene. For example, the order of c-IDs and c-params
in procList1 may result in the detection of clouds, water and
vegetation, and procList2 the recognition of an object. The
reaction depends on the outcome of the image analysis; a
warning may be generated and sent to Earth or the deletion
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of an acquisition may be triggered. Visual results like masks
can be saved and downlinked optionally.
PrepLists and procLists as well as their managers have the
same structure and functioning and could be technically
combined. However, splitting acquisition-dependent and
-independent c-modules facilitates the definition of default
procLists, which can be reused for arbitrarily many scenes.

2.3. Data interface

All data, i.e. images as well as header and AOCS information,
will be fetched by VIMOS via service-layer interfaces from
the mass memory, where they are stored as source-packets
in the Packet Utilization Standard (PUS). Every packet can
be addressed by the application ID of its source device and
the time stamp of its creation. A source-packet consists of
a descriptive header followed by the actual data. Images are
stored channel-wise and line by line and have, depending on
the camera operation mode, one ore two bytes per pixel.
During an acquisition, AOCS packets, containing i.a. at-
titude, satellite and solar position, will be created every
500 ms. From these together with the camera’s calibration
data, VIMOS will calculate repeatedly the region of sight on
the Earth’s surface for one spectral channel (set by command)
until the commanded target is found or a predefined loop limit
is reached. If the target is found, this channel will be opened
at the data line, which corresponds to the time stamp of the
target’s AOCS packet. Using the service-layer’s reverse- and
forward fuctions, further data lines will be read consecutively
into a previously allocated image frame, such that the target
lies (if possible) approximately in the middle.
Due to the design of the VIS camera, the three spectral chan-
nels will be recorded with a time offset with respect to each
other and hence, are not congruent. The amount of the offset
depends on the camera’s operation mode and due the Earth’s
curvature and the satellite’s movement the resulting distortion
is non-linear. If the desired usecase involves more than the
selected channel, VIMOS will compute about the appropriate
subsets of the remaining channels and warp them to each
other.

2.4. Resource management

Although VIMOS will be written in C++, several comfortable
programming practices will be banned for safety reasons, in
particular dynamic allocation. There will be 16MByte RAM
exclusively and statically reserved for VIMOS, which is
comparably poor in the context of image processing. But,
since VIMOS shall be able to execute various modularly
defined processing chains, each of them having different
memory requirements, the RAM usage must be dynamically
customizable. Therefore, a commandable intra-allocation
concept was designed to control RAM operations exclusively
on the statically reserved block. Whenever a c-module needs

memory (e.g. for an image frame) as an input, output or tem-
porarily, the corresponding RAM will be intra-allocated in
advance by a command, i.e. intra-(de-)allocation operations
are c-modules themselves. In addition, this approach has the
advantage, that the image frame size is kept adjustable, while
at the same time the system is prevented from overflows,
since the peak usage of RAM capacity will be known already
on ground when defining the processing chain.
VIMOS will run on the Payload Processing Unit (PPU),
which is also responsible for handling the acquisition stream
and store them in packets on the mass memory. Naturally,
while an image is recorded, this procedure is given the high-
est priority regarding processor usage, which is distributed
by the service layer. Technically VIMOS could be carried
out online, i.e. while image acquisition is still ongoing. But,
since VIMOS will have a lower priority, it may be repeatedly
interrupted and resumed. Whether on board of BIROS online
processing is reasonable, will be known after integrating all
applications into the engineering model of the PPU device.
The same applies to speed and run time evaluation.

2.5. Application Examples

As mentioned before, the modular processing framework sup-
ports a variety of applications for a variety of sensors.

Fig. 2. VIMOS cloud cover evaluation
(t) TET 1 - 2014/07/02 - Central China (source: DLR e.V.)
(b) Underestimated cloudmask derived from TET raw data

In the following two examples are presented, which are
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among others planned to be performed on board of BIROS.
The choice of the usecases is induced by the spectral and spa-
tial resolution of the sensor. Data from TET-1 and Landsat
5/7 are used for development. For a better understanding the
results are visualized. Apart from the actual detection mod-
ules, all examples include also pre-processing steps like spec-
tral conversion, band-coreferencing or georeferencing. Fur-
ther information can be found in [4].

Cloud cover evaluation

Whether cloud detection is used as a stand-alone application
or preliminary to another usecase, it will always be an essen-
tial step when processing data from optical sensors. The cloud
cover percentage can be calculated e.g. by applying threshold
criteria to spectrally and radiometrically corrected images.
In the case of targeting a possible deletion of the scene di-
rectly on board, an underestimation of the cloud cover is de-
sirable, in order to not discard scenes actually useful. In con-
trary, if clouds shall be masked out for proceeding with a sub-
sequent application, overestimation is preferred to reduce the
probability of misinterpretation. For both intentions morpho-
logical filters (erosion / dilatation) can be applied additionally,
yielding a shrinkage or expansion of the detected cloud areas.
An example result for an underestimated cloud detection can
be seen in figure 2. It was derived from TET-1 raw image data
by the VIMOS on ground development version.

Fig. 3. VIMOS object recognition (hough transformation)
(t) False colour composite Landsat 7 ETM+
(b) Munich Airport recognized by VIMOS

Object recognition

Object recognition from space has become an important fac-
tor for security management. Locations, which are supposed
to be fraught with risk, are surveyed regularly e.g. on behalf
of governments. For instance, the German Center for Satellite
Based Crisis Information (DLR-ZKI, see www.zki.dlr.de),

observes the ship traffic in selected regions and monitors
certain buildings like for example embassies, government
buildings and football stadiums.
On board of BIROS, VIMOS will concentrate on larger ob-
jects like lakes or airports due to the spatial resolution of 40 m
in the VIS-range. Currnetly there are two object recognition
algorithms implemented: the SURF feature detection and
matching algorithm (see [5]) and the general Hough transfor-
mation (see [6]). Figure 3 depicts how the Munich airport is
recognized by the VIMOS on ground development version
using the latter method.

3. CONCLUSION

VIMOS will contribute to the vision of smarter satellites by
demonstrating that the potential of observing the Earth from
space has not been exhaustively utilized by now. The aim
of VIMOS is to validate, that it is possible to extract time-
critical information out of image data directly on board of
satellites and initiate appropriate reactions autonomously. It
has already left the stage of a coarse conception. Since it is a
running project, the state of VIMOS changes permanently.
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ABSTRACT
The future atmospheric composition Sentinel missions will
generate two orders of magnitude more data than the current
missions and the operational processing of these big data is
a big challenge. The trace gas retrieval from remote sens-
ing data usually requires high-performance radiative transfer
model (RTM) simulations and the RTM are usually the bot-
tleneck for the operational processing of the satellite data. To
date, multi-core CPUs and also Graphical Processing Units
(GPUs) have been used for highly intensive parallel compu-
tations. In this paper, we are comparing multi-core and GPU
implementations of an RTM based on the discrete ordinate
solution method. With GPUs, we have achieved a 20x-40x
speed-up for the multi-stream RTM, and 50x speed-up for the
two-stream RTM with respect to the original single-threaded
CPU codes. Based on these performance tests, an optimal
workload distribution scheme between GPU and CPU is pro-
posed. Finally, we discuss the performance obtained with the
multi-core-CPU and GPU implementations of the RTM.

Index Terms— Radiative transfer models, discrete ordi-
nate method, CUDA, heterogeneous computing

1. INTRODUCTION

In anticipation of the huge amount of data to be delivered by
the new generation of European UV/VIS/ NIR atmospheric
composition sensors (ESA Sentinel 5 Precursor, Sentinel 4
and Sentinel 5), fast and accurate radiative transfer models
for simulating satellite-based measurements are required.
The most time-consuming part in the retrieval of trace gases
and cloud information from satellite sensors are the radiative
transfer model (RTM) simulations. In applications requiring
multiple scattering simulations, radiative transfer codes based
on the discrete ordinate method (DOM) are mostly used [1].
Originally designed for computer graphics, graphical pro-
cessor unit (GPU) based platforms have attracted increasing
attention in many fields with highly intensive computations.
The main advantage of GPU cards lies in the large number
of cores as compared with traditional CPUs. For instance,
Nvidia device Tesla K20c encapsulates 2496 cores.

The main goals of the paper are to design RTM code for
GPU architecture and to investigate the possible advantages
of GPU computations over conventional CPU-based multi-
core parallelization techniques in terms of performance en-
hancement.

2. MATHEMATICAL MODEL OF RADIATIVE
TRANSFER

The radiative transfer equation (RTE) in a one-dimensional
medium is well-known. The discrete ordinate method (DOM)
for solving the RTE is numerically stable [1] for arbitrary op-
tical thicknesses in a multi-layer stratified medium, and the
method is used in a number of RT software packages such
as SCIATRAN, LIDORT, DISORT, PSTAR and others. An
important parameter controlling the computational time and
the accuracy of computations is the number of streams in
the polar hemisphere Ndo. RTMs are called “multi-stream”
if Ndo ≥ 2, and “two-stream” if Ndo = 1. Two-stream RTMs
are based on closed-form solutions for the radiance, and are
therefore considerably faster than multi-stream models. How-
ever, two-stream accuracy is not high enough for practical
applications in remote sensing. In contrast with two-stream
models, multi-stream models are computationally expensive
and they are based on the matrix operations such as matrix
multiplication, matrix inversion and the eigenvalue problem.

The processing of satellite-measured atmospheric com-
position data involves loops over pixels and wavelengths, in
which the RTM is called. To optimize the loop over wave-
lengths and combine the advantages of two-stream and multi-
stream models, an RTM with principal component analysis
(PCA) of optical parameters [2] was adopted. This approach
has the following features. A two-stream model is used to
compute the approximate spectrum. Differences (or ”correc-
tion factors”) between the approximate and exact solutions
are expressed through a second-degree polynomial of the op-
tical parameters. PCA is used to map the initial data set of
optical properties to a lower-dimensional subspace, in which
the computation of the correction factors is performed.
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3. RTM PARALLEL COMPUTING STRATEGY

The computations for different pixels are independent and can
be computed in parallel. To perform the parallel computa-
tions, we used the CUDA framework. The CUDA kernel is
exploited to parallel-process all tasks using threads, instead of
using a “for” loop for going through all the tasks in turn. To
develop an efficient code, one has to consider several imple-
mentation features, briefly described below. The details can
be found in [3].

3.1. Memory managment

A crucial issue regarding performance is memory manage-
ment. Several approaches have been analyzed for the kernel
implementation to maximize the occupancy of GPU. They ex-
ploit features of different types of GPU memory. For instance,
the registers is the fastest memory, however the number of 32-
bit registers per multiprocessor is about 64000. In contrast,
the global memory size is of about several gigabytes, but the
access latency is 2 orders of magnitude higher than that of
registers.

The optimal memory organization depends on the size
of arrays and specific features of the problem to be solved.
Also we considered the parallelization at the level of matrix
operations (i.e., some threads perform a matrix multiplica-
tion). Such technique is based on the Dynamic Parallelism
concept: a child CUDA Kernel can be called from within a
parent CUDA kernel and then optionally synchronize on the
completion of that child CUDA Kernel.

CUDA can achieve impressive speedups for linear alge-
bra operations on large matrices. However, if the matrices are
small, then the computations on GPU can be even slower than
that on CPU because of the overhead associated with kernel
initializing and host/device data transfer. To get the feeling
of possible RTM speedups that we could obtain on GPU and
also to choose the optimal data distribution strategy for the
GPU memory, we implemented several tests regarding ma-
trix operations used in the RTM. Computations are organized
in the batched mode, i.e. a set of matrices is processed si-
multaneously. We consider matrix multiplication, eigenvalue
problem and LU−factorization. To get a high workload of
the GPU, the number of matrices is 105. We also investi-
gate advances of the GPU-accelerated version of the standard
BLAS library (cuBLAS). GPUs with compute capability≥3.5
supports a dynamic parallelism: a child CUDA kernel can be
called by a parent CUDA kernel without CPU involvement.
Consequently, cuBLAS functions can be called from the ker-
nel.

Four test codes are compared:

• Code 1: Open-MP-accelerated code;

• Code 2: CUDA-accelerated code, wherein the matrices
are placed into the global memory of GPU;
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Fig. 1. The performance comparison for linear algebra matrix
operations. The matrix size is 8 × 8. SGEMM stands for
“matrix multiplication”, EIG - singular value decomposition,
LU - LU -factorization.

• Code 3: CUDA-accelerated code, wherein the matrices
are placed into the registers of GPU;

• Code 4: code accelerated with cuBLAS library. We use
such approach only for matrix multiplications. The rea-
son is that the eigenvalue solver is absent in cuBLAS.
Also from our experience, the LU-decomposition rou-
tine (cublasSgetrfBatched) can be called only from
CPU code, but not from the kernel.

In all codes, except Code 4, a matrix operation is performed
with one thread.

Fig. 1 shows results for matrix sizes 8 × 8. In all tests,
Code 1 provides the speedup about factor 4.7 on the 8 CPUs
as compared to the sequent execution on the one CPU. Code
2 shows a poor performance. The speedup is less, than that
obtained with OpenMP. In contrast, Code 3 has the highest
performance providing a speedup about factor 18. However,
for matrices larger than 64× 64 , the arrays do not fit the size
of registers for the matrix multiplication and the eigenvalue
problem. The speedup due to cuBLAS (Code 4) raises drasti-
cally with the size of matrices: from 0.64 times for the matrix
size 8× 8 to 170 times for the matrix size 128× 128.

In our simulations we saw, that the dynamic parallelism is
beneficial for matrices larger than 32 × 32. For smaller ma-
trices Code 3 is the fastest. Thus, based on these preliminary
tests, we adopted the following strategy: all arrays, required
for the solver, are placed into registers; one task is treated with
one thread.

3.2. Asynchronous data host/device data transfer

The GPU memory is connected to the CPU memory through
a PCI Express bus with rather limited bandwidth compared to
the GPU memory bandwidth. Therefore, the host/device data
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transfer is slow and causes performance bottlenecks. When
the time of the data transfer is comparable to the time of
execution, it is beneficial to hide the data transfer latency
for the devices which are capable of the “concurrent copy
and execution” feature. Nearly all modern GPUs have this
capability. The key point is that the device can simultane-
ously execute the kernel and transfer the data. Therefore the
data transfer can be overlapped with the execution on the de-
vice. Such overlapping can be implemented through CUDA
streams. A stream is a sequence of operations that execute
in order on GPU. The operations in different streams can be
interleaved or run concurrently if possible. Commonly the
massive chunks of data that have to be processed in parallel,
are divided into smaller portions. Each portion of the data
is transferred to GPU and processed in kernels within one
stream asynchronously. To do that, the device needs a direct
access the the CPU memory. Normally, arrays are allocated in
a virtual address space, which a GPU as a PCI-express device
cannot directly access. Only so called page-locked (pinned)
memory can be directly exploited by the hardware. Both
the application and the device can use directly such mem-
ory. CUDA allows to request page-locked memory from the
CUDA kernel driver and provides necessary subroutines to al-
locate arrays in the pinned memory. In addition, no need for
time-consuming intermediate copies between the application
virtual address space and the device’s on-board memory.

3.3. CPU/GPU overlapping

From the perspective of the host, the kernel launch is non-
blocking, i.e. CPU can perform other computations over-
lapped with the execution on the GPU. Following [4], it is
beneficial to divide the total workload W into two parts. The
workload W (1− α) is handled by CPU leaving the rest Wα
to GPU. Obviously, the total computational time is given by
T = max {TCPU , TGPU}, where TCPU and TGPU stand for
the wall-clock time needed to process the relevant workload
by CPU and GPU, respectively. The following value α mini-
mizes T :

α =
1

1 +
SCPU

SGPU

. (1)

Here SCPU is a speedup due to multicore CPU execution,
SGPU is a speedup due to GPU implementation of the algo-
rithm over the single CPU-core version.

4. PERFORMANCE EVALUATIONS

4.1. Performance comparison for the single scattering
correction and the two stream model

All results are generated from an Intel Xeon CPU E5-1620
3.60GHz with 8 CPUs and the NVIDIA device Tesla K20c
with 2496 cores. The single scattering correction and two-
stream subroutines are implemented with separate kernels.
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Fig. 2. Speed-ups for the single-scattering correction and the
two-stream model.

For both, allocation in the pinned memory (PM) and asyn-
chronous data transfer (ADT) are used. The speed-up is
shown in Fig. 2. Speed-ups for the single scattering and two
stream codes (when compared to the single-threaded CPU
codes) are 18 and 53, respectively. The single scattering
correction subroutine achieves about an 80% performance
improvement when ADT is used.

The single scattering correction does not have intensive
computations – reading the data from global memory is a
bottle-neck of the kernel performance. On the other hand,
the two-stream code involves many more operations and the
duration of the task of addressing to the global memory is
not a significant part of the total kernel execution time. This
is why the two-stream speed-up is higher than that for the
single-scattering code.

4.2. Performance comparison for the multi-stream model

Typically, values of Ndo = 4 ÷ 8 are chosen for simulations
of scattered sunlight in the UV spectral range. The dimen-
sions of matrices involved in the computations are mostly
Ndo × Ndo. Our numerical simulations regarding basic ma-
trix operations evidence that for matrix sizes 8×8 the highest
performance is achieved when all arrays required for the RTM
solver are placed into registers. Speed-up factors are plotted
as functions of the number of discrete ordinates in Fig. 3. The
speed-up for Ndo = 16 is less than that for Ndo = 4. With a
low number of discrete ordinates, the kernel consumes a small
number of registers, and so a large number of kernels can run
simultaneously and the occupancy of GPU is high.

4.3. Performance estimation for PCA-based RTM

As was mentioned in Section 2.2, to optimize the compu-
tations, the PCA-based RTM was adopted, so that for each
pixel the total number of multi-stream model calls are reduced
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Fig. 3. Speed-up of the GPU-implemented DOM with the
matrix operator technique compared to sequential CPU code
execution.

from 88 times to 5 times. Besides, it also involves 88 calls of
the two-stream model and the eigenvalue problem of the in-
put data covariance matrix. For the algorithm consisting of n
parts with corresponding workloads Wi and speedups Si, the
total speedup for the whole algorithm reads as

Stotal =




n∑

j=1

Wj

Sj




−1

(2)

Let’s also introduce the “reduced workload” W̄ i as

W̄ i =
Wi/Si

∑n
j=1

Wj

Sj

(3)

Values of workloads, corresponding speedups as well as re-
duce workloads are given in the Table 1 for Ndo = 8. For
presented numbers, the theoretical speedup is Stotal ≈ 15. In
our computations, we obtain the speedup factor of Stotal ≈
12. Note that, PCA has the largest reduced workload. The
main part of the PCA is the eigenvalue problem. According to
Amdahl’s law, the eigenvalue solver is a main limitation fac-
tor of the performance. PCA could be implemented on GPU.
However, the standard eigenvalue solver from CULA library
[5] shows poor performance for small matrices (see bench-
marks at www.culatools.com). Moreover, it cannot support
the computations in the batched mode.

Finally, to obtain the best workload distribution, we use
the workload ratio according to eq. 1. Given SGPU = 12
and SCPU = 4.7, the optimal workload ratio is α = 0.71,
providing the total speedup of a factor 16.

5. SUMMARY

The CUDA implementation of the multi-stream RTM code
shows a speed-up of almost 22 compared to sequential CPU

Table 1. Workload of the PCA-based RTM and the corre-
sponding speedup for Ndo = 8.

Workload Speedup
Reduced
workload

Multi-stream RTM 50% 22 34.8%
Two-stream RTM 25% 53 7.2%

PCA 20% 6 51%
Single-scattering

correction 1% 20 0.77%

rest 4% ∼10 6.12%

execution for computations involving 8 discrete ordinates,
and a increase factor of 35 for 4 discrete ordinates.

The trade-off between development efforts and achievable
performance should be taken into account, as it is challenging
to add functionality to code optimized for GPU platforms.
Based on current limitations regarding the use of double-
precision arithmetic, register memory size and data transfer
latency, it must be said that as of today, GPU-based pro-
gramming cannot provide a comprehensive substitute for
conventional CPU-based RTM codes in the ultraviolet spec-
tral range. However, the combined use of GPUs and CPUs
can yield significant performance enhancement and it is a
promising tool for processing the big data from the future
atmospheric sentinel missions.
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ABSTRACT

This paper presents a Near-Real-Time multi-GPU acceler-
ated solution of the ωk Algorithm for Synthetic Aperture
Radar (SAR) data focusing, obtained in Stripmap SAR mode.
Starting from an input raw data, the algorithm subdivides it
in a grid of a configurable number of bursts along track. A
multithreading CPU-side support is made available in order
to handle each graphic device in parallel. Then each burst is
assigned to a separate GPU and processed including Range
Compression, Stolt Mapping via ChirpZ and Azimuth Com-
pression steps. We prove the efficiency of our algorithm by
using Sentinel-1 raw data (approx. 3.3 GB) on a commod-
ity graphics card; the single-GPU solution is approximately
4x faster than the industrial multi-core CPU implementation
(General ACS SAR Processor, GASP), without significant
loss of quality. Using a multi-GPU system, the algorithm is
approximately 6x faster with respect to the CPU processor.

Index Terms— Remote Sensing, Image Processing,
GPGPU, SAR, Real-Time Processing

1. INTRODUCTION

Synthetic Aperture Radar (SAR) is a remote sensing system
able to provide wide area imaging by emitting an electromag-
netic impulse and by receiving sequentially the echoes gener-
ated by the signal reflection with the Earth surface.

The obtained data is affected by deterioration caused by
the satellite movements along and across track. A computa-
tional expensive processing, known as SAR focusing, is re-
quired in order to generate the final image and deliver it to the
EO users.

More and more surveillance and operational services
based on satellite data dictate stringent requirements to EO
Service Providers about timeliness of the image production.
For example, in the case of the EMSA Maritime Services
for Oil Spill monitoring, the SAR-Native1 product should be
delivered to the CleanSeaNet Data Centre as soon as possi-
ble. The maximum delivery time of Sentinel 1 (S1) products
shall be between 20 and 35 min depending on the resolution
class. S1 Satellite image licences will be procured through an
EMSA-ESA agreement, however, image prices accounted by
EO Service Providers to EMSA will depend on a coefficient

for delivery time delay. This is to say that NRT production
performance has economic consequences and this will be
more and more the case as Copernicus data and services will
proliferate.

The exponential improvements of computing power of the
latest GPUs, allowed developer to efficiently implement low-
cost Near-Real-Time (NRT) versions of the most important
SAR processing algorithms such as Chirp Scaling Algorithm
(CSA) and Range Doppler Algorithm (RDA), but there isn’t
yet a NRT implementation of the ωk Algorithm. In referenced
works [1, 2, 3], an efficient parallel design of the RDA is pre-
sented, which achieved remarkable speed-ups without loss of
accuracy. Moreover, in [4], an accelerated GPU implementa-
tion of the CSA has been proposed, able to process a queue
of raw data acquired using a gigabit LAN.
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Fig. 1. General structure of the multi-GPU implementation of
the ωk algorithm.

In this paper, continuing the work presented in [5], we
prove how the ωk algorithm for Stripmap SAR data can be ac-
celerated using CUDA on a multi-GPU architecture supplied
directly by Nvidia Corporation. All the results presented in
section 3, refers to a Sentinel-1 input raw data of size 22018
x 18903 pixels in float complex values, for a total occupation
of almost 3.3 GB.
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Fig. 2. Top: raw burst of Sentinel-1 in input. Middle: the Range compressed burst obtained after the application of the Range
Compression step to the raw burst in input. Bottom: the focused burst after the application of the Azimuth Compression step.

2. METHODS

In figure 1, the general structure of the algorithm is presented.
It operates by subdividing the input raw data in a configurable
number of azimuth bursts. Each burst is processed entirely on
GPU and independently from the others: this solution allows
to easily scale with respect to the number of available GPUs.
The implementation is based on CUDA and relies on cuFFT
and cuBLAS libraries, respectively for Discrete Fast Fourier
Transform and matrix operations.

The ωk Algorithm, executed on each block, is structured
in three main steps: the algorithm works on Range Com-
pressed data, so in the Range Compression step the input burst
is first transformed in frequency domain in the Range direc-
tion. Then the block is multiplied by a reference function,
obtained from the product metadata in form of a matched fil-
ter used to build the reconstructed nominal replica [6], which
provides to correctly focus targets at the referenced range,
Rref , and to partially focus those far from Rref . Before pro-
ceeding to the next step the input burst is transformed back to
time domain; the Stolt Mapping via ChirpZ is used for the
correction of the Range Cell Migration Effect (RCME)[7]. In
this stage the input block is subdivided in a configurable num-
ber of range bursts. Each burst is transformed in frequency
domain both in the Azimuth and Range directions, and then
multiplied by a set of filter, computed from the doppler cen-
troids and doppler rates, to compensate for the phase shift and
for the echoes delay in the Range and Azimuth directions; the
Azimuth Compression step provides to focus the input data in
the Azimuth direction, by performing a correlation between
the input burst and a frequency modulated filter, that depends
on the satellite velocity and on the pulse repetition frequency.
Finally the block is transformed back to time domain both

along and across track. In figure 2, the output of each stage is
shown.

As highlighted in this brief description, the algorithm
heavily relies on filters application in the frequency domain,
thus being well suited for the Single Instruction Multiple
Thread (SIMT) architecture of the GPUs. Particular care has
been taken, in choosing block size optimized for FFT opera-
tions [8], and avoiding memory transfers between host/device
memory, by computing filters directly on GPU.

In the next section a comparison among CPU, single GPU
and double GPU runs of the algorithm on the same input data
is presented.

3. RESULTS

3.1. Hardware Specifications

• CPU: 2 x Intel(R) Xeon(R) CPU E5-2620 (6 cores at
2.10GHz).
• RAM: 8 x DIMM DDR3L 1600MHz 4GB.
• SSD: Intel SSD SATA 6Gb/s, 2.5” 240 Gb
• GPUs: 2 x Nvidia Tesla K40 (12GB VRAM).
• OS: CentOS 6.5 64-bit.

3.2. Performance Analysis

In this section we illustrate the performance of the GPU so-
lution, comparing them with an industrial multi-core CPU
implementation developed by Advanced Computer Systems
ACS Spa (General ACS SAR Processor, GASP). The algo-
rithm has been tested on a Sentinel-1 raw data as input, of
size 22018 x 18903 pixels, in float complex values, for a to-
tal occupation of almost 3.3 GB. NRT processing is achieved
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when the execution time of the ωk Algorithm is lower with
respect to the satellite acquisition time, that, for the proposed
input, is approximately 10 seconds.

In table 1 the time performance comparison between the
Single-GPU implementation and the CPU implementation
(GASP) is shown.

Table 1. Performance comparison between the Single-GPU
and the CPU implementations.

Steps GASP(s) Single-GPU(s) Speedup
RGC 4.6 4.42 1.1x

Focusing 28.86 6.29 4.58x
Total 38.6 10.87 3.55x

The single-GPU implementation achieves a total through-
put of 303.5 MB/s against the 85 MB/s shown by the CPU
one.

Table 2 presents the results when the algorithm runs in
a double GPU configuration. The total throughput reaches
509.2 MB/s and the algorithm performance scale almost lin-
early with the number of GPUs. An overhead is introduced by
the imprecise subdivision of the number of Azimuth bursts
among the available GPUs, and by the memory bandwidth
sharing while copying data from/to host memory.

Table 2. The performance comparison between the Double-
GPU and the CPU implementations.

Steps GASP(s) Double-GPU(s) Speedup
RGC 4.6 2.41 1.9x

Focusing 28.86 2.83 10.19x
Total 38.6 6.48 5.95x

Figure 3 shows a comparison of the algorithm execution
time as a function of the input size .
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Fig. 3. ωk Algorithm performance comparison on input size
variation.

It must be noted that the timing results described so far, do

not include I/O operations that, for the proposed input, take a
total time of 20.7 seconds. This work did not focus on this
aspect that will be object of future investigations. Currently,
the input data, is read and stored in host memory before the
focusing algorithm starts and is written back on disk when
all the Azimuth blocks have been processed. Alternative stor-
age solutions, such as SSD units connected through the PCIe
bus and advanced RAID configuration, will be considered for
future enhancements, along with a re-implementation of the
data block I/O pipeline to allow concurrency between disk
operations and blocks processing.

4. CONCLUSIONS

In this paper we have presented a multi-GPU implementa-
tion of the ωk algorithm for StripmapSar data. We shown
how it was possible to reach Near-Real-Time processing us-
ing low-cost and power efficient architectures such as GPUs.
The research gives the opportunity to reach a turning point
for remote sensing, where SAR processors could be directly
mounted on ground stations, and the products made available
almost in Real-Time to the EO community.

Future works will focus on the investigation of more ef-
ficient I/O storage solutions, and on the extension of the pro-
cessor to support other SAR modes, such as Scan-SAR and
Spotlight.
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ABSTRACT 

 
Processing high-resolution digital elevation models (DEM) 
is tedious due to the large size of the data. In uncertainty-
aware drainage basin delineation we apply Monte Carlo 
simulation, which even increases the processing demand by 
two to three orders of magnitude. Utilizing graphics 
processing units (GPU) can speed up the programs but their 
on-chip RAM limits the size of the DEM that can be 
processed efficiently. Here we present a parallel uncertainty-
aware drainage basin delineation algorithm and a multi-node 
GPU CUDA implementation. All the computations are run 
on the GPUs and the parallel processes communicate via 
Message Passing Interface (MPI) via the host CPUs. The 
implementation can utilize any number of nodes with one or 
many GPUs per node. 
 

Index Terms— Geospatial analysis, parallel computing, 
GPU, MPI 

1. INTRODUCTION 
 
Modern high-resolution digital elevation models (DEM) are 
huge in size. Their processing for example on a regular 
desktop computer can be problematic, if not impossible, for 
several reasons, e.g. the DEMs may not fit into the RAM or 
the processing times grow unfeasible[1]. There are already 
some tools that address these issues[2,3]. 

Recently, utilizing graphics processing units (GPU) for 
scientific computations has gained significant interest. 
GPUs are massively-parallel devices that are designed to 
process data with thousands of parallel threads. Thus they 
offer a promising way to speed up programs that use data-
intensive algorithms[4,5]. 

Usually data processing programs need to store 
temporary data whose lifetime may be the whole program 
execution. Although the ~10 gigabytes of RAM that the 
current GPUs have is a significant amount, depending on the 
memory needed for the temporary data the maximum DEM 

size that can be processed might be only a fraction of the 
available memory. 

We have designed an uncertainty-aware drainage basin 
delineation program that utilizes multiple GPUs to speed up 
the calculations and to grant access to processing larger 
DEMs efficiently. 
 
2. DRAINAGE BASIN DELINEATION ALGORITHM 

 
2.1 Simple drainage basin delineation algorithm 
 
The basic drainage basin delineation algorithm[6,7] works 
by burning the stream data to the given DEM, filling the 
depressions so that each cell will flow either to a stream or 
to the DEM edge, assigning flow directions to each cell, 
tracing each cell to a stream or DEM edge by following the 
flow directions of the cells and finally delineating the 
borders of the drainage basins by searching for neighboring 
cells that were traced to different streams. The output is a 
grid where the cell value is 1 if the cell is on the delineation 
border and 0 otherwise. 
 
2.2. Uncertainty-awareness 
 
One way to take into account the uncertainties in the DEM 
height values is to run the drainage basin delineation 
program on the DEM several times, but each time with a 
different realization of the DEM error model added[8]. The 
realizations can be generated e.g. using process 
convolution[9,10]. In a nutshell the uncertainty-aware 
drainage basin delineation algorithm looks like this: 
 

1. Generate a field of random values. 
2. Convolve the field to reach an a priori specified 

spatial autocorrelation structure. 
3. Add the field to the original DEM. 
4. Perform the basic drainage basin delineation 

algorithm for the DEM with the error field. 
5. Add the delineation borders to previous results. 
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6. Repeat steps 1 - 5 as many times as specified by 
the user (often in the range 100 - 1000). 

 
The results from each iteration are added element-wise, 
therefore after N iterations the probability that the cell is on 
the drainage border is the value of the cell divided by N. An 
example of the uncertainty-aware catchment borders is 
shown in Figure 1. 

The procedure is straightforward Monte Carlo (MC) 
simulation. The downside is that none of the calculations 
inside the MC iteration are reusable and the algorithm run 
time is essentially multiplied by the number of the MC 
iterations. 

 
Figure 1: An example of the drainage basin borders 
determined with and without taking the uncertainty of the 
DEM data into account. 
 
2.3. GPU implementation 
 
In our program all the sub-algorithms described in Section 
2.2 are implemented as CUDA kernels. Some of them (e.g. 
random field generation) are easily implemented to benefit 
greatly from the huge parallelism of the CUDA devices. If 
the sub-algorithm needs other cells when operating on one 
cell, the CUDA threads need to be synchronized in order to 
avoid data races. This imposes limitations onto the design of 
the sub-algorithms due to the fact that separate thread blocks 
cannot be synchronized within the CUDA framework. The 
details of the CUDA implementations of the sub-algorithms 
are explained in ref. [5]. 
 
2.4. Parallelization using many GPUs 
 
Incorporating multiple GPUs and using them in parallel is 
implemented by dividing the DEM into rectangular 

partitions. In this way the partitions can be mostly processed 
independently, and only the values at the boundaries must 
be communicated between the neighbors. 

The most straightforward DEM division method is to 
divide it into partitions of the same size and assign one 
partition to each GPU, as shown in Figure 2. However, it is 
possible for the number of partitions to exceed the number 
of GPUs, in which case several partitions are assigned to the 
GPUs. This creates extra overhead, increases the number of 
MPI communication calls etc., but reduces the amount of 
GPU memory needed at any given instance. 
 

 
Figure 2: An example of dividing and assigning data in a 
multi-node multi-GPU environment. 

 
3. PARALLELIZED UNCERTAINTY-AWARE 

DRAINAGE BASIN DELINEATION PROGRAM 
FLOW 

 
When the program is executed, the MPI processes allocate 
arrays of memory for the partitions of the DEM and stream 
data and for the corresponding drainage areas. These arrays 
are kept in the memory for the whole program execution. 

In each MC iteration the random number generation, 
the convolution of the random field and the stream burning 
all work in a similar manner: first the boundary width is 
determined. For example in the case of convolution the 
width is the radius of the convolution kernel. Then the 
boundaries are filled with the values from the neighboring 
partitions and finally the local data is processed. 
 
3.1. Parallel pit filling 
 
In the pit filling algorithm it is impossible to determine 
beforehand how much data is needed from the neighbors. 
Therefore the algorithm is implemented in an iterative form: 
first all the processes process the local data independently. 
Then the boundaries of width one cell are communicated. 
After that each partition compares the received values to the 
local data and decides whether further processing is needed. 
This cycle is repeated until all the partitions have no more 
processing to do. 
 
3.2. Parallel flow routing 
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The flow routing for non-flat and flat areas are performed 
separately. For the non-flat areas the flow direction is set to 
the direction of the steepest descent. Then the boundaries 
are communicated. 

Unfortunately the pit filling produces flat areas for 
which the flow directions cannot be assigned based on the 
elevation differences. However, at the boundary of each flat 
area there is at least one cell with flow direction outward 
from the flat area (called spill point). We have decided to 
assign the flow directions for the cells on the flat areas such 
that each cell flows to a spill point along the shortest path 
within the flat area. This is achieved by “propagating” the 
spill points inwards to the flat areas, first marking all the flat 
cell that are next to the spill points, then the cells that are 
next to those previous cells and so on. 

The process progresses iteratively and the spill points 
in the same flat area must be propagated synchronously to 
avoid race conditions. This in turn limits the optimal usage 
of the CUDA devices. 

The flow routing for the flat areas suffers an additional 
slowdown if a flat area happens to lie on the boundary of 
two (or more) partitions. As in the case of pit filling, the 
boundary values must be then communicated and the flow 
routing re-executed until the received values from neighbors 
correspond to the local values. 
 
3.3. Parallel flow tracing 
 
With the help of the flow directions, the cells can be traced 
to the streams and global boundaries. When a cell is traced 
to a stream (or to a cell that is already traced to a stream), 
the cell is marked with the id value of that stream. If the 
tracing leads out of the local data to a neighboring partition, 
the cell cannot be traced immediately. Instead, after all the 
partitions have finished their local tracing the boundaries are 
communicated and the tracing is re-executed. If the cell 
flows to a stream many partitions away, several iterations 
are required to finish the flow tracing. 
 
3.4. Obtaining the results 
 
After all the cells have been traced, the boundaries of the 
drainage basins are determined by marking all the cells that 
have neighbors with smaller trace values by the value 1 
(others with 0). Then these values are added to the array 
allocated at the beginning of the program execution. 

 
4. HPC ENVIRONMENT FOR TESTING AND 

EVALUATION 
 
The program is written in C++ with NVidia CUDA 
extensions. MPI is used for communication between the 
processes running on the CPUs on the separate nodes. 

We are currently using the Bull supercomputer of CSC 
– IT Center for Science Ltd., a not-profit computing center 
for universities and research institutes in Finland 
(www.csc.fi). The Bull is a cluster with 38 nodes that are 
connected by InfiniBand, each node furnished with two 
NVidia K40 cards. A single K40 card has 12 GB of RAM, 
resulting in the total of 912 GB GPU memory. We estimate 
that if we utilize the whole cluster we could process 
efficiently a raster with about 300 GB of data (roughly 
200000 x 200000 32-bit floating point DEM + stream data). 
 

5. TIMINGS 
 
There are at least two standard ways to measure the 
scalability of a parallel program, called strong and weak 
scaling[11]. In strong scaling the input data stays constant 
and the number of processing units is increased. This is a 
good test for programs where the parallelism is used 
primarily to shorten the execution times. In weak scaling the 
input data is increased so that data per processing unit stays 
constant. This is a more suitable test for programs where the 
parallelism is primarily used to access larger input data. 
Here we present the results of both tests for our program.  
 
5.1. Strong scaling 
 
The strong scaling test was performed with the data of size 
22000x22000 cells divided between 1, 2, 4, 8 and 16 GPUs 
into 1x1, 2x1, 2x2, 4x2 and 4x4 partition grid, respectively. 
For each test 10 MC iterations were performed. The size of 
the data was chosen such that all the temporary data fits into 
the GPU memory with any number of GPUs. 

The increase of total time when going from 2 to 4 and 
8 to 16 processes suggests that the data division to partitions 
goes through some regions which cause a lot of sub-
algorithm iterations, thus increasing the MPI 
communication. 
 
Table 1: Strong scaling test execution times. Each process 
controlled a separate NVidia K40 card. 
GPUs 1 2 4 8 16 
Total execution time [s] 262 141 212 103 130 
Average MC iteration 
time [s] 

25 14 18 10 12 

 
5.2. Weak scaling 
 
The weak scaling test was performed with data separately 
split into blocks of 15000x15000 cells and one block was 
assigned to each GPU. The test was performed with 1, 2, 4, 
8 and 16 GPUs using partition grids 1x1, 2x1, 2x2, 4x2 and 
4x4, respectively. For each test 10 MC iterations were 
performed and the results are shown in Table 2. 
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In the one-GPU test there is no communication 
overhead so it is natural that the difference to the two-GPU 
test is quite large. When going from two to four and from 
four to eight GPUs the average MC iteration time is 
multiplied by ≈1.4. The growth in execution time is quite 
large but already relatively smaller than in the first case. 
Finally when doubling the GPUs from eight to sixteen the 
absolute execution time does not grow considerably. 

The notable execution time increases in the smaller test 
cases can be attributed to the behavior of the iterative 
algorithms. As more partitions are added the need for 
communication at first increases rapidly. However, usually 
partitions only need information from the eight nearest 
neighbors because the partitions further away are less likely 
to be logically connected. When adding more partitions, the 
communication per partition asymptotically approaches 
some limit. For the same reason the number of iterations 
needed in the iterative algorithms first grows rapidly, but the 
growth will eventually stop. 
 
Table 2: Weak scaling test execution times. Each process 
controlled a separate NVidia K40 card. 
GPUs 1 2 4 8 16 
Total execution time [s] 137 254 363 526 594 
Average MC iteration 
time [s] 

13 25 35 51 58 

 
6. CONCLUSIONS 

 
Earlier work by our team has shown that for 

uncertainty aware-drainage basin delineation on a single 
GPU the speed-up ratio is more than 10, compared to using 
a single CPU[5]. Our current work has served as a proof that 
with a reasonable programming effort the program was 
extended for a multi-node GPU environment. Although our 
performance tests are limited and the results are still of 
preliminary nature, some conclusions can be made.  

The program runs with reasonable scalability 
properties, especially regarding weak scaling. Currently the 
main benefit of the program is that it allows the access to 
process large DEMs that would be hard or impossible to 
process on desktop computers. The scalability especially 
with only few data partitions needs improvement. This can 
be achieved by e.g. trying to redesign the algorithms to 
require less communication, performing more 
communication asynchronously and using more 
sophisticated CUDA-aware MPI calls. 

Regarding strong scaling, the program works most 
efficiently when the GPU device memory is used as much as 
possible. Therefore it should be noted that the Monte Carlo 
iterations can be trivially parallelized by running several 
instances of the program in parallel, each with a different 
random generator seed. 

Regarding future work, our program can also serve as 
model or framework for the implementation of programs for 
other similar uncertainty-aware geospatial analysis tasks. 
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ABSTRACT 

 
The Gaia satellite, orbiting the Lagrange Point L2, sends 
daily around 30-40 Gb of compressed raw telemetry data to 
ground. This data must be processed, assessed in quality and 
disseminated to research centers across Europe in near-real-
time. Some parts of the data have no dependencies and can 
be treated as it arrives. Other parts have complex inter-
dependencies which require grouping in time and processing 
with CPU-intensive scientific algorithms. These diverse 
needs necessitate a flexible pipeline processing system 
which we describe in the following. 
 

Index Terms— Gaia, pipeline, data processing 
 

1. INTRODUCTION 
 

In this paper we describe the Gaia Science Operations 
Centre daily processing pipeline. In this first section we 
provide some background on the Gaia mission itself and a 
high-level overview of the daily pipeline components and its 
related systems. In section two the constraints and 
challenges that the processing pipeline had to address are 
analyzed.  Section three contains a description of the 
technical solutions used to meet the mission requirements. 
 
1.1. The Gaia mission 
 
The goal of the Gaia mission is to produce a detailed six-
dimensional catalogue of about 1000 Million stars with 
unprecedented accuracy. In addition to astrometric 
measurements Gaia performs complementary photometric 
and spectroscopic observations. During the nominal 5-year 
mission each object will be observed ~70 times, allowing 
the precise disentanglement of positions, distances 
(parallaxes) and proper motions of the stars. Compared to 
previous catalogues such as Hipparcos and Tycho, Gaia will 
provide an improvement of three to four orders of 
magnitude in number of objects and two orders of 
magnitude in accuracy.  

The potential applications of the Gaia catalogue for 
scientific research are wide and profound, ranging from the 
unraveling of the structure of our galaxy and the history of 
its formation, to the discovery of new exoplanets, asteroids 
and other solar system objects, and results on light-bending  

 
Fig. 1: SOC pipeline organization and data dissemination path. 

 
effects described by Einstein's General Theory of Relativity. 

The raw data produced by Gaia, orbiting the L2 
Lagrange point, is downloaded daily to Earth and processed 
in the Science Operations Centre (SOC) located at the 
European Space Astronomy Centre (ESAC) in Madrid, 
Spain. Processed observations are then delivered to different 
research institutes across Europe for further analysis and as 
input to other data processing tasks aiming at computing 
higher-level products (e.g. astro-physical stellar parameters).  
 
1.2. Pipeline high level architecture 
 
The SOC pipeline is made up of several systems that 
perform sequential steps of the data preprocessing: 
reconstruction of application-level data packets (MIT), 
decompression of scientific data (DCS), adaptation, cleanup 
and correlation with existing catalogues (IDT), generation of 
an astrometric solution, updated calibrations and diagnostics 
on the quality of the data (FL) and extraction of data for 
dissemination to other DPCs (SDM). A separate system 
(DPL) provides control, monitoring and communication 
facilities for all the processes of the pipeline. This structure 
is depicted in Fig. 1. 
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The functionality of these systems follows largely from 
high-level scientific requirements. However, their 
implementation and the underlying infrastructure is driven 
by the need to process efficiently large data volumes with 
complex dependencies that require CPU-intensive 
computations. 
 

2. PIPELINE DESIGN CONSTRAINTS 
 
2.1. Data volume constraints 
 

Currently, the Gaia spacecraft has entered nominal 
operations and it is sending over 30 GB of compressed data 
each day, which translates to roughly 300GB of 
intermediate and processed data per day. This flux of data is 
expected to increase 2 or 3-fold when the satellite scans 
within or at shallow angles to the galactic plane with much 
larger stellar densities compared to other parts of the sky. 
The total size of the data archived at the end of the nominal 
mission has been estimated at about a petabyte [1]. 

 
2.2. Time-related constraints 
 

One of the secondary objectives of Gaia is to provide 
scientific alerts so that if a significant astronomical event is 
detected it could be complemented by ground-based 
observations carried out as soon as possible. This imposes a 
soft constraint on the processing time of some of the data.  

Both the interval between the observation in the 
spacecraft and the scheduled contact with the ground 
station, and the time required for the processing, impose an 
inevitable delay of some hours, but this delay should be kept 
to a minimum. The rest of the data can be processed and 
delivered at a more sedate pace, e.g. it is allowed that data 
are accumulated unprocessed occasionally but on average it 
should be able to process all the data received in a contact 
before the next one starts the next day. The existence of 
temporal requirements on some of the data influences the 
design of the whole chain of data processing, even from the 
spacecraft itself.   

 In the case of Gaia, the software onboard the spacecraft 
accumulates observations in its internal storage until a 
contact with the ground station is established, and 
implements a download scheme that prioritizes the data 
needed to calculate these time-constrained products. All 
other data is downloaded, still sorted by priority, until the 
contact with the ground station is lost. Remaining data will, 
if possible, be downloaded in later contacts.  

 
2.3. Heterogeneous processing 

 
The scientific objectives of the pipeline processing have 
been defined in terms of different tasks to be performed on 
the data being received. There is a high variability in this 

collection of tasks. Whereas some of them work on 
individual observations, other require aggregates or 
operations between large datasets.  While some need few 
resources and are completed in seconds, others require up to 
tens of gigabytes of memory and take hours to complete. 

Under these conditions, it is critical to be able to keep 
track of the resources used by each task, in particular CPU 
time and RAM memory, so that the computing cluster can 
be properly dimensioned and the processes can be allocated 
efficiently within them. 
 
2.4. Organizational and operational constraints 
 
The different subsystems that make up the pipeline have 
been developed by several engineering and scientific groups 
across Europe, and later integrated in the Science 
Operations Centre (SOC) located at ESAC, Madrid.  

The early definition of a common and controlled 
infrastructure, programming language, development tools 
and services, conventions and engineering guidelines, as 
well as frequent integration cycles of the successive releases 
of each component system have proven to be of key 
importance for the successful integrated operation of such a 
complex pipeline. Development and integration was also 
simplified by limiting the communication between systems 
to the database and the use of an asynchronous messaging 
system (JMS) that reduced the coupling between the 
pipeline components. 

The shared data model is defined and maintained using a 
dedicated tool, with integrated version control support and 
configuration control for each release through a review 
board. Similar boards control the changes in several libraries 
shared across one or more systems. 

 
3. PIPELINE IMPLEMENTATION 

 
3.1. Databases 

 
The high volume of data that is expected to be accumulated 
throughout the complete mission and its potential impact on 
the performance of the pipeline has been addressed by 
creating two different databases, one for daily heavy use by 
the pipeline systems (IDTFL DB), and one for long term 
storage of a high volume of data but with less demanding 
performance requirements (Main Database, or MDB). 

IDTFLDB is used by the systems in the SOC daily 
pipeline as their main data repository and data exchange 
mechanism. This database is a critical piece of the system 
and as such has been engineered to meet diverse 
requirements such as demanding performance, disaster 
recovery and read-only access through a mirror. It is 
currently implemented using Intersystems Cache instances 
running in two 1TB RAM, 64 core processor machines and 
holding the primary database and the mirror. 12TB SSD are 
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Fig. 2:Volume of data processed in the SOC daily pipeline  

 
used to keep intensive I/O data such as indexes and cross-
match data. This architecture has evolved from the original 
discussed in [1] and [2].  

The intermediate and final products of the pipeline that 
must be kept for their scientific value and for reference are 
extracted from the IDTFLDB and ingested in the MDB 
before being delivered to other Data Processing Centres. 
Since high volume is more important than raw performance 
in this case, it is implemented as an structured collection of 
compressed binary data files plus a small database to store 
corresponding indexes and meta-data. 

In order to limit the impact on performance due to the 
volume of data stored in the IDTFLDB, it is kept to a 
minimum by periodically cleaning up older entries that are 
no longer needed to process the data received each day from 
the spacecraft. Even though some of the data must be 
accumulated for reference throughout the complete mission, 
it has been estimated that this mechanism should keep the 
IDTFL DB size in the order of tens of TB, while the 
contents of the Main DB keep on increasing steadily to 
petabyte size. The evolution of the total volume of data 
processed in the pipeline and the volume of data stored in 
the IDTFLDB during the first months of the mission are 
plotted in Fig 2 and 3 respectively.  
 
3.2. Common infrastructure 
 

With very few exceptions, all software in the daily 
pipeline has been written in Java, and is based on an 
infrastructure that provides task management, inter-system 
communications and monitoring and control features. 

The general architecture of most of these systems is 
based on a coordinator process, that creates jobs based on 
received messages or periodic scans of the available data, 
and one or more worker processes that execute the tasks 
defined in these jobs. As previously mentioned, these tasks 
can have very different profiles and priorities, so a high  

 
Fig. 3:Evolution of IDTFLDB size due to periodic cleanup 

 
degree of flexibility is required. The jobs are published in a 
"whiteboard", an abstraction backed up by a few tables in 
the database, which is checked periodically by workers with 
free resources. In this sense, each system behaves as a batch 
system, except that each worker can be configured 
individually to define which types of jobs it can handle or 
even the strategy that it should follow to select the next job 
to execute. This, and the fact that the jobs can be sorted by 
priority, provides the flexibility needed to ensure that some 
memory-consuming jobs are only picked up by nodes that 
have more resources available, or that some urgent tasks 
have some resources reserved so that they never have to 
wait for another task to be completed. Completed/failed jobs 
are not deleted, but marked accordingly, so a query on the 
whiteboard database allows the operators to follow the 
overall status of the daily processing. 

A common database access layer abstracts away the 
specifics of the underlying database system used, handling 
the mapping between database tables and data model 
objects. It also provides the infrastructure for the creation on  
the fly of histograms for each data model type based on the 
onboard generation timestamp for each item. That 
information can be used to assess the completeness (e.g. no 
data gaps) and consistency (e.g. same number of raw entries 
and processed outputs) of the data.  

 
3.3. Processing sequence 

 
The Gaia SOC daily pipeline presents a pattern that we 

suspect might be common to other domains, namely that the 
computations at the beginning of the processing chain work 
on simple, independent data, while later stages deal with 
increasingly interdependent, complex and aggregated data. 
This creates a mismatch between the processing flows of 
each stage and requires the definition of synchronization 
points when data generated by one stage is enough to be 
used in the next one. In the case of the daily pipeline, there 
are three main stages, depicted in Fig 4.  
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 The first stage is made up by MIT and DCS. Both 
systems process each incoming data packet independently of 
the others, so they basically follow strict reception order. 
Since the data are downloaded in decreasing priority order, 
this is enough to guarantee that the high priority data is 
available as soon as possible for the next stage. 

The second stage lies in part of IDT processing. In this 
stage, the data on observations of objects (astrometric, 
photometric and spectrometric) are independent of those of 
other objects, but have dependencies between them and with 
some other "housekeeping" data, such as the attitude of the 
spacecraft at the moment of observation, the configuration 
of the CCDs, etc. This means that scientific observations 
and housekeeping must be grouped by their generation 
timestamp and that the processing can only start when all 
the relevant input data for a given time interval has been 
received. IDT makes several of these groupings, covering 
regular intervals of typically some tens of minutes called 
subruns so that some processing can start even before all the 
high priority data for the full range has been received. In the 
meantime low priority data can also be processed if there are 
enough free resources, but high priority data is processed 
first so that its products can be delivered as soon as possible. 

The third stage is imposed by FL algorithms. While 
some preliminary FL tasks only need the data generated by 
one IDT subrun and can start as soon as it is completed, 
others require all the data generated from observations 
covering larger periods, say tens of hours. That requirement 
sets the synchronization point of an IDT run, which can be 
triggered when the size of the contiguous interval covered 
by the completed IDT subruns exceeds a threshold. IDT 
does not pass on the data to FL immediately, since it still 
has to perform a cross-match of the accumulated observed 
sources to remove duplicates, but the contents of the dataset 
to be processed in FL are fixed at that point. 

All these computations are currently being performed in 
a slice of the ESAC cluster comprised by 19 nodes, with a 
total of 472 CPU cores and 1152 GB of memory. 

 
3.4. Data management 

 
At each of these synchronization points, an output 

dataset is declared to be completed and ready not only to be 
processed in the next stage, but also to be extracted from the 
work database, stored in the long-term Main Database 
(MDB) and delivered to the Data Processing Centres across 
Europe. In order to be properly identified and avoid 
duplicated processing or transfer, all data is stamped with a 
long64 unique identifier (“solutionId”) that marks the 
related data grouped into a dataset comprising one or more 
data types/tables that should be treated as a unit. This 
greatly simplifies its management, since a single number is 
enough to retrieve unequivocally all the dataset from the 
database. 

 

 
Fig. 4: SOC Pipeline processing stages 

 
As seen, each system integrating the pipeline has its own 

lifecycle and dataflow, so each one manages the change in 
solutionId independently. A message sent from one system 
to another declaring one or more solutionId’s ready to be 
used in downstream processing carries the implicit contract 
that no more data will be written using that solutionId, so 
that no data is left unprocessed due to concurrent write and 
read operations. 

Also, associated to this solutionId are a number of 
metadata related to the processing environment, such as the 
generation date, the software version used, configuration, 
calibration parameters, the input data used, etc. This 
information is critical while investigating  potential 
problems in the pipeline output products, and to assess 
which data is potentially affected if such a problem is 
confirmed. Both the SOC daily pipeline and other 
downstream systems have defined procedures to retract such 
damaged data, which if possible could be replaced by data 
reprocessed from the original raw data. 
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ABSTRACT 

 

The SenSyF project provides a specialised Sandbox Service 

with tools and development/validation platforms where 

developers are able to implement and test their applications, 

and then tap into a distributed pool of cloud resources when 

ready for the exploitation phase. This project will allow for 

the development and testing of new processing chains and 

methods for Sentinel and Copernicus/GMES contributing 

mission data on a continuous basis, and the delivery of 

higher-level products and services complementing the 

information provided by the operational services. 

 

Index Terms— SenSyF, Sandbox Service, cloud, 

Sentinel, operational services 

 

1. INTRODUCTION 

 

The space component of the Copernicus programme will 

consist of five Sentinel missions currently under 

development by ESA. The three initial missions, Sentinels 1 

[1], 2 [2] and 3 [3] will be devoted to the Earth surface 

characterization (land and ocean), and are currently planned 

for launch starting in mid 2014. The two missions devoted 

to atmosphere sounding, Sentinels 4 and 5 [4] will be 

launched several years later, from 2019 onwards, and will 

generate huge amounts of data that are not easily integrated 

into processing chains outside the space agency’s ground 

segments. 

Very often, public and private institutions do not 

possess the computing power and storage capacity to profit 

from the amount of data required to implement, test and 

deliver end-user services based on Earth Observation data. 

The SenSyF Framework establishes a system for 

automated data acquisition and processing, including a 

specialized Sandbox Service with tools and development 

platforms where Service developers are able to implement 

and test their applications, and then tap into a distributed 

pool of Cloud resources when ready for the exploitation 

phase. 

 

2. FRAMEWORK PRESENTATION 

 

The Sentinels Synergy Framework equips developers with a 

Cloud Sandbox virtualized computing environment, to allow 
the implementation, test and validation of their applications. 
Within the Framework, researchers can both simulate and 

access high-performance distributed computing resources, 

supporting the testing, deployment and exploitation of 

highly scalable EO Applications. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Fig.1 - SenSyF Framework Scheme 

 

This environment is defined by a deployment engine 

and APIs (cf. block 'E’) to control the bursting of 

applications as "large-scale” deployments with a great level 

of interoperability. Once an application processor is fully 

integrated and successfully tested, it is ready-made to 

process large volumes of datasets on clusters of any size. 

A parallel processing framework (cf. block 'C') enables 

compute intensive capabilities during an exploitation phase, 

with high level of configurability. A set of standard 

application interfaces (cf. blocks 'C' and 'F’) is supporting 

access to each deployed application, via a Web Processing 

Service (WPS) interface, leveraging the ESA Sentinels 

"ngEO" interfaces for Hosted Processing services, and 

covering data products queries (OGC® OpenSearch Geo 

and Time extensions) and results delivery. A security layer 

for user management (cf. block 'G’) manages the 

relationship between exploitation scenarios and authorized 

customers. With a capacity for managing a hybrid Cloud 

infrastructure, SenSyF can support new business models 

aiming at "Hosted services", operating at a large scale, and 

potentially covering the full life-cycle of a wide range of 

Sentinel applications. 
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3. SENSYF SERVICE DEVELOPMENT KIT (SDK) 

 

The SenSyF Service Development Kit (SDK) is built upon 

the processing infrastructure and is delivered as part of the 

SenSyF Cloud Sandbox environment. A complete set of 

tools for data pre-processing of Sentinel products is being 

implemented, comprising of the basic operations of data 

acquisition, retrieval, atomic manipulation tools (re-

gridding, image composition, etc.) as well as high level 

common processing algorithms. 

The common tools (based on libraries such as GDAL 

[10], NEST [11], BEAM [12], GRASS and ORFEO) are 

provided as part of the Sandbox ready to use along with a 

set of tutorials and user manuals to support any service 

developer to easily integrate and deploy an Earth 

Observation service based on Sentinel data sources and 

using the SenSyF Cloud resources. 

 
Fig.2 - SDK libraries illustration 

 

4. DEPLOYMENT ON CLOUD ENVIRONMENT 

 

4.1. Cloud environment simulation 

 

To do a cloud environment simulation, it is important to 

know which are the variables that will influence the cost and 

the performance on the cloud operational mode. This way, it 

is possible to do the following assumptions: 
 

 processing_power = VM_type (CPUs) x worker_nodes 

 invoice/min = VM_type_cost_per_minute x 

(master_node + worker_nodes) 

 processing_time = (inputs x processing_ref_time) / 

processing_power 

 processing_cost = processing_time x invoice/min 

 processing_rounds_ratio = inputs / processing_power 

 

Note 1: processing_rounds_ratio must be an integer ideally 

if no task failure occurs at all; 

 

Note 2: the processing_time formula only makes sense if 

the processing_rounds_ratio is an integer; 

 

Note 3: the processing_ref_time is the time which takes to 

process a single input; 

 

The processing_power is the total number of possible 

tasks (CPUs) in which Hadoop [9] will automatically 

parallelize the inputs. 

Depending on the VM_type, a worker node will have a 

different cost per minute, VM_type_cost_per_minute. This 

value multiplied for the number of worker nodes results on 

the total process cost per minute, invoice/min, which 

multiplied for the total processing_time corresponds to the 

total processing_cost. 

By dividing the inputs by the available tasks 

(performed automatically by Hadoop [9]), the 

processing_rounds_ratio must be an integer because, in 

other case, at some point in the process, some tasks will be 

processing inputs and others will be stopped, wasting up 

resources. 

 

4.2. Example 

 
 

CASE 
 

1 2 3 4 5 6 
 

VM Type 
 

2 2 4 4 8 8 
 

VM_cost/min (UP*) 
 

1 1 2.5 2.5 4 4 
 

worker_nodes 
 

3 8 3 6 2 4 
 

processing_power 
 

6 16 12 24 16 32 
 

invoice/min (UP*) 
 

3 8 7.5 15 8 16 
 

*UP – Unity of payment 
 

Table 1 – Cluster characteristic for the different cases 
 

inputs 
total 

time 
Case 1 2 3 4 5 6 

1 
60 

(ref) 
 -- -- -- -- -- -- 

6 360 

time 

(min) 
60 22.5 30 15 22.5 11.25 

cost 

(UP*) 
180 180 225 225 180 180 

round 

ratio 
1 0.375 0.5 0.25 0.375 0.1875 

12 720 

time 

(min) 
120 45 60 30 45 22.5 

cost 

(UP*) 
360 360 450 450 360 360 

round 

ratio 
2 0.75 1 0.5 0.75 0.375 

24 1440 

time 

(min) 
240 90 120 60 90 45 

cost 

(UP*) 
720 720 900 900 720 720 

round 

ratio 
4 1.5 2 1 1.5 0.75 

48 2880 

time 

(min) 
480 180 240 120 180 90 

cost 

(UP*) 
1440 1440 1800 1800 1440 1440 

round 

ratio 
8 3 4 2 3 1.5 

 

*UP – Unity of payment 
 

Table 2 – Results considering different number of inputs for 

all of the cases 
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The previous example illustrates different cluster 

characteristics on the cloud (first table) and the use of these 

different clusters for a varying number of inputs (second 

table). As it can be observed on the second table, the cases 

where the processing_rounds_ratio is not an integer (bold 

numbers) should be excluded, once the processing times 

presented are not correct. This happens because the 

processing_time is calculated by dividing the total time by 

the processing_power. This is not correct for the referred 

cases because there will be some CPUs (tasks) which will be 

stopped (e.g. 12 products and 16 CPUs – only 12 CPUs will 

be running). 

This way, it is important to perform previously a study 

similar to this one and choose the best case, depending on 

the test scenario. 

 

5. SPECIFIC USECASES TO DEPLOY ON CLOUD 

ENVIRONMENT 

 

5.1. Usecase general description 

 

The test scenario which is described on this section intends 

to simulate a service that executes a complex processing 

with high amount of input data. The system will perform the 

data processing operations on several regions of interest 

(ROIs) using the concept of parallelization. In the Hadoop 

[9] framework, a usecase is implemented as a workflow 

which contains a set of sequential jobs (concepts of 

workflow and jobs explained in the section 5.1.3). As it was 

said before, Hadoop can parallelize each one of these jobs 

by the correspondent inputs. The image below presents a 

usecase description (inputs and expected outputs). 

Fig.3 - General scheme of the usecase 
 

5.1.1. Inputs 

 Time series of Landsat 8 data 

 KML files for all the ROIs (3380 ROIs) 
 

5.1.2. Outputs 

 Crops of all the ROIs for all input raster data 

5.1.3. Application A - DAG 

As it was explained on the beginning of the section 5.1, in 

the framework, a usecase corresponds to a workflow which 

contains a set of jobs. These jobs represent processing 

operations and foresee a “flow” of data, where the outputs 

of a job are the inputs of the next one. This way, a workflow 

is represented with a DAG (Directed Acyclic Graph) in 

which the “flow” of data can be observed. The jobs that 

contains the information max_task=1 are not parallel jobs, 

being the inputs processed sequentially, in a single task 

(CPU). The inputs of the remaining jobs are processed 

automatically in parallel by Hadoop [9]. The figure below 

represents the DAG of the usecase. 

 

 
 

Fig.4 - DAG for application A 
 

Job 1 - Get a product from catalog and reproject it; Make 

the crop of all ROIs on the reprojected product; 

Note: The parallelization is done by product 

Job 2 - Email notification about the end of the process; 

 

Some different approaches for the application A were 

studied but they are not presented once is out of this paper’s 

purposes and it’s not important to test the distribution of 

compute-intensive data processing tasks over a cluster [13], 

using the Hadoop [9] framework. 

 

5.2. Application A – performance improvement 
 

The best option to run the usecase on the cloud is the 

parallelization by product. However, it is possible to check 

that if:  

 Job 1 > Task 1 > Product 1 > 3380 ROIs > X mins 

Then, in the case of the run time varies at least linearly 

with the number of ROIs, it will compensate to divide them: 

 Job 1 > Task 1 > Product 1 > 1690 ROIs > X/2 mins 

 Job 1 > Task 2 > Product 1 > 1690 ROIs > X/2 mins 

This way, arises the application B. The idea is to use 

the double of the worker nodes but keeping the cost once the 

processing time decreases to half of the time. 
 

5.2.1 Application B 
 

 
 

Fig.5 - DAG for application B 
 

Job 1 - Get a product URL from the catalog and generate 

tuples <product_URL , half_of_the_ROIs_1> and <product, 

half_of_the_ROIs_2> for all products; 

Note 1: The parallelization on job 1 is performed by product 

Note 2: The time spends in this job will not be considered 

once the tuples are generated in seconds 
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Job 2 - Get the product with the correspondent URL, 

reproject it and crop half of the ROIs on it; 

Note: The parallelization on job 2 is done by <product, 

half_of_the_ROIs> 

Job 3 - Email notification about the end of the process; 

 

6. CLOUD ENVIRONMENT TESTS 

 

Assuming the following inputs: 

 12 Landsat 8 products (~20GB) 

 3380 ROIs (kml files) 

and that the VM_type_cost_per_hour = 0.031 €/hour 

(VM_type_cost_per_minute = 0.000517 €/min) for a 

VM_type = 2, following the formulas of the section 4.1: 
 

Test App Cluster Parallel Result and Cost 

1 A 

1 master 

node 

4 worker 
nodes 

VM type = 

2 
processing 

power = 8 

By 

product 

invoice/min = 0.002585 
€/min 

processing_time≃100min 
processing_cost=0.2585€ 

rounds_ratio= 12 / 8 = 1.5 

2 A 

1 master 
node 

6 worker 

nodes 
VM type = 

2 

processing 

power= 12 

By 

product 

invoice/min = 0.003619 

€/min 

processing_time≃50min 
processing_cost=0.18095€ 

rounds_ratio= 12 / 12 = 1 

3 B 

1 master 

node 

12 worker 
nodes 

VM type = 
2 

processing 

power = 8 

By 

<product, 

half_of_ 

ROIs> 

invoice/min = 0.006721 

€/min 

processing_time≃40min 
processing_cost=0.26884€ 

rounds_ratio= 24 / 24 = 1 

 

Table 3 – Results of the cloud environment tests 

 

The processing time of the test 2 is half of the time of 

the test 1 even not doubling the worker nodes. This happens 

because it is better that the processing_rounds_ratio be an 

integer (1.5 on test 1 and 1 on test 2). The test 3 didn't take 

half of the time of the test 2 even doubling the worker nodes 

because despite being cropped only half of the ROIs per 

task, the time to reproject a product has to be considered in 

all tasks. However this is a better solution than test 1. 

It is important to note that the parallelization is very 

important, even for this small amount of data. Considering 

the 12 L8 products used, a sequential approach was 

predictable to take about 600mins (50mins x 12products). 

By observing the values in the table, of course the cost 

values are insignificant for these cases, but they can be 

extrapolated for tests with higher data rates which may need 

a higher processing power and will have a significant cost. 

7. CONCLUSIONS AND WAY FORWRAD 
 

The main purpose of this paper was to present the SenSyF 

project and its processing framework. The studies 

performed, despite of being a small set of tests, were very 

important once it were given the first steps using the power 

of the parallelization of the cloud operational environment. 

With this set of tests also was possible to prove the 

scalability of the concept and how it is possible to save time 

by distributing the compute-intensive data processing by 

tasks over a cluster. 

In its current phase, SenSyF is configured by the 

Operations Support team at Terradue (responsible for the 

framework). In the following months, considering the newly 

engaged developments, SenSyF users will have access to a 

Producer Deck on Terradue's Cloud Platform, where they 

will have services to prepare and run their cluster 

deployments. Also the availability of the Service 

Development Kit (SDK), responsibility of DEIMOS 

Engenharia, demonstrates the potential of the Cloud 

Platform to develop technological partnerships that bring 

value-adding components for end-users. The SDK will 

evolve for the version 2 taking into account the needs of the 

users. 
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ABSTRACT 
 

OPTIMA project (“Metodologie avanzate per l’analisi, 
l’integrazione e l’ottimizzazione dei prodotti di livello 1 e 2 
della missione PRISMA”) is one of the five independent 
scientific research contracts granted by the Italian Space 
Agency (ASI) to investigate the performance of the 
hyperspectral sensor and the panchromatic medium-
resolution camera on board of PRISMA mission and to 
develop novel applications.  

In the framework of OPTIMA the image simulation tool 
PRIMUS (“PRISMA Realistic IMage Utility for 
Simulation”) has been developed. PRIMUS takes into 
account instrumental characteristics and most of the 
phenomena that affect acquired hyperspectral images, such 
as atmospheric effects and noise. The simulation tool can be 
used to test and validate algorithms and procedures, thanks 
to the controlled flux of data and the presence of “ground 
truth”. 
Results coming from software implementation are shown 
and discussed together with the technical solutions adopted 
for managing the large amount of hyperspectral data. 
 

Index Terms— Hyperspectral data simulation, 
Hyperspectral sensor, At-sensor radiance, Stripe noise, 
PRISMA mission 
 

1. INTRODUCTION 
 
OPTIMA project [1] (“Advanced methodologies for the 
analysis, the integration, and the optimization of PRISMA 
mission level 1 and level 2 products”) is one of the five 
independent scientific research contracts granted by the 
Italian Space Agency (ASI) to investigate the performance 
of the hyperspectral sensor and the panchromatic medium-
resolution camera on board of PRISMA mission [2] and to 
develop novel applications. One of the tasks envisaged by 

OPTIMA project is to assess the performance of both the 
hyperspectral sensor and panchromatic camera by means of 
simulated image data. 

In this paper we present the image simulation tool 
PRIMUS (“PRISMA Realistic IMage Utility for 
Simulation”) developed within the OPTIMA project. 
PRIMUS takes into account instrumental characteristics and 
most of the phenomena that affect the acquired 
hyperspectral images, such as atmospheric effects and noise. 
The simulation tool can be used to test and validate 
algorithms and procedures, thanks to the controlled flux of 
data and the presence of a “ground truth”. 

The simulator is composed by three independent blocks:  
1) The scenario builder which creates a reflectance 

ground map starting from a thematic map and spectral 
reflectance libraries;  

2) The atmospheric propagation calculator, based on 
Modtran 5 code, which calculkates the at-sensor radiance 
datacube using as input the reflectance map provided by the 
scenario builder;  

3) The sensor simulator which computes the synthetic 
images of the considered scenario considering instrumental 
effects by foreoptics, MTF, detector sampling, and noise. By 
applying different transfer functions which are related to the 
various steps of the acquisition chain, this block models the 
main effects introduced by the instrument.  

Due to the high spectral and spatial resolution of input 
data, the simulation of a realistic dataset of hyperspectral 
images requires the elaboration of a huge amount of data 
and the adoption of ad hoc solutions in order to manage the 
computational burden, e.g. parallelization of computational 
steps. 
Results coming from software implementation are shown 
and discussed, pointing out the critical issues of each 
simulation block and the technical solutions related to the 
simulation of large amounts of hyperspectral data. 
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2. PRISMA MISSION 
 
The PRISMA Italian Space Agency (ASI) program aims to 
the development of an advanced payload including a 
hyperspectral camera coupled with a panchromatic imager, 
both fed by the same telescope. This combination has the 
advantage of providing both spectrally resolved 
observations by the hyperspectral sensor and high spatial 
resolution images from the panchromatic camera. Key 
features of the instrument are the requirements for a high 
signal-to-noise ratio and the high quality of the data to be 
provided [3].  

The hyperspectral instrument is a pushbroom sensor 
which will provide hyperspectral images of the Earth at 30 
m of Ground Sampling Distance (GSD), covering 30 km of 
swath. The sensor gathers 237 spectral bands distributed 
from the visible up to the short wave infrared, with a 
spectral resolution between 8 nm and 12 nm. 

The panchromatic camera will have a GSD of 5 m and it 
will be co-registered with the hyperspectral sensor, thus 
allowing the investigation of image fusion techniques. The 
main optical system is composed by an aspheric three-
mirror astigmatic telescope with a FOV of 2.77° spanning a 
swath of 30 km at 620 km of altitude. 

Additional information concerning the PRISMA sensor 
has been point out in [4]. The main characteristics of the 
hyperspectral sensor are summarized in Table 1.  

 
3. PRIMUS IMAGE SIMULATOR 

 
The simulation of the image acquired by the sensor requires 
a series of separate steps involving both high spatial and 

spectral resolution data for a realistic simulation of the 
physics of the sensor – atmosphere – ground – Sun system. 

The layout of the PRISMA data simulation facility is 
shown in Figure 1. Each step manages an aspect of the 
simulation process. The description of each module is 
provided in the following paragraphs. 
 

Figure 1. Layout of simulation procedure. 
 
3.1. Scenario Builder module 

 
For taking into account both the realistic pattern of observed 
ground and the spectral characteristics of natural or 
manmade targets, the scenario builder module uses as input 
a thematic map at high spatial and spectral resolution. 
Reflectance spectra are associated to each class of the 
thematic map from a user-selected spectral library as shown 
in Figure 2. The thematic map is obtained by classifying an 
orthophoto mosaic. The initial spatial resolution is reduced 
for: simulating the effects due to the acquisition system 
(spatial filtering), ensuring spectral mixing of pure pixels of 
the thematic map, and providing a realistic pattern for the 
observed scene. Our thematic map has 2.5 m pixel side, 30 
km swat, 12000 columns, while the corresponding ground 
reflectance datacube has 7.5 m pixel side, 4000 columns, 2.0 
nm spectral sampling.  

Figure 2. Processing chain for scenario builder. Using a 
thematic map (a) with 2.5 m pixel side and reflectance 
spectra (2.0 nm spectral resolution) associated to each class 
(b), a reflectance datacube (c) with 7.5 m pixel side is 
generated. 
 
3.2. Atmospheric propagation module 
 

This module takes as input the reflectance datacube and 
simulated the at-sensor radiance datacube taking into 
account the geometry of the scenario and the interaction of 
the light with the atmospheric medium. 
The basic modeling (Figure 3) of the at-sensor radiance 
Lsen(,sun,view,) is held in the equation below [5] 
(Barducci et al. 2002): 
 

Sensor Hyperspectral camera 
Type: push-broom 
Sensor  n.2 prism imaging spectrometers 
MTF 0,3 across track, 0,17 along track @ 

Nyquist frequency 
Number of channels 237 
Field of View 2.77o 

Integration time  4.31 sec 
Spatial resolution: 30 m 
Image dimensions 30 km x 30 km  
Spectral range 400 – 2500 nm 
Spectral resolution 12 nm 
Quantization 12 bit 
SNR  VNIR @ 400 – 1000 nm: > 200 

SWIR @ 1000 – 2100 nm: > 200 
SWIR @ 1950 – 2350 nm: > 100 

Table 1. Technical characteristics of PRISMA 
hyperspectral camera. 
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where  is the wavelength, sun (view) the sun (satellite) 
zenith angle,  the relative azimuth angle, Eg(,sun) is the 
ground irradiance, T() the atmospheric transmittance along 
the line of sight, Lpath(,sun, view, ) the path radiance, () 
the ground reflectance for each pixel. 
Eg, T and Lpath are calculated from Modtran 5 simulations. 
 

Figure 3. Schematic model for at-sensor radiance 
atmospheric simulation. 
 

The at-sensor radiance in Eq.1 has the same spectral 
resolution of the spatial averaged reflectance image, higher 
than the one of PRISMA hyperspectral camera, for correctly 
reproducing atmospheric-induced patterns in the observed 
radiance. The spectral resolution data will be degraded by 
applying the effects of the sensor in next module. 
 
3.3. Sensor simulator module 
 

The Sensor simulator module computes synthetic images 
of the considered scenario. Resolution of output images is 
degraded taking into account the characteristics of the 
system and the main effects introduced by the instrument, 
providing a full simulation of sensor behavior. Sensor 
features accounted for by the sensor simulator block are 
listed below: 
 platform vibration and orientation; 
 foreoptics and spectrometer MTF, input slit 

superposition, smile, and keystone; 
 on-pixel integration, integration time, spatial and 

spectral sampling; 
 striping; 
 photonic noise, detector thermal noise, charge transfer 

noise, and smearing; 
 round-off (quantization) error and thermal noise 

introduced by the readout circuitry. 
Output image has ground pixel side 30 m and 1000 
columns. 

 
4. RESULTS 

 

 
a 

 
b 

 
c 

 
d 

Figure 4. Mosaic of five orthophotos acquired over Firenze 
(a), 10 classes thematic map after  classification (b), 
Synthetic ground reflectance image: 7.5m spatial resolution 
(c), Synthetic at sensor radiance: 30m spatial resolution (d). 
 
PRISMA image simulator has been employed for the first 
time on a mosaic of orthophotos acquired over Firenze area 
(figure 4.a). Such a mosaic has been classified for obtaining 
a thematic data representing realistic ground pattern (figure 
4.b). Each class of the map has been associated to a 
spectrum from ENVI spectral database (figure 5). The first 
module has generated a ground reflectance datacube (figure 
4.c), propagated to an at-sensor radiance datacube (figure 
4.d). 
Spatial resolution degradation has been obtained by filtering 
each band with the corresponding system MTF. 
Hyperspectral camera MTF has been simulated using a 24 
coefficients normalized Gaussian filter having a Fourier 
transform greater than 0.3 at Nyquist.Modtran 5 code has 
been employed for the atmospheric parameters of the 
atmospheric propagation module. The simulation has been 
performed for the Julian day 172 at 11:00 GMT using a 
mid-latitude summer atmosphere with a rural aerosol 
(visibility = 20 km). Output at-sensor image has spectral 
resolution 2 nm.  
After spectral filtering the at-sensor radiance and taking into 
account the contribution of sensor ,optics and electronics, 
The obtained data has 30 m spatial resolution, and PRISMA 
foreseen spectral resolution in each channel by integration 
using the correct spectral transfer function for each channel 
of the hyperspectral camera. Simulation has been performed 
using a Gaussian function having the FWHM corresponding 
to the one of PRISMA sensors.  
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Figure 5. Reflectance spectra associated to classes in 
the thematic map. 

 

a 
 

b 
 

Figure 6. Simulated at-sensor radiance image (30 m) 
(a), and at sensor radiance spectrum extracted from a 
vegetated mixed pixel (b). 

 
A sketch of PRISMA like simulated at-sensor radiance 

together with the spectral radiance registered in a vegetated 
sample pixel are shown in Figure 6. Data have 30 m spatial 
resolution and PRISMA foreseen spectral resolution. 

 
5. BIG DATA PROBLEM 

 
Due to both spectral and spatial high resolution of input 

data, the chain shows computational difficulties enlarging 
the computation time. The problem can be easily 
parallelized by considering the geometry of a pushbroom 
acquisition: considering a plane parallel atmospheric model, 
each line along the across track direction is acquired in the 
same geometry, thus the problem can be in principle split 
along N machines processing few lines each. 

Spatial filtering can be also performed separately along 
across and along track directions, allowing parallelization 
between multiple machines. Computation time is reduced by 
a factor equal to the number of workstation used. 

 
5. CONCLUSIONS 

 
The development of a sensor simulator facility for the 
PRISMA mission has been presented and first simulation 
outcomes and related computational problems have been 
discussed. The developed tool can be used not only for 
simulating hyperspectral camera images but also for 
panchromatic ones using ad hoc MTF, spectral and spatial 
resolution characteristics. 
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ABSTRACT

Clustering of Earth Observation (EO) images has gained a
high amount of attention in remote sensing and data mining.
Here, each image is represented by a high-dimensional fea-
ture vector which could be computed as the results of coding
algorithms of extracted local descriptors or raw pixel values.
In this work, we propose to learn the features using discrimi-
native Nonnegative Matrix factorization (DNMF) to represent
each image. Here, we use the label of some images to pro-
duce new representation of images with more discriminative
property. To validate our algorithm, we apply the proposed
algorithm on a dataset of Synthetic Aperture Radar (SAR)
and compare the results with the results of state-of-the-art
techniques for image representation. The results confirm the
capability of the proposed method in learning discriminative
features leading to higher accuracy in clustering.

Index Terms— Feature Learning, Nonnegative Matrix
Factorization, Clustering

1. INTRODUCTION

Data representation and features learning is considered as a
challenging problem in data mining and pattern recognition.
The problem is how to represent a data term that in one side it
has discriminative property and on the other side it is a com-
pact lower dimensional representation. Matrix factorization
techniques are intensively employed in data analysis due to
their capability in capturing the most useful representation
of the data. Perhaps, the most well-known matrix factor-
ization techniques are Principal Component Analysis (PCA),
Singular Value Decomposition (SVD), and Nonnegative Ma-
trix Factorization [1]. The goal of these methods is to provide
a compact low dimensional representation of original data for
further processes such as learning and visualization. NMF is
an unsupervised learning algorithm, that decomposes a non-
negative data matrix into two (or three) nonnegative factors,
one of which is considered as a new representation of original
data [1]. This factorization leads to a parts-based represen-
tation of data, which is widely used in different applications
such as face recognition [1] and clustering [2]. Since the in-
vention of NMF, many variants of this algorithms have been

proposed to get a customized representation of data. For ex-
ample, Graph regularized NMF (GNMF) [3] preserves the lo-
cality property of data by utilizing the Laplacian of neighbor-
hood graph in its regularization term. In Constrained NMF
(CNMF) [4] those points which have the same label informa-
tion are forced to have the same representation.
In this paper, we propose a label constrained NMF, namely
Discriminative Nonnegative Matrix Factorization, which uti-
lizes the label information of a fraction of data in a regulariza-
tion term. The key idea of our approach is to use the raw data
in order to create a discriminative representation of image for
clustering. This regularizer increases the discriminative prop-
erty of data points in the new representation space, controlled
by a parameter.
The rest of paper is organized as follows: In Section 3 the
details of our proposed approach is provided. Section 4 some
preliminary experimental results applied on a dataset of SAR
images are presented.

2. RELATED WORK

Feature learning or image representation has been intensively
considered in data mining and machine learning [5]. A va-
riety of techniques such as matrix factorization [6], dictio-
nary learning [7], neural networks [8] are used to represent
the data. Additionally, feature learning methods could be cat-
egorized in supervised or unsupervised methods. K-means
clustering is considered as an unsupervised feature learning
by producing K cluster centers and using them to create fea-
ture of the size K to represent the data [9]. It has gained
a high amount of attention in object recognition and image
classification. However, it is an unsupervised method and the
leaned features dont have necessarily discriminative property.
In order to learn discriminative features, some works have uti-
lized the label information of a fraction of data points in the
body of learning process. For example, in [10] the label in-
formation are used to form a regularized coupled to the main
objective function of K-SVD. Nonnegative matrix factoriza-
tion (NMF) has been successfully applied on data to gain a
part based representation. However, the main NMF frame-
work does not consider any semantic information in the new
representation. In this work, we couple a regularizer to the
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main function of NMF in order to increase the discriminative
property of features.

3. APPROACH

In an optimal NMF factorization we would expect each of
the dataset classes to be placed in a clearly separated cluster
in the resulting vector V . To enforce this property, based on
the available label information, we introduce the matrix Q ∈
RS×N as follows:

Qi,j =

{
1 if sample j is labeled and belongs to class i
0 otherwise.

(1)
For example, consider the case of N = 8 samples, out of
which Nl = 5 are labeled, with the sample categories c1 = 1,
c2 = 2, c3 = 1, c4 = 3, c5 = 2. In this case the matrix Q
would take the form:

Q =




1 0 1 0 0 0 0 0
0 1 0 0 1 0 0 0
0 0 0 1 0 0 0 0


 (2)

Based on the introduced matrix we add the following term to
the Frobenius-NMF objective:

OL = α
∥∥Q−AV T

l

∥∥2
, (3)

with Vl = [v1, ...,vNl
,0, ...,0]T ∈ RN×K and the matrix

A ∈ RS×K , which linearly transforms and scales the vectors
in the new representation, in order to obtain the best fit for
the matrix Q. The matrix A is allowed to take negative values
and is computed as part of the NMF minimization. We arrive
at the following minimization problem:

minO =
∥∥X − UV T

∥∥2
+ α

∥∥Q−AV T
l

∥∥2

s.t. U = [uik] ≥ 0
V = [vjk] ≥ 0.

(4)

3.1. Update rules

For the derivation of the update rules we expand the objective
to

O =Tr
(
XXT)

− 2Tr
(
XV UT)

+ Tr
(
UV TV UT

)

+ αTr
(
QQT)

− α2Tr
(
QVlA

T)
+ αTr

(
AV T

l VlA
T
)

(5)
and introduce Lagrange multipliers Φ = [ϕik], Ψ = [ψjk] for
the constraints [uik] ≥ 0, [vjk] ≥ 0 respectively. Adding the
Lagrange multipliers and ignoring the constant terms leads to
the Lagrangian:

L =− 2Tr
(
XV UT)

+ Tr
(
UV TV UT

)
+ Tr (ΦU) + Tr (ΨV )

− α2Tr
(
QVlA

T)
+ αTr

(
AV T

l VlA
T
)
.

The partial derivatives of L with respect to U , V and A
are:

∂L
∂U

= −2XV + 2UV TV + Φ (6)

∂L
∂V

= −2XTU+2V UTU−2αQTA+2αVlA
TA+Ψ (7)

∂L
∂A

= −2QVl + 2AV T
l Vl (8)

For the derivation of the update rules for U and V we
solve the equations ∂L

∂U = 0 and ∂L
∂V = 0 in terms of Φ and

Ψ respectively and apply the KKT-conditions ϕikuik = 0,
ψjkvjk = 0 [11]. For A, since we have no Lagrange multi-
plier, the update rules can be derived directly by setting ∂L

∂A =
0 and solving for A. We arrive at the following equations:

uik ← uik
[XV ]ik

[UV TV ]ik
(9)

vjk ← vjk
[XTU + α(VlA

TA)− + α(QTA)+]jk

[V UTU + α(VlATA)+ + α(QTA)−]jk
(10)

A← QVl(V
T
l Vl)

−1 (11)

where for a matrix M we define M+, M− as M+ = (|M |+
M)/2 and M− = (|M | −M)/2. As expected, the update
rule for U remains the same as in the original algorithm [12],
since the newly introduced terms depend only on the variables
V and A. We have the following theorem, that guarantees
convergence to a local minimum:

4. EXPERIMENTS

4.1. Dataset

To validate our approach on EO images, we use a dataset of
SAR images. The used SAR dataset contains 3434 TerraSAR-
X satellite images of size 160× 160 which are grouped in 15
classes. We use two different types of representation as orig-
inal data. In the first representation, we use the pixel values
(raw data) and in the second representation, we use the Bag-
of-Word model of SIFT features.

4.2. Setup

In order to quantify the accuracy of the proposed algorithm,
we label a fraction of the data points and use DNMF to get
a discriminative representation of all data. Then we apply
Kmeans clustering algorithms on original and new represen-
tation and compare the results by computing the Accuracy
(AC) and Mutual Information (MI), as evaluation metrics, of
clustering result. We run the experiment with different num-
ber of classes and each time we set the dimension of new
representation equal to the number of classes. We change the
number of classes from 2 to 10. Since Kmeans algorithm is
an heuristic algorithm, we run it 10 times and compute the
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average of results. Additionally, we apply PCA, NMF, and
GNMF to get other representations of the data and apply the
Kmeans on these representations. The results of experiments
are depicted in Fig. 1. In Fig. 1.a and Fig. 1.b sample images
of dataset and the corresponding learned based using DNMF
are presented. The results of clustering applied on new rep-
resentation based on raw data is given in Fig.1a-b. Fig.1.e-f
show the result of clustering on new representation based on
SIFT features.

4.3. Evaluation Metrics

We use two metrics to evaluate the performance of the com-
pared algorithms, namely accuracy (AC) and normalized mu-
tual information (nMI) [13]. The accuracy computes the per-
centage of correctly predicted groups, compared to the true
labels. The normalized mutual information is based on the
mutual information, which is used in clustering applications,
to measure the similarity of two clusters. Given two sets of
clusters C = {c1, ..., ck} and Ć =

{
ć1, ..., ćḱ

}
, the mutual

information metric is computed by

MI(C, Ć) =
∑

ci∈C,ćj∈Ć

p(ci, ćj) log
p(ci, ćj)

p(ci)p(ćj)
, (12)

where p(ci), p(ćj) represent the probability, that an arbi-
trarily selected data point belongs to the clusters C or Ćj ,
respectively and p(ci, ćj) represents the joint probability,
that the point belongs to both clusters simultaneously. As
the similarity of the two clusters increases, the mutual in-
formation MI(C, Ć) takes increasing values between 0 and
max

{
H(C),H(Ć)

}
. There, H(C), H(Ć) represent the

entropy of the clusters C, Ć respectively. Dividing the the
mutual information by max

{
H(C), H(Ć)

}
leads to the

normalized mutual information, which takes values between
0 and 1:

nMI(C, Ć) =
MI(C, Ć)

max
{
H(C),H(Ć)

} . (13)

4.4. Discussion

As it can be inferred from the results, the proposed method
outperforms the others in terms of clustering accuracy. It is
clear that the learned representations using DNMF in differ-
ent dimensions have more discriminative property than the
others. However, the accuracy decreases by increasing the
dimension and also the number of clusters. Additionally,
the learned representation based on raw data outperforms
the learned representation based on extracted SIFT features.
This is quite useful since we can skip the feature extraction
process and use the raw data directly into the algorithm. All

(a) (b)

(c) (d)

(e) (f)

Fig. 1. (a) Sample images of dataset; (b) the corresponding
learned bases using DNMF; (c)-(d) Accuracy and MI of clus-
tering on DNMF using raw data as original representation.
(e)-(f) Accuracy and MI of DNMF result based on SIFT data
representation.

plots confirm that the NMF algorithm has the worst perfor-
mance compare to other, which means that introducing a
proper regularizer to the NMF can increase its performance
significantly.

5. CONCLUSIONS

We presented a variant of NMF algorithm, the so-called
discriminative NMF (DNMF), to learn discriminative fea-
tures from SAR images in order to increase the performance
of clustering. We provided the main objective function of
DNMF along with its updating rules. Experimental results
on both raw SAR data and extracted SIFT features confirm
the performance of algorithm in comparison to others. Ad-
ditionally, we found that running DNMF algorithm on raw
data results in more discriminative features than on extracted
SIFT features. This readily implied the power of algorithm
even on raw data. As future work, it could be suggested to
run the DNMF on other features such as Gabor or Weber.
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ABSTRACT

Large angular size on the sky and random appearance make
meteors difficult to explore by high-resolution high-sensitivity
imaging detectors. The emergence of wide-field survey tele-
scopes opened a possibility for exploring meteors with big
telescopes utilizing sensitive imaging detectors and high qual-
ity photometric fluxes. Such telescopes have a long enough
time coverage of a significant fraction of the sky to col-
lect a relevant sample of low-brightness meteors. A large
data throughput of these detectors requires a fast automatic
detection of meteors on astronomical images. We discuss
some issues related to meteor investigation using sky survey
telescopes - detection rate of meteors from meteor showers,
distinction between meteor and satellites trails, and algorith-
mic difficulties in automatic detection of meteors. We use the
existing SDSS imaging database for developing automatic
tools for meteor detection.

Index Terms— Meteors, SDSS, LSST, line detection, sky
survey

1. INTRODUCTION

Meteors are transient optical phenomena caused by hyper-
velocity impacts of interplanetary dust (meteoroids) with
the Earth’s atmosphere. Meteoroids originate from asteroids
and comets, and in rare cases from planets (e.g. Mars) or
planetary satellites (e.g. Moon). Meteors are an interesting
multidisciplinary research target due to their connection with
a variety of physical processes - influence on the chemical
and physical properties of the atmosphere, possible transport
of prebiotic organic matter and its survival during hyper-
velocity flight, physics of extreme ablation under different
atmospheric densities, composition of the meteoroid material
originating from asteroids and comets, etc [1]. The theory of
meteors has to address a wide range of hypervelocity physics
- from individual molecular flow in a low density partially
ionized atmosphere above ∼120 km altitude to fluid flow in

∗The author performed the work while at the University of Split, Croatia
†Corresponding author: dejan@iszd.hr

a denser atmosphere below ∼90 km. The observations have
to struggle with a large angular size of meteors on the sky
combined with an unpredictable time of appearance. This
typically makes telescope observations marginally suitable
for meteor observations, while big telescope facilities, with a
small field of view (FoV), almost completely ignore this type
of observations.

The situation has changed with the emergence of wide-
field robotic sky surveys, such as1 the Sloan Digital Sky
Survey (SDSS), the Pan-STARRS project, and the future
Large Synoptic Sky Survey (LSST). Their sky coverage is
big enough to intercept a significant number of meteors. Ad-
ditionally, their high sensitivity of detectors provides access
to the low brightness end of the meteor size distribution[3],
while high-resolution imaging detectors can resolve the size
of glowing meteor plasma and microstructure in their light
curves.

2. PREDICTED NUMBER OF DETECTED
METEORS

The advantage of telescopic meteor observations is the ability
to detect low brightness meteors2, which contributes to the
knowledge on size distribution of meteoroids. For a given
meteor stream, where meteoroids belong to the same par-
ent source, we define [4] the mass index s as dN(m) ∝
m−sdm where dN(m) is the number of particles between m
and m+dm. A similar relationship can be derived for meteor
brightness, where we define the population index r. Two in-
dexes are related as s = 1+ 2.5 log r. If we use the canonical
model of meteor flight through the atmosphere then we can
derive the probability of meteor detection for given telescope
properties. The canonical model consists of a set of equations
[1] describing the change in the meteor velocity v, its mass
m, altitude h and brightness M (in magnitudes). In Figure
1 we show an example of the predicted number of meteors
per hour per FoV of SDSS telescope (FoV=3◦ and estimated
10m limiting magnitude) for a meteor shower similar to Per-

1http://www.sdss.org; http://pan-starrs.ifa.hawaii.edu; http://lsst.org
2http://www.imo.net/tele/science
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Fig. 1. The zenith view of the probability of detecting mete-
ors similar to Perseids with the SDSS telescope during one
hour of observations under visual Zenithal Hourly Rate of
100. The colors scale show the number of meteors per hour
per field of view. The maximum zenith angle of telescope
tilt is 60◦. This example is for a meteor entry angle (radiant
zenith angle) fixed to z = 45◦, an initial meteor speed of 59
km/s, a mass index of s = 2.07 (r = 2.86), a meteoroid den-
sity of 0.75 g/cm3, the minimum meteoroid mass of 16 µg
(the minimum size 115 µm), an ablation coefficient of σ=0.1
s2/km2, and a shape-density coefficient of K=1.46 cm2/g2/3

[5].

seids with 100 meteors per hour activity. We used a Monte
Carlo method for calculating a large number of randomly dis-
tributed meteors all over the sky.

It is interesting that when we visually inspected the SDSS
image database for meteors during highly active meteor show-
ers, we did not find as many meteors as expected. Considering
a strong dependence of meteor number on the mass (popula-
tion) index, we can conclude that the mass distribution of low
brightness meteors does not follow the distribution typically
observed in bright (visual) meteors. This type of statistical
analysis can be implemented into the automatic meteor de-
tection programs for future sky survey telescopes.

3. METEOR SIZE AND SATELLITES

Large diameter telescopes are ideal for resolving the physical
size of meteor plasma sphere. The size σm of a defocused
image of a meteor plasma at distance d and with diameter
D is σ2

m = (D2 + D2
m)/d2 + σ2

atm, where Dm is the tele-

Fig. 2. Angular size of defocused images of meteor glow-
ing plasma spheres at different distances from SDSS (thick
lines) and LSST (thin lines) telescopes and three meteor sizes
(1m, 5m and 10m). Dependance of the image size on the ob-
ject distance can be used to differentiate between meteors and
satellites.

Fig. 3. Angular size of defocused images of satellites and
meteors compared with their angular speed on SDSS images.
Data collected by Tomislav Čizmić Marović.

scope mirror diameter and σatm is the atmospheric seeing.
Meteor plasma spheres are expected to be at least meters in
size, which has been explored by telescopic observations [3],
radar observations and theoretical modeling [6].

Figure 2 shows the size of meteor images with SDSS
and LSST telescopes, with 1arcsec atmospheric seeing. The
meteors are highly resolved, with about 10arcsec in size,
as they appear at distances less than 200 km. Notice that
images of satellites have less than about 2arcsec in angular
size, which makes satellite trails clearly distinctive from me-
teor trails. Moreover, satellites show a very smooth, often
periodically variable, light curves, unlike meteors that have
irregular brightness (flickering during flight). In SDSS we
can also derive angular speed of moving objects thanks to
the drift-scan imaging method. In drift-scan, each row in an
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Fig. 4. The current status of our method for linear feature detection - each point is a cumulative number of frames in SDSS
(r and i filters) for a given day in all years combined together (horizontal axis) and the number of detected linear features in
these frames (vertical axis). The smaller graph shows all detected lines, while the big plot shows data after the removal of
obvious satellites by hand. The result is still probably dominated by satellites, but we work on automatic detection of meteors
by measuring the angular width of the lines (see Figures 2 and 3). Days when we expect meteors from some meteor showers
(the maximum activity ±2 days) are marked in color: QUA = Quadrantids, LEO = Leonids, GEM = Geminids.

image has its own time of readout. Hence, the row where a
line starts corresponds to the moment when an object entered
the FoV, while the row where this line ends corresponds to
the exit time. This gives an exact angular speed on the fly-
ing object. Since meteors appear as very fast objects, while
satellites have a slower angular speed, this method can be
used as an independent method for separating meteor lines
from satellites on images. This is demonstrated in Figure 3
on a small sample of handpicked data. Meteors and satellites
were recognized by their appearance (ligthcurve properties,
connection with the known meteor radiants) and then their
angular size and speed were measured. The clustering of
meteors above a well defined angular size confirms that the
angular size of linear features on images can be used as a
method for separating meteors from satellites even when the
angular speed is unavailable (e.g. in LSST images).

4. AUTOMATIC DETECTION OF METEORS

We are developing a numerical method for automatic detec-
tion of meteors on high-resolution astronomical images. The
algorithms are tested on SDSS image database, but they will
be adjusted for the upcoming Pan-STARRS data release and
the future LSST imaging data stream. Typically lines can be
detected using Hough transform, but we encountered prob-
lems with a large fraction of false positives if stars are not

properly removed. Hence, we devised one algorithm that re-
moves a large fraction of stars and noise in the images, such
that dominantly meteor signal remains. In this case the me-
teor is detected with the RANSAC method [2]. The other
algorithm uses the list of identified objects in the analyzed
images by the SDSS Photo pipeline. These objects are then
removed from the image, followed by image noise reduction
and compression of brightness dynamical scale. Canny [7]
edge detection is performed on such prepared images, which
allows fitting of minimum area rectangles to all Canny edges
that form a closed loop. This enables detection of a linear fea-
ture. However, to find its exact position, the standard Hough
[8] method is applied on the image, which results in detection
of a line.

We currently test the robustness and execution speed of
these algorithms on the SDSS image database. We work
mostly on SDSS’s r and i filters, but when the algorithm
becomes optimized we will search through the entire SDSS
database. The current execution times of the algorithm on
single SDSS images is less than one second per frame. This
includes 0.1-0.3 seconds for star removal and 0.15-0.2 sec-
onds for detection of bright trails or 0.3-0.6 seconds for
detection of dim trails. Figure 4 shows the current number
of detected lines, where our main concern is how to avoid
false positives and false negatives. The next step will be
implementation of an algorithm that will fit the line bright-
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Fig. 5. An example of a meteor in SDSS images. Based on the association with known meteor shower radiants, we identified
this meteor as a Northern Taurid. The images were taken on November 18, 2001. The left image is in r filter and it shows the
moment of meteor entering the FoV (TAI=04:57:21.42) and the right image is in g filter with the moment of meteor exiting
the FoV (TAI=04:56:27.77). Times are reversed because TAI attached to the image rows show the time of readout. Hence, the
difference between TAIs of meteor entrance and exit includes the image exposure time plus the time of flight of the meteor
through the FoV. Based on these values and the measured length of the meteor trail (1.638◦) we derived the angular speed of
6.63◦/s. Meteors typically appear between 110km and 90km altitude, which gives us a possible distance to the meteor. Based
on the angular width of the trail along the path, its angular speed and the known speed of Northern Taurids, and defocusing
trends in Figure 2, we calculated the possible size of glowing meteor plasma to be between 4.7m and 6.2m. Notice how
defocusing increased along the meteor path as the meteor moves closer to the telescope.

ness profile to a theoretical double-peaked image profile of a
moving defocused object.

Once we build a database of meteor images, we can search
for their possible association with the known meteor show-
ers. In Figure 5 we show an example of a Northern Taurid.
Based on the reconstructed geometry of its flight, we esti-
mate the size of its meteor plasma to be in meters. More
detailed information can be extracted when we start inves-
tigating brightness of such meteors visible in different SDSS
filters and other properties of the lightcurves. The final prod-
uct will be a fast automated process of meteor detection that
can be executed in real time as the images arrive from a survey
telescope.
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ABSTRACT 
 
This paper presents a nature-inspired intelligent approach 
based on Ant Colony Optimization (ACO) for band selection 
of multispectral remote-sensing imagery. Band selection is 
equivalent to reduce the data volume necessary for an accurate 
multispectral image classification and it is obviously useful for 
big images. The proposed technique has been evaluated using 
the dataset of a LANDSAT 7 ETM+ multispectral image. 
The ACO band selection classification performances have 
been compared with those obtained using feature selection by 
Principal Component Analysis (PCA). The results have 
confirmed the effectiveness of the proposed approach. 
 

Index Terms— Ant Colony Optimization (ACO), band 
selection, multispectral Earth Observation (EO) imagery, 
pixel classification 
 

1. INTRODUCTION 
 
Great successes have been achieved through modeling of 
biological and natural intelligence, resulting nature-inspired 
intelligent technological paradigms grouped under the 
umbrella called computational intelligence (CI) [3], [5]. 
Swarm Intelligence (SI) is one of the significant fields of CI 
[1], [5], [7]. An exciting chapter of SI is Ant Colony 
Optimization (ACO) [1], [5], [7], [9], [10]. One of the ACO 
applications is feature selection for pattern recognition [2], [6]. 
On the other side, modern environmental remote sensing 
satellite imagery is useful for urban/suburban infrastructure 
and socio-economic attributes as well as to detect and monitor 
land cover and land-use changes [4]. Conventionally, pattern 
recognition in remote sensing imagery has been mainly based 
on classical statistical methods and decision theory. Several 
computational intelligence approaches have been used with 
promising degrees of success in remote sensing image analysis 

[4]; one of their recent promising directions is ACO feature 
selection [8], [11], [12]. 

In this paper, we present and evaluate swarm 
intelligence (SI) approach for band selection of 
multispectral Earth Observation (EO) imagery using ACO 
model. The model is evaluated for a multispectral Landsat 7 
ETM+ image; as a benchmark, we have chosen the classical 
feature selection technique of Principal Component Analysis 
(PCA). Band selection is equivalent to reduce the amount of 
data retained for multispectral image classification by 
preserving only the significant bands, which guarantee the 
desired classification performances; this data reduction 
appears very useful for big images. This is why our 
approach has applications in the big data field. 
 

2. ANT COLONY OPTIMIZATION BAND 
SELECTION (ACO-BS) 

 
2.1. ACO Model 
 
The band selection model presented in this paper is inspired 
by the particular behaviour of real ants, namely by the fact 
that they are capable of finding the shortest path between a 
food source and the nest [1]. The main idea is the indirect 
communication between the ants by means of chemical 
pheromone trials. 

ACO was first introduced using the Travelling 
Salesman Problem (TSP). From its start node, an ant 
iteratively moves from one node to another by sequentially 
choosing to go to an unvisited node. The probability of a 
transition for 

k
ant from node i to node j at time t is given by 

 (1) 

where: 

  is the feasible neighbourhood of node i for 
k

ant  
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  is the pheromone value on the edge (i, j) at the time t 

  is the weight of pheromone 
  is a priori available heuristic information on the 

edge (i, j) at the time t 
  is the weight of heuristic information 

 the pheromone  is updated according to following 

equation 

, (2) 

where )(, tk
ji  is the pheromone quantity left by 

k
ant  on 

arc (i, j), at moment t, and it is computed according to 
relation (3) 

 (3) 

where: 
   is the pheromone trail evaporation rate (0 <   <1) 

 n  is the number of ants 
 Q is a constant for pheromone updating 

 ( )
k

L t  represents the length of the path chosen by the 
k

ant . 

 
2.2. ACO Band Selection (ACO-BS) 
 
Some approaches of ACO-BS for hyperspectral images have 
been reported in [8], [11], [12]. The presented ACO-BS 
algorithm is built as inspired by the ACO feature selection 
technique that has been proven effective in reducing the 
dimensionality of input data in order to keep a manageable 
number of dimensions for tasks of classification or further 
data mining [2], [6]; here band selection in multispectral 
images has taken the place of feature selection. The goal of 
the ACO-BS algorithm is to find the “best” subset of bands 
(features) in order to accomplish a classification task; the 
“best” subset of bands leads to the highest fitness score 
(quality of the path) on the training set. 

The flowchart of our proposed ACO-BS algorithm is 
shown in Fig. 1. 

The algorithm can be expressed in the following 
pseudo code: 

for i = 1 : number_of_epochs 
for j = 1 : number_of_ants 

antj builds sequentially a path of band indices 
end 
 For each path, the corresponding training set 

(with selected bands) is created 
 Using either the k-Nearest Neighbours (kNN) 

classifier or Nearest Prototype (NP) classifier, the 
fitness of each path is computed 

 The path corresponding to the best fitness is stored 

 The pheromone levels are updated 
 If no progress is made in N consecutive epochs or 

the maximum number of epochs is reached, the loop 
is interrupted and the algorithm stops 

End 

 
Fig. 1. ACO-BS flowchart. 

 

2.3. Parameters of the ACO-BS Algorithm 
 
ACO-BS has a number of parameters, which can be used for 
tuning the algorithm. Compared with classical ACO 
algorithms, some of these parameters have fixed values, either 
due to their function as part of ACO Band Selection, or because 
their significance to the dataset imposes a certain value. 
 The graph nodes are feature indices, each node indicating 

a band. 
 The number of ants is set to be D, which is the number of 

bands in each vector; each ant starts its own path from a 
different band index. 

 The length of the path is given by the given number of 
bands. This number has been varied between 1 and D-1. 

 coefficients are initialized to 1 for all pairs of 

bands, because heuristic information does not indicate a 
preference for any connection. 

  coefficients are initially set to 1 because in this 

experiment all possible paths should initially have the same 
amount of pheromone, and no bias should be introduced. 

 The pheromone trail enforces connections between 
features by updating  coefficients. 
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 The number of consecutive epochs without progress has 
been set to 30, and the maximum number of epochs has been 
set to 1000. In all experiments, the first condition is reached. 

 The Nearest Prototype (NP) classifier or the k Nearest 
Neighbours (k-NN) classifier is used to compute the 
fitness of a path. Distances of zero are disregarded, 
equivalent to temporarily removing the current vector 
from the training set. 

 Roulette Probabilities for Sequentially Building of the Path 
The probability of an ant choosing a band whose index is 

already in the path is 0. In other words, bands that have already 
been considered in the path are eliminated from the roulette. 

 Update  

The pheromone quantity used for updating  is 
directly proportional with the quality of the path, in the 
sense that better rules update greater quantities of 
pheromones. Because the length of the path is abstract and 
(3) is no longer relevant to the algorithm, the following 
equation was used for computing : 

 (4) 

where  is the quality or fitness of the path. 

 
3. EXPERIMENTS AND RESULTS 

 
3.1. Satellite Image Database 
 
We have used a Landsat 7 ETM+ Data Set over Kosice, 
Slovakia, with the following specifications: 
 Dimensions of the area: 775 x 475 pixels 
 Number of bands: 7 
 Total number of pixels: 368,125 
 Number of labeled pixels: 6,331 
 The seven defined classes: A – urban area, B – barren fields, 

C – bushels, D – agricultural fields, E – meadows, F – woods, 
G – water. 

 
Fig. 2. LANDSAT 7 ETM+ image of 775x475 pixels (Three band 

display: Red = Band 5, Green = Band 4, Blue = Band 3). 
 

A three-band display of the above mentioned 
multispectral image data set is shown in Fig. 2. 

The performances of the considered techniques have 
been evaluated using as a reference a selected subset of 

6,331 seven class labeled pixels. The corresponding labeled 
pixel distribution is described in Table I. 

Table I. Distribution of the labeled pixels assigned to the seven 
classes (Landsat 7 ETM+ Kosice data set). 

Class 
number 

1 2 3 4 5 6 7 

Class 
Significance

urban 
area

barren 
fields

bushels agricultural 
fields 

meadows woods water

Number of 
pixels/class

148 2348 341 1804 412 967 311

 
3.1.1. Balanced Landsat Training Dataset 
Since the original Landsat image had extremely unbalanced 
classes, the generation of a balanced training dataset has 
become necessary for unbiased experiments. We have 
selected for the training set 100 labeled pixels from each 
class, meaning a total of 700 pixels for the seven classes. 
The remaining set of 5631 labeled pixels are used for test. 
 
3.2. Experimental Results 
 
The results of ACO band selection are given in Tables II and 
III. For training (fitness), one has chosen either 3-Nearest 
Neighbors (3NN) classifier or the K-Means (supervised) 
classifier [also called Nearest Prototype=NP] using the 
balanced LANDSAT set of 700 pixels. For the test, we have 
used either the 3NN or the NN classification algorithms. 

Table II. Resulted ACO band selection path (balanced Landsat 7 ETM+ 
training data set with seven classes of 100 pixels/class). For training 
(fitness), one has chosen either 3-Nearest Neighbors (3NN) classifier or 
the K-Means supervised classifier [also called Nearest Prototype=NP].  

No of Selected 
Bands 

3NN Fitness ACO Path NP Fitness ACO Path

7 1,2,3,4,5,6,7 1,2,3,4,5,6,7 
6 2,3,4,5,6,7 2,3,4,5,6,7 
5 2,3,4,6,7 2,4,5,6,7 
4 3,4,6,7 4,5,6,7 
3 3,4,7 5,6,7 
2 5,6 5,6 
1 7 3 

Table III. Classification performance obtained using band/feature 
selection with {(ACO-BS) versus PCA} cascaded with NN/3NN 
classifier (ACO fitness uses either 3NN or NP classifiers; balanced 
training data set; test set contains the labeled pixels not included in 
the training set; test classifiers: 3NN/NN)). 

No of 
selected 
Bands/ 

Features

3NN ACO Fitness NP ACO Fitness PCA 

NN Test 
[%] 

3NN 
Test [%]

NN Test 
[%] 

3NN 
Test [%] 

NN Test 
[%] 

3NN 
Test [%]

7 93.48 93.11 93.48 93.11 93.48 93.11 
5 93.55 92.90 92.33 92.03 92.33 91.03 
4 92.99 91.76 85.47 86.45 91.56 84.02 
3 90.18 91.49 80.57 80.64 89.74 74.91 
2 74.73 76.90 74.73 76.90 69.40 63.36 
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In Table II there is shown the band selection path using 
3NN/NP ACO fitness. Table III shows the classification 
performances obtained using ACO-BS versus feature selection 
by Principal Component Analysis (PCA). The band/feature 
selection stage is cascaded with 3NN/NN classifier. We can 
point out (see Table III), that for all the cases of selecting from 
2 to 5 bands, the classification score is significantly better by 
choosing ACO-BS by comparison to feature selection by 
PCA. For example, one can remark that by selecting only 
3 bands (3, 4, 7) based on 3NN ACO fitness, there results a 
91.49% recognition score; this is with only 2% less than the 
score of 93.48% obtained by selecting all the 7 bands and it is 
also obviously better than the performance of 74.91%/89.74% 
obtained by using feature selection with PCA. By comparing 
3NN ACO fitness with NP ACO fitness, we deduce that for 
the selection of 3 to 5 bands, 3NN ACO fitness leads clearly to 
better results than NP fitness. 

For the case of 3 selected bands (ACO-BS with 3NN 
fitness), there are given the confusion matrix (Table IV), the 
classified image (Fig. 3) and the corresponding 
classification histogram (Fig. 4). 
 

Table IV. Confusion matrix of 3NN classifier (ACO-BS with 3NN 
fitness; three selected bands: 3, 4, 7; the test set contains all the 
labeled pixels which do not belong to the training set). 

Assigned 
class 

Real class 
Class 1 Class 2 Class 3 Class 4 Class 5 Class 6 Class 7

Class 1 37 2 1 0 0 0 8 
Class 2 17 2223 4 0 3 0 1 
Class 3 6 2 178 7 3 13 32 
Class 4 0 0 46 1499 1 158 0 
Class 5 1 1 1 0 309 0 0 
Class 6 1 0 74 76 0 708 8 
Class 7 1 0 5 0 0 7 198 

We point out that although our experiments uses only a 
small LANDSAT image of 775 x 475 pixels in order to 
prove the model effectiveness, the proposed ACO-BS 
algorithm is intended for big data applications by its two 
following features. Firstly, band selection aims to minimize 
the necessary data to perform an accurate classification; this 
feature is useful for big images. Secondly, due to its specific 
aim to be applied for big data, the ACO-BS fitness uses low 
complexity classifiers (k-NN, NP). 

 
Fig. 3. Classified multispectral pixels in seven categories with 3NN 
classifier (three selected bands according to ACO-3NN fitness: 3, 4, 
7; seven displayed colors corresponding to the seven classes). 

 
Fig. 4. Histogram of the 3NN seven class classified multispectral 

pixels corresponding to the image given in Fig. 3. 
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ABSTRACT

Satellite images are typically classified and analyzed with rel-
atively simple features (filters). Here we introduce a method-
ology that uses contour information and we show that we can
outperform a classification benchmark with it. The prepro-
cessing duration is somewhat longer than mere (local) filter-
ing, but with the obtained information we are able to 1) ob-
tain a higher classification accuracy than other methods, 2)
analyze readily the image content exploiting the output of the
contour analysis. We demonstrate this on the collection by
Yang and Newsam (2010), consisting of 21 classes.

Index Terms— landuse classification, contour detection,
curve partitioning, grouping, perceptual organization

1. INTRODUCTION

Satellite images are typically classified based on the output
of a relatively simple feature extraction process, e.g. filtering
with different orientations, co-occurrence statistics of pixel
intensities or histogram of gradients [1, 2, 3]. The shortcom-
ing of all of these approaches is that they the do not permit
further analysis of the image, i.e. a process of image under-
standing required a novel preprocessing. Here we introduce a
former alternative, namely one based on contour information.
The alternative is not entirely new in the domain of satellite
image classification, e.g. Borrar and Sarkar have already ap-
plied various structural grouping algorithms on an aerial im-
age collection [4], but their contour processing was limited
to a small set of groups. Our approach distinguishes itself
firstly by testing a much larger variety of groups and specific
segment alignments [5]. Secondly, grouping operations oc-
cur with keypoints only (end- and midpoints of a segment),
and the analysis is therefore completed relatively quickly. We
demonstrate that our descriptor extraction is useful for 1) clas-
sification, we obtain 85% on the 21-class collection by Yang
and Newsam; and 2) it has the potential for a detailed image
analysis, we can identify category characteristic structures for
instance.

2. METHOD

Nine descriptor types are generated in total. Two describe
contour segments: segments based on edgecontours, which
are partitioned and abstracted [5]; segments based on isocon-
tours, which we abstract as shapes. The partitioned (edge)
segments are the input to a grouping process, which generates
the following four descriptor types: clots, which are clusters
of short segments; bundles, which are clusters of long, ap-
proximately parallel segments; pairs, which consist of two
segments; quads, which consist of four segments. Three de-
scriptor textures are generated, which are based on the regions
provided by contours and pairs.

The most time intensive part is the first step, namely con-
tour partitioning. For the grouping processes only the seg-
ments’ end- and midpoints are used as well as the essential
parameters length, bendness and orientation. Thus, the tem-
poral complexity of the entire grouping process is therefore
relatively low. The entire descriptor extraction process is im-
plemented in Matlab and takes ca. 32 seconds on a 2.6 GHz
Pentium machine for an image of 256x256 pixels.
Segments (Edgecontours) Edge contours are obtained with
the Canny algorithm [6] and then partitioned and abstracted
with our method described in IJCV (2010). Each segment
is then described by a vector s(o, l, a, w, ζ, b, e, i, j, {app}),
where dimensions represent geometric parameters, such as
orientation (o), arc length (l), bendness (b), jaggedness (j),
etc. as well as appearance parameters {apps}, that describe
simple statistics along the contour such as contrast, fuzziness,
etc. - they are also used for shapes, clots, bundles, pairs and
quads (to be followed). Figure 1 shows segments that are typ-
ical for a category.
Shapes (Isocontours) Isocontours are analyzed based on
their radial signature by taking the signature’s derivative
and determining its extrema from which in turn some geo-
metrical shape biases are derived; the structural analysis is
thus of low complexity as opposed to the partitioning and
grouping analysis for edge contours. A typical shape vector
is f(o, r, η, εo, ωd, ω∠, s̆a, s̆2, s̆3, s̆4, s̆5, {stats}, {apps}),
where s̆ represents some corner bias, e.g. s̆2 for ovals, el-
lipses or U-turns, s̆3 for triangles or deltoids, etc. {stats}
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Fig. 1. Example of category-characteristic (partitioned) segments for 8 images per category. Note, that only the best-matching
segments are shown.

is a list of extrema parameters such as the mean, minimum,
maximum and standard-deviation value for the maxima and
minima radii.

Groups Clots & Bundles Clots are formed by a hierarchical
cluster analysis of the segments’ midpoints (short segments
selected only). For a selected cluster, its radial and orienta-
tion statistics are taken, e.g. the minimum, maximum, aver-
age radius of the segments to the cluster center point, as well
as characterization of how the segments are aligned (same
orientation, two orientations, multiple orientations). In total

22 dimensions are employed to describe clot c. Bundles are
clusters of long segments and specifically aim at describing
a group of parallel aligned segments. They are formed and
described similar to clots.

Groups Pairs & Quads Pairs describe the detailed geometri-
cal alignment of two segments. The analysis starts by measur-
ing a number of relations between the segments’ keypoints,
which in turn are correlated to arrive at a large set of structural
biases. To select potentially representative pairs, we observe
the bias values per segment and choose those pairs, where the
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bias value is maximal for a segment. Typical biases (param-
eters) represent the degree of ribbon, closure, hyperbola, bi-
lateral symmetry along midpoints (K,D), bilateral symmetry
along sympoints (V,L), etc. Figure 2 displays pair descriptors
typical for categories. A quad is an alignment consisting of
four segments, which are formed using the pair descriptors,
in other words a quad is a pair of pair descriptors. The types
of biases that we generate for a quad descriptor are analogous
to the ones for a pair descriptor because the symmetric align-
ment of a pair of pair descriptors is essentially a symmetric
alignment of its two, individual symmetric axes of each pair.
Texture Types Texture descriptors are generated from region-
s that are outlined by either curved segments, isocontour or
approximately parallel pair of segments. They consist of typ-
ical appearance parameters but also of parameters describing
the (local) intensity topology.

3. EVALUATION

Classification We built an ensemble classifier using adaptive
boosting for training as used in other studies [7, 8]. In those
studies, a single-node decision tree (decision stumps) is used
as weak classifiers, but applying such decision stumps to in-
dividual dimensions did not yield good performance in our
case. Instead we used a pooled decision of the stumps for in-
dividual dimensions, which can be regarded as an hyperplane
separating one category from all others. The ensemble clas-
sifier was trained on individual descriptors (s,p, etc.) and
their output combined to form a final decision. With ca. 15
learning steps (hyperplanes) for each descriptor, we obtained
a classification accuracy of ca. 85% with 6-fold cross valida-
tion on the Landuse collection by Yang and Newsam [3].
Category-Characteristic Descriptors To identify category-
specific descriptors, we developed a descriptor matching
scheme in which we identify a typical range of values for
a given category, now called ’band’. They correspond to a
hypervolume in the multi-dimensional descriptor space. In a
first phase, the descriptors of images for the same category
are matched with each other and the nearest descriptor in the
other images are determined. In a second phase, the nearest
matches are compared to the best matches in all other cat-
egories in order to estimate how distinct they are. During
this phase, the ’optimal bandwidth’ (or volume) for a band
descriptor is determined by gradually growing the range and
selecting the range at which the distinctness is maximal. This
search is performed on a training set and results in a set of
band descriptors for each category.

It is difficult to illustrate such band descriptors per se as
they represent a hypervolume and not a point in the descriptor
space. Instead, we determine the best matches for an image
and plot those only. This verification is done on a testing
set and those are called category-characteristic descriptors in
figures 1 and 2.

We also carried out a classification with the band descrip-

tors, whereby integration of the ’confidence’ values occurred
similar to the ensemble classification scheme with decision
stumps. The performance was 2 percent below the one re-
ported above with the decision stumps.

4. DISCUSSION

Our classification performance (85%) on the Landuse collec-
tion by Yang and Newsam is 3 percent more than their perfor-
mance of 82% using SIFT features. The representation size
for a category is ca. 200 descriptors in total in our case, which
is comparable to the representation size of other approaches,
e.g. hundreds of SIFT features, that is the product of dimen-
sionality and number of descriptors is roughly equal.

Our preprocessing is certainly slower than the one for
mere gradient-based histogramming, but has the advantage
that the contour segments can be immediately used for inter-
pretation of object outlines. For instance, when an image was
classified as storage tanks, then we can estimate the number
of tanks more easily by knowing what its category character-
istic descriptors are.

At this point, our descriptor extraction is rather slow for
application on a large scale, e.g. our preprocessing would
take 138 hours on a typical VHR image of size 32k×32k.
Presently, our algorithms are coded in Matlab and the execu-
tion speed is thus slower than other implementations (of other
methods) which are coded in C already. Our code contain-
s also some testing routines, which could be eliminated if a
final implementation is to be tested. In summary, the process-
ing time can be significantly reduced, but will always remain
somewhat more complex and thus slower than the mere sta-
tistical approaches.
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Fig. 2. Example of category-characteristic pairs of one image per category, sorted for biases columnwise. rib - ribbon; clu -
closure; ban - banana; hyp - hyperbola; nrr - narrow; wid - wide; squ - square; coc - collinear chord.
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ABSTRACT 
The scope of this work is to feature the new ESA service 
(SARvatore) for the exploitation of the CryoSat-2 data, designed 
and developed entirely by the Altimetry Team at ESA-ESRIN 
EOP-SER (Earth Observation – Exploitation, Research and 
Development). The G-POD Service, SARvatore (SAR Versatile 
Altimetric Toolkit for Ocean Research & Exploitation) for 
CryoSat-2,  is a web platform that provides the capability to 
process on-line and on-demand CryoSat-2 SAR data, from L1a 
(FBR) data products until SAR Level-2 geophysical data products.. 
The Processor will make use of the G-POD (Grid-Processing On 
Demand) distributed computing platform to deliver timely the 
output data products. These output data products are generated in 
standard NetCDF format (using CF Convention), and they are 
compatible with BRAT (Basic Radar Altimetry Toolbox) and other 
NetCDF tool. Using the G-POD graphic interface, it is easy to 
select the geographical area of interest along with the time-frame 
of interest, based on the Cryosat-2 SAR FBR data products 
availability in the service's catalogue. After the task submission, 
the users can follow, in real time, the status of the processing task. 
The processor prototype is versatile in the sense that the users can 
customize and adapt the processing, according their specific 
requirements, setting a list of configurable options. The processing 
service is meant to be used for research & development 
experiments, to support the development contracts awarded 
confronting the deliverables to ESA, on site 
demonstrations/training in training courses and workshops, cross-
comparison against third party products (CLS/CNES CPP Products 
for instance), preparation for the  Sentinel-3 Topographic mission, 
producing data and graphics for publications, etc. So far, the 
processing has been designed and optimized for open ocean studies 
and is fully functional only over this kind of surface but there are 
plans to augment this processing capacity over coastal zone, inland 
water and over land in view of maximizing the exploitation of the 
upcoming Sentinel-3 Topographic mission over all surfaces. The 
service is open and free of charge. 

Index Terms - SAR ALTIMETRY, CRYOSAT, GPOD, 
SAMOSA, SENTINEL-3 STM 
 
 

1. INTRODUCTION 
 
In this paper, we present first the ESA G-POD framework and 
system; then we describe in detail the CryoSat-2 SAR Processing 
service integrated in G-POD and we conclude with the output 
package description and information on the contacts and 
references.    
 

2. G-POD SYSTEM 

 
The ESA Grid Processing on Demand (G-POD) system is a 
generic GRID-based operational computing environment where 
specific data-handling Earth-Observation services can be 
seamlessly plugged into system. One of the goal of G-POD is to 
provide users with a fast computational  facility  without  the need 
to handle bulky data. 
 
The G-POD system hosts high-speed connectivity, distributed 
processing resources and large volumes of data to provide 
scientific and industrial partners with a shared data processing 
platform fostering the development, validation and operations of 
new Earth Observation applications. 
In particular, the G-POD environment consists of: 
 

• Over 350 CPUs in about 70 Working Nodes 
• Over 330 TB of local on-line Storage plus 180 TB of EO 

data accessed directly from the PACs. 
• Access to Cloud processing and data resources on demand 

(from Interoute and other providers) 
• Internal dedicated 1 Gbit LAN at ESA-ESRIN and at UK-

PAC archives 
• 1 Gbps external connection 
• System: GRID Globus on Linux 

 
Actually, G-POD has more than 300TB of EO data locally stored. 
EO Data available to G-POD services come either from  ESA and 
from non-ESA mission.  
 
The G-POD web portal (Figure 1) is a flexible, secure, generic 
and distributed web platform where the user can easily manage all 
own tasks. From the creation of a new task to the output 
publication, passing by the data selection and the job monitoring, 
the user goes through a friendly and intuitive user interface 
accessible from everywhere. 
More info on the G-POD Web Portal are available here: 
http://wiki.services.eoportal.org/tiki-
index.php?page=GPOD+User+Manual#Annex  
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Figure 1: ESA G-POD Portal and Services List 

 
3. CRYOSAT-2 SAR PROCESSING ON DEMAND SERVICE 
 
The ESA G-POD Earth-Observation Service, SARvatore 
(SAR Versatile Altimetric Toolkit for Ocean Research & 
Exploitation) for CryoSat-2 is an Earth-Observation application 
that provides the capability to process remotely and on demand 
CryoSat-2 SAR data, from L1a (FBR, Full Bit Rate) data products 
until SAR Level-2 geophysical data products. 
 
The service works over any kind of surfaces but it has been so far 
optimized for ocean studies. It will be “soon” enhanced for inland 
water and land. The service is based on the SAR Processor 
Prototype that has been developed entirely by the ESA-ESRIN 
EOP-SER Altimetry Team (the authors) for CryoSat-2 validation 
purposes and preparation for the Sentinel-3 mission, with the 
following system features: 
 

• SAR/SARin FBR/L1b DATA Archiving and Cataloguing  
• SAR/SARin L1b Processor Prototype (Standard Delay- 

Doppler Processing)  
• SAR/SARin L2 Retracker Prototype with SAMOSA 

Analytical Model and LEVMAR Least Square  Estimator 
(Ray et al., 2014) 

• Input: CRYOSAT SAR/SARIN FBR DATA 
• Output L1b   Radar  Echogram 
• Output L2  SSH, SLA (w/o SSB), SWH, sigma0, wind 

speed  
 
The ESRIN EOP-SER ALT Team succeeded to compile the 
processor for a 64-bit Linux platform and delivered to the ESA G-
POD team the executable codes, the input archive (CryoSat SAR 
FBR) and satellite footprints (ASCII tracks). 
Now, the toolkit has been fully integrated in the GPOD System for 
gridded and on-demand computation. 
The objectives of the service integration in GPOD are:  

• to experiment in-house research themes that will be further 
matured in the ESA-funded R&D projects;   

• to provide  expert users with  consolidated SAR geo-
products to get acquainted with the novelties and specifities 
of SAR Altimetry;  

• to  validate CryoSat-2 ocean  products and get prepared for 
the exploitation of Sentinel-3 mission. 

 
The service is open, free of charge and accessible on line from 
everywhere. In order to be granted  the access to the service, you 
need an EO-SSO (Earth Observation Single Sign-On) credentials 
(for EO-SSO registration, go to 
https://earth.esa.int/web/guest/general-registration) and afterwards, 
you need to submit an e-mail to G-POD team (write to eo-
gpod@esa.int), requesting the activation of the service for your 
EO-SSO user account. 
After a registration to EO-SSO, users can freely access at the on 
line service at: 
          https://gpod.eo.esa.int/services/CRYOSAT_SAR/ 
The service is listed under the Marine Theme. You can find it 
using the search bar as well.  
 
The current GPOD service works only in SAR Mode (no SARIN 
or LRM mode).As of October 2014, in the service catalogue, we 
have stored 87 thousands of SAR passes over all the globe for  
periods of 2010, 2011, 2012*, 2013 and 2014* (for the years with 
* asterisk, data ingestion is still on-going). This amount to 16 TB 
of CryoSat-2 FBR data archived into G-POD storage. At this time, 
the system is ingesting the SAR data for year 2012. They can be all 
processed on-demand and on line at user request. 
 

4. WEB USER INTERFACE 
 
Once you get to the service page (Fig. 2),  the first action is to 
select the zone of interest and the time of interest for the required 
run. Regarding the selection of the area of interest, the user can 
simply drag in the world map a rectangle, after clicking on the 
rectangle icon on the tool bar. Instead, for more precise geo-
selection, the user can type directly the geo-coordinates of the area 
of interest using the geographical bar. 

 
Regarding the time of interest, the user may set the start and stop 
dates in the calendar bar. By default, the start date is the time of 
CryoSat-2 launch and the stop date is set at 2 months prior to the 
current date. The GUI embeds all the standard buttons for image 
browsing as panning, zoom-in zoom-out, centering, undo, redo, 
reset, etc. 
 
Once the time and geo selection is done, clicking on the 
“QUERY” button, the service lists all the CryoSat-2 passes 
matching the time and space requirements.  The CryoSat-2 SAR 
tracks, crossing the area of interest, are then shown on the world 
map in overlay. The graphical interface lists at maximum 100 
passes for page and informs users of the total number of found 
passes. The user can decide which passes to select by clicking on 
the passes, select all, or delete some specific passes from the list. 
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Figure 2: G-POD CryoSat-2 Service Main Interface 

 
On the top right, user finds a preference panel wherein user can set: 
 

• Name of the current task  
• Ftp Server where to publish the results (portal or personal)  
• Data compression (tgz, none, single file) 
• Grid Computing Resources 
• Task Priority  

 
The last step, before submitting the task, is to set the list of 
processing options. Indeed, the processor prototype is versatile in 
the sense that the users can customize and adapt the processing 
algorithms with flags and parameters, according their specific 
requirements, acting upon a list of configurable options.  In the G-
POD interface, users can easily enter this list of processing options 
via a series of drop-down menus. The configurable options are 
divided according to the processing level they refer to (L1b and 
L2).  
The current list of processing options is expected to be 
incremented before the end of the year, allowing even more fine-
tuning of the state-of-the-art SAMOSA algorithm used in the 
processing (Ray et al., 2014). 
Once the user has selected his processing options, in order to 
submit the task to G-POD Computing Elements, remains to click 
on the “PROCESS IT” button. 
 
After submission of a job, users will be directed to the workspace 
page where they can monitor in real time the status of the run and 
can be notified on the run status. The color code is: 
 

• Orange   run under processing 
• Green   run completed 
• Red   run failed 

 
Furthermore, by clicking on the task, the user can have more 
information on the processing task, such as: 

• Task Id  
• Task Creation Time 
• Processing Id 
• Grid Working Node Id 
• Task Progress (retrieving, processing, publishing) 

 
After run completion, by clicking on the button “Jobs 
Information”, the user can inspect:  
 

• the GPOD log file (.stdout or .stderr) where eventual errors 
on data retrieving or data storing are reported 

• the prototype configuration file (L1b_CONFIG_FILE.log 
and L2_CONFIG_FILE.log) where are reported all the 
processing options 

• the prototype log files (L1b_start.log and L2_start.log) 
where are reported eventual prototype processing errors. 

 
Users can also decide to change one or more processing options 
and then re-submit the task. In case of successful run completion 
(green status), the portal will provide user an http link from where 
to download the output package on the user’s own local drive. The 
users can order to post the package directly on a personal ftp server 
after having communicated to the web platform the ftp server 
credentials (through the “publish servers” sub-menu). This is the 
recommended option in case of processing of large amount of data. 
 
5. OUTPUT PACKAGE & BRAT TOOLBOX 
COMPATIBILITY 
 
The output package consists of : 
 

• Satellite Pass Ground-Track in KML format 
• Radar Echogram Picture in PNG format 
• L2 Data Product in NETcdf format containing all the 

scientific results 
 

The netCDF format is self-explanatory with all the data field 
significance described in the attributes. The NETcdf Data Product 
follows the CF (Climate&Forecast) 1.6 Convention and can be 
opened with any standard NETcdf tools (ncdump, HDFview, etc.). 
Anyhow, the recommended option is to ingest the NETcdf Data 
Products in BRAT Toolbox in order to exploit all the BRAT 
functionalities to browse and visualize the output content (Fig. 3). 
 
The Basic Radar Altimetry Toolbox (BRAT) is a software suite 
designed to facilitate the use of radar altimetry data. It is able to 
read most distributed radar altimetry data, from ERS-1, ERS-2, 
TOPEX/Poseidon, Geosat Follow-On, Jason-1, Jason-2, Envisat, 
and CryoSat-2, to perform some processing, data editing and 
statistics, and to visualize the results. As part of the Toolbox, a 
Radar Altimetry Tutorial gives general information about radar 
altimetry, the technique involved and its applications, as well as an 
overview of past, present and future missions, including 
information on how to access data and additional software and 
documentation. It also presents a series of data use cases, covering 
all uses of altimetry over ocean, cryosphere inland water and land, 
showing the basic methods for some of the most frequent manners 
of using altimetry data. BRAT has been developed under contract 
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with ESA and CNES (http://www.altimetry.info and 
http://earth.esa.int/brat/). 
 

 
Figure 3:  G-POD SAR CryoSat-2 Data products (Wave 
Height) opened in BRAT 

 
6. CONCLUSIONS 

 
To foster a new generation of SAR altimeter specialists and to get 
prepared for the Scientific Exploitation of Operational Missions 
(SEOM), a configurable versatile SAR processor has been 
developed and hosted in the ESA GPOD infrastructure. The G-
POD Service, SARvatore (SAR Versatile Altimetric Toolkit for 
Ocean Research & Exploitation) for CryoSat-2, is a web platform 
that provides the capability to process on-line and on-demand 
CryoSat-2 SAR data, from L1a (FBR) data products until SAR 
Level-2 geophysical data products, with a suite of selectable 
configuration parameters. The processing algorithms are the ones 
used in the Sentinel-3 Ground Segment, which mathematical 
model is described in Ray et al. (2014). The Basic Radar Altimeter 
Toolbox can display the output of SARvatore. The service is open, 
free of charge and accessible on line from everywhere.  
 

7. FURTHER INFORMATION 
 

For any question, bugs and support, please contact us at: 
altimetry.info@esa.int 
For G-POD platform specific questions please contact 
eo-gpod@esa.int 
Service Manual available at: 
 http://wiki.services.eoportal.org/tiki-
index.php?page=GPOD+CryoSat-
2+SARvatore+Software+Prototype+User+Manual 
Service available at: 
 https://gpod.eo.esa.int/services/CRYOSAT_SAR/ 
BRAT available at: 
http://earth.esa.int/brat 
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ABSTRACT 

 
This paper introduces the additive kernel Support Vector 
Machines (AK-SVMs) for content-based remote sensing 
image retrieval (CBIR). The AK-SVMs are a type of non-
linear SVMs that provide a high CBIR performance with a 
similar computational complexity as the linear SVMs. We 
initially introduce histogram intersection (HI) additive 
kernel, which evaluates similarity between histogram 
features used to represent images. Then we analyze the 
effectiveness of AK-SVMs in terms of both retrieval time 
and accuracy by introducing its exact and approximate 
implementations with HI kernel. Experiments carried out on 
an archive of aerial images show that AK-SVMs 
significantly speeds up the retrieval process while keeping 
the advantages of non-linear SVMs. Thus, the AK-SVMs 
are very practical for large scale real-time RS image 
retrieval problems. 
 

Index Terms— Additive kernels, support vector 
machines, content based image retrieval, histogram 
intersection kernel, remote sensing. 
 
 

1. INTRODUCTION 
 
The tremendous technological advancements in remote 
sensing (RS) satellites of the last decade resulted in the 
availability of large-volume image archives. The volume of 
these archives will further increase in the next years when 
the number of RS image acquisitions will considerably 
augment. Accordingly, one emerging requirement in RS 
image retrieval is the need of fast and accurate methods that 
search and retrieve RS images similar to a user selected 
query image. In the last decade content-based image 
retrieval (CBIR) has attracted increasing attentions in the RS 
community particularly for its potential practical 
applications in RS image query [1]. CBIR systems use low 
level features for extracting the semantic content of the 
images. This is done by addressing semantic gap problem 
that is occurred between the low-level features and high-
level semantic content and leads to poor CBIR performance 
[2-4].  

In order to confine the semantic gap, relevance feedback 
(RF) schemes have been developed to improve the 
performance of CBIR by taking user’s (i.e., an oracle who 
knows the correct labeling of all images) feedback into 
account [2-4]. The RF provides relevant and irrelevant 
images with respect to the query image. CBIR with 
annotated images can be modeled as a binary-classification 
problem (the class of relevant images, and the class of the 
irrelevant images). Thus any supervised classification 
method can be used in the context of CBIR by training the 
classifier with the annotated images.  

Recently, the Support Vector Machine (SVM) classifier 
became popular for the solution of CBIR problems in RS 
[1]. This is due to its capability to solve complex non-linear 
classification problems, which are common in CBIR tasks. 
However the computational complexity of the classification 
phase (i.e., the retrieval phase) of the non-linear SVM is 
linearly proportional to the number of support vectors (SVs) 
derived in the learning phase of the classifier. The SVs are a 
subset of samples the annotated training set and define the 
discriminant function modeled by a hyperplane. As 
expected, the computational time of the retrieval process 
raises linearly if the number of annotated images increases. 
Thus, at each RF step with non-linear SVMs, the time taken 
from computations in the retrieval phase increases while the 
classification models improves. Although the linear SVM is 
more suitable for real-time applications (because of its 
smaller memory requirements and lower computational 
complexity), it is not appropriate as results in low retrieval 
performance [5-6].  

In order to reduce the computational time of non-linear 
SVMs for large-scale RS retrieval problems in this work we 
introduce in RS additive kernel SVMs (AK-SVMs). On the 
one hand the AK-SVMs have the same computational 
complexity of linear SVMs. On the other hand they provide 
more accurate retrieval results than linear SVMs, as they 
keep the advantages of non-linear SVMs. Note that in recent 
years the AK-SVMs have gained an increasing interest for 
image retrieval problems in the computer-vision 
communities [4], whereas their use in RS has not been 
explored yet. 

The remaining part of this paper is organized as follows. 
Section 2 introduces the AK-SVMs. Section 3 describes the 
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considered data archive and illustrates the experimental 
results. Finally, Section 4 draws the conclusion of this work. 
 

2. FAST CONTENT BASED REMOTE SENSING 
IMAGE RETRIEVAL 

 
2.1. Problem Definition 
 
Let   be an archive made up of R remote sensing images

 1 2, ,..., RX X X , where iX  is the i-th image defined as 

 1 2, ,..., L
i i ix x x , 1, ...,i R . l

ix , 1,...,l L , is the l-th feature 

describing the content of the i X  and L is the total 

number of features. Let  1 2, ,..., L
q q q qx x xX  be a query 

image. We assume that an initial training set trainX  of 
relevant and irrelevant images is constructed by the user and 
is expanded through RF iterations. In order to drive RF for 
the selection of relevant and irrelevant images different 
approaches have been developed, such as active learning 
(AL) based approaches [1]. In general, after each RF round 
the selected images are annotated and then included in the 
current set of annotated relevant and irrelevant images. 
Then, the classifier is trained with the updated training set 
and the retrieval of the images under investigation is carried 
out. These processes are repeated until the user is satisfied 
with retrieval performance. In this paper in order to retrieve 
images similar to qX  from   we focus on the classification 
step of retrieval and introduce the AK-SVMs in the 
framework of CBIR in RS to significantly speed up the 
retrieval process with a high retrieval accuracy. Note that 
the AK-SVMs can be used at each RF iteration and with any 
RF method.  
 
 2.2. Additive Kernel Support Vector Machines 
 
SVMs divide the L-dimensional image feature space into 
two subspaces, one for each class, using a discriminant 
function which is a hyperplane. Let us first analyze the 
general concept of non-linear SVMs. The decision rule 

( )if X  of a non-linear SVM used to find the category of an 
unknown image in the kernel space is given by: 
 

1

( ) ( )
m

i j j j i
j

f y K , b


 X X X  (1) 

 

where ( , )K    is the kernel function, m is the number of SVs 
(which are a subset of the training samples train

j X X ) and 
, 1,...,j j m   are the Lagrange multipliers of SVs. From 

(1) one can see that m kernel computations are needed to 
analyze an image iX  with the non-linear SVM and that all 

the m SVs must be stored. Let us assume that these kernels 
can be computed with a complexity given by O(R), where R 
is the number of images in  . Then, the overall complexity 
of the non-linear SVM classifier is O(mR). Thus, if the value 
of m (which can often be a significant fraction of the 
training data) increases, the computational complexity of 
SVM classification increases. In order to reduce the 
computational time, here we exploit the AK-SVMs. A 
kernel is additive if it can be written as [5-6]: 
 

   
1

, ,
L

l l
i j l i j

l

K K x x


X X                                                  (2) 

 

where  ,lK    is the kernel function for the l-th feature only. 
Then, the resulting SVM decision function is also additive: 

1

( ) ( )
L

l
i l i

l

f f x b


 X                                                         (3) 

where
1

( ) ( , )
m

l l l
l i j j l i j

j

f x y K x x b


  . An effective additive 

kernel presented in the computer-vision community is the 
histogram intersection (HI) kernel. Accordingly, in this 
work we focus on the HI kernel, which is defined as: 
 

   
1

, min ,
L

l l
j i j i

l

K x x


X X                                               (4)              

 

Note that the HI kernel is a positive definite parameter-free 
kernel for non-negative features [5-6]. In the case of using 
the HI kernel, the decision function in (1) can be re-written 
as: 
 

 
1 1

( ) min ,
m L

l l
i j j j i

j l

f y x x b
 

   
 

 X                               (5) 

 

If we change the order of summations in (4), we obtain: 
 
 

 
1 1 1

( ) min , ( )
L m L

l l l
i j j j i l i

l j l

f y x x b f x b
  

 
    

 
  X        (6) 

where  
1

( ) min ,
m

l l l
l i j j j i

j

f x y x x


  . If the l
jx  values are 

sorted in increasing order (with corresponding   values 
and labels iy ) and largest r index is found such that l l

j ix x

, ( )l
l if x  can be calculated using the following equation: 

 

1 1

( )
r m

l l l
l i j j j i j j

j j r

f x y x x y 
  

                                          (7)          

 

Both the first and the second summation parts in (7) are 
independent from l

ix , and depend only on SVs and the 
Lagrange multipliers. Thus, these parts can be pre-computed 
only once, while r should be estimated with respect to each 
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l
ix . As a result, ( )if X  can be computed with a 

significantly reduced complexity O(log(m)) and the HI 
kernel based AK-SVM can be implemented with a speed up 
of O(m/log(m)) without any loose in the retrieval accuracy. 
This approach provides the fast exact implementation of 
AK-SVM with HI kernel.  
 It is worth noting that the function given in (7) may 
allow to approximate the final discrimination function given 
in (6) by approximating each dimension independently. As a 
result an additional advantage of the AK-SVMs with HI 
kernel is that its approximate versions can be computed 
much faster. To this end piecewise linear polynomial 
approximation is found very efficient in [5-6]. This 
approximation approach characterizes the function ( )l

l if x  in 
each dimension as a piecewise polynomial function using b 
sections (i.e., bins). This results in the same computational 
complexity of the linear SVM with a possible reduction on 
the retrieval accuracy (depending on the value of b). This 
approach provides a fast approximate implementation of 
AK-SVM with HI kernel.  

 
3. EXPERIMENTAL RESULTS 

 

In order to assess the effectiveness of the AK-SVMs we 
carried out several experiments on an archive that consists 
of images selected from aerial orthoimagery with a spatial 
resolution of 30 cm [7]. The images characterize 21 
categories (i.e., classes) and each category includes 100 
images that were downloaded from the USGS National Map 
of the following US regions: Birmingham, Boston, Buffalo, 
Columbus, Dallas, Harrisburg, Houston, Jacksonville, Las 
Vegas, Los Angeles, Miami, Napa, New York, Reno, San 
Diego, Santa Barbara, Seattle, Tampa, Tucson, and Ventura.  
For the further detailed information on the archive refer to 
[7].  

In the experiments, images are modeled by bag-of-
visual-words (BOVW) representation of the local invariant 
features extracted by the scale invariant feature transform 
(SIFT). To obtain the BOVW representations of images 
(which summarizes the SIFT descriptors), kernel k-means 
clustering was applied to 100000 randomly selected SIFT 
descriptors by selecting k=150. Then, the SIFT descriptors 
are quantized by assigning the label of the closest cluster. 
The images downloaded from the National Map are in the 
red-green-blue (RGB) color space. In order to use SIFT in a 
coherent way with [7], each image is converted to grayscale. 
In the experiments, L2 normalized SIFT histogram features 
have been used, i.e., the components are normalized so that 
the feature vectors have length one. The bin number b is set 
to 20 in all the experiments for the implementation of the 
fast approximate AK-SVMs with HI kernel. All 
experimental outcomes are referred to the average results 

obtained in 30 trials according to thirty randomly selected 
initial query images from each category. In the experiments 
we selected a query image from the agriculture and the 
forest categories and assessed the retrieval performance on 
the top-40 retrieved images. We carried out many different 
experiments. For space constraints, we report and discuss in 
detail the cases in which the initial query image is selected 
from the categories of: i) agriculture; and ii) forest.  

In the experiments, we compared different 
implementations of AK-SVMs with HI kernels, such as: 
standard implementation; ii) fast exact implementation; and 
iii) approximate implementation. In the comparison we 
report the results when the number of training samples 

trainX is selected as 168 and 672 for both query images. 
Table 1 and Table 2 show the average precision, standard 
deviation and retrieval time obtained when the query image 
is selected from the agriculture and forest image categories, 
respectively. In the tables the total number trainX of training 

samples is given together with the number of SVs ( SVs ). 
From the results we can see that the fast and exact 
implementations are as stable as the standard 
implementation of the AK-SVMs (i.e., similar standard 
deviation over the thirty trials is obtained). Moreover, from 
the results one can observe that the computational time of 
the standard implementation of the AK-SVM with HI kernel 
is significantly reduced both with the presented fast exact 
and fast approximate implementations, while obtaining the 
same (or very similar) accuracies for both image categories. 
For example, in order to reach a retrieval accuracy of 
92.58%, the fast exact implementation of the AK-SVM with 
HI kernel is about 24 times faster than the standard 
implementation for retrieving forest images (see Table 2). 
Moreover, the fast approximate implementation is 82 times 
faster than the standard AK-SVM implementation (see 
Table 1). From the table one can also observe that if the 
number of SVs increases the gain in time increases for both 
data sets. For example the approximate implementation is 
30 times faster than the standard implementation when
SVs 34 , whereas it is 75 times faster when SVs 80  

without any significant loss in the retrieval accuracy. This 
shows that the speedups are much more significant in the 
case of the larger number of support vectors (i.e., training 
samples).  

Note that these results are obtained using a small archive 
and the gain in time is expected to increase by increasing the 
volume of the data analyzed.  
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Table 1: Average Precision (AP), standard deviation (std) and retrieval time (in seconds) obtained by the AK-SVMs with a) standard 
implementation; b) fast exact implementation; and c) approximate implementation of HI kernel (retrieval of agriculture images). 

Search 
Method 

168train X  ; SVs 34   672train X ; SVs 80  

AP std Speed Up AP std Speed Up 
Standard 99 1.41 - 98.8 1.43 - 

Exact 99 1.41 12x 98.8 1.43 21x 
Approximate 99 2.04 30x 98.75 1.93 75x 

 
 
Table 2: Average Precision (AP), standard deviation (std) and retrieval time (in seconds) obtained by the AK-SVMs with a) standard 
implementation; b) fast exact implementation; and c) approximate implementation of HI kernel (retrieval of forest images). 

Search 
Method 

168train X  ; SVs 40   672train X ; SVs 102   

AP std Speed Up AP std Speed Up 
Standard 87.75 11.70 - 92.58 1.2 - 

Exact 87.75 11.70 12x 92.58 1.2 24x 
Approximate 87.25 11.90 30x 92.08 1.2 82x 

 
 

4. CONCLUSION 
 
In this paper we have presented the AK-SVMs with HI 
kernel in the context of content based remote sensing image 
retrieval problems. In particular we introduced in remote 
sensing two different implementations for AK-SVMs: i) fast 
exact; and ii) fast approximate implementations with HI 
kernel. These implementations allow computing AK-SVM 
decision function in a small number of calculations, thus 
significantly speeding up the retrieval process without any 
significant loss in the retrieval accuracy. It is worth noting 
that the two algorithms to exact and approximate 
implementations of AK-SVMs with HI kernel are associated 
with different retrieval times and only slightly different 
accuracies. For example, the approximate version is very 
fast thanks to an approximation of the final discrimination 
function, whereas a very slight reduction on the accuracy 
can be attained. On the contrary, the exact implementation is 
slower, however guarantees the same retrieval accuracy 
obtained with the standard implementation of the AK-
SVMs. Experimental results obtained on an archive of aerial 
images show that the AK-SVMs allows one to significantly 
reduce image retrieval time with high retrieval accuracy.  
As a future development of this work, we plan to test the 
performance of other additive kernels in the context of 
CBIR with SVMs.  
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ABSTRACT

Satellite images are a Big Data source of information, from
the volume, velocity and variety point of view. The current
feature extraction and machine learning techniques have to
be reconsidered in the context of today’s data-driven revolu-
tion. Until new computational paradigms will be proposed,
accelerating the existing methods appears to be an acceptable
short-term solution. We propose an extension of the local bi-
nary patterns suitable for multivariate images, combined with
an out-of-the-box machine learning approach for the purpose
of object detection in high resolution satellite images. We
present our performance evaluation on both sequential and
parallel implementations on GPU and show results for house
roof detection.

Index Terms— Big Data, feature extraction, machine
learning, object detection, GPU

1. INTRODUCTION

According to the International Data Corporation (IDC) Top
10 Technology Predictions for 2014, spending on Big Data
technologies and services will grow by 30% in 2014, surpass-
ing $14 billion as demand for big data analytics skills contin-
ues to outstrip supply. The race will be on to develop data-
optimized cloud platforms, capable of leveraging high vol-
umes of data and/or real-time data streams. Big Data is less
about data that is big than it is about a capacity to search, ag-
gregate, and cross-reference large data sets. A first definition
of “Big Data” was given by Cox & Ellsworth [1]: “Visualiza-
tion provides an interesting challenge for computer systems:
data are generally quite large, taxing the capacities of main
memory, local disk, and even remote disk. We call this the
problem of big data.”

Gartner analyst Doug Laney introduced the Three Vs con-
cept in a 2001 MetaGroup research publication (3D data man-
agement: Controlling data volume, variety and velocity). Vol-
ume is the large amount of data that can be stored. Velocity is

the rate at which this data is collected. Today, various sensors,
satellites or computers continuously collect data at a consis-
tent rate from anywhere at any time (data streams). Variety
refers to the vast, diverse types of data that is recorded, stored,
processed and analyzed. The fourth V can be value, variabil-
ity or virtual. Recent surveys on Big Data can be found in [2]
and [3].

Data mining, information extraction and various types of
data measurements offer extremely valuable insights, but we
need to be careful what we measure. Data are often reduced to
what can fit into a mathematical model. Gathering and main-
taining large collections of data is one thing, but extracting
useful information from these collections is even more chal-
lenging. The actual emphasis is on real-time and highly scal-
able predictive analytics, using fully automatic and generic
methods that simplify some of the typical data scientist tasks.
The value of information is not related to its size: bigger data
are not always better data. The size of data should fit the re-
search question being asked; in some cases, small is best [4].
The Big Data revolution has continually diminished the im-
portance of data quality. Actually, we look for relevant data,
otherwise, it is just data.

Machine learning has developed as a collection of tools
for a number of technologies that have been developed, re-
fined and fallen in and out of fashion over the past decades,
including pattern recognition, artificial intelligence, computa-
tional intelligence, expert systems and data mining. But what
is new in the context of Big Data? According to Christopher
Bishop, we are at the start of a data-driven revolution. To ex-
ploit this data to the full and drive the revolution we need new
techniques for machine learning that scale [5]. Many learning
algorithms do not scale well enough to take advantage of large
datasets [6] and we presently miss the unifying overview of
Big Data specific machine learning techniques [5].

As the volume of data increases, the trend is to have
more challenging and computationally demanding problems
that can become intractable for traditional CPU architectures.
Presently, the GPU peak performance is growing at a much
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faster pace than the CPU performance. The high-parallelism
inherent to the GPU makes this device especially well-suited
to address machine learning problems with prohibitively com-
putational intensive tasks. An increasing number of machine
learning algorithms are implemented on the GPU.

Satellite images have the characteristics of Big Data if we
consider them as data streams and we possibly analyze them
in conjunction with data from other sources. The size of these
raw image datasets themselves is so large that it may even be-
come impractical to store them. Rather, these images may be
analyzed on the fly to produce sequence data, which then can
be retained. For instance, environmental data arriving con-
stantly from satellites and weather stations are used to com-
pute weather coefficients that are essential for agriculture and
viticulture. In a real-life application, the reference evapotran-
spiration coefficient, overlaid on regional maps, is provided
each day by the California Department of Water Resources to
local farmers and turf managers to plan daily water use [7].
Such compute/data intensive applications operating on real-
time data to support more users and higher-resolution data
pose data engineering challenges.

In this context, we address the problem of feature extrac-
tion and machine learning on satellite images, for the purpose
of object detection. We use a standard technique for feature
extraction and extend it to color image domain. For object
detection we use a boosted cascade of simple features, intro-
duced in [8]. The experiments illustrate both the sequential
and the parallel GPU implementations.

2. FEATURE EXTRACTION

Local image feature extraction and description have been at-
tracting a lot of attention in recent years. Various feature de-
scriptors have been proposed by emphasizing different image
properties such as pixel intensities, edges, local contrast, color
or texture: SIFT [9], PCA-SIFT [10], GLOH [11], SURF
[12], shape context [13], generalized correlograms [14] and
CS-LBP algorithm [15]. These methods use histograms to
represent different characteristics of image appearance or ob-
ject shape without requiring segmentation. Local features
have the advantage that they are tolerant to certain illumina-
tion changes, perspective distortions, image transformations,
and they are very robust to occlusion. However, most of them
were designed for gray-scale images.

We focused on local binary patterns (LBP) [16] mainly
because its extension, the multi-scale block LBP (MB-LBP)
[17] is suited for a machine learning process and implicitly for
a data mining/Big Data approach. LBP has a fixed window-
size and is not appropriate for the machine learning task that
follows. The MB-LBP allows the machine learning approach
to choose the most fit LBP features to be used for object or
key-point characterization. Last but not least, the existing
LBP versions are also defined for gray-scale images, thus we
propose to use the Hue component from the HSV color space.

3. EXPERIMENTAL RESULTS

We experimented with various ways of adding the color infor-
mation to the LBP codes. We computed the 8bit LBP codes
on the Hue channel (H) and combined them with the origi-
nal gray-scale codes (Y): H+Y represents an extended set of
LBPs as the reunion of the two sets of codes, while the H&Y
codes are obtained by concatenating the two codes into 16
bit ones. To illustrate the potential of our proposed MB-LBP
codes we trained, using the OpenCV implementation of Ada-
boost and our codes, a cascade classifier which can detect
house roofs in isolated regions. The added color information
can be used regardless the application to increase the discrim-
inative power of the codes. In Fig. 1 we show the house roof
detection results at various stages (8th, 12th and final-14th)
of classifier training, represented graphically as red circles,
using H+Y codes.

Fig. 1. House roof detections on a 512× 512 crop.

A qualitative comparison of our four MB-LBP codes is
presented in Fig. 2. In order to make a fair comparison, we
show the detections obtained for the same error rate of the
classifier (even if the number of stages may differ).

(a) H&Y MB-LBP codes (b) H+Y MB-LBP codes

(c) H MB-LBP codes (d) Y MB-LBP codes

Fig. 2. Qualitative comparison of the detections.

The error rate (i.e. of false positives) decreases in a neg-
ative exponential way, from a training stage to the following
one, as depicted in Fig. 3.
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Fig. 3. Classification error as a function of stage number.

4. ACCELERATION ON GPU

Fig. 4 depicts the comparison between the performance
(running time) of the sequential implementations of the
previously-presented MB-LBP codes as a function of image
size. In order to address the highly intensive task of data-base
indexing and data mining, the boosting of the performance
of proposed algorithms definitely requires parallelizing the
algorithms and implementing them on multi-processor or
multi-core architectures.

Fig. 4. Performance comparison of the sequential approaches.

We propose a GPU implementation for the detect single
scale algorithm that can be found in the OpenCV library. A
conventional GPU algorithm calls a one time kernel with the
number of threads equal to the number of pixels in the query
image. The drawback of this implementation, in the con-
text of a cascade classifier, is that after every stage approx-
imately half of the threads are no longer useful because the
pixel location was already disconsidered. We propose calling
a GPU kernel after every stage, allocating the exact number
of needed threads and thus eliminating the overhead caused
by irrelevant contextual changes. Calling the kernel multiple
times also causes an overhead, but as our test show, for large

images, the time is much less significant. The overhead can
be further reduced with the use of shared memory.

The algorithm pseudo-code is presented below, where pos
is a vector of object positions, which contains initially all the
pixel locations in the image; nth is the number of threads,
nvc is the number of valid MB-LBP codes:

pos← [0, 1, · · · , image.width× image.height]
repeat for all stages

nth← Card( pos)
initialize GPU kernel ( image, pos, stage, nth )
repeat in parallel for all threads

repeat for all MB-LBP codes in stage
c← check MB-LBP code ( pos[thread] )
if ( c = TRUE )

nvc← nvc+ 1
if ( nvc != number of MB-LBP codes in stage )

delete pos[thread]

The function initialize GPU kernel copies all the in-
put data to the kernel, initializes it with the given number of
threads and enqueues the kernel call. The function check MB-
LBP code tests the current position, for the presence of the
MB-LBP code, in the appropriate sub-position.

Fig. 5 shows the performance of the parallel implemen-
tations on GPU. The running time depends on the number of
MB-LBP codes required at each training stage, the number of
stages, as well as memory management. The test results were
obtained on an Intel i5 @ 2.8GHz, with 4GB RAM and an
ATI HD 5770 GPU. The implementation was run on a Win-
dows 7 64bit operation system platform, on a single CPU. The
SDK we used was AMD APP SDK v2.9 Windows 64bit. Re-
garding the GPUs, the RAM size was 1GB and 800 Shader
Processors, 40 texture units and 16 raster operators.

Fig. 5. Performance of the parallel implementations.

The original image resolution was 4352 × 8448 pixels.
We used Google Maps images in RGB format of the Sohodol
village, Brasov county, Romania (45◦31′41′′N 25◦24′8′′E).
In Fig. 6 we show the results on a 2560× 2560 crop.
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Fig. 6. House roof detections on a 2560× 2560 crop.

5. CONCLUSIONS

GPUs are widely available and relatively inexpensive. The
high-parallelism inherent to the GPU makes this device espe-
cially well-suited to address image processing and machine
learning problems with prohibitive computationally-intensive
tasks. For some dataset and computer architecture, our par-
allel implementation runs 5.5 times faster than the sequential
implementation. Our approach is generic and can be adapted
to any type of object. In addition, it has the potential to scale
for future devices with increasing number of compute units.
Advanced GPU concepts like shared memory would improve
our approach, by eliminating the overhead due to host-to-
device copy operations, which is a major drawback. Using
multiple devices on host system with peer-to-peer memory
access would prove the scalability of our approach.
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HIGHLY PARALLEL HARDWARE ARCHITECTURES FOR LOSSY HYPERSPECTRAL
IMAGE COMPRESSION ON-BOARD SATELLITES

Lucana Santos, Aday Garcı́a, José Fco. López and Roberto Sarmiento
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Gran Canaria, Spain

ABSTRACT
In this research work, we develop and present working imple-
mentations of an algorithm for lossy on-board hyperspectral
image compression. In particular, we implement the Lossy
Compression for Exomars algorithm on an Nvidia Tesla graph-
ics processing unit (GPU) as well as on an FPGA. The exper-
imental results show that the GPU implementation yields sig-
nificant speedups of up to ×15.41. On the FPGA side, the
implementation results on a Virtex 5VFX130 display effective
performance in terms of area (maximum device utilization at
14%) and frequency (86 MHz). We also demonstrate the fea-
sibility of the LCE algorithm to be implemented on a space-
qualified FPGA. A comparison of the technologies utilized to
implement the LCE is also provided, showing that, although
the GPU is the one yielding the highest throughput, the FPGA
offers the best trade-off between performance, low power con-
sumption and flexibility.

Index Terms— hyperspectral image compression, parallel
architectures, GPU, FPGA

1. INTRODUCTION

While the resolution of the remote sensors and the acquired
data rates continue to increase, the available downlink band-
width is comparatively stable. The solution offered is to apply
data compression on-board the satellite to reduce the data vol-
ume prior to transmission to the ground station. This is only
possible if the on-board payload data processors are capable
of accomplishing the compression tasks efficiently. In particu-
lar, Earth Observation missions have the highest performance
needs for data processing, data reduction and compression; and
future missions and applications will require more powerful
on-board processing platforms.

Most hyperspectral compression algorithms are inherently
data and task-parallel, therefore parallel hardware architec-
tures represent a very interesting alternative to speed up the
compression process and achieve a high throughput compati-
ble with an on-line compression scheme. Among the possible
parallel implementations, FPGAs present multiple advantages
such as the ability to apply parallel processing to increase
throughput, provide flexibility to adapt the designs to succes-
sive upgrades of compression algorithms as well as scalabil-
ity and data integrity features. GPUs have likewise become

popular for data-intensive computation, making it possible to
achieve a substantial acceleration of algorithms. These devices
are at the moment not qualified to operate in space, however
they represent a promising alternative.

The Lossy Compression for Exomars (LCE) algorithm [1]
was specifically designed for the compression of hyperspec-
tral images on-board satellites. Hence, it meets several im-
portant requirements which facilitate its implementation on the
available on-board hardware and exhibits high compression ef-
ficiency at the same time. Its compression scheme, based on
processing independent blocks of data, make it a good candi-
date for and implementation in technologies which can exploit
parallel processing. This is the case of both, GPUs and field-
programmable gate arrays (FPGAs).

In this paper, we present an implementation of the LCE
algorithm on a GPU using Nvidia Computer Unified Device
Architecture (CUDA); and an implementation of the same
algorithm on an FPGA using high-level synthesis (HLS) tools.
We demonstrate the features of the algorithm in terms of
low-complexity and hardware-friendliness. Furthermore, we
present the strategies followed to exploit parallelization as
much as possible, by removing data dependencies and sim-
plifying computations along the algorithm flow. Finally the
performance of both technologies GPU and FPGA is evalu-
ated in terms of throughput, area occupancy (in the case of the
FPGA) and power consumption.

The rest of this paper is organized as follows: Section 2
shows a brief description of the LCE algorithm; Section 3 and
4 explain its implementation on a GPU and an FPGA respec-
tively; finally, Section 6 draws the conclusions.

2. THE LCE ALGORITHM

The Lossy Compression for Exomars (LCE) algorithm [1] was
conceived with the aim of fulfilling the data compression needs
of the Exomars mission. It consists of a predictor followed by
a Golomb entropy coder with power-of-two parameter. The
algorithm compresses independent non-overlapping blocks of
spatial size 16 × 16 samples with all bands, offering two im-
portant advantages: it allows parallelization and provides error
resilience. Moreover, the LCE algorithm it is amenable for a
low-complexity hardware implementation, as it utilizes only
integer arithmetic.
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The first stage of the algorithm performs the prediction.
We denote sz,m,n a sample of a hyperspectral image within a
16×16 block in the m-th line, n-th column and z-th band; and
s̃ and ŝ denote the predictor and the decoded value respectively.
For the first band (z = 0), 2D compression is performed. For
all other bands, the samples sz,m,n are predicted from the co-
located decoded samples s̃z,m,n in the previous band. Finally,
the prediction error is computed as ez,m,n = sz,m,n − ŝz,m,n.
The prediction error samples are then quantized to integer val-
ues, dequantized and mapped to non-negative values. Finally,
the 16 × 16 mapped prediction residuals of a block are en-
coded in raster order using a Golomb code. The compressed
file is a concatenation of coded blocks which are read spatially
in raster order; each block is coded with all bands.

3. IMPLEMENTATION OF LCE ON A GPU

The amount of operations that can be performed independently
in the LCE algorithm, offers the possibility for it to benefit
from parallel execution schemes. We explore next how much
the algorithm can be accelerated when executed on a GPU.
GPUs became popular in the video games industry, but they
have evolved to allow their use for general-purpose comput-
ing, offering the possibility to dramatically increase computa-
tion speed in applications where a huge amount of data can be
processed in parallel.

3.1. Nvidia CUDA

We create an implementation of the LCE algorithm to be ex-
ecuted on a GPU using Nvidia CUDA. CUDA offers a scal-
able programming model and software environment, provid-
ing abstractions that enable the partitioning of the problem into
pieces that can be solved cooperatively in parallel. The code
executed in parallel using the GPU is typically called a ker-
nel. A CUDA kernel executes in parallel across a set of par-
allel threads, which are organized into a hierarchy of grids of
blocks. A CUDA block is a set of concurrent threads that can
cooperate among themselves. A CUDA grid is a set of blocks
that may each be executed independently and may thus execute
in parallel.

3.2. GPU implementation strategy

The CUDA implementation of the LCE algorithm consists of
various kernels, which are described next.

First, the necessary image data has to be sent and stored
in the GPU dedicated memory in order to make it possible to
perform operations on them. An efficient use of the different
memory spaces in the GPU is mandatory in order to optimize
the performance.

Fig. 1. CUDA abstractions for the parallel execution of the
LCE prediction, quantization and mapping stages.

3.2.1. Prediction, quantization and mapping

The first kernel designed performs the aforementioned opera-
tions. Since there is a data dependency between bands for the
spectral prediction, acceleration by means of parallelization is
obtained by taking advantage of the fact that each 16× 16 im-
age block with all its bands can be processed independently.

The parallelization strategy, as shown in Fig. 1 is based on
mapping the problem to the CUDA abstractions in such a way
that a CUDA block is launched by the kernel for each spatial
16×16 block with all its bands. Each CUDA block is set up to
have 256 threads, each responsible for performing operations
on a sample sz,m,n in parallel.

3.2.2. Entropy coding

This kernel performs the entropy coding of the mapped pre-
diction residuals, processing each spatial 16× 16 block of pre-
diction residuals in parallel. Unlike the prediction stage pre-
viously described, the entropy coding operations can be per-
formed on every spatial 16 × 16 block of a specific band in
parallel, without any information from previous bands, mak-
ing it possible to process more data in parallel.

3.2.3. Bit packing

The encoded values obtained after the entropy coding stage
have to be saved in raster order without leaving any bit un-
used between codewords. In a single-threaded implementa-
tion of the LCE algorithm this is done sequentially, in a bit
by bit fashion. Despite their sequential nature, these tasks can
be parallelized by pre-processing the final position of every
codeword in the final compressed buffer, following a strategy
derived from the one presented in [2].

4. IMPLEMENTATION OF LCE ON AN FPGA

Considering the study of data dependencies performed for the
GPU implementation of the LCE algorithm, we observed that
the LCE algorithm allows a fair amount of parallelism, which
can be exploited to obtain a high throughput in an FPGA.
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Fig. 2. Design methodology for the FPGA implementation of
the LCE algorithm

4.1. High Level Synthesis (HLS) with CatapultC

Although FPGAs are very attractive for on-board compression,
obtaining an efficient implementation usually involves follow-
ing a rather long design flow. In this sense, HLS tools repre-
sent an interesting option to reduce the times for obtaining a
hardware description of a digital design suitable for an FPGA
implementation. This is the case of the popular tool known as
CatapultC [3], which offers the possibility to generate register-
transfer level (RTL) implementations from C or C++ specifi-
cations.

4.2. FPGA implementation strategy

Prior to this study, a C-language implementation of the LCE
was available. This implementation be used as input to ob-
tain an RTL description of the algorithm with CatapultC. Sev-
eral modifications are introduced in the source code to facili-
tate its interpretation by CatapultC, and hence obtain a more
optimized and efficient VHDL description. These modifica-
tions can be summarized in: redefinition of the main function
for correct identification of the top function and correct as-
signment of the inputs and outputs of the design, introduction
of bit-accurate data types and loop optimization to maximize
throughput.Besides, further modifications were introduced in
the source code in order to reduce the impact in area of the
mathematical operations in the LCE algorithm [4].

In order to optimize the performance, we follow a method-
ology based on splitting the source code into several modules
or units that are functionally independent and perform the same
global compression result, as shown in Fig. 2. The RTL de-
scription of these modules is obtained with CatapultC, while
the RTL description of the top module that connects the inde-
pendent units and the finite states machine (FSM) that controls
their behaviour are created manually writing VHDL code.

It is always ensured that the resulting source code opti-

Table 1. GPU compressor speedup
Sensor Range Nz Average Speedup

Ny Nx Compressor
MODIS 64-1984 64-1344 17 12.50

AVIRIS 64-1952 64-608 220 15.41

AIRS 64-128 64-80 1501 13.35

mized for CatapultC produces exactly the same results as the
original code.

5. EXPERIMENTAL RESULTS

5.1. GPU implementation results

The CUDA implementation of the LCE compressor is executed
on an Nvidia Tesla C2075 GPU, which counts on 448 CUDA
cores and 6 GB of dedicated memory. A profiling of the im-
plementation is performed, and then the compression times are
compared with a single-threaded CPU implementation.

First, the GPU implementation is used to compress a 512×
512 subimage of an AVIRIS scene that comprises 220 bands
and profiled using the software tools provided by Nvidia. The
results can be observed in Fig.3.

Fig. 3. Profiling of the GPU implementation of the LCE algo-
rithm

It can be observed that the whole compression is performed
in less than 400 ms and the most time-consuming operations
are the data transactions between the GPU and the CPU and
the entropy coding stage.

The speedup of the GPU implementation with respect to
the CPU one is calculated using the equation: Speedup =
(Total CPU time)/(Total GPU time). Several subimages
from MODIS, AVIRIS and AIRS of different spatial sizes are
created and compressed, yielding the speedups results shown
in Tab. 1. We can observe that the GPU implementation can
be as much as 15 times faster than the CPU one.

5.2. FPGA implementation results

The RTL description of the LCE algorithm obtained with Cat-
apultC is synthesized and placed and routed on an FPGA of the
Virtex 5 family, which has a radiation-tolerant equivalent chip:
the V5FX130. The results of occupancy, maximum frequency
and throughput can be observed in Tab. 2.

[Poster Session] Dedicated Hardware Solutions

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

313 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


Table 2. Occupancy and throughput of the LCE on an Virtex
5FX130

Occupancy Virtex 5VFX130
Resources Available Used %

DSP48Es 320 25 8

Number of RAMB18X2s 298 4 1

Number of slices 20480 1935 10

Number of Slice Registers 81920 5995 7

Number of Slice LUTS 81920 7738 10

Throughput Virtex 5VFX130
Max.Frequency (MHz) 86

Throughput (Msamples/s) 27.7

Table 3. Synthesis results of the LCE implemented on an
RTAX2000

RTAX2000
Sequential Combinational RAM Max. Throughput

cells cells blocks Freq.(MHz) (Msamples/s)
5773 18101 7 18.649 5.7

(53.32 %) (84.18 %) (10.94 %)

We note the low occupancy of the implementation, which
allows for instantiating more than one core in the same FPGA
in order to accelerate the compression process. The total power
consumption of the Virtex 5 implementation is 2679 mW.

The same RTL description is synthesized in an anti-fuse
FPGA space-qualified FPGA from Microsemi, to prove the
suitability of the LCE for an on-board implementation. The
occupancy results can be observed in Tab. 3. The power con-
sumption of this implementation is estimated at 646 mW.

5.3. Comparison: GPU vs FPGA

Finally, we compare the throughput of the presented imple-
mentations. Fig. 4 shows the number of samples computed per
second by the GPU, the CPU and the FPGA (Virtex 5) imple-
mentations of the LCE compressor.

The GPU and FPGA implementations of the LCE algo-
rithm yield better performance than the CPU. The GPU pro-
vides the best performance with about 4-5 times more samples
computed per second than the FPGA implementation. Nev-
ertheless, we observe that it is possible for the FPGA imple-
mentation to reach the throughput of the GPU by instantiating
more than one compression module, which is perfectly feasi-
ble, due to the low occupancy of the algorithm in the FPGA and
the parallel nature of the LCE algorithm. Besides, the power
consumption of the GPU is dramatically higher than that of
an FPGA implementation. The Tesla C2075 has a power con-
sumption of up to 225 W TDP, while the FPGA implementa-
tion shows a consumption of 2679 mW.

6. CONCLUSIONS

The LCE algorithm was implemented on two different parallel
technologies: GPU and FPGA.

Fig. 4. Comparison of he throughput of the GPU, CPU and
FPGA implementations of the LCE algorithm for the AVIRIS
image

The GPU implementation yields a very high acceleration
of up to 15.41 times faster than a single-threaded CPU imple-
mentation. The FPGA implementation exhibits low occupancy
of resources (maximum of 10% of a Virtex 5VFX130).

We observed that, both GPUs and FPGAs yield higher
throughput than the CPU counterparts, demonstrating that the
technologies that allow data parallelization are better suited for
the implementation of hyperspectral image compression algo-
rithms. While the GPUs exhibit significantly better throughput
results, their high power consumption and the fact that they are
not radiation-tolerant, makes it infeasible to use them in space
missions at the moment. FPGAs offer the possibility of scal-
ing and replicating the compression cores in order to achieve
higher throughput, what makes them potentially as efficient as
GPUs at a much lower cost in terms of power consumption.
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ABSTRACT 

 

The EU-funded CHARMe project addresses the major 

difficulty faced by users of climate data when judging 

whether data are fit for purpose, by introducing the concept 

of ‘Commentary’ metadata. The Significant Event Viewer 

tool, together with a database of events, is being developed 

as part of CHARMe tools. It will allow users to interactively 

browse and visualize time series climate data with their 

associated events and to determine whether the variability 

and features seen in the dataset are likely to be artefacts of 

the measurement of processing steps, or real changes in the 

environment. The tool will also link events and climate 

datasets to the commentary metadata via the CHARMe 

system. 

 

Index Terms— Climate services, metadata, linked data, 

data sharing, significant events, visualization, graphical tool 

 

1. INTRODUCTION 

 

Climate variability and change exert considerable influences 

on human and natural systems. This drives the scientific 

quest for understanding of how climate behaved in the past 

and how it will behave in the future. The users of climate 

data are not just scientific researchers but also resource 

managers and policy-makers who rely on climate data to 

develop their strategies. With this comes the responsibility 

to curate and share climate data more freely and usefully 

than ever before.  

       There are many different types of climate data, 

encompassing in-situ and remotely sensed observations, 

output of numerical models, and the combination of both in 

the reanalysis. The volume of worldwide climate data is 

expanding rapidly, creating challenges not only for physical 

archiving and sharing, but also for access and finding what’s 

needed especially for users who are not climate scientists. 

Another major difficulty faced by users of climate data 

today is to be able to judge on the quality of this data due to 

a lack of comprehensive and easily accessible supportive 

information about datasets. The EU-funded CHARMe 

project (“Characterization of metadata to enable high-

quality climate applications and services”) addresses this by 

creating a repository of commentary metadata and a robust 

framework (CHARMe node, CHARMe plugin, CHARMe 

Maps and the Significant Event Viewer) for linking climate  

datasets with commentary metadata. The CHARMe system 

is described elsewhere [1] and will not be repeated here.  

     This presentation will describe the concept and 

development of the Significant Event Viewer as part of the 

CHARMe tools. 

 

2. MOTIVATION 

 

One of the important types of climate data is reanalysis - 

hybrid model-observational data sets created by assimilating 

observations into a global or regional forecast model for a 

given time period. Input data for reanalysis comes from all 

possible sources, including the ever growing amount of data 

from satellite instruments. The use of satellite data in 

climate observations present it’s own challenges as 

individual satellites and their instruments have relatively 

short life spans over which their orbits and sensitivities can 

change. Degradation of sensors from exposure to space 

environment, problems with telemetry and ground stations 

availability can all affect the quality of data. Satellite data 

assimilation requires the use of advanced data-processing 

techniques. The resulting data are prone to being re-

processed as previously unknown problems are discovered 

over time. In addition, gaps in the record and systematic 

errors between satellites or a lack of overlapping calibration 

periods make the construction of climate data a challenge. 

At the same time the ever increasing use of satellites in 

climate observations has made the predictions much better 

[3].  

       The ECMWF’s
1
 ERA-CLIM reanalysis project [2] 

produced several climate data products including the 111 

years Observation Feedback Archive which contains all the 

Earth observations processed by the reanalysis, as well as, 

for each of them, feedback information generated by the 

data assimilation system. Figure 1 shows global temperature 

changes in ERA-Interim and ERA-40 datasets. The strong 

signals indicated by circles are not a signature of a global 

climate shift but are caused by: dashed line - volcanic 

eruptions El Chichon and Pinatubo, dotted line - start of 

AMSU-A instrument on NOAA-15 satellite, solid line - 

large El Niño event. 

      This has motivated us to complement the reanalysis data 

with a database of significant events, such as volcanic  

                                                 
1
 European Centre for Mid-Range Weather Forecast 
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Figure 1: Temperature changes in ERA-CLIM 

reanalysis datasets at different levels. Circles show 

prominent signals - sharp temperature increases -  

caused by external events. 

 

eruptions, the launch of new satellites or El Niño phases, 

etc.  A  web-based  graphical  tool  (the  Significant  Event 

Viewer) will link climate signals to significant event data, 

and will allow users to interactively browse and visualize 

time series climate data with their associated events. This 

will provide users with the opportunity to become more 

familiar with the variety of observations that feed into the 

reanalysis, and to determine whether the variability and 

features seen in the dataset were likely to be artefacts of the 

measurements or processing steps, or real changes in the 

environment. 

 

3. WHAT ARE SIGNIFICANT EVENTS 

 

Significant events are any external events that can affect 

climate data. For the purpose of CHARMe project 

significant events are categorized into: 

1. Climate events, e.g. hurricanes, volcanic eruptions, El 

Niño, etc. 

2. Software events, e.g. ECMWF’s Integrated Forecast 

System (IFS) software cycle upgrades. 

 

Figure 2: Example of reanalysis time series data with the 

timeline of significant events plotted using the 

Significant Event Viewer. 

 

3. Operational events, e.g. satellite or instrument failure, 

operational changes to satellite orbit calculations, etc. 

4. Data/Observing system events, e.g. data source, alarms, 

etc. 

More categories can be added based on user feedback. 

Significant events are stored in a database which is 

constantly evolving and updated with new data. 

       CHARMe commentary metadata are modeled on the 

W3C Open Annotation data model [1]. Within this model 

significant events are not annotations, they can be either 

targets or bodies and themselves require a separate data 

model. The PROV-O data model’s Activity class 

(http://www.w3.org/TR/prov-o/) complemented with SKOS 

vocabulary was used to model significant events.  

 
4. THE SIGNIFICANT EVENT VIEWER 

 

The significant event viewer tool is a web based graphical 

tool for visualizing climate time series data with their 

associated events. Although this tool is focusing on 

reanalysis datasets, it is designed to be general enough to be 

extended to other datasets and user needs.      

Using this tool the user will be able to visually correlate 

climate signals with significant events in order to determine 

the cause of these signals. The user will be able to zoom in 

on  a particular feature in time series data, to obtain more 

information about events and to list all events. The tool will 

provide a mean to link significant events and climate 

datasets to commentary metadata via the CHARMe plugin, 
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and, hence, to comment on the events and datasets. Figure 2 

is the example of a climate time-series plot with the event 

timeline produced by the tool. 

 

5. CONCLUSIONS 

 

Climate data volumes have increased dramatically in recent 

years, from terabytes to many petabytes. Such large volumes 

of information have many issues related to Big Data, such as 

data volumes, data quality, variety and complexity. The 

CHARMe project is concentrating on understanding variety 

and veracity (data quality) by providing users with the 

system to create additional information about climate 

datasets. The Significant Event Viewer tool is harnessing 

modern technologies to help users understand signals 

present in climate data products thus contributing to 

understanding data quality, variety and complexity.    
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ABSTRACT

The availability of Earth Observations (EO) in a very
short time in the case of natural and anthropogenic disasters
is a crucial element in the early warning process, for
immediate assistance to the population, as well as for the
possibility for later analysis and scientific studies. The
combination of advanced technologies for Earth
Observation, standards for the use of geospatial information
and Software As A Service (SAAS) infrastructures for the
use of datasets and analysis tools, can be the key to success
for both the processes of disaster management and for
scientific analysis.
The geoSDI laboratory of the Institute of Methodologies

for Environmental Analysis (IMAA) of the National
Research Council (CNR) of Italy, center of competence for
Spatial Data Infrastructures of the Italian National Civil
Protection, has developed a workflow that includes EO
products, Open Geospatial Consortium (OGC) standards
and geoSDI infrastructure SAAS. It allows the immediate
availability of time series and control tools for the
reproduction of events.
This combination of technologies has been put to the test

during the Haiyan typhoon in the Philippines and will also
be used in the Sentinel-1 Program, in collaboration with the
Institute for Electromagnetic Sensing of the Environment
(IREA) of the CNR .
Furthermore, the solution was also applied from data

derived from ground stations, demonstrating the flexibility
of the methodology and infrastructure realized; adaptable to
many situations. The origin of the data is not as important as
the semantics of the data itself, which have significant
characteristics in the time dimension.

Index Terms— Earth Observation Products, Big Data,
Time Series, Spatial Data Infrastructures, Automatic Data
Ingestion, Sentinel-1

1. INTRODUCTION

Satellites provide a unique perspective for monitoring
natural hazards, providing both global and regional

information to support analysis and forecasts, as well as
decision-making activities of emergency management
personnel. There are many different actors involved in the
Disaster Risk Management process at local, regional,
national, and international levels. Their capacity to integrate
technology and information changes on a geographic and
developmental basis, and their different mandates determine
the nature of their varying needs for data and information.
There is nothing that planning can do to reduce the number
and severity of hazards. Ultimately however, while less
prominent in the eye of the media, the integration of
relevant, timely and comprehensive datasets into disaster
mitigation activities will be the largest contributing factor to
reducing the loss of life and damage to property. Improved
understanding of risk and risk extent, improved planning,
better preparedness and systematic efforts towards risk
reduction based on long-term development and
environmental concerns will ultimately achieve the goal of
reducing the number and scale of actual disasters caused by
hazards. Geospatial data has relevance not only in the spatial
dimensions, but it is also crucial for its specific time
referencing. Both in terms of preparedness and prevention,
and in terms of a posteriori analysis, it is important to assess
the evolution of a phenomenon over time.
The complex system developed by the geoSDI laboratory
allows us to manage time series of satellite data and
products, starting from ingestion and preprocessing of data,
the provision of information through OGC standards, to the
reproduction of temporal sequences of the observed
phenomenon.

2. THE HAIYAN TYPHON USE CASE

Typhoon Haiyan, one of the most powerful storms on
record, hit the Philippines at about 09:00 local time (01:00
GMT) on 8th November 2013. At landfall, the storm had
sustained wind speeds of 145mph (234 kph), with gusts of
up to 170mph/275kph, making it one of the most powerful
storms ever to make landfall. The Joint Research Centre
(JRC) of the European Commission made public a number
of geospatial information as soon as it was possible,
available to European programs (such as Copernicus),
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research centers and practitioners in disaster risk 
management. Of particular interest to the discussion 
introduced, was the data on maximum storm surge height, 
provided as a netcdf file containing 212 different samples 
for the passage of the typhoon. This information is a time 
series of high value for the assessment of the impact of the 
typhoon as well as for the study of the dynamics of the 
phenomenon. 
 
2.1. Workflow description 
 
In this unfortunate occasion it was possible to test the entire 
chain from acquisition of raw data, its preprocessing (from 
which 212 GeoTIFF files were extracted), the configuration 
of a temporal layer and the adoption of SAAS tools for the 
analysis and reproduction of the phenomenon. 
The processing chain has therefore netcdf extracted from the 
time series of covers GeoTIFF, recovering from the 
metadata including the temporal information that has been 
assigned as a regular expression in the name of each 
GeoTIFF file. A particular mosaic was produced in this 
way, in which each element has the same spatial extent 
(bounding box), and a match to its GeoTIFF for each sample 
time. This allows to use the archive as a source for the OGC 
WMS service and to apply a specific query parameter for 
obtaining the time sample of interest or for the reproduction 
of the entire phenomenon. 
The overall schema is shown in Figure 1 
 

 
 

Figure 1 -  Logic Schema of the system 
 
 
2.2. SAAS software module based on Geo-Platform 
Framework 
 
On the other hand, the development of a particular software 
module implemented by Geo-Platform framework, has 
provided the opportunity to analyze the time series, 

selecting the start and end timestamps, as date-time 
parameters or as a sample identifier in the time series. 
In order to know the actual values of timestamps and to 
carry out the identification of samples, the software module 
interacts with a stack of services. 
Through the graphic interface of the module, the analyst 
may shorten or extend the time window of interest and can 
use the buttons to start playback of the sequence [Figure 2]. 
The software performs well WMS requests to the server, 
passing as parameter the values of timestamps. 
 

 
 

 
 

Figure 2 -  Graphic User Interface for interval selection 
and series reproduction 

 
 
 
3. FLEXIBLE METHOD: THE USE CASE OF DATA 
FROM GROUND STATIONS (ITALIAN NATIONAL 

SEISMIC NETWORK) 
 
The date of birth of the Centralized National Seismic 
Network (RSNC) of the National Institute of Geophysics 
and Vulcanology (INGV) is the 1 January 1980, at which 
time the signals of the 7 stations came from the 
Seismological Observatory of Monte Porzio Catone via 
telephone connection. 
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Today, the INGV operates more than 300 seismic stations 
all over the country. This allows seismologists, present    
24h /7 in the Hall of Seismic Monitoring in Rome, to 
determine the preliminary hypocentral parameters of 
earthquakes in less than 2 minutes and a final determination 
on average in 12 minutes. The current network permits to 
locate more than 10,000 earthquakes each year and have a 
minimum threshold of the magnitude of the earthquakes 
located to be considerably low; in this situation the 
magnitude of completeness is Mc = 1.6, namely it is 
estimated that the network is able to record earthquakes with 
magnitude even below of ML = 1.0, but that the data is 
complete for earthquakes above ML = 1.6. 
 
The availability of this huge amount of data (which includes 
information about location and time) opens the way for a 
system performing real time monitoring and early warning.  
 
A technique similar to the previous case has been tried and 
implemented, so that new earthquakes recorded by the 
seismic network can be provided as a WMS service and 
displayed in a display system in overlap with other 
information.  
 
The logic schema is quite the same: geospatial services 
WMS are built on the geodatabase collecting the data from 
the national seismic network. Data has both the time and the 
position information and, therefore, services for time series 
mapping can be built exactly like the case of satellite data 
shown in the previously used case. 
 
This shows the great flexibility of the solution, that is 
applicable both to data collected by satellite observations, 
and to data acquired by the ground stations. 
 
To get an instant view of the last recorded event (and thus 
have an early warning projection on the map) a system has 
been designed to refresh the layers in the map, based on the 
exchange of XMPP messages from the client to the server.  
The user can define a refresh rate [Figure 3]: for example, 
every 5 seconds, the layer is automatically refreshed and the 
position of the last seismic event recorded is highlighted.  
 

 
 

Figure 3 -  Refresh Rate Selector 
 
Figure 3 shows how to set the refresh rate for a layer. In this 
case the user is selecting a rate of 5 seconds, so the last 
seismic event layer is automatically refreshed on the map 
and, if a new earthquake is detected from the seismic 
network, the point is highlighted (red circles in the map). 
 

 
 

Figure 4 -  Highlight on the last event and relative 
information 

 
 
The time series of earthquakes can then be queried by 
setting time intervals: in this way it is also possible to 
reproduce the sequence of events and control it with a 
player.  
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Figure 5 -  Seismic events Layer without time filters 
 
The figure above [Figure 5] shows all the seismic event of 
the past 2 years. The time series can be queried by selecting 
a time interval and all the events in the range can be 
“reproduced” on the map and played in sequence [Figure 6]. 
 

 
 

Figure 6 -  Time Series reproduction (ground stations 
data) 

 
This reproduction of the sequence can be used for purposes 
of ex post evaluations, both for the study of the relationships 
between earthquake and damage caused, and for emergency 
planning related to seismic risk and other scientific studies. 
 

4. FUTURE WORK ON SENTINEL-1 DATA 
 

The Sentinel satellites are developed by ESA in the 
framework of the European program Global Monitoring for 
Environment and Security (formerly GMES, now 
COPERNICUS).  

The COPERNICUS program uses accurate and timely 
data to provide key information to improve the governance 
of the environment, contribute to mitigating the effects of 
climate change and ensure civil security.  
Because of the dramatic importance of the availability of 
reliable data for the success of the COPERNICUS program, 

ESA is developing five specific families of Sentinel 
satellites. 
Sentinel-1 is a two satellite constellation with the prime 
objectives of Land and Ocean monitoring. The goal of the 
mission is to provide C-Band SAR data continuity following 
the retirement of ERS-2 and the end of the Envisat mission. 
The geoSDI Lab of the IMAA-CNR, in collaboration with 
the IREA-CNR, is already working to apply the same 
workflow and the same technologies to the data of Sentinel-
1, taking the temporal information from the metadata of 
each acquisition, as soon as the commissioning phase will 
be completed. 
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ABSTRACT 

 

A data integration and processing middleware is proposed as 

a technical solution to improve interdisciplinary forest 

monitoring using multi-source satellite time-series data and 

standardized data acquisition, pre-processing, updating and 

analyses techniques.  

The paper presents the capabilities of state of the art 

forest resource maps and data middleware GDI systems for 

operational forest monitoring, as realized within the EU-FP7 

ZAPÁS Project. Forest change tracking in Central Siberia 

were presented for logging, reforestation and afforestation 

comprising high resolution mapping using ALOS PALSAR 

data and change event date detection based on MODIS time 

series data. Multi-source data interoperability and 

operational web-based time series analyses tools were 

involved in the context of the upcoming Sentinel missions 

and the need for operational monitoring systems in 

threatened forest ecosystems. The developed tools and 

integrated maps, consisting of a user-friendly data access, 

download, analysis and interpretation infrastructure, were 

available within SIB-ESS-C and EOM for operational use. 

 

Index Terms— middleware; forest monitoring; web 

portal; MODIS; ALOS PALSAR, time-series data; 

standard-compliant data provision; time-series analysis, 

Siberia, near real-time monitoring 

 

1. INTRODUCTION 

 

In times of climate change, the forests of Central Siberia act 

as valuable carbon sinks. The ZAPÁS project brings 

Russian and European partners together, aiming to enhance 

the procedures and products in the field of Earth observation 

for forest resource assessment and monitoring.  

Forests play a pivotal part in Earth’s carbon balance. 

Hence our ability to fully understand and quantify the 

impact that vast forests have on the global environment is 

important for the monitoring of international agreements 

aimed at CO2 reductions. In Eurasia, the forests in Central 

Siberia are important carbon sinks. The EU and Russia share 

an interest in generating a better understanding of the 

biological processes that are at play across these immense 

lands.  

ZAPÁS focuses on the synergistic exploration of Earth 

Observation (EO) data provided by ESA and ESA’s Third 

Party Missions and ROSCOSMOS and on the exchange of 

methodological know-how in processing Earth Observation 

data. The team consists of a balanced distribution of leading 

experts from Europe and Russia in the field of Earth 

observation for forestry applications, involving Russian 

stakeholders, i.e. the Sukachev Forest Institute of the 

Russian Academy of Sciences [1].  

ZAPÁS investigates and cross-validates methodologies 

using both Russian and European Earth observation data to 

support developing a forest observation system for Siberia 

[2]. Earth observation data include ENVISAT MERIS, and 

ASAR TERRA/AQUA MODIS, ALOS PALSAR, 

METEOR-M1 and RESURS-DK1. The main goals were: 

 Forest biomass maps and biomass change for the years 

2007 to 2010 on local scale, 

 a biomass and improved land cover map on regional 

scale, 

 a 1 km scale land cover map as input to a carbon 

accounting model for Central Siberia, 

 a geoportal with multi-scale map interoperability and EO 

time series access and analyses functionality to foster 

near-realtime monitoring. 

 

2. MULTI-SOURCE FOREST RESOURCE 

ASSESSMENT 

 

2.1 Synergistic ESA-ROSCOSMOS Satellite and in-situ 

database 

 

Optical and SAR imagery were acquired basically from the 

European Space Agency (ESA) and the Russian Space 

Agency (ROSCOSMOS) archives, including the ESA Third 
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Party missions of NASA and the Japan Aerospace 

Exploration Agency (JAXA). Time series data from the 

Moderate Resolution Imaging Spectroradiometer (MODIS) 

were acquired for the generation of an improved Central 

Siberian land cover map. Regional scale biomass mapping 

was conducted using hyper-temporal Synthetic Aperture 

Radar (SAR) imagery from ESA’s Environmental Satellite 

(ENVISAT). A forest inventory (FI) database was generated 

in high-priority areas selected by Siberian forestry 

enterprises of Krasnoyarsk Kray and Irkutsk Oblast. By 

involving recently updated forest inventory data SAR data 

was used for high resolution biomass, forest cover and 

disturbance, and forest regrowth mapping. Additionally, 

optical high resolution imagery was used for validation 

purposes. An overview of the sensors used in the ZAPÁS 

project and their specifications was given in [3]. 

 

2.2 Regional scale forest resource assessment 

 

Land cover – Land cover and a forest species maps with 

250-meter spatial resolution were developed using time 

series of MODIS spectral reflectance composite images. 

Various land cover classes were identified based on the 

dynamics of their biophysical characteristics, which is 

reflected in their multi-spectral and multi-temporal class 

signatures [4]. For the classification of MODIS 

(MOD09A1) data, seasonal composite images were 

generated and classified using a locally adaptive 

classification method (LAGMA) [5]. 

 

Biomass - A pan-boreal growing stock volume map at 1-

kilometer scale was developed using hyper-temporal 

ENVISAT ASAR ScanSAR backscatter data [6], [7]. Multi-

temporal series of (250 images and more) backscatter 

intensity acquisitions were geo- and terrain-corrected in 1-

kilometer pixel spacing. The SAR scenes were tiled in a 

regular grid of 2–by-2 degree grid cells. Noise and speckle 

were reduced using a multi-channel approach according to 

[8]. A detailed description of the SAR processing is given in 

[7]. 

 

2.3 Local scale forest resource assessment 

 

An orthorectified dual-polarization mosaic of the Advanced 

Land Observing Satellite (ALOS) Phased Array type L-band 

SAR (PALSAR) at 25-meter resolution could be provided 

through JAXA’s Kyoto & Carbon Science Initiative [9]. 

These annual mosaics covering the time periods of 2007-

2010 were used for biomass, forest cover and disturbance, 

and forest regrowth mapping. 

 

Biomass – using the annual PALSAR mosaics from 2007 to 

2010 growing stock volume maps were retrieved based on a 

supervised random forest regression approach. Non-

parametric tree-based ensemble regression techniques are 

widely used for ecological modelling [10]–[12]. Random 

forest regression models were trained using growing stock 

information from forest inventory polygons on forest stand 

level in cubic meters per hectare and the dual-polarized 

(HH) and cross-polarized (HV) backscatter intensity images 

as predictors. The models were run for each annual mosaic 

[13]. 

 

Forest cover and disturbances – the ALOS-PALSAR HH 

and HV backscatter mosaics and the biomass map for the 

related year were implemented in three different forest cover 

and disturbance mapping frameworks. In a first step, an 

object-based image analyses (OBIA) was developed for a 

fully automated wall-to-wall mapping of forest disturbance 

classes in all local test sites for 2007 and 2010. We 

performed several multi-scale image segmentation runs 

using eCognition. The result was a segment-based forest 

cover and disturbance map for the years 2007 and 2010. 

Another biomass disturbance map product was generated 

using an image differencing approach applied on the annual 

growing stock volume maps. A combination of image 

differencing and standard deviation thresholding resulted 

into an image mask of disturbed forest areas in terms of loss 

of biomass. The difference images from 2007 to 2010 were 

combined in order to derive a biomass disturbance map 

(2007-2010, Fig. 1). The forest cover and disturbance map 

and the biomass disturbance map are covering all local test 

sites of the ZAPÁS project in Central Siberia covering an 

area of over 2 million Hectares. 

 

Abandoned land and forest regrowth mapping – annual 

ALOS PALSAR backscatter mosaics and the retrieved 

biomass layers from 2007 to 2010 were integrated in a 

random forest regression model in order to detect possible 

afforestation areas due to agricultural abandonment 

processes or forest regrowth (such as logging and wildfires). 

These features were used to train a random forest regression 

model. All forest resource and disturbance maps are 

accessible via http://zapas.uni-jena.de/. 

 

3. MAP AND DATA INTEGRATION 
 

One of the key goals of ZAPAS was to create a platform for 

scientific exchange in the field of EO-based forest 

monitoring and forest inventory and management. For 

enhancing the interoperability of using the derived forest 

resource map products the concept of setting up a data 

middleware system was realized within the ZAPÁS project. 

A data processing middleware was proposed as a technical 

solution to improve interdisciplinary research using multi-

source time-series data and standardized data acquisition, 

pre-processing, updating and analyses [14]. This solution 

was implemented within the Siberian Earth System Science 
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Cluster (SIB-ESS-C) and the Earth Observation Monitor 

(EOM).  

 

3.1 Siberian Earth System Science Cluster (SIB-ESS-C) 
The SIB-ESS-C geoportal combines various sources of EO 

data, climate data and analytical tools. The development of 

this spatial data infrastructure (SDI) was based on the 

definition of automated and on-demand tools for data 

searching, ordering and processing, implemented along with 

standard-compliant web services. These tools, consisting of 

a user-friendly download, analysis and interpretation 

infrastructure, are available within SIB-ESS-C for 

operational use (http://www.sibessc.uni-jena.de/).  

In the case of the ZAPÁS project, all map products were 

integrated in as a web map service (WMS). For a user-

friendly utilization of the local and regional scale map 

products (e.g. biomass, forest species and forest cover and 

disturbances) visualization functions were integrated. Multi-

scale analyses on forest change monitoring and assessment 

can be performed by exploring the high resolution maps and 

linking them with interannual MODIS time series (2000 - 

2014). The link to the USGS MODIS data archive enables 

the user to collect important information of the type of 

change, e.g. slight forest degradation through pest 

outbreaks, abrupt change due to logging or forest wild fire, 

or reforestation processes. Figure 1 shows an example of 

forest clear cut detection based on ALOS PALSAR data 

(Fig. 1, left) and a change date (breakpoint) detection based 

on TERRA MODIS EVI time series using the Breaks For 

Additive Season and Trend (BFAST) method (Fig. 1, right). 

The forest logging event was detected by changing 

phenological dynamics of the vegetation. The connection of 

spatial high resolution disturbance maps and with 

interannual phenological time series data allows for a 

comprehensive assessment of the change event. 

 

 
Fig.1: Exaple of multi source clear cut detection using the 

SIBESSC geoportal (http://www.sibessc.uni-jena.de/. 

 

3.2 Earth Observation Monitor (EOM) 
 

The EOM Earth Observation data middleware, accessible 

via http://www.earth-observation-monitor.net, provides 

automated and operational time-series access and analysis of 

several EO data. Data providers such as the NASA Land 

Processes Distributed Active Archive Center (LPDAAC) for 

MODIS Land products, NOAA National Climatic Data 

Center (NCDC) for climate station data, and Google Earth 

Engine for Landsat and MODIS data are connected and can 

be used to retrieve data for specified areas. Data is being 

automatically downloaded and processed. Time-series 

analysis tools were integrated to extract further information 

based on the temporal resolution of the data. With an easy to 

use web portal and a mobile app two applications of EOM 

were used within the ZAPAS project. Focus of this task was 

to make time-series analyses more useful for local 

stakeholders. This was achieved by automated data 

processing in line with direct result visualization in web-

based and mobile systems. Automated data processing was 

realized with web services based on the Web Processing 

Service specification of the Open Geospatial Consortium 

(OGC). All needed steps from data download to data 

analysis is automated and provided as an operational 

service. Local stakeholders used these services by for forest 

monitoring (clear cutting and fire activity monitoring). A 

validation was conducted for the operational clear cut 

detection and change event estimation by using the forest 

inventory data and the SAR-based local scale disturbance 

maps. Figure 2 indicates a good matching (ALOS PALSAR 

and forest inventory vs. MODIS EVI) of (1) the spatial 

patterns of the clear cuts and (2) the temporal matching of 

the change dates.  

 

 
Fig. 2: Comparison of forest disturbance dates 

(breakpoints) based on BFAST (left) with local scale ALOS 

PALSAR and forest inventory based forest disturbance event 

information (right), overlain ALOS PALSAR HH-

backscatter image from 2010. 

 

The spatial and temporal patterns of forest loss or 

degradation events detected by MODIS EVI time series-

based breakpoint detection showed acceptable matching 

with locally derived reference data. The overall interannual 

accuracy for the breakpoint detection was 50%. Some single 

years achieved accuracies of 80% and 60.8% (2009, 2010). 

It has to be noted that the forest change information within 

this case study were generated without any manual 
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manipulation of the data acquisition, preprocessing, and 

time series analyses performance. 

 

4. CONCLUSIONS 

 

Monitoring Russia’s forests is of a special interest due to the 

vast size of these forests. Since traditional, ground-based 

methods cannot efficiently monitor changes over large and 

remote regions, operational multi-source remote sensing 

based data middleware infrastructure appear to be a suitable 

solution for operational forest monitoring. An efficient 

forest monitoring and regional scale management is only 

possible by integrating: 

 The best possible Earth Observation source: Radar 

and optical EO data synergies will decrease existing 

uncertainties in forest monitoring and increase the 

thematic information content of forest resource 

assessment.  

 Scale-crossing forest change monitoring: Local and 

regional scale map products and synergies of high 

resolution disturbance maps with phenological time 

series analyses provide essential space-based 

information of the “Where” and the “When” of forest 

loss, degradation, and reforestation processes.  

 Interoperable data middleware infrastructures: 

Operational and user-friendly GDI will increase the 

utility of existing EO data archives for forest 

observation.  
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ABSTRACT 
 
Automated registration of multi-temporal, medium-
resolution satellite images has been addressed in several 
different ways but mainly as a scientific problem with a 
priority on accuracy of the results rather than on large-scale 
applicability. In this paper we present a “big data” approach 
to the problem in view of possible “Big Heritage Data” 
applications. 
 

Index Terms— Multi-temporal series, medium-
resolution optical data, Big Heritage Data, computational 
efficiency. 

 
 

1. INTRODUCTION 
 
Several multispectral sensors have been in operation for years 
or decades now, and built along the years some precious 
repositories of information on the time dynamics of the Earth. 
 
LANDSAT by NASA and NOAA, for example, is the longest 
series ever of multispectral Earth observation satellites. The 
LANDSAT archive, now maintained by the US Geological 
Survey, offers more than 5 million scenes acquired on a time 
span of over 40 years [1]. Figure 1 shows the data amounts 
across the various versions of spaceborne sensors, which 
operated along the years. 
This is an invaluable set of heritage information that 
potentially allows "replaying" decades of our planet's history. 
Spaceborne Earth Observation data was -by force of need- 
born digital at a time when punched cards were still around. 
Figure 2 shows the ever-increasing circulation of LANDSAT 
scenes since the adoption of an open data distribution policy 
in year 2008. With hundreds of thousands of scenes 
downloaded every month, “big data” becomes an appropriate 
expression. While LANDSAT is the most impressive 

example both in terms of the amount of scenes and of the time 
interval covered, several other systems have been and are 
acquiring increasing amounts of medium-resolution datasets 
from the Earth surface. 
 
 
 

 
Figure 1: available Landsat scenes in mid-2014 (Source: 
USGS web site). 

 
 
For Sentinel constellations, the open data policy was declared 
from the beginning and has been in place even before the data 
distribution started. A similar phenomenon is thus expected 
for the Copernicus space segment, further supporting the link 
between Earth Observation and “Big Data”. 
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Figure 2: a chart visually displaying the impressive 
growth in the volume of LANDSAT data distributed after 
an open policy was adopted in 2008, (Source: USGS web 
site) 

 
 

2. THE PROBLEM 
 

Exploitation of multispectral images from different dates 
can be sometimes hindered by various problems. One of the 
main issues is indeed represented by the distortions due to 
unwanted changes on the features characterizing the 
acquisition system (sensor, atmosphere, illumination, Sun 
position). These difficulties in data acquisition are usually 
addressed through geometric and radiometric corrections. 
 

Several methods have been proposed in the scientific 
literature to perform automated registration of multispectral 
images from different dates, but they are generally conceived 
to offer best performances in terms of geometric accuracy on 
few images, rather than addressing the issue of computational 
efficiency or big data manageability. 

 
 
 

3. ONE POSSIBLE APPROACH 
 
After an in-depth literature review ([1],[3]), we developed a 
method which offers an advantage in terms of processing 
speed while maintaining acceptable accuracy of results. 
 

3.1 The method 
The proposed approach is a combination of automatic tile 
selection and feature extraction. The former step is meant to 
limit the amount of processed data and improve the second 
phase. The latter includes independently extracting invariant 
points (corners) in both reference and floating images and 
then matching them by maximizing a similarity measure. The 

OpenCV library [4] offers remarkable capabilities both for 
feature extraction and identification of a set of invariant point 
features that are common to the reference and the floating 
images. In our work we specifically used three tools for: 

• Detection of corners - SURF-based (Speed-Up 
Robust Features) [5] 

• Description of each corner BRIEF-based (Binary 
Robust Independent Elementary Feature) [6] 

• Point matching between image pairs, based on 
minimizing the Hamming distance between point 
descriptors [7] and maximizing coherence between 
image displacements. 
 

Matched pairs are then clustered based on mutual coherence, 
and the cluster with least internal variance on displacement is 
then used to define the transformation, which is then applied 
to the warp image. 
A flowchart of the procedure presented in Figure 3. The direct 
application of methods SURF- or FFT-based on the image 
from the archive led to errors in the determination of the shift. 
The introduction of the automatic tile selection significantly 
improved the correction and the processing time. The 
estimated correction is applied to the input image in its 
entirety. 
 

 
Figure 3: flowchart of the implemented procedure. 
 

3.2 Tests performed 
The developed method was tested on 2 datasets, whose sites 
are scattered across Kyrgyzstan and Brazil and with data 
coming respectively from LANDSAT and CBERS satellites. 
The main goal is to demonstrate the correction efficiency by 
considering different resolutions and sensors. For example, in 
the LANDSAT case inputs of the correction process are 
images with 30 meters spatial resolution. In the CBERS case, 
20 meters CCD and HRC 2.37 meters are considered instead. 
Figure 4, 5 and 6 provide visual examples of the displacement 
problem in LANDSAT images. 
 
 

Automatic tile selection

Detection of corners

Description of the extracted features

Matching

Filtering based on Hamming distance and mutual coherence
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Figure 4: LANDSAT reference image from Bishkek, 
Kyrgyzstan, acquired in, 1996. The green line highlights 
a linear feature taken as reference for comparison 
purposes (see next figure). 

 
 
 

 
Figure 5: comparison with another LANDSAT image 
from the same site as the previous figure, acquired in 
year 2000. The two colored lines highlight the mutual 
displacement: the red line represents the location in the 
second image of the linear feature marked with a green 
line in the first image. 

 
Figure 6: directly measuring the displacement between 
the considered LANDSAT images over Bishkek, 
Kyrgyzstan. 

  
The method proved its effectiveness in automated re-
alignment of stacks containing a mix of LANDSAT L1G and 
L1T scenes to a single L1T scene taken as a reference. The 
problem is worth considering because in many sites around 
the world a dense-enough time stack can only be obtained by 
including L1G scenes, whose geometric accuracy is less than 
ideal. Similar considerations apply to CBERS data, where a 
non-negligible shift is found between panchromatic and 
multi-band data from CCD sensor as well as between CCD 
multi-band and HRC panchromatic imagery. 
 
The tests carried out were aimed at:  

• Registration of LANDSAT data acquired on 
different years, for monitoring purposes; 
 

• Registration of CBERS data acquired in the same 
year, to fuse HR and MR for built-up extraction 
purposes. 

 
Speed tests proved also the efficiency of the method, which 
took only 85 minutes to register a stack of 27 CCD CBERS 
scenes covering an area of around 290,000 km2 in the state of 
São Paulo and its surroundings in Brazil (see Figure 7). The 
machine used for these tests is a common laptop with a 2.7 
GHz quad core processor, 16 GB of RAM and a standard 
magnetic hard drive. The authors also would like to stress the 
point that no optimization of the algorithm has been done yet 
and there are large margins for improvement. 
 
Table 1 reports the results of the above test. The proposed 
method (4th column) was compared with a SURF-based 
method (2nd column) applied to the entire input image; the 
same input was also used to test the purely correlation-based 
method (3rd column). It is to be noted that the results obtained 
with the proposed method turned out to be more accurate than 
those from the other two methods when compared with 
manual reference registration. 
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Table 1: comparison of processing times between 
different methods for registration of the two test cases. 
Times in seconds. 

Test set/size 
SURF-
based 

FFT-based 
Prop. 

method 
Landsat- 
Bishkek 

8011×7271 
pixel 

157.24 5133.65 29.23 

CCD 
CBERS -
São Paulo 
6803×6377 

pixel 

78.30 1921.09 190.28 

 
 
 

 
Figure 7: stack of corrected CCD images over the State 
of São Paulo (Brazil). Colored polygons represent the 
HRC datasets. CCD and HRC imagery were acquired by 
CBERS-2B satellite. 

 
 

4. “BIG HERITAGE DATA” 
 
Although still under development and refinement, the method 
described in the previous paragraph has performed nicely on 
LANDSAT and CBERS data. Yet, it can be fruitfully 
exploited on datasets from several other spaceborne sources. 
This method may add a small contribution to setting up the 
necessary tools and creating the right environment to address 
the problem of “Big Heritage Data” (BHD). The concept of 
BHD consists of considering the large, existing repositories 
of EO data that have been separately acquired by a diverse 
range of EO systems, and jointly exploiting them to 
reconstruct the history of our planet with the aim of 
forecasting the future evolutions. 

5. CONCLUSIONS 
 
This paper presented a method for automated registration of 
large stacks of satellite images. Although the method is still 
under development, we believe it can represent an effective 
tool to address the registration problem in large historical 
datasets. This is done in a “Big Heritage Data” perspective 
with the aim to ease the integration of long historical records 
of spaceborne Earth Observation data; in line with this 
perspective, we made the method available open-source on 
GitHub [8] as an output of an ongoing FP7 project. Users' 
feedback and contribution is welcome and encouraged. 
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ABSTRACT 

 

Earth Observation time-series data are valuable information 

to monitor the change of the environment. As access to 

raster time-series data is often a time-consuming task, tools 

have to be developed to simplify the access to data archives 

so that also external application can make use of the data. In 

this work, web services for MODIS time-series data access 

based on the OGC Web Processing Service specification 

were developed and integrated in two client applications. 

Users can provide the geometry (point or polygon) and 

select a dataset; any processing is done by the server. A 

prior accessed dataset can be converted to an OGC Sensor 

Observation Service for automated time-series monitoring. 

 

Index Terms— OGC Web Processing Service, Multi-

Source, Middleware, Web Services, Web Portal, Mobile 

App, MODIS, Time-series, Vegetation, Monitoring 

 

1. MOTIVATION 

 

Earth Observation (EO) time-series data are valuable 

information to monitor the change of the environment. 

Several datasets exist that are provided free of charge. The 

Moderate Resolution Imaging Spectroradiometer (MODIS) 

sensor provides global satellite time-series data over the last 

14 years. Data from this sensor is widely used for analyzing 

environmental changes over the time. The access to 

information dervied from EO data is also relevant for other 

sciences. The Future Earth initiative brings different 

sciences together for a sustainable future of the Earth. An 

important “cross-cutting” capability of Future Earth is the 

focus on data and observing systems with the aim to “make 

the research more useful and accessible for decision 

makers” and “making research accessible to all parties“ [1]. 

Therefore it is an important objective to provide easy 

access and analysis functions to Earth Observation time-

series data. But until now it is a complex task to even get 

datasets for a specific area of interest because many 

processing steps have to be conducted: (1) requesting which 

data is necessary for the area of interest, (2) downloading 

necessary data, (3) extracting specific dataset, (4) subsetting 

each file to the area of interest, (5) conducting data masking 

based on quality flags, (6) exporting data as a time-series 

object that can be used in other software for further 

processing and analysis. These steps need to be automated, 

especially if an operational monitoring service is provided. 

Also for scientists it is not often an easy task to retrieve 

time-series data for their area of interest because all the 

mentioned processing steps have to be conducted.  

The usage of web services is predestinated to solve these 

issues. Web services can be used with standard-compliant 

interfaces and integrated in several applications. A set of 

specifications for the provision and the processing of spatial 

data are published by the Open Geospatial Consortium 

(OGC). They can be used in different ways to publish 

datasets or processing tools. Thus the usage of OGC-

compliant services has to be investigated to provide an 

operational data access for time-series monitoring including 

data integration, provision, analysis, and ongoing 

monitoring. Figure 1 shows a proposed infrastructure with a 

middleware linked to multiple sources. 

 

 
Figure 1: Proposed infrastructure for automated time-series 

monitoring based on distributed Earth Observation data. 
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2. STATE OF THE ART 

 

2.1. OGC Web Services for raster time-series data access 

 

Web Services like the Web Coverage Service (WCS, [2]) 

and the Web Coverage Processing Service (WCPS, [3]) 

specified by the OGC focus on providing access and 

processing functionalities for raster data. The processing 

functions of the WCS are limited, as the focus is on data 

access: the standard provides subsetting to a bounding box 

and a time range, reprojection, band selection, scaling, and 

data format encoding. An extension to WCS is WCPS that 

provides more processing functionality, e.g. band 

calculations, statistical operations, or a CSV ASCII output 

format. Sample use cases show a wide range of applications 

for WCPS, but until now only one software is available, that 

implements the WCPS specification [4].  

Another specification that can be used for data access is 

the OGC Web Processing Service (WPS, [5]). As processing 

service it is not designed for direct access to geospatial data, 

because any process distributed on the web can have 

different names, inputs, and outputs. But using a WPS for 

data access has some benefits because data can be subsetted 

to a specific polygon, not only to a bounding box, data can 

be interpolated on the time range, and the output can be very 

diverse, because it depends on the process implementation. 

For example, outputs can be OGC-compliant services, a 

workspace for R, or any other data format. Furthermore it is 

possible to integrate direct data access to external data 

providers, if the data is not available on the local server. 

Even though [4] stated in contrast to WCPS that WPS 

consists only of a low-level framework for procedural 

invocation and has no machine-readable semantics for 

automatic detection or orchestration, it can be useful for 

specific well-defined data access tasks. Semantic 

enablement of WPS instances can be seen as a separate 

research topic that is definitely important, but can be solved 

with other techniques, e.g. semantic web standards.  

 

2.2. Data access systems for MODIS land products 

 

Tools allowing time-series extraction and analysis of 

specific datasets from NASA MODIS sensor are 

increasingly available. The probably most known web-based 

tool is “NASA Giovanni – Interactive Visualization & 

Analysis” [6] with a set of MODIS datasets and different 

time-series extraction and analysis tools. Even though 

NASA Giovanni provides access to all input data for a given 

bounding box and time range, these functions are not 

publicly available as services that can be integrated in own 

applications. The MODIS Land Subsets tool from US Oak 

Ridge National Laboratory (ORNL, [7]) provides time-

series extraction for a bounding box around a selected pixel 

location. A SOAP-based MODIS Web Service is publicly 

available for querying the data catalogue and submitting an 

order for time-series access and analysis graphs. The Multi-

Sensor Evolution Analysis (MEA, [8]) of the EU 

EarthServer project focuses on the provision of time-series 

data access based on OGC-compliant services. Interactive 

time-series plotting tools for different pixels and datasets are 

available. With the OGC WCPS the datasets are available in 

a web service query processing language. 

Focusing on vegetation time-series data some web-based 

tools are available for time-series extraction und 

visualization. But none of the existing tools could be used 

for the integration in external applications. The OGC WCPS 

service from MEA is a good approach, but the complete 

MODIS vegetation datasets are not fully available yet and is 

not yet being updated automatically. Though the MODIS 

service from ORNL provides submitting an access request, 

but resulting data are restricted to certain bounding box and 

time range limits. Using OGC WPS would be a good 

solution that the data can be directly used in other 

applications. In summary, service-based access to time-

series vegetation data is only available given several limits.  

 

3. IMPLEMENTATION 

 

To automate data processing, analysis, and monitoring 

individual tools were developed as geo processing web 

services with an OGC Web Processing Service (Figure 2). A 

proposed middleware system needs to process available data 

and provide user-friendly output formats based on the inputs 

of a user. Time-series monitoring is realized with the OGC 

Sensor Observation Service (SOS, [9]) specification.   

 

 
Figure 2: Automated geo processing service for data access 

and time-series monitoring. 

 

3.1. Time-series data access 

 

Different processing services exist for MODIS data, one for 

point-based and one for polygon-based integration (Table 

1). Beside the type of the geometry, a mandatory input is the 

name of dataset. Further optional inputs are specifications of 

the time range and a parameter for limits based on the 

quality flags (e.g. no pixels with cloud).  
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Based on the geometry input the selected dataset is being 

extracted, clipped, and masked based on quality flags. The 

original source of the dataset depends on different criteria; 

for example if data for the specified area is locally available 

or not. In the case that data is not available locally, Google 

Earth Engine can be used to retrieve the data for specific 

datasets. All processed data is available in a public 

processing directory that can be accessed by the user.  

Different outputs are provided by the WPS dependent on 

the geometry type: For point-based integration a CSV file is 

available with the original and interpolated values, quality 

flags, and interpolation flag. For polygon-based integration 

GeoTIFF files for each timestamp are available, and a 

combined multi-band virtual raster table file. If configured, 

the GeoTIFF files can be set up as OGC Web Mapping 

Service for visualization, OGC WCS for standard-compliant 

data access or OGC SOS to provide monitoring services. 

Furthermore a time-series plot and decomposition figure are 

created. The implementation was done with PyWPS [10], a 

Python-based open-source software for OGC WPS.  

 

MODIS data access for points: 

http://artemis.geogr.uni-jena.de/cgi-bin/testbox.cgi 

Identifier:  1012_single_ts_plot_point 

Inputs:   pointX, pointY, datasetName,  

  dateStart, dateEnd, qualityLimits 

Outputs:  pointBBOX, tsCSV, tsPlot,  

  tsDecompose, tsDecomposeCSV, uuid 

MODIS data access for polygons: 

http://artemis.geogr.uni-jena.de/cgi-bin/testbox.cgi 

Identifier:  1013_single_ts_plot_polygon 

Inputs:   wkt, datesetName, dateStart, dateEnd, 

  qualityLimits 

Outputs:  tsCSV, tsPlot, tsDecompose,  

  tsDecomposeCSV, uuid 

Table 1: Developed web services for data retrieval 

 

3.2. Time-series monitoring with OGC Sensor 

Observation Services 

 

An important opportunity for time-series data is continuous 

monitoring. In combination with an alert and notification 

service, users can subscribe to a sensor (e.g., point or 

polygon of a dataset) and they will be notified when 

individual filter rules apply (e.g., surface temperature or 

vegetation index higher/lower than a user-defined limit). 

This was developed as an extension of the data integration 

process (described in 3.1.) of the middleware. On demand of 

the user, the integrated dataset can be published as a new 

sensor following the OGC SOS specification. istSOS [11] is 

used to provide an OGC-compliant web service. For point-

based integration the prior created CSV file is used to 

import the data. For polygon-based integration, statistical 

values (mean, minimum, maximum, standard deviation) are 

calculated for each timestamp and imported into the newly 

created sensor. To ensure an up-to-date database, the sensors 

are updated on a daily basis and can then be used in 

combination with alert and notification services.  

 

4. CLIENT APPLICATIONS 

 

Client applications can make use of the developed web 

services. Two clients were developed to show the 

possibilities of this service-based infrastructure: A web 

portal (webEOM) and a mobile application (mobileEOM). 

Both of them are using the developed OGC Web Processing 

Services for data integration, analysis, and monitoring.  

 

4.1. webEOM 

 

The focus of the web portal is to provide an easy-to-use 

interface to extract time-series data and execute further 

time-series analysis functions (Figure 3). At least two inputs 

are necessary to use the system: 1) the location of the area of 

interest that can be created in the map as a point or a 

polygon, and 2) the dataset (e.g., vegetation index, land 

surface temperature, climate station data) the user is 

interested in. All created outputs can be directly visualized 

in the portal, but also downloaded for offline usage.  

 

 
Figure 3: Screenshot of webEOM portal (www.earth-

observation-monitor.net) 

 

4.2. mobileEOM 

 

The mobile application for EOM was developed with the 

aim to provide access to time-series data and derived 

analysis during fieldwork (Figure 4). With the current GPS 

or a manual set position users can extract time-series data 

from MODIS vegetation datasets and view plots, trend, and 

breakpoint analyses. Thus changes of the vegetation in the 

past can be seen for points or polygons on the mobile 

device. New developments lead to a monitoring service with 

push notifications. 
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Figure 4: Screenshots of mobileEOM app for pixel- and 

polygon-based analyses. 

 

5. SUMMARY & CONCLUSION 

 

To provide access, analysis, and monitoring functions to 

Earth Observation time-series data, a framework of OGC 

Web Processing Services were developed and proposed in 

addition to OGC-compliant data access services. This leads 

to a set of benefits, in contrast to OGC Web Coverage 

Services and OGC Web Coverage Processing Services: 

Polygon-based data access, temporal data interpolation, 

usage of different data providers as backups. As not all data 

providers provide standard-compliant interfaces for data 

access, MODIS data from NASA is only provided by HTTP 

and FTP servers. Thus individual processing steps have to 

be included. Also for data providers with OGC WCS or 

WCPS, further processing is needed in many cases. This can 

be achieved by implementing a processing middleware 

system that takes care of all incoming data access requests 

from users and sending the request to linked data providers.  

Time-series monitoring can be achieved by 

implementing on demand OGC Sensor Observation 

Services. A user can specify a point or an area of interest 

and a dataset; the integrated data can then be converted into 

a new SOS by the middleware. Afterwards, general SOS 

clients can be used, but also alert and notification services.  

OGC-compliant web services are useful and necessary to 

offer data access and processing functionalities. In general 

OGC WPS is used only for data processing, but it can also 

be relevant for data access if a set of processing steps has to 

be conducted. Data access services like OGC WCS and 

WCPS can prior be used to download original data from 

data providers; further processing steps can then be executed 

within the WPS. A conversion to an OGC Sensor 

Observation Service leads to the possibilty to monitor 

change of the environment with standard-compliant web 

services. Users those are not familiar with data processing 

like stake-holders or decision makers can get access to 

information without any need of data processing. But also 

scientists can use these processing services to get data of 

their study area to focus on their analysis work. To enhance 

the usage of geoprocessing services, they should be linked 

in the metadata of datasets that can be found in the metadata 

catalogue of the Group on Earth Observation System of 

Systems (GEOSS).  

 

6. REFERENCES 

 
[1]  Future Earth, “Future Earth Initial Design: Report of the 

Transition Team”, International Council for Science (ICSU), 

Paris, 2013 

 

[2]  P. Baumann, “OGC WCS 2.0 Interface Standard—Core”, 

Open Geospatial Consortium Inc, Wayland, USA, 2010. 

 

[3]  P. Baumann, “Web Coverage Processing Service (WCPS) 

Language Interface Standard. OGC 08-068r2”, Open 

Geospatial Consortium Inc, Wayland, USA, 2009. 

 

[4]  P. Baumann, “The OGC web coverage processing service 

(WCPS) standard”, GeoInformatica, 14, pp. 447–479, 2009. 

 

[5]  P. Schut, “OpenGIS Web Processing Service”, Open 

Geospatial Consortium Inc, Wayland, USA, 2007. 

 

[6]  J.G. Acker, and G. Leptoukh, "Online Analysis Enhances 

Use of NASA Earth Science Data", Eos Trans. Amer. 

Geophys. Union, 88, 2007. 

 

[7]  S. K. Santhana Vannan, R. B. Cook, J. Y. Pan, and B. E. 

Wilson, “A SOAP Web Service for accessing MODIS land 

product subsets”, Earth Sci. Informatics, Vol. 4, No. 2, pp. 

97–106, 2011. 

 

[8]  S. Natali, A. Beccati, S. D’Elia, M.G. Veratelli, P. 

Campalani, M. Folegani, and S. Mantovani, "Multitemporal 

data management and exploitation infrastructure", Proc. of 

Multi-Temp 2011 6th International Workshop on the 

Analysis of Multi-temporal Remote Sensing Images, Trento, 

Italy, pp. 217–220, 12–14 July 2011 

 

[9]  A. Bröring, C. Stasch, and J. Echterhoff, “OGC Sensor 

Observation Service Interface Standard”, Open Geospatial 

Consortium Inc., Wayland, USA, 2012. 

 

[10]  J. Cepicky, and L. Becchi, "Geospatial processing via 

Internet on remote servers - PyWPS", OSGeo Journal, 2007. 

 

[11]  M. Cannata, and M. Antonovic, “istSOS: Investigation of the 

Sensor Observation Service”. In Proceedings of 1st 

International Workshop on Pervasive Web Mapping, Geo-

processing and Services, Como, Italy, 26-27 August 2010. 

[Poster Session] Time Series

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

333 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


MONITORING VOLCANIC ACTIVITY BY MEANS OF BIG DATA FROM SPACE 
 

Malvina Silvestri, Massimo Musacchio, Maria Fabrizia Buongiorno  
 

Istituto Nazionale di Geofisica e Vulcanologia, Rome, Italy 
 

ABSTRACT 
 

This work describes the INGV experience in the capability 
to import many different EO data into developed systems 
and the maintaining of a repository where the acquired data 
have been stored for generating selected products which are 
functional to the different volcanic activity phases. 
Examples on the processing of long time series based EO 
data of Mt Etna activity and Phlegraean Fields observation 
by using remote sensing techniques and at different spatial 
resolution data (ASTER - 90mt, AVHRR -1km, MODIS-
1km, MSG SEVIRI-3km) are showed. 
 

Index Terms— Remote Sensing, long time series 
analysis, natural hazard 
 

1. INTRODUCTION 
 

The Istituto Nazionale di Geofisica e Vulcanologia 
(INGV) has more than 20 years of experience in acquiring 
and processing Earth Observed (EO) data by spaceborne 
platforms. In the last years the INGV Remote Sensing 
Group has developed procedure to support Italian Civil 
Protection activities to monitor volcanic and earthquake 
related phenomena by means of integrated space and ground 
observations maintaining a MEOS Multi-mission Antenna 
(for MODIS and MSG-SEVIRI data) and AVHRR-
TERASCAN (for AVHRR data), Figure 1 

 
 

 
Figure 1 The INGV Multi-mission antennas 
 
 

2. DATA PROCESSING  
 

Once data are acquired by INGV antennas, they must be 
processed into a format that can be read by the analysis 
tools. Many collections are stored in proprietary or 
discipline-specific formats (e.g. HDF), requiring preparation 
and data reformatting stages (e.g. the typical format for 
satellite data directly downloaded are: TDF for AVHRR 
data, HDF5 for MSG-SEVIRI, HDF for MODIS). Once the 
HDF data have been produced, they are stored in dedicated 
archives and ready to be sent to different processing chains. 
By using these chains about 10000 products have been 
generated (from 2009-up to now) starting from both optical 
and radar data and archived in INGV storage.   

The following table describes the sizing  and frequency of 
the input needed to generated added value products. 

 
Name Platform Frequency Size 

(Mb)/day 
AVHRR NOAA 4 per day 280 
MODIS TERRA 2 per day 300 
MODIS AQUA 2 per day 300 
MSG-
SEVIRI  

EUMETSAT 98/day or 
288/day 

1.5 GB 
3 GB 

Table 1 Input data acquired by INGV antennas. 
 

The INGV experience have been pointed out the following 
considerations: the advantage of direct download of EO data 
by means owned antennas offers the possibility of a 
systematic data processing obtaining products that can be 
used to support natural risk monitoring offering a daily 
updating of information suitable for prompt response and 
hazard mitigation (e.g. INGV generates product for volcanic 
risk monitoring); the available on line catalogues could not 
ensure the updating velocity useful for added value 
products. In Figure 2 the scheme of volcanoes monitoring 
through satellite data is reported. By using own antenna a 
further advantage is the capability to control the processing 
time from the leading time to the product dissemination. The 
product time generation ranges from 7 minutes (best case) 
up to 1 hour (worst case).   

The system dedicated for early warning for Italian active 
volcanoes uses the MSG-SEVIRI data directly downloaded 
by INGV antennas. The radiance acquired by the SEVIRI 
4th channel (strongly sensible to the thermal variation) 
offers the possibility to detect the impending radiance-
temperature variation. 

Time Series [Poster Session]

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

334 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


 
Figure 2 Volcanoes monitoring using different spatial and 
time resolution satellites 
 

Thanks to the high revisit time of this sensor (288 data per 
day if we consider the Rapid Scanning Service, delivering 
more frequent images every 5 minutes over parts of Europe 
and 98 data per day considering acquisition every 15 
minutes) it is possible to have quickly a response on the 
status of the monitored volcano (e.g. Mt. Etna, Stromboli in 
Italian area or El Hierro in Spain, Katla or Bárðarbunga 
volcanoes in Island). This system called Rapid Response 
Web Service is showed in Figure 3. 

 
Figure 3 Rapid Response Web Service (MS2RWS) 
 

When an eruptive event occurs, the EO data with high 
spatial resolution provide information at an improved spatial 
scale more suitable for scientific analysis but less useful for 
a rapid response monitoring system.  

Thanks to an agreement with NASA, INGV can obtain 
high spatial resolution data (such as ASTER [15m 
panchromatic, 30m multispectral VIS-SWIR, 90m TIR] to 
obtain more spatially detailed time-series of thermal 
measurements over volcanoes (Pieri and Buongiorno,1995; 
Pieri and Abrams, 2005; Vaughan and Hook, 2006; Ramsey 

and Dehn, 2004). This is because of less frequent 
observation opportunities of  higher spatial resolution 
ASTER data for a particular volcano due to its smaller 
swath width and less frequent revisit as compared to the 
weather satellites. Therefore, an increased probability of 
obscuration by cloud cover exists. However, since the 
launch of ASTER in December 1999, 70,000+ images of 
volcanoes have been acquired worldwide with a number of 
volcanoes seen frequently enough with ASTER at 
acceptable cloud coverage. Thus, useful times series data 
analyses can be undertaken. For instance, one such analysis 
(Pieri and Abrams, 2005) detected winter-time summit 
crater meltwater in advance of an early spring eruption by 
the sub-arctic Chikurachki Volcano in the Kurile Islands. 
ASTER data are currently the only orbital remote sensing 
data set which allow the detection of low temperature 
thermal anomalies smaller than the resolution limit of the 
coarser spatial resolution, MODIS data. Two examples are 
reported in the next sessions: the analysis of EO time series 
on Mt. Etna (Sicily) and Phlegraean field (Campania). 
 

3. LONG TIME SERIES ANALYSIS ON MT. ETNA 
 

Mt Etna is the largest active volcano in Europe with a 
diameter of 40x40 km2 and elevation of abot 3350 m a.s.l. 
Towering above the city of Catania on the island of Sicily, it 
has been growing for about 500,000 years. Mt Etna has the 
longest period of documented eruptions in the world. Etna is 
noted for the wide variety of eruption styles. The analysis of 
10 years of images acquired by EOS-1 Terra ASTER 
(Figure 4) has emphasized the importance of high spatial 
resolution TIR data during background monitoring to detect 
changes in the thermal emission that may be related to an 
impending eruption and the need to further improve the 
spatial resolution in the TIR channels to better separate the 
thermal active areas in volcanic systems (Buongiorno et al., 
2013). 
 

 
Figure 4 Aster data collection during 10 years, daytime and 
nighttime images and main eruptive events 
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Maximum radiance and variance have been calculated 

using ASTER's TIR channel 4 (10.65 mm) that is not 
affected by SO2 emissions (Figure 5). Because of the high 
elevation of the site (e.g., over 3000m asl) low atmospheric 
column water vapor and atmospheric correction have not 
required because in thermal region the aerosol type plays a 
negligible role because of the long wavelength and high 
emissivity in the selected TIR channel 
 

 
Figure 5 Maximum summit crater radiances for Mt. Etna, 
derived from ASTER TIR data, along with the statistical 
variance of radiance and in the designated background area 
for the nighttime observations, showing the increase of 
thermal energy emission from the summit areas during the 
2001, 2002, 2006 and 2008 eruptions. The adimensional 
variance is reported on the right side of Y axis and the 
radiance (Watt/m2 /sr/micron) on the left Y axis, 
respectively 

Observing the results obtained processing ASTER time 
series, the study emphasizes the importance of high spatial 
resolution TIR data during background monitoring to detect 
changes in the thermal emission that may be related to an 
impending eruption and the need to further improve the 
spatial resolution in the TIR channels to better separate the 
thermal active areas in volcanic systems. 
 
 

4. LONG TIME SERIES ON PHLEGRAEAN FIELD 
 

The Solfatara di Pozzuoli (Naples, Italy) is a tuff cone 
formed about 4 Ky BP and belongs to Campi Flegrei 
caldera. Recurrent ground deformation (bradyseism) 
episodes are a typical feature of this volcanic area and likely 
connected to variations of hydrothermal-magmatic activity 
that is the main source of the permanent fumarolic 
emissions and soil diffuse degassing within and outside the 
Solfatara crater. Solfatara crater is characterized by a large 
soil diffuse degassing structure (Solfatara DDS, abuot 0.8 
km2), and characterized by anomalous soil temperature. 

Since 2000 more than 35 nighttime and cloud-free images 
have been acquired by ASTER and the soil temperature map 
at 90-m resolution  has been generated starting from the 
product L1B data (i.e., radiance  at the sensor) and applying  
the atmospheric correction in order to remove the effect of 
the atmosphere. The TES (Temperature Emissivity 
Separation, Gillespie et al., 1998) algorithm for ASTER 
thermal bands has been considered to obtain the soil 
temperature (Figure 6). The ASTER TIR standard correction 
algorithm is based on radiative transfer calculation using the 
MODTRAN code (Berk et al., 1999), with input 
atmospheric profiles extracted from the University of 
Wyoming website (http://weather.uwyo.edu/ 
upperair/sounding.html) concerning sounding profile area 
nearest to Naples. 

 
 

 
Figure 6 Time series of surface temperature obtained with 
ASTER sensor: Solfatara and Pisciarelli (Naples) from 2002 
to 2013 
 

Also in this case, the time series analysis of the 
temperature maps obtained with ASTER data allow the 
identification of areas of abnormality in the area of 
"Pisciarelli" than the more obvious "Solfatara".  

 
 

5. FINAL CONSIDERATIONS 
 

Earth observation systems from satellite platforms enable  
the observation and retrieval of important parameters to 
improve the scientific knowledge of natural phenomena 
such as volcanic activity. In this work t 

The use of large archives to inventory and monitor 
dynamic and dangerous phenomena, like volcanic activity, 
globally is also highlighted. The help of government-
sponsored spaceborne platforms and instruments could 
permit to obtain data mostly freely accessible, especially for 
natural hazards response and research. The free access mode 
do not prevent the commercial use of the derived products 
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of the EO data,  contrary this open access improves the 
development of  scientific algorithms by Universities and 
Research Institutes which are generally freely reused from 
the commercial companies to develop products. 
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ABSTRACT

Data Assimilation (DA) is a powerful tool for generating
and using Earth Observation (EO) products but requires rel-
atively sophisticated processing capabilities and knowledge
of programming that are inaccessible to many potential users.
OPTIRAD (OPTImisation environment for joint retrieval of
multi-sensor RADiances) is a collaborative research envi-
ronment for DA for land applications. It provides flexible
DA tools that users can exploit for a variety of applications.
OPTIRAD utilises a number of techniques for efficient pro-
cessing including replacing radiative transfer models with fast
Gaussian Process emulators, and processing simplifications
to reduce the effective dimensionality of the problem. OPTI-
RAD will be deployed on the CEMS/JASMIN cloud system
at RAL Space and with an IPython notebook interface giving
users a familiar and easy to use interface to access Big Data
processing capabilities as well as providing documentation,
tutorials, examples to allow users with limited experience of
EO data to use DA for land applications.

Index Terms— Earth Observation, data assimilation,
land surface parameters, collaborative research environment

1. INTRODUCTION

There is a relatively long and successful history in generat-
ing land surface products from EO, but there remain some
significant difficulties that arise when researchers outside the
field of EO try to use some products. In particular, assump-
tions made to generate products may conflict with those that
the users want to make, or products from multiple EO sensors
may be inconsistent due to different assumptions in the pro-
cessing schemes. In addition users may not have the facilities
to handle the large data volumes involved.

The high spatial and temporal resolution required to study
the land surface, as well as the relatively large number of
parameters that can be extracted from EO data results in
DA problems being cast in spaces with dimensionalities of
∼ 109−1010. Additionally users require credible uncertainty
information. Even for a small area and a small period of
time, the dimensions of the problem soon get prohibitive for
a number of reasons:

• Large problem spaces typically necessitate of many it-
erations

• Storage of e.g. covariance matrices is impractical

• Each iteration might require significant resources to run

• radiative transfer (RT) codes within the DA framework
are quite slow

In addition to these problems, a relatively sophisticated
understanding of programming and efficient computing are
required to implement DA approaches. Ultimately, imple-
mentations in computer clusters using parallel techniques are
typically required, which dissuades many potential users.

DA is a powerful tool to combine multiple sources of
data, test assumptions and derive products consistent with the
assumptions made. Effective DA requires collaboration be-
tween DA specialists, land surface modellers and users of de-
rived products. Up to now, collaboration has been haphazard,
with different communities developing and using their own
tools meaning that results derived from the same (or simi-
lar) EO sources may be inconsistent, or even incompatible.
Successful DA requires these communities to work together,
using common terminology and tools, to ensure that these is-
sues of inconsistency are avoided and this may be facilitated
by a common research environment (CRE) for DA for land
applications.

OPTIRAD, funded by the European Space Agency un-
der contract 4000109773/13/I-AM, is a CRE that gets around
these complications by providing a system that resides in the
cloud, using computational resources maintained by a third
party, and providing a web-based interface to the underlying
software using IPython notebooks.

Some of the potential applications we envisage include:

• Land monitoring

• Satellite constellation performance simulation

• Inter sensor comparisons/validation

• Improved post-processing/inversion of global products
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Fig. 1. Multi-resolution DA example using spatial regularization. Top row (from left to right): true high resolution state, observations with additive normal
noise (zero mean and 0.25 standard deviation) and data gaps (60% of pixels missing). Uncertainty (either no data or 0.25). Middle row (from left to right):
true high resolution state, observations with additive normal noise (zero mean and 0.15 standard deviation) and data gaps (20% of pixels missing). Uncertainty
(either no data or 0.15). Bottom row (from left to right): Inferred state. Discrepancy between the state and the truth. Posterior uncertainty of the inference. The
left hand side colourbar is used for the state and observations, and the right hand side colourbar is used for uncertainty plots.

2. A COLLABORATIVE RESEARCH
ENVIRONMENT

OPTIRAD is based on a “plug and play” structure, to en-
able maximum flexibility allowing users to explore different
datasets, using different observation operators, and test dif-
ferent DA approaches (variational methods, filters, sampling
methods etc.). Crucially, users are not constrained to use a
particular land surface model, as the system provides a simple
interface to different models, exposing the key assumptions
and interface terms required by such models. OPTIRAD is
designed to build easily on previous developments (for exam-
ple, RT models and vegetation models).

OPTIRAD is based on the Python ecosystem. Python is
easy to learn with a large set of libraries for routine numerical
operations, such as optimisation and linear algebra. Access
to different geospatial datasets is also well catered for, and
the inclusion of legacy code in other languages (such as For-
tran, C or C++) is easy. Recently, the development of the
IPython interpreter and libraries has allowed the use of re-
mote Python kernels using a web browser, as well as enabling
access to parallel processing capabilities over distributed sys-
tems. IPython can be installed on top of cloud providers, so
that users can access a common data storage (for example,

an EO data archive). The system allows for collaborative
development that scales very easily in terms of data storage
and computational requirements, allowing very large prob-
lems such as large-scale EO data processing to be tackled.

An added benefit of the IPython setting, is the ability to
provide complete documentation of the processing easily in
the form of IPython notebooks. These notebooks provide
a web-based environment for code, associated documenta-
tion and results, allowing users to modify, update and execute
workflows very easily. This is a key requirement for product
traceability, for the replication of results by other scientists or
for providing tutorials for enabling new researchers to learn
very rapidly how a given processing chain works.

3. A LAND DATA ASSIMILATION FRAMEWORK

An optimal estimation (Bayesian) framework is well suited
to exploit instrument synergies and consistencies and for the
interpretation of statistical/temporal variations in land surface
properties from EO and associated data. The main advan-
tages of this approach are that different types of images, with
different properties (different spatial resolutions, acquisition
geometries, spectral sensor characteristics, etc) can be com-
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bined by using a physical model (the “observation operator”).
Using (partly common) prior constraints (either in the form
of a probability density function (pdf) or of a simple model)
allows the user to infer many more parameters than would
be possible with more traditional approaches that tend to fo-
cus on a single parameter (e.g.leaf area index). Moreover, it
allows for adding external (parameter) knowledge to the in-
ference. Full uncertainties are given by the posterior estimate
of the pdf. The use of simple temporal and spatial correlation
models allow for temporal and/or spatial interpolation: effec-
tively, for a particular location, the state of the land surface
is estimated even for periods where no observations are avail-
able due to cloudiness or orbital configuration. Further, sen-
sors with different spatial resolutions can be seamlessly com-
bined. This opens the way to have high resolution estimates of
land surface parameters derived from a combination of (fre-
quent) moderate resolution observations and (infrequent) high
resolution data, as demonstrated in figure 1. This is however
a computationally expensive approach. The dimensionality
of the problem for a single image may already be of order
1010 and a user may typically wish to look at a years worth of
images. The issues around the memory required to deal with
this dimensionality is compounded by that fact that as the size
of the problem increases, the number of iterations required to
reach a solution also increases. Exploiting DA approaches for
big data require, then, tools to improve the speed of each iter-
ation (fast alternatives to RT models), methods to reduce the
number of iterations (preconditioning, optimal first estimates)
as well as reducing the dimensions of the problem itself.

The OPTIRAD system (building on EO-LDAS (EO Land
Data Assimilation System [1]) implements a generic varia-
tional DA system using a number of different observation op-
erators suitable for optical and passive microwave data. It
makes use of a number of techniques to use the available com-
putational resources efficiently in a transparent way and pro-
vides a simple interface to the user.

Each iteration within OPTIRAD is made faster using
Gaussian Process (GP) emulators (fast approximations to
costly functions) to emulate the costly RT models efficiently.
This is discussed further in [2] where it is observed that for
a complex soil-canopy-atmosphere model that took between
3 to 4 minutes to run on a contemporary laptop for only a
single pixel, the emulation took on average 2 ms. In this
paper we focus on the methods OPTIRAD uses to reduce the
dimensionality of the problem (section 5) and the number of
iterations required (section 4)

4. PRECONDITIONING THE PROBLEM

Even though the emulators can be accurate and very fast, a
large number of iterations might still be required to solve
a particular problem. This is particularly true if the obser-
vations have low information content. This can be seen in
figure 2: a well conditioned problem is shown on the left

Fig. 2. Examples of minimising a well-conditioned function (left) and a
non-conditioned function. The blue line shows the evolution of the iterative
minimiser.

where the minimisation performs very well, locating the min-
imum value in a handful of iterations. On the right is shown a
very non-linear and ill-conditioned problem. The minimisa-
tion routine quickly gets near to the low value minimum, but
once there, and due to the flat nature of the function around
the minimum, it zig-zags around for many iterations until
convergence. This second behaviour is fairly common in
the land DA problems that OPTIRAD is designed for: flat
cost functions are symptomatic of low information content,
or poor sensitivity to parameters. This situation can be im-
proved by preconditioning. A preconditioner is a parameter
transformation makes the non-linear problem more linear.
Ill-conditioning of the cost function is evidenced in poor
conditioning of the Hessian matrix (i.e. very large ratio of
largest to smallest eigenvalue). Transformations that are able
to make the eigenvalues of the Hessian broadly identical will
result in better convergence behaviour. The ideal transforma-
tion would use the inverse of the Hessian at the minimum,
as this makes the Hessian an identity matrix with identical
eigenvalues, but this is the solution of the DA problem we are
looking for it. A good approximation to this is to use square
root of the prior matrix. There is a trade-off between finding
the best preconditioner and the time taken to calculate it. It is
practical when using OPTIRAD in sequential DA mode (see
section 5 the prior covariance matrix is determined from the
Hessian of the previous step; however this is not available at
the start of a time series or for a single image. In these in-
stances the speed of convergence can be increased by starting
close to the minimum. GP emulators are of help here also.
Run in inverse mode a GP emulator can, given observation
data, return a reasonable first guess of the parameters of the
problem as well as the the associated uncertainties providing
a covariance matrix for preconditioning.

5. SPACE/TIME INFERENCE

A likely application for OPTIRAD will be processing images
from the Sentinal-2 satelite. Sentinal-2 has a spatial resolu-
tion of 20 m so for a 100 × 100 km region, and using spa-
tial regularisation to provide multi-resolution capabilities, the
state vector would have dimensions of up to 1.5 × 109, re-
sulting in each iteration over this single image taking sev-
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Fig. 3. A diagram showing the sequential variational approach: The state
mean and covariance matrix (x and P) at time k − 1 are updated by assim-
ilating an observation Rk−1 with uncertainty Ek−1 via the RT model H.
The new a posteriori estimate of the state is propagated to time k by the op-
erator M, where it is used as a prior. In practice, this means inflation of the
uncertainty. Qk−1 is the the uncertainty in the state estimate that is incurred
by going from date1 to date 2.

eral hours (assuming 2 ms per emulator execution). This is
clearly not practical, but it is straightforward to split the em-
ulator evaluation on several nodes to obtain high speedups.
An added problem is that the uncertainty estimate requires
the inversion of the massive Hessian matrix, requiring some
(1.5 × 109)2 elements. As the problem size grows, so does
the number of iterations in the minimisation algorithm.

Spatially the problem is simply divided into smaller tiles
to give an inherently parallelisable problem. As long as there
is sufficient overlap of the individual tiles, they can be later
combined while minimising edge effects. Temporally we use
an approach that is similar to a Kalman filter/smoother. The
posterior from the retrieval at one time step is propagated into
the next time step using a temporal evolution model to be used
as priors with the prior covariance determined from the uncer-
tainty of the previous retrieval. This is shown schematically
in Fig. 3. The covariance matrix itself (which is not sparse) is
not required but rather it’s inverse, the Hessian, which, when
using a linear first or second order regularisation model in
space, and a diagonal prior covariance matrix, effectively very
sparse.

6. CLOUD COMPUTING WITH CEMS

The system is built with free software, so that it can be de-
ployed on a wide variety of different cloud platforms, from
academic clusters made up of networks of workstations, to
commercial “cloud computing” providers. OPTIRAD will
also be deployed on the CEMS-Academic platform (inte-
grated with the JASMIN infrastructure [3]) hosted by RAL
Space. JASMIN is a hosted processing and data analysis
facility at the Harwell site in Oxfordshire that is currently in
the process of expansion to provide over 12PB disk storage

and 3500 processing cores. The expansion work will include
provision of a full Private Cloud (based on VMware vCloud)
for hosting and management of multiple tenants within the
infrastructure. This has been customised to optimise perfor-
mance for scientific workloads. OPTIRAD will be one of
the hosted projects on the new infrastructure and will have
a Virtual Organisation allocated to it within the Cloud with
resources of the Cloud allocated to it including local storage,
compute cores and RAM for creating virtual machines (VMs)
as well as access to the data archive. The IPython notebook
VMs integrate with batch compute available within the rest
of the JASMIN CEMS infrastructure. Further details can be
found in [4]

A custom management portal is being developed for
the JASMIN cloud which abstracts the underlying VMware
vCloud interfaces. This will allow an administrator of a
tenancy to deploy the OPTIRAD environment.

This is being developed as part of the project as a set
of standard appliance templates. These will include IPython
Notebook based on the recently developed Jupyter Hub which
enables full multi-user support. One or more templates will be
prepared to host both the hub and slave nodes to host IPython
Engines. The latter allow the scaling out of processing using
the IPython.parallel library.

A dual approach is being adopted to promote portabil-
ity across infrastructures: the development of appliance tem-
plates as described and the packing of the software as RPMs
to allow ready installation on to Linux hosts.

Using the cloud infrastructure enables access to fast disk
storage (a requirement to process large geospatial datasets), as
well as computational power. Using IPython notebooks, we
are able to provide a simple web-based interface for users to
access these facilities. A number of “recipes” detailing how
one deals with typical experiments are provided so that users
can familiarise themselves with the system, but also to enable
them to build on from these recipes into their own particular
applications.
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ABSTRACT 

 
A key component of the EO projects is the validation of 
the EO data products through a Ground Truth Validation. 
In the validation process data can be collected from 
various ground-based sources and sensors (in situ 
measurements, instruments, crowd-sourcing, open source 
platform), then quality-controlled, and finally compared 
with the satellite products in order to get validated 
retrievals. 
The objective of this work is to develop a system that uses 
big data capabilities and tools for validation purposes, in 
particular for the assessment of a new weather 
nowcasting system, based on a predictive model exploiting 
Meteosat Second Generation (MSG) imagery. 
 

1. INTRODUCTION 
 
“Istant Weather” (see Fig. 1) is a new app distributed on 
Google play for weather nowcasting. A neural network 
ensemble is applied to the data provided by Meteosat 
Second Generator system (Infrared channels) to predict 
the new satellite measurements and, from them, the 
evolution of geophysical fields of interest as: 
 

• Cloud coverage 
• Rain rate 
• Temperature 

 
Although the applied techniques  are very performing and 
reliable, especially on the prediction of dynamic events  
(tornado, for example), a complete characterization of the 
possible inaccuracies regarding rainfall and ground 
temperature values is still missing. 
 
In order to validate the results produced by the nowcasting 
system and to ensure final data to be of the highest 
possible quality and reliability the proposed methodology 
uses ground truth data coming from many different 
sources: official meteorological broadcast services, raw 
data from airports weather stations, raw data from radars, 

and raw data from official weather stations.  In the 
validation process the ground truth data have to be 
compared with EO space data, huge in volume and 
diversity. This is a typical big data scenario; the three key 
points, in fact, that identify a big data context are: 
 

• Volume, the global amount of digital data  (at 
least petabytes of data),  

• Velocity , the speed of data updates to ensure 
Real-time or near real-time information access 

• Variety: big data comes in many forms. They can 
come from EO satellites, from an Open Source 
Weather Data platform or from crowd- sourcing 
platform 

 
These forms of data are collectively known as 
unstructured data. Each source (system, platform or 
person) is a potential data generator. Handling and 
exploiting such data is quite impossible using the classical 
structured and relational databases and IT infrastructure, 
because they are not well suited for storing and processing 
big data. 
 
In this paper we have set up a methodology using big data 
technologies to provide a timely and accurate validation 
process for a weather nowcasting system.  
 

2. METHODOLOGY 
 
The Big Data new technologies combined to the 
availability on the internet of weather open data lie behind 
the methodology proposed in this paper. 
Ground Truth data are collected from online and open 
data services (“Openweathermap” or “Wunderground” for 
instance) and Open Weather Information projects (“Open 
Meteo Foundation”) that provides free API (Application 
Programming Interface) to weather data including current 
weather data, forecasts and history data. 
These open data services collect data from thousands 
(about 40k) of professional and private weather stations. 
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Figure 1: “Instant Weather” app screenshots 

 
Most of them are professional stations which are 
installed in airports, large cities etc, but the high level of 
granularity is guaranteed by a network of non 
professional private weather stations.  
These services combine these detailed and accurate 
local models together with global ones. 
Collected data are firstly stored in databases, and after 
processing they turn into the interpolated data of current 
weather conditions anywhere in the world. Finally free 
and open API are provided to all the data on the 
weather: clouds, pressure, temperature, precipitation, 
wind and others relating to any location of the world. 
These API make the weather data available in JSON, 
XML, or HTML format. 
To access these data is enough a json call to the API 
provided by the service as: 
api.openweathermap.org/data/2.5/weather?lat=35&lon
=139 
specifying the geographic coordinates of the location. 
The service returns a json file containing the current 
weather data for the specified location at a certain 
timestamp: 
 
{"coord":{"lon":139,"lat":35}, 
"sys":{"country":"JP","sunrise":1369769524,"sunset":
1369821049}, 
"weather":[{"id":804,"main":"clouds","description":"o
vercast clouds","icon":"04n"}], 
"main":{"temp":289.5,"humidity":89,"pressure":1013,"
temp_min":287.04,"temp_max":292.04},"wind":{"speed
":7.31,"deg":187.002}, 
"rain":{"3h":0},"clouds":{"all":92},"dt":1369824698,"i
d":1851632,"name":"Shuzenji","cod":200} 
All these ground truth data can be collected by a data 
acquisition process that retrieves data from different 
open data platform on the same dataset of locations 
spatially identified by geographic coordinates and 
temporally identified by timestamps. 

In the validation process the ground truth data shall be 
compared to the corresponding level-2 predicted 
weather data provided by the forecasting system on the 
same dataset of locations for the desired timestamp, that 
are continuously and periodically stored into the 
“Instant Weather” App repository. 
This means a huge quantity of data to be acquired by 
different sources and processed in short time.  
 
2.1.	  The	  Big	  Data	  Platform	  
Hadoop, an open source technology designed to run on 
large numbers of commodity servers provides a low 
cost scale-out approach to data storage and distributed 
processing  and it is considered the emerging and most 
mature technology among the Big Data solutions [4]. 
The most important features and advantages of Hadoop 
are in the way data and files are stored and how they are 
processed. 
In a Hadoop cluster, data is distributed to all the nodes 
of the cluster as it is being loaded in. The Hadoop 
Distributed File System (HDFS) split large data files 
into chunks which are managed by different nodes in 
the cluster. In addition to this, each chunk is replicated 
across several machines, so that a single machine failure 
does not result in any data being unavailable [3]. 
Data is conceptually record-oriented in the Hadoop 
programming framework. Individual input files are 
broken into lines or into other formats specific to the 
application logic. Each process running on a node in the 
cluster then processes a subset of these records (see 
Figure 2). 
Since files are spread across the distributed file system 
as chunks, each compute process running on a node 
operates on a subset of the data. This strategy of moving 
computation to the data, instead of moving the data to 
the computation allows Hadoop to achieve high data 
locality which in turn results in high performance. 
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Figure 2: Data distribution across nodes 

 
The second characteristic of Hadoop is its ability to 
process that data, or at least provide a framework for 
processing that data. That's called MapReduce [1]. 
In MapReduce, records are processed in isolation by 
tasks called Mappers. The output from the Mappers is 
then brought together into a second set of tasks called 
Reducers, where results from different mappers can be 
merged together as illustrated in Figure 3. 
 

 
Figure 3: Mapping and reducing tasks 

 
 

2.2	  Developed	  Architecture	  
In the proposed validation methodology the data 
coming from the different sources (Ground Truth 
stations and Instant Weather Forecasting System) are 
distributed and stored in their raw form into a Hadoop 
Distributed File System (HDFS) by an Acquisition 
Process [2]. 
Data are then processed through a MapReduce process 
of Error Analysis. 
The Error Analysis process provides, for a given 
product (temperature, humidity, clouds..), the 
Quantified Error between the values predicted by 
Instant Weather and the ground truth values, for a set of 

locations during different cycles of the validation 
process as illustrated in Figure 4. 
The Quantified Product Error data can be accessed 
through a Data Access layer by Statistical Analysis 
applications to show to end users the result of the 
validation process during time and for different location 
sets.   
The Quantified Product Error can be used also to 
provide an Algorithm Feedback to the EO 
Level-2 Forecast Prodiction Process to adjust and fine 
tune the prediction algorithms. 

 
3. CONCLUSIONS 

 
The methodology  ensures a validation process on EO 
satellite data and provides a high quality weather 
nowcasting service to the end users. 
Furthermore this methodology, based on open data and 
an open source solution as Hadoop opens up great 
opportunities also to  small and medium companies to 
play on large scaled system that support multiple 
terabytes and load thousands of transactions per second, 
performing complex transformations and analysis on 
massive amounts of data in short time. 
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Figure 4: Ground Truth Validation Process Architecture 
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ABSTRACT

The  Euclid  Archive  System  prototype  is  a  functional 
information system which is used to address the numerous 
challenges  in  the  development  of  fully  functional  data 
processing system for Euclid.  The prototype must support 
the highly distributed nature of the Euclid Science Ground 
System,  with  Science  Data  Centres  in  at  least  eight 
countries. There are strict requirements both on data quality 
control  and   traceability  of  the  data  processing.  Data 
volumes  will  be  greater  than  10  Pbyte,  with  the  actual 
volume  being  dependent  on  the  amount  of  reprocessing 
required.

Index Terms  —  Euclid, Data Storage, Information 
System

1. INTRODUCTION
The  Euclid  mission  is  ESA’s  next  milestone  in  the 

mapping of  the  geometry  of  the Universe.  To achieve  its 
goals  Euclid  will  depend  heavily  on  the  processing  and 
re-processing of data: not only Euclid data proper, but also a 
number  of  ground-based  surveys  which  will  increase  the 
total data volume to more than 10 Petabytes [1]. 

2. EAS ROLE IN SGS
The bulk of the data processing will be performed by the 

Euclid Consortium, which employs the resources  of eight 
national Scientific Data Centers (SDCs).  Together, with the 
Science Operation Center at ESAC these SDCs will  form 
the  Euclid  Science  Ground  Segment  (SGS).  Due  to  the 
distributed nature of the data processing, the involvement of 
hundreds of scientists and the  rigorous quality control at 
each step, the Euclid data processing system will exploit a 

data-centric approach [2,3]. The necessity to trace any data 
item in the processing and to be able to reproduce any data 
item  puts  additional  demanding  constraints  on  the  data 
storage  and  processing  system.  Consequently,  the  Euclid 
Archive  System  (EAS)  will  be  at  the  core  of  all  SGS 
operations  from the ingest of the raw data until the  delivery 
of  the  science-ready  data-sets  to   the  astronomical 
community.  Each  Euclid  data  product  will  consist  of 
metadata records in the EAS and a file with the data (image 
or  spectrum).  The  centralized  metadata  storage  and 
distributed data storage will guarantee safety and flexibility 
in the access to the data. 

EAS is a joint development started by ESA and Euclid 
Consortium  and  will  be  deployed  on  the  infrastructure 
provided by ESAC and SDCs.  

3. EAS PROTOTYPE GOALS

The  EAS  Prototype  was  initiated  by  the  Euclid 
Consortium as  a  development  and  testing  ground  for  the 
full-scale  system.   The  EAS  Prototype  is  an  operational 
information  system which  implements  all  the  steps  in  an 
emulation of the Euclid Science Ground System interactions 
with EAS. The EAS Prototype is  used as a  check of  the 
implementation of the Euclid data model, an emulation of 
the load and delivery of  the Euclid data,  the use of EAS 
interfaces and the use of EAS services. The prototype will 
ensure that a scalable solution for the EAS is possible and 
should  identify  and solve  potential  problem points  in  the 
implementation of EAS, ranging from  the handling of the 
metadata in the case of intensive data lineage to operations 
with  large  catalogues  consisting  of  10  billion  objects.  To 
achieve this the EAS prototype will be populated both with 
data from the Euclid external surveys  and simulated data. 
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Figure 1: EAS Logical Architecture

4. EAS PROTOTYPE COMPOSITION

The  EAS  Prototype  consists  of  the  EAS  metadata 
database prototype, the Distributed Storage System (DSS) 
prototype  and  a  number  of  interfaces  and  services: 
including a metadata browsing service and an ingest service. 
The EAS metadata database implements the Euclid common 
data model in a relational database. Apart from the storage 
of scientific data, the EAS provides database facilities for a 
number of SGS services, including the Orchestration service 
and the  Monitoring  & Control  service.  The first  is  using 
EAS to store processing orders and to manage the  life cycle 
of the processing done on SDCs'  premises and the latter is 
monitoring  resources  available  at  SGS  including  storage, 
processing  facilities  and  networking  and  stores  relevant 
information in EAS.   

Figures  1  shows  the  EAS  logical  architecture  with 
independent SDCs, each with it’s own data storage facilities 
and single metada repository. 

5. DISTRIBUTED STORAGE SYSTEM OF EAS

The DSS prototype consists of a number of DSS servers 
(at  least  one  for  each  SDC)  which  provides  a  common 
interface to SDC-specific storage solutions. The DSS should 
support the availability of at least two copies of each data 
file on different SDCs. The  distribution of the data on the 
SDC storage nodes should fit to the overall SGS processing 

plan, in order to avoid unnecessary data transfer. The EAS 
metadata  includes the location of  each file,  allowing the 
DSS  servers  to  provide  a  global  filesystem  for  the  data 
stored at the SDCs. 

The DSS server implements a set of basic operations on 
the file: store, retrieve and copy, in the last case the file is 
copied from one DSS server to another. The basic element 
for Distributed Storage System is a storage element which 
can  be  a  SDC-specific  storage  solution  (Grid  Storage 
Element,  sftp server  ) or filesystem managed by the DSS 
server itself.  The DSS server can be adapted  to the specific 
storage solutions proposed by a particular SDC. 

6. DATA MODEL IMPLEMENTATION 

The Euclid Archive System reflects and facilitates  the 
data-centric  approach  of  the  Euclid  Science  Ground 
Segment.   The Euclid Common Data Model describes not 
only the data products produced by the Euclid pipelines but 
also  the  organizational  structure  of  the  Science  Ground 
Segment.  It  ensures  the  data  lineage  for  Euclid  data 
products, states the model for the SGS sub-components and 
formalizes all the SGS interfaces.  The EAS itself provides 
the only interface between the various pipelines in the SGS 
meanwhile  the  data  model  defines  the  format  of  data 
exchanged in the processing. 

The  Euclid  data  model  is  defined  as  a  collection  of 
thematic  packages,  each  package  is  an  XML  Schema 
document.   These  are  converted  into Python classes,  and 
subsequently a collection of Python classes is mapped into 
the object-relational database schema. 

Figure 2 shows a list of  coadded regridded frames of 
Kilo Degree Survey Data Release 1 [4] ingested into EAS 
Prototype. For each image a metadata object corresponding 
to Euclid Common Data model was created with references 
to all images  and calibration frames. The user can retrieve 

Figure 2: KIDS DR1 in EAS Prototype
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an XML representation of the object  or browse it  in web 
interface.  Figure 3 is an example of the data lineage for the 
KIDS  DR1  image  with  links  to  processing  parameters, 
regridded frames  and image statistic. 

   7. DATA-CENTRIC APPROARCH 

The data-centric  approach of  the data handling in  the 
Science Ground Segment is facilitated by the data lineage 
provided by Euclid Common Data Model. Each data item 
(object in the metadata database and the corresponding data 
files) has links to all parent data items, pipeline version and 
processing parameters used to create it.  

The key principles of the EAS data-centric information 
system are: 

• component-based  software  engineering  used  for 
pipelines which allows to link all input/output data 
items, 

• object-oriented common data model which allows 
to describe data items with all dependencies, 

• persistency  of  data  items  (both  objects  in  the 
metadata database and files on DSS)  which allows 
to  keep  track  of  any  changes  in  data  items  and 
storage in the metadata database on  each step in 
the data processing. 

As a result, the system keeps all information necessary to 
trace the current state of the data processing: 

• in  order  to  prevent  unnecessary  reprocessing  of 
data items, 

• to  facilitate  any  desirable  query  for  the  quality 
control  of  the  data  product  and  the  data  items 
involved  in   its  production,  up  to  the  raw 
observational data, 

• to  accommodate  non-homogeneous  and  widely 
distributed data storage and data processing.

Each  storage  node in  DSS is  registered  in  EAS alone 
with DSS server.  The EAS keeps information for all files 
stored on DSS and their locations.  

Even at a prototype stage EAS serves as a collaborative 
platform for  dozens  of  scientists,  engineers  and  software 
developers  involved in the data processing activies. In the 
future this role of EAS will be enforced by introducing a 
number of  interfaces  and services  for  the data processing 
management,  the  estimation  of  quality  of  the  data  and 
validation of the data products. 

    8.  EAS PROTOTYPE SERVICES 

The following  interfaces  are implemented  for  EAS 
Prototype metadata database: 

• metadata database browsing interface which allows 
to retrieve metadata and query the database by 
parameters (http://euclidview.target.rug.nl:8850)  

• ingest service which allows to insert new objects  
to all users and to update and delete objects to a 
limited group of users with special privileges 

Figure 4: EAS Prototype CLI

Figure 3: KIDS coadded image with data lineage as it is 
seen in EAS Prototype metadata browser
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• Command Line Interface gives to the user ability to 
operate on the metadata database using Python 
objects. 

Figure 4 shows an example of EAS Prototype CLI with 
the user credentials and configuration. 

The Distributed  Storage  System has a  Command Line 
Interface as well which allows the user to store and retrieve 
files and to create a permanent copies at a selected SDC. 

9. EAS PROTOTYPE STATUS

In 2013 and 2014 the EAS Prototype was successfully 
used to implement a preliminary Euclid common data model 
and  to  support  the  running  of  a  SGS  mock  up. 
Implementation  of  an  ingest  service  and  a  metadata 
browsing service allowed the ingestion of the first release of 
the  KiDS  survey,  one  of  the   external  imaging  data  sets 
needed for the Euclid data analysis. Next to the  ingestion of 
true  observational  data  of  the  KIDS  survey,  the   EAS 
Prototype has been used to host simulated data produced by 
the  Euclid  instrument  simulators:  the  VIS  (visible 
photometry),  the  NIR  (near-infrared  photometry)  and  the 
NISP  (slitless  spectro  image)  instruments.  These  three 
simulators  have  been  developed  and  validated  by  the 
simulators team of Euclid Consortium in close cooperation 
with instrument development team. 
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ABSTRACT

The aim of the ESPAS e-Infrastructure is to facilitate access
to data from the near-Earth space environment enabling
exploitation of multi-instrument, multi-point science data
for analysis, model building, data assimilation into models,
model-observation comparison, space environment nowcast
and forecast, to name just a few.

The ESPAS project, currently in its fourth year of activities,
has developed a set of tools to allow the data providers to
interoperate through well established standards, deployed in
at all participating data nodes and a coordinating central
platform. This paper provides a high-level overview of the
system model, architecture and functionalities, and presents
indicative science use cases that ESPAS can support.

Index Terms— data infrastructure, near-Earth space,
interoperability, OGC - Open Geospatial Consortium

1. INTRODUCTION

The “Near-Earth Space Data Infrastructure for e-Science"
(ESPAS) develops a platform to facilitate access to near-
Earth space data. These are heterogeneous data from a
variety of different sensors (several  sensors  on the
CLUSTER, DEMETER, NOAA-POESS, ACE, MAGION3
spacecraft and on ground,  including ionosondes,
magnetometers, Fabry–Pérot interferometers, Incoherent
Scatter Radars, SUPERDARN) and model output data (e.g.,
EDAM, CMAT, IRI), supplied by a number of widely
distributed institutions with different data acquisition and
processing philosophies and different data distribution
policies. From its inception, ESPAS was designed to meet
the following requirements:

 Integrate heterogeneous data from multiple providers,
ranging from ground-based observations acquired with
multiple instruments to data from spaceborne sensors. To
do so, specific policies are established on identification,
access, availability, quality, sharing and re-use of the data
(or metadata) of the participating content providers.
 Enable data search and access across multiple data

sources through a central platform. This is possible

through the  establishment of a variety of workflows (data
flows)  initiated on the ESPAS platform.
 Provide value-added services to explore metadata,

visualize or manipulate the integrated data, and eventually
mine metadata (events identification).
 Serve as a test-bed for  proposed methodologies and

standards for model validation and optimization. This will
lead to validated predictions of the conditions in the near-
geospace environment, able to support  operational
applications.
 Allow for extensive testing through  several test and use

cases, designed to serve the needs of the wide and
interdisciplinary user and provider communities for
computationally intense science carried out in a highly
distributed data  environment.
 Integrate into the wider European scientific

infrastructures. To do so, it carries on and extends the
policies and procedures issued at its participating data
providers on data openness, quality, identification, etc.

2. THE ESPAS ARCHITECTURE

ESPAS uses and adapts well-established techniques from
related data e-Infrastructures disciplines as well as the
Digital Libraries domain to provide the required semantic
integration of the participating data sources. Main elements
towards building interoperability are: the data model, which
is compatible with and encapsulates all underlying data
formats; the definition and employment of XML schemas
for metadata exchange format; the domain-specific
vocabularies used to describe the near-earth science data and
phenomena; the services (wrappers) installed at the data
nodes to support metadata publishing and data exposition;
the central coordinating platform that showcases the
metadata aggregation and data access through a portal that
provides tools for data registration and validation and
customized search workflows for more complex queries.
The current ESPAS release provides access to the majority
of datasets registered in ESPAS from space and ground
based assets and from scientific models.

Based on similar approaches applied in other scientific data
infrastructures, the ESPAS platform architecture is a
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modular, Service Oriented Architecture (SOA), based on the
D-NET system [3]. It is comprised of the following logical
layers as illustrated in Figure 1:

 Enabling Layer: provides the necessary components that
glue, manage and organize all the services in an SOA. It
implements service registration and a notification based
communication system, making the overall system
extensible and extendible.
 Data Management Layer: focuses on the metadata

harvesting and the basic data management services of the
ESPAS system: storage, database, index.
 Access and Value-added Services Layers: Include

advanced search, statistics capabilities, and enable the
development of models and visualizations tools.
 Web Layer: provides the User Interface service, i.e., the

ESPAS portal.

Figure 1. ESPAS overall architecture.

The Semantic Harmonization Layer binds the ESPAS
platform with the data providers and implements the
harmonization of the participating data sources through a set
of services that adopt the ESPAS data model on well
established formats and transfer protocols (XML, OGC).

2.1 ESPAS data model
A major step for achieving interoperability among the
different data formats is the development of a common data
model able to handle all heterogeneous data files to be
accessed by ESPAS[1]. Using this model, data providers are
able to fully describe and export metadata relevant to their
measurements and provide semantic information about the
measurements themselves. For the development of the
ESPAS model we have adopted the concept of feature (ISO
19101:2002; ISO 19109:2005 for Geographic Information),
which represents an abstraction of real-world objects.
Consequently a portion of the near-earth world is modeled
in terms of features together with their properties.

The ESPAS model is comprised of two parts. Part 1 focuses
on the observation (ISO 19156:2011 and OGC
Observations and measurements[2]), an entity associated
with a discrete time instant or period through which a
number, term or other symbol is assigned to a phenomenon.
It indicates the descriptive metadata such as its provenance
(e.g., instrument, model, program, organization), quality
(e.g., instrument calibration, originating process) and
grouping denoting logical datasets (e.g., experiments, time-
series data). Part 2 focuses on the result of an observation,
i.e., an observed property, which is an estimate of the
value of a property of some feature attached to the
observation

The observed property and its characteristics are an entry
point to the description of the Near-Earth space domain. The
model describes the relationships between concepts
(namely, phenomena and observed properties) in the Near-
Earth space and how these possibly relate to similar
domains. ESPAS is using controlled vocabularies
throughout for the different terms and definitions (e.g.,
instrument types, platforms, roles, phenomena, units)
currently converted into SKOS format
(http://www.w3.org/2004/02/skos/), a standard for
dictionaries/thesauri that also supports hierarchical
relationships.

2.2 ESPAS Interoperability services
To facilitate access to data offered by data providers a set of
basic supporting services has been defined and implemented
by ESPAS. Each of these services essentially implements a
client-server protocol, with the server part residing at the
data provider side (in the Semantic Harmonization Layer,
bundled within the ESPAS wrapper) and the client side at
the ESPAS platform Data Management Layer:- An OGC compliant Catalogue Service (CSW), which

supports the identification of ESPAS resources offered by
each data provider.- A Download Service, that facilitates the download of
data bundles in terms of data collections offered by each
provider.- An OGC Compliant Sensor Observation Service (SOS)
which facilitates the collection of selected data parameters
or values from the observations of each data provider.

HARVESTING METADATA: OGC CATALOGUE SERVICE

OGC Web services (OWS) are the prevailing types of
services in the geospatial application domain[4]. Based on
the OGC Catalogue Service for the Web (CSW)[5], i.e., a
profile of the catalogue service with the goal to expose the
catalogue functionality over the web, ESPAS has partially
implemented the specified CSW interface specification to
accommodate the getRecords operation. Through the
getRecords operation, clients are able to submit queries
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for the discovery of metadata records for each of the major
metadata entities specified by the ESPAS model.
Constraints on the expected results are expressed as
Contextual Query Language - CQL queries over a list of
specific properties, which include, the type and the
modification date of the expected metadata entity.  The
supported binding includes HTTP Key Value Pair (KVPs).

RETRIEVING DATASETS: DOWNLOAD SERVICE

The download service is an ESPAS proprietary service that
enables ESPAS clients to retrieve data collections in formats
defined by the data providers and specified in the metadata
descriptions. It is implemented on top of basic D-NET
services, which provide subscribe-notify and database
interaction operations, as well as on other services that
facilitate policy enforcement functionality. The download
service operates in an asynchronous manner so as to avoid
blocking clients from performing other activities while the
download request is submitted and processed by the
associated data providers. In terms of architecture[6], the
download service may be logically  split into three distinct
components, namely the Central Download Manager, local
Download Service and Policy Manager. The Central
Download Manager component is responsible for checking
conformance of each request against the policies defined in
the Policy Manager and coordinating the interaction with the
local Download Services. The Policy Manager is an
XACML v3.0 [6] based policy server, responsible for
maintaining the policies defined by the data providers and
validating each request against related policies. Local
Download Services are deployed on each provider and are
responsible for processing the download requests related to
each distinct provider.

RETRIEVING DATA VALUES: OGC SOS SERVICE

One of the well-known types of OGC Web services is the
Sensor Observation Service (SOS). SOS is a web service
that is used to query real-time sensor data and sensor data
time series and is part of the Sensor Web vision. The offered
sensor data comprises descriptions of sensors themselves,
which are encoded in the Sensor Model Language
(SensorML) and the measured values in the Observations
and Measurements (O&M)[7] encoding format.

The preliminary implementation offered by ESPAS is
supporting partially the specified SOS service interface[8].
It includes a customized implementation of the
getResult and getResultTemplate operations,
which facilitate the retrieval of specific observed property
values and value templates respectively, for observations
performed by data providers. Among the set of optional
query criteria defined for the getResult operation the
provided implementation supports only time related ones,

whereas in terms of bindings only HTTP Key Value Pair
(KVPs) based requests.

Figure 2. Download Manager

Moreover, the actual implementation requires a layer that
retrieves data from the data providers, whether this might
reside in databases or files. Using the HELIO approach, and
bundled in the ESPAS wrapper, the ESPAS implementation
of the SOS service is able to do one of the following through
the use of generic services that rely on configuration:
convert standard SQL queries, HELIO-compliant databases,
or retrieve from files through the CSX generic services.

3. THE ESPAS PORTAL

The ESPAS User Interface is accessible from the public web
site http://www.espas-fp7.eu and offers three major
functionalities:
(1) data registration and validation: Data providers use

the service to describe their datasets according to the
ESPAS model, produce the corresponding XML and
upload it to the ESPAS catalogue service. Validation is
enabled throughout the registration process, assisting the
providers in understanding the concepts and preventing
them from introducing errors into the final catalogue;

(1) faceted and progressive search: End users search the
ESPAS catalogue using Time, Assets, Observed
Properties and Observation Collections to progressively
filter their search in real time. Location based queries
are currently computed off-line, since the combination of
observation locations from ground stations and satellites
becomes a  complex issue involving different location
coordinate systems which involve time, conjunctive
statements, all in an information space that may have
time gaps and which requires further optimizations and
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approximations. All results are provided through
observations;

(3) datasets and data values download request: Users are
able to select and group datasets or values of observed
properties and request their download. This process is
carried out by the Download Manager Service, which,
after checking against all relevant data provider policies,
launches requests to the corresponding data nodes. For
datasets, each provider bundles all files and passes on a
URI for their retrieval. For data values, the provider is
returning the requested values via the OGC-SOS service,
all bundled together at the central platform.

4. INDICATIVE USE CASES
Every new system needs to be tested before opening it to the
external users. Therefore “Use Cases” based on specific
scenarios have been defined and analyzed by the ESPAS
consortium. The results  will guide us to define final value-
added services to be provided by the ESPAS platform.

In this contribution three indicative use cases are presented,
the first is a simple functionality test, the two other address
problems in research and application.

Use case A: Search for data products

This Use Case demonstrates the search functionality. It is
essentially a data product search where ESPAS returns
metadata information and links to data products at the data
provider sites. Three steps are shown: (1) select a specific
"observed property" from among those offered by ESPAS
(in this case "electron density"), (2) search for "assets"
available in ESPAS which can deliver this specific
"observed property", (3) query the system which - if the
query is successful - returns a list with links to "observation
collections" which contain the  requested observed property.

Use Case B: Real-time mapping of ionospheric
characteristics

The purpose of this use case is twofold: (a) use ESPAS
ionospheric sounder data from European high latitudes to
expand the maps of foF2 and electron density currently
generated in DIAS, (b) assess the potential of ESPAS to
provide these maps as a value-added service in real time.
These maps are hybrid products, they are constructed from
scaled bottomside ionograms with model extension into the
topside ionosphere.

Use case C: Validation of a model data assimilation system

A specific atmosphere model (CMAT2) will run several
scenarios each covering several weeks of middle and upper
neutral atmosphere simulation, supported by a data
assimilation system. When data types available in ESPAS
match those used by the CMAT2 assimilation system the
data provided by ESPAS will serve as independent
validation data for the model.

5. CHALLENGES TOWARDS THE 4 Vs of BIG DATA

ESPAS manages over 30 years of observations  acquired
with a large number of heterogeneous instruments or
generated via numerical models (variety). The ESPAS
model is able to homogenize them, but  the volume of the
observations required an upscaling to accommodate millions
records, each one describing varying time periods and
measuring a different region of space, often with gaps or
errors in the information (veracity). The challenge was to
store the catalogue and provide accurate and fast access to it
(velocity) and also to implement a data value retrieval
service that can potentially transfer (stream) and integrate
millions of rows from a large number of data nodes. Extra
complexity was added due to the fact that spatial
information is described in different coordinate systems
(depending on the specific scientific domain) with ESPAS
validating and homogenizing it.
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ABSTRACT 
 

Long Term Data Preservation (LTDP) aims at maintaining 
information discoverable and accessible in an independent and 
understandable way by a designated community, with 
supporting information, which helps ensuring authenticity, over 
the Long Term.  

A focal aspect of LTDP is data curation. Data curation 
refers to the management of data throughout its life cycle. Data 
curation activities enable data discovery and retrieval, maintain 
its quality, add value, and allow data re-use over time. It 
includes all the processes that involve data management, such as 
pre-ingest initiatives, ingest functions, archival storage and 
preservation, dissemination, and provision of access for the 
designated community. 
 
Index Terms— LTDP Data Lifecycle, Preservation Workflow, 

PDSC, GSCB, CEOS, GEO. 
 

1. INTRODUCTION 
 
The paper presents specific aspects of importance during the 
entire Earth observation data lifecycle with respect to evolving 
data volumes and application scenarios. These particular issues 
are introduced in the section on 'Big Data' and LTDP.  The 
LTDP data lifecycle section describes how the data stewardship 
activities can be efficiently organised, while the following 
section addresses the overall preservation workflow and shows 
technical steps to be taken during data curation. The paper 
concludes with introducing international collaboration for 
developing coordinated and harmonised lifecycle concepts. 
 

2. BIG DATA AND LTDP 
 
The 'Big Data' event indirectly addresses long-term data 
preservation issues. Very large data sets data handling, their 
curation, valorisation, retrieval, manipulation and finally 
visualization. All issues will bring a contribution to the solution 
of problems always arising when dealing with such large data 
sets such as those considered when carrying out LTDP activities. 

One of the most relevant points is a new way of carrying 
out scientific research. Increasingly, scientific breakthroughs 
will be powered by advanced computing capabilities that help 
researchers manipulate and explore massive data sets.  

After experimental, theoretical, and computational science, 
a 'Fourth Paradigm', emerging in scientific research, refers to the 
data management techniques and the computational system 
needed to manipulate, visualize, and manage those large 
amounts of scientific data. 

The main challenge is not only the volume of data, but its 
diversity, e.g. in format and type. Older EO data is recorded on 
various devices, in different formats. A huge task represents the 
recovery, reformatting, reprocessing of such data, as well as the 
transcription of various associated information which is 
necessary to understand and use the data. Challenges include 
capture, curation, storage, search, sharing, transfer, analysis, and 
visualization. A large proportion of users are not domain experts 
anymore, therefore data discovery tools, documentation and 
support are needed.  
 

3. LTDP DATA LIFECYCLE 
 
The LTDP lifecycle model (Figure 1) gives a high-level 
overview of the steps useful for implementing curation and 
preservation rules on mission data sets from initial 
conceptualisation or receipt through the iterative curation cycle.   
 

 
Figure 1 - LTDP data lifecycle. 

 
The core target of the LTDP lifecycle is the preserved data 

set, composed of consolidated: 
 
• Data records: these include raw data, Level 0 data and 

higher-level products, browses, auxiliary and ancillary data, 
calibration and validation data sets, and descriptive 
information. 

Data Archive and Preservation [Poster Session]

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

354 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


• Associated knowledge: this includes all the processing 
software used in the product generation, quality control, the 
product visualization and value adding tools, and 
documentation needed to make the data records 
understandable to the designated community. This includes 
among others mission operation concept, products 
specifications, instruments characteristics, algorithms 
description, Cal/Val procedures, mission/instruments 
performances reports, quality related information, etc. It is 
necessary to ensure data remain understandable and usable. 

• Representation information: The information that maps a 
data object into more meaningful concepts, i.e. structural as 
well as semantic information. An example is the ASCII 
definition that describes how a sequence of bits (i.e. a data 
object) is mapped into a symbol. Representation 
information can be considered part of the associated 
knowledge. 

 
The final, consistent, consolidated, and validated “data 

records” are obtained by applying a consolidation process 
consisting of the following main steps: 
 

• Data collection 
• Cleaning/pre-processing 
• Completeness analysis 
• Processing/reprocessing 

 
In parallel to the data records consolidation process, the 

data records knowledge, associated information and processing 
software are also collected and consolidated. 

Data stewardship implements and verifies, for the relevant 
preserved data sets, a set of preservation and curation activities 
on the basis of a set of requirements defined during the initial 
phase of the curation exercise. The diagram below describes the 
data curation relations:  
 

 
Figure 2 - Data stewardship and relevant activities. 

 
Data preservation activities focus on Earth observation 

data sets long-term preservation, and are tailored according to its 

mission specific preservation/curation requirements. They 
consists of all activities required to ensure the “preserved data 
set” bit integrity over time, its discoverability and accessibility, 
and to valorise its (re)-use in the long term (e.g. through 
metadata/catalogue improvement, processor improvement for 
algorithm and/or auxiliary data changes and related (re)-
processing, linking and improvement of context/provenance 
information, quality assurance). Preservation activities for 
digital data record acquired from the space segment and 
processed on ground embrace ensuring continued data records 
availability, confidentiality, integrity and authenticity as legal 
evidence to guarantee that data records are not changed or 
manipulated after generation and reception over the whole 
continuum of data preservation (archival media technology 
migration, input/output format alignment, etc.), valorisation and 
curation activities. The usage of persistent identifier for citation 
is part of the agency long term data preservation best practices. 

Data curation activities aim at establishing and increasing 
the value of “preserved data sets” over their lifecycle, at 
favouring their exploitation, possibly through the combination 
with other data records, and at extending the communities using 
the data sets. These include activities such as primitive features 
extraction, exploitation improvement, data mining, and 
generation/management of long time data series and collections 
(e.g. from the same sensor family) in support to specific 
applications and in cooperation with international partners.  

Data stewardship activities refer to the management of an 
EO Data set throughout its mission life cycle phases and include 
preservation and curation activities. It includes all the processes 
that involve data management (ingestion, dissemination and 
provision of access for the designated community) and data set 
certification. 

 The four main sequential areas of data curation activities in 
the LTDP Data Lifecycle are: 
 

• Appraisal & requirement definition 
• Acquisition & ingestion/archiving 
• Accessibility & discoverability 
• Valorisation 
 
The last layer of the complete LTDP data lifecycle consists 

of all activities needed to continuously monitor the preservation 
status and to improve the preservation level and the final data set 
valorisation. In particular the following activities have been 
identified: 
 

• Risk & evolution monitoring 
• Management and planning 
• LTDP strategy and policy application 

 
4. PRESERVATION WORKFLOW 

 
The LTDP data lifecycle (Figure 1) is also represented through 
a preservation workflow which defines a recommended set of 
actions to be sequentially implemented for the preservation of a 
“data set”, with the goal of ensuring and optimizing its (re)-use 
in the long term. The set of actions need to be tailored to each 
mission according to its specific preservation and curation 
requirements and it can be applied to historical, currently 
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operational and future missions. Applying the preservation 
workflow yields the following results:  
 
• Preserved data sets discoverable and accessible to users and 

for additional curation and valorisation activities 
• Documentation describing the selected preservation 

strategy and implementation plans and activities for each 
individual mission data set 

 
The preservation workflow (Figure 3) recommended 

actions/steps are the following: 
 
• EO missions/sensors data set appraisal, definition of 

designated community & preservation objective (with 
preservation/curation requirements) 

• Tailoring of mission specific consolidation process (on 
the data records)   

• EO missions/sensors data set PDSC tailoring and 
inventory table filling (including dependencies: 
Inventory Data Model) 

• Tailored PDSC consultation with designated 
community 

• Implementation of tailored consolidation process and 
collection of documentation and processing software 

• Update of EO missions/sensors data set PDSC & 
inventory table 

• Archive & ingestion, master inventory and catalogue 
population 

• Dissemination & Web configuration 
• Risk & cost assessment, preservation & cost planning, 

implementation. 
 

The Schema presented below indicates the order in which 
these steps should be applied: 
 

 
 

Figure 3 - Preservation Workflow Steps 

 
 
 
 

5. COOPERATION ACTIVITIES 
 
ESA is cooperating in the LTDP domain in Earth observation 
with European partners through the LTDP working group 
formed within the Ground Segment Coordination Body (GSCB), 
and with other international partners through participation to 
different working groups and initiatives. The EO LTDP 
framework international context is shown below: 

 
Figure 4 - EO LTDP Framework international context. 

 
The following main LTDP core documents were produced 

and consolidated in the frame of the LTDP working group 
activities: 
 

• Preserved Data Set Content (PDSC) 
• LTDP Common Guidelines 
• Preservation Workflow 
• Consolidation Process 

 
The above core documents have also been (or are in the 

process of being) reviewed and approved at international level 
within the Committee on Earth Observation Satellites (CEOS) 
and the Group on Earth Observations (GEO). A review of the 
Preservation Workflow document is currently on going in the 
frame of the CCSDS Data Archive Ingestion (DAI) working 
group. 
 

6. CONCLUSIONS 
 
Data holdings are growing exponentially in Earth observation 
data archives worldwide. The European Copernicus program 
will for many years to come continue to deliver Petabytes of 
valuable satellite-based Earth observations. Only a systematic 
approach to data preservation during the entire data lifecycle – 
coordinated between data holders and application communities - 
will ensure that these data sets will be accessible and useable to 
current and future generations for monitoring long-term 
variations in environmental parameters as a basis for objectively 
assessing and predicting effects of global change.  
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ABSTRACT 

 
The paper offers a short review of some recent advances to 
the research of digital information and Earth Observation 
data from satellites. We consider evolution the Earth 
Observation Data Archives. The volume of Earth-
Observation data from the European Space Agency's 
satellites passed three PB in 2007 and is in constant 
increase. We also consider the creation of e-Infrastructure 
for scientific data and present APARSEN Project. 
APARSEN stands for Alliance Permanent Access to the 
Records of Science in Europe Network. A key issue here is 
how APARSEN are developed its Virtual Centers of 
Excellence for Digital Preservation and how it will ensure 
its ongoing viability. 
 

Index Terms— digital content, scientific data, big data 
science, Earth-Observation data, big research data, satellite 
data archives, e-Infrastructure 
 

1. INTRODUCTION. BIG DATA SCIENCE 
 
Science has entered the modern stage: development of e-
Science. The main products of the contemporary industry 
are information and knowledge. We create data, transmit it, 
store it, receive data. Science is both producer and consumer 
of the data. The main informational challenge is how to 
gather and store data and how to exchange knowledge. 
Apart from the data amount issue, the diversity of the 
information and requirements to data accessibility have 
increased, too. Generalizing these requirements, Gartner 
proposed a threefold definition encompassing the –“three 
Vs” (Fig. 1): Volume (remarks upon the increasing size of 
data) - Velocity (the increasing rate at which it is produced) - 
Variety (the increasing range of formats and representations 
employed) [1]. 

Gartner now suggests to include a fourth V: Veracity 
which includes questions of trust and uncertainty with 
regards to data and the outcome of analysis of that data. 
Whereas the great astronomer Tychy Brahe (1546–1601) 
was happy with size of data of about 500Kb, Google now 
processes 24PB per day; the volume of social networks data 
is over PB threshold. Taking into account the Volume of 
created digital content, we can tell now that Fourth 
Research Paradigm today arises. This is Data-Intensive 
Science - beyond "Observation" (First research paradigm), 
"Theory" (Second paradigm) and "Simulation" (Third 
Research Paradigm: Computational Science). 

 
Fig. 1. The "three Vs" of Big Data 
 

For the first time, large-scale and complex "whole 
body" solutions become possible for some of society's 
Grand Challenges of energy and water supply, global 
warming and healthcare [2]. 

The present situation affects various fields of 
knowledge operating with huge volumes of information. 
Above all, these are Physics of elementary particles and 
High Energy Physics (Open Grid); Astronomy and 
Astrophysics (Virtual Observatory); Earth Sciences (Earth 
Observation); Biology (Bioinformatics). 
 

2. EARTH OBSERVATION SATELLITE DATA 
 
Remote Sensing from satellites allow a global perspective 
on observation of the Earth to be developed. Consider 
evolution the Earth Observation (EO) Data Archives. After 
a long, slow rise since 1986, the volume of Earth-
Observation data from the European Space Agency's 
satellites passed three PB (petabytes) in 2007and is in 
constant increase. New datasets, coming from the future 
Earth Explorer GMES missions will contribute to increase 
the volume in the years to come [3]. Prediction of GSCB 
(Ground Segment Coordination Body) is that this volume 
will exceed 20 PByte for 2020. 

Example 1. Russian Satellite Data Centre: consider the 
Centre for Regional Satellite Monitoring at Vladivostok. 
The Pacific Centre provides the studies on physics of the 
ocean and atmosphere and concludes reception, processing 
and archiving data from satellites AQUA, TERRA, 
MTSAT-1R, FY-1D and NOAA. The total volume of EO 
data archives of Pacific Russian Centre in 2011 exceeds 
10TB. 
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Example 2. German Aerospace Center (DLR) created 
the National Satellite Data Archive. The Earth Observation 
Center (EOC) at DLR is the Center of competence in 
Germany, providing expertise in Earth Observation research 
and development activities, as well as operational tasks for 
data reception, processing and archiving. The powerful and 
centralized archive at the DLR Earth Observation Center has 
proven its stability and flexibility to allow Long Term Data 
Preservation over more than 20 years with nearly 
exponentially growing data capacity. In 2012 input/output 
data rates have grown to be beyond 100 MB/s, but the disk 
drives and networks have also grown. Archiving capacity of 
National Satellite Data Archive which is Remote Sensing 
Data Center of the Federal Republic of Germany is 2,2 PB 
[4]. 

The ESA Earth Observation Ground Segment 
Department operates the so called Earth Observation 
Research and Service Support (RSS). RSS primary mission 
is to support the EO data user’s community, to ease the 
development of applications adding value to raw data. The 
RSS environment also serves the ESA ground segment 
harmonization activities, collecting and classifying ground 
segment technology development needs. With the launch of 
the Sentinel-1, the RSS data farm will increase the flow rate 
of data by a magnitude of 100, to 1 TB of data by day. What 
are the risks? Where will this lead? Growing satellite data 
USA. The volumes of NASA and NOAA archives have 
grown from 1 PB in 2000 to 10 PB in 2011 annually. Total 
volume of NOAA Archives will exceed 100 PB [5]. 
 

3. EUROPEAN COLLABORATIVE DATA 
INFRASTRUCTURE 

 
We also consider the creation of e-Infrastructure for 
scientific data and present APARSEN Project [6]. 
APARSEN stands for Alliance Permanent Access to the 
Records of Science in Europe Network. APARSEN is a 
Network of Excellence funded by the EU (2011-2014) with 
the goal of overcoming the fragmentation of the research 
and of the development in the digital preservation area by 
bringing together major European players. The APARSEN 
project involves a very broad set of organizations from 
academia, research laboratories, major national libraries, 
national membership organizations and industry. 

The EU is now very concerned in promoting and 
funding activities to organizations that are providing 
services and tools to the research, library, public and 
commercial communities. This information then allows us to 
put the services on the web site that research organizations 
can offer to both Alliance for Permanent Access (APA) 
Members, the APARSEN group (Alliance for Permanent 
Access to the Records of Science in Europe Network) and 
all global organizations engaged and interested in preserving 
their digital assets [6]. This enables all the organizations 
involved to promote their particular expertise and tools and 
provides them with an added revenue stream to a global 
audience through the promotional activities of the APA. 

APARSEN brings together expertise from across 

Europe including 31 partners and will bring coherence, 
cohesion and continuity to research into barriers to the long 
term accessibility and usability of digital information and 
data. APARSEN defines four topics of Digital Preservation 
in which it has undertaken research in state of the art and 
gap analysis as a step in integration: ACCESSIBILITY, 
USABILITY, TRUST, SUSTAINABILITY. 

ACCESS. Without the ability to provide access to 
digital objects and data within a repository digital 
preservation fails. APARSEN provides some of the answers 
as to how access can be maintained through work on 
identifiers and citability, data policies and governance, and 
digital rights. Why do we need Persistent Identifiers for 
digital resources? How can I refer to a digital resource in a 
sure, unique, stable and global way? What are the 
challenges related to the preservation of digital rights 
information? What are the recommendations in dealing 
with DRM-protected material? What kind of issues should 
be covered in data policies? What are the recommendations 
for governance structures and data policies? 

USABILITY. APARSEN examined issues relating to 
interoperability, intelligibility and scalability to help 
develop a roadmap for how data and digital objects can 
remain useable and understandable in the long-term. Which 
approaches for interoperability currently exist? How is 
interoperability related to Digital Preservation? How can I 
plan for preservation systems at scale with the rapidly 
growing amount of data and complexity? How I can use 
this digital object? How can I perform this task? What are 
the recommendations in order to help to plan for 
scalability? 

TRUST. The issue of trust is at the core of all digital 
preservation work [7]. How do we trust that a digital object 
or data is what it claims to be? APARSEN addresses the 
issues of trust through work on testing environments, 
authenticity and provenance, annotation and data quality, 
and repository certification. Has data been preserved 
properly? Is my digital repository trustworthy – a 
framework for audit and certification of digital repositories? 
Is being audited worthwhile? Is my data of a good quality? 
How can peer review of data be carried out? Has the data 
been changed in any way? Am I being directed to the right 
object? 

SUSTAINABILITY. Digital repositories must be 
sustainable if they are to meet their preservation 
commitments in the medium to long-term. Work within 
APARSEN on topics such as cost/benefit analysis, 
preservation services, storage, and business cases brings 
together disparate research around this topic to help us 
build sustainable repositories. What are the main 
requirements for economically sustainable digital 
preservation? How can I estimate the resources needed? 
How can I justify the resources needed for digital 
preservation? How can I keep the required resources under 
control? How can I plan to cope as the volume increases 
over time? 

APARSEN has been working to collect, evaluate and 
develop key answers to these questions. The objective of 
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this project may be simply stated, namely to look across the 
excellent work in digital preservation which is carried out in 
Europe and to try to bring it together under a common 
vision. The success of the project are based on the 
subsequent coherence and general direction of travel of 
research in digital preservation, with an agreed way of 
evaluating it and the existence of an internationally 
recognized Virtual Centre of Excellence. APARSEN brings 
together expertise from across Europe including 31 partners 
(Rutherford Applet Laboratory (UK), Alliance for 
Permanent Access, CERN, IBM, ESA, Airbus, IKI (Space 
Research Institute of Russian Academy of Sciences), British 
Library and other) and will bring coherence, cohesion and 
continuity to research into barriers to the long term 
accessibility and usability of digital information and data. It 
will defragment ideas about and create a Virtual Centre of 
Excellence for digital preservation. 
 

4. LEADING TO A “CENTRE OF EXCELLENCE” 
 
4.1. The Virtual Centre of Excellence 
 
Centre of Excellence (CoE) primarily targets organizations 
that have digitally encoded information which they wish to 
or they must preserve [7]. In addition it will also support 
related stakeholder organizations including research 
institutions, private companies, third-party archives, 
professional societies working with domain and preservation 
experts to ensure that personnel are fully equipped with the 
technical skills needed for selecting, curating, and 
preserving materials. The CoE provides Training, 
Consultancy, Tools, Services to support organisations which 
need to ensure that their digital resources remain 
understandable and usable. 
 
4.2. Training events 
 
There are a number training options available from the 
Centre of Excellence in the form of: 

• Face to face courses  
• Workshops  
• Clinics  
• Summer school  
• Online training portal  

Training can be customized to meet participants learning 
objectives. 
 
4.3. Online Training Portal 
 
Course material will be available online in the form of 
training modules via the APA’s website. Introductory 
presentations are free of charge and are available on the 
APA website. A small fee is payable on accessing more 
detailed course material. 

• Training modules are presented within 
specified course outlines as examples.   

• Modules are accessible individually on the portal.	  

• Sample content is provided, for the full set of 
modules access the portal.  
 

4.4. Tools 
 
APARSEN has been used Toolkits from SCIDIP-ES 
(Science Data Infrastructure for Preservation - Earth 
Science) project including: 

• Representation Information Toolkit  
• Authenticity Toolkit 
• Preservation Strategy Toolkit  
• OAIS (Open Archival Information System) 

Reference Model  - ISO 14721 standard  
plus other offerings of Centre of Excellence members 
offered through the marketing channels of the CoE. 
 
4.5. Centre of Excellence 
 
• Is a membership organization  
• Provides expertise about digital preservation   
• Obtains value from digitally encoded information   
The unique selling point is that Centre of Excellence 
offering is coherent and consistent and should be applicable 
to any type of digital object and it is backed by the 
combined experience of the Digital Preservation pioneers 
both in the research field and, more importantly, as 
worldwide earliest adopters of Digital Preservation 
practices. 

The Centre of Excellence primarily targets 
organizations that have digitally encoded information which 
they wish to or they must preserve. The CoE provides 
training, consultancy, tools and services to support 
organizations which need to ensure that their digital 
resources remain understandable and usable. In addition it 
will also support related stakeholder organizations including 
research institutions, private companies, third-party 
archives, professional societies working with domain and 
preservation experts to ensure that personnel are fully 
equipped with the technical skills needed for selecting, 
curating, and preserving materials, as well as fund internal 
preservation and access activities as core infrastructure. 

• Centres of Excellence provide solutions for data 
management and long term preservation with big 
research data.  

• Data management training and planning  
• Targeted workshops to find needs of Big Industry  
• Visibility for members of CoE  
• Help for audit and certification of 

trustworthy digital repositories. Advice and 
consultancy on outsourcing, tools and 
services  
 

4.6. IKI actual contribution  
 

IKI team develops the infrastructure project of the following 
services for the spatial data sets and services through space 
techniques for which metadata have been created for 
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discovery services making it possible to search for satellite 
data sets and spatial data services on the basis of the content 
of the corresponding metadata and to display the content of 
the metadata. Building of SDI (Spatial Data Infrastructure) 
is investigated for support to access of Space Monitoring 
results for GMES (Global Monitoring for Environment 
Security).  

The Russian segment of SDI is a collection of 
technologies, policies and institutional arrangements that 
facility the availability of and access to spatial data. The 
Russian segment of SDI provides a basis for satellite data 
discovery, evaluation, and application for users and the SDI 
hosts geographic data and attributes, sufficient 
documentation (metadata), a means to discover, visualize, 
and evaluate the data (catalogues and Web mapping), and 
some method to provide access to the geographic data. To 
make Russian segment of SDI functional, it must also 
include the organizational agreements needed to coordinate 
and administer it on a local, regional, national and or 
transnational scale. The increased ability to share data 
through common standards and networks will serve as a 
stimulus for growth. As much as possible Russian segment 
of SDI is following the methodologies for handling spatial 
data which are outlined in the series of standards issued by 
the TC211 committee of ISO (International Standards 
Organization), and using specifications for services defined 
by OGC (Open Geospatial Consortium). Our presentation 
also will include both improving underlying specifications 
to explicitly support ISO metadata for dataset collections 
(19115) and service descriptions (19119) as well as the 
Earth Observation information products. 
 

5. RUSSIAN VIRTUAL CENTRE OF REMOTE 
SENSING DATA  

IKI team participation in APARSEN project is helping us to 
keep on track with Satellite Science data professional or data 
user would be much appreciated to ensure that our results 
are representative of the Earth science community as a 
whole. The conditions of data integration for e-Infrastructure 
and activity on Earth Observation have been studied. We 
have seen there are a broad range of international 
programmes aiming to improve the exploitation of global 
Earth Observations. Integration of satellite information 
systems requires the adoption of international standards and 
other interoperability measures. Russian Virtual Centre of 
Remote Sensing Data could help strengthen Russian 
contribution to global research and operational environment 
systems.  

We recognise that the integration of Russian 
information systems into the global framework would be 
enhanced through the creation of a Virtual Centre of Remote 
Sensing Data in Russia in order to promote the use of 
standards and to support the long-term preservation of 
digital data. There are two ways this can be brought into 
existence.  These might be characterised as a ‘network of 
networks’ approach or a ‘service provider’ approach.  These 
represent different operational models about how to achieve 

the strategic goal rather than a fundamental disagreement 
about the concept.  An operational model could be imagined 
which offers the best of both approaches. Consequently, in 
our view, the Virtual Centre of Remote Sensing Data should 
adopt a ‘Service Provider to Networks’ model.  This would 
strengthen the existing networks rather than risk further 
fragmentation, while retaining a convincing business 
proposition of services and products.  

It is a crucial point to have a very open Virtual Data 
Centre of Remote Sensing, since it is the way to make the 
community as large as possible and to allow an effective 
dissemination of the results. A fee-based membership 
criterion would result in a smaller and less influential 
community that can, at best, hope to survive in its own silo. 
Network connectivity has brought a new paradigm for the 
circulation of knowledge: namely, knowledge must be 
readily available to everyone who is interested. No 
membership fee should be required to have access to the 
knowledge, but one should rather feel obliged to make a 
contribution in return. 

This is the very idea that has brought to success the 
open-source community. And it is at the same time an 
effective business model, since knowledge can be free, but 
related services can be paid for. So everyone who gives a 
substantial contribution may get a substantial reward in 
terms of enhanced knowledge. And the community must be 
open, since the larger it is the more substantial the reward 
will be. Developments in ICT mean that distance is no 
longer a barrier to participating in international co-
operatative activities. 
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ABSTRACT 

 

PERICLES (Promoting and Enhancing the Reuse of 

Information throughout the Content Lifecycle exploiting 

Evolving Semantics) is an FP7 project started on February 

2013. It aims at preserving by design large and complex 

data sets. PERICLES is coordinated by King’s College 

London, UK and its partners are University of Borås 

(Sweden), CERTH-ITI (Greece), DotSoft (Greece), Georg-

August-Universität Göttingen (Germany), University of 

Liverpool (UK), Space Application Services (Belgium), 

XEROX France and University of Edinburgh (UK). Two 

additional partners provide the two case studies: Tate 

Gallery (UK) brings the digital art and media case study and 

B.USOC (Belgian Users Support and Operations Centre) 

brings the space science case study. 

PERICLES addresses the life-cycle of large and complex 

data sets in order to cater for the evolution of context of data 

sets and user communities, including groups unanticipated 

when the data was created. Semantics of data sets are thus 

also expected to evolve and the project includes elements 

which could address the reuse of data sets at periods where 

the data providers and even their institutions are not 

available any more. 

B.USOC supports experiments on the International Space 

Station and is the curator of the collected data and operation 

history. The B.USOC operation team includes B.USOC and 

Space Applications Services personnel and is thus ideally 

configured to participate in this project. As a first test of the 

concept, B.USOC has chosen to analyse the SOLAR 

payload operating since 2008 on the ESA COLUMBUS 

module of the ISS. Observation data are prime candidates 

for long term data preservation as variabilities of the solar 

spectral irradiance have an influence on earth climate. The 

paradigm of these observations has already changed a lot in 

the last fifty years from a time where scientists were aiming 

at determining with high accuracy the “solar constant” 

which was the total solar energy per surface unit received at 

the top of the earth’s atmosphere to the present situation 

where the same quantity is known as the total solar 

irradiance and has been shown by thirty years of space 

observations to vary of about one tenth of a per cent in 

synchronism with the solar cycle. Right now, larger 

variations have been detected at UV wavelengths but their 

effects on climate and atmospheric chemistry are still a 

matter of scientific discussion. 

By creating semantic links between various data bases, the 

PERICLES process can be applied to various already linked 

data bases as the current set of earth observation data 

already managed by ESA in ESRIN to optimise their future 

use as an element of the observational data base of future 

earth’s system models. PERICLES also presents a 

fundamental reflexion on the reuse and long term 

preservation of data which corresponds to the needs of 

climate research. These arguments on long term data use 

apply also to the space science data bases hosted by ESA in 

ESAC. This communication will especially insists on the 

application of the concept to long duration studies and the 

possibilities of managing the interactions between related 

data series. 

 

Index Terms— applications and use cases, data models, 

lifecycle, management, and databases 

 

1. INTRODUCTION 

 

The PERICLES project is funded through the FP7 ICT 

Call 9 Digital Preservation. The project involves partners of 

a range of complementary types, including six academic 

partners, one multinational corporation, two SMEs and two 

non-academic public sector organisations.  

As digital content and its related metadata are generated 

and used across different phases of the information 

lifecycle, and in a continually evolving environment, the 

concept of a fixed and stable ’final’ version that needs to be 

preserved becomes less appropriate. As well as dealing with 

technological change and obsolescence, long-term 

sustainability requires us to address changes in context, such 

as changes in semantics - for example, the ’semantic drift’ 

that arises from changes in language and meaning - or 

disciplinary and societal changes that affect the practices, 

attitudes and interests of the ’stakeholders’, whether these 

be curators, artists, scientists, or indeed a broader public, 

such as visitors to exhibitions. 
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Such a changing environment necessitates a corresponding 

evolution of the strategies and approaches for preservation if 

stakeholder communities are to be able to continue to use 

and interpret content appropriately. A key issue is the 

provision of sufficient contextual information to enable both 

lifecycle management and preservation on the one hand, and 

re-use or re-interpretation of content on the other, as well as 

the facility to model and describe preservation processes, 

policies and infrastructures as they themselves evolve. 

Capturing and maintaining this information throughout the 

lifecycle, together with the complex relationships between 

the components of the preservation ecosystem as a whole, is 

key to an approach based on ’preservation by design’, 

through models that capture intents and interpretative 

contexts associated with digital content, and enable content 

to remain relevant to new communities of users. 

This paper addresses especially the space cases provided by 

BUSOC and its partner SpaceAps in the frame of ESA and 

other space agencies programmes.  

 

2. THE ESA USOC NETWORK 

 

The ISS European payload operations are conducted 

through the distributed USOC network (Fig. 1). 

 

  
 

Fig.1: Schematics of European USOC operations, payloads 

are not only located in ESA COLUMBUS module but could 

also be in the U.S. segment requesting data and commands t 

to transit through NASA centres  while the ESA data flows 

through the ESA IGS (Interconnection Ground 

Subnetwork). 

 

In this  
 

3. THE SOLAR PAYLOAD ON THE ISS 

 

The SOLAR payload (Fig.2) is built from three 

complementary space science instruments that measure the 

solar spectral irradiance with an unprecedented accuracy 

across almost the whole spectrum: 17-3000 nm. This range 

carries 99% of the Sun's energy emission. Apart from the 

contributions to solar and stellar physics, knowledge of the 

solar energy flux (and its variations) entering the Earth's 

atmosphere is of great importance for atmospheric 

modelling, atmospheric chemistry and climatology. The 

three instruments are: SOLSPEC (Solar Spectra Irradiance 

Measurements, developed by CNRS,France and 

IASB/BIRA, Belgium) [1], SOL-ACES (Auto-Calibrating 

Extreme Ultraviolet and Ultraviolet Spectrophotometers, 

developed by the Fraunhofer Institute, Deutschland) [2], 

SOVIM (Solar Variable and Irradiance Monitor, jointly 

developed by the Observatory of DAVOS, Switzerland and 

the Royal Meteorological Institute, Belgium). [3]. The three 

original PI’s agreed before flight to a synergistic treatment 

of the data [4]. 

SOLAR has in fact a much longer history than its current 

flight on COLUMBUS. The precise measurement of the 

solar irradiance as input to the earth system began one 

hundred years ago when this parameter was known as the 

“solar constant”, space borne instruments in the last thirty 

years have shown variations of the total solar irradiance 

while spectral irradiance especially in the UV has confirmed 

early balloon and rocket observations of high variations. 

The SOLAR instruments SOLSPEC and SOVIM were first 

designed for the SPACELAB 1 payload which flew on the 

US space shuttle in 1983, the decision to fly and the first 

design studies dating from 1975. After SPACELAB-1, ESA 

transferred the SPACELAB equipment to NASA and NASA 

reflew these payloads several times in order to cover the 

solar cycle until the last COLUMBIA mission in 2003. 

Ideally, at least this set of missions should be regrouped 

with the SOLAR ISS data set in order to build a coherent 

series (Fig.3). 

During all these years and even during the ISS SOLAR 

mission the paradigm of the observations has changed. In 

1975, the objective was still to determine accurately the 

solar constant together with a precise spectrum ranging from 

the UV to the near infrared. In the next flights, it was to 

perform the same determinations at specific periods of the 

11 year solar cycle as the minimum or maximum. In 2012, 

2013 and 2014, new operation modes aim at detecting 
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variations during a full solar rotation which observed from 

the earth is a time scale of about 27 days, the purpose of this 

exercise which requests a 7° attitude change of the ISS is to 

aim at the detection of even shorter variations related to 

sunspot activity. 

 

 

 
 

Fig.2: the SOLAR package as in operation since 

February 2008 on the ISS COLUMBUS module, NASA 

document. 

 

 
 

Fig.3: flight history of SOLAR instruments and their 

precursors. 

 

4.ROLE OF B.USOC IN THE ARCHIVING OF DATA 

 

B.USOC as an operation centre of the ISS ESA distributed 

operation network acts the Facility Responsible Centre for 

SOLAR, it has thus an ESA mandate to keep a repository of 

all documents and data generated by SOLAR before and 

during operations, it provides also the requested data flows 

to the Principal Investigators User Home Bases (UHB’s), 

the scientists generate at their UHB’s the higher level 

products and the science publications and communications. 

An inventory of these documents in the PERICLES 

perspective was already described [5] and presented at the 

PV2013 conference in 2013.  

The security of the operations is an absolute requirement of 

ESA and the USOC network and thus, no development or 

tests of PERICLES new products can be performed in the 

operational environments before these products are mature 

and obtain the approval of all concerned parties, thus 

B.USOC has decided to develop new products on a data 

server used for the distribution of data from a ground based 

network of solar monitors [ulisse.busoc.be], this server acts 

as a mirror synchronised once a day of the original ground 

based data which thus remains protected from possible user 

intervention. In a following step, a similar mirror will be 

established for slices of the ISS mission data and will be 

used to design the transition from of the B.USOC data and 

document repository to a real reusable archive ready for 

long term data preservation. Again, this last step will be 

performed in agreement with all parties and the space 

agencies. 

B.USOC currently uses a management and command 

software (YAMCS) [6] designed in a LINUX environment 

to parse the data so that the scientists receive their own data 

flow and that the operators receive the necessary ancillary 

information on their monitors, it is planned using the 

PERICLES developments to evolve this software into a full 

data archiving tool so that the entire mission could be 

replayed from the repository and produce a final archive.  

The capability of new uses of the YAMCS has recently been 

shown by the implementation of TYNA, operation software 

diminishing the pressure on operators during non-essential 

phases where no science data are acquired. This final 

archive should also include the scientific products already 

published and available at the scientists UHB’s. This 

science part is important as the interpretation process is 

based on the instrument knowledge and a good 

interpretation of the calibration processes, changes of 

procedures have sometime in the past not been documented 

and even worse, the prefight calibration data as it is not 

archived with the data could be lost diminishing the 

possibility of analysis of the final results in order of 

understanding differences between similar observations. 

This process requires the full cooperation of the scientific 

teams.  

This final archive will then be reusable for the generation of 

the specific products requested by the data centres of the 

future for the study of long term variations. 

For new projects, B.USOC intends to use the lessons learnt 

from PERICLES in its data management plans do that the 

archiving takes already place at acquisition time. 
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5. SPECIFICITIES OF THE PERICLES PROJECT 

 

The PERICLES project goes much further than its 

application to the single SOLAR case, it intends to develop 

itself   into a new scheme in acquiring the data from new 

missions attributed by the space agencies to B.USOC. 

 

One of its main elements will be to constitute already the 

basis of data preservation at acquisition time instead of 

having to replay the mission, as planned for SOLAR, at the 

end of the operations of its space segment. 

 

 

 

 
 

 

Fig. 4: the “big picture” describing the PERICLES 

project, the storage box is a living element where new data 

constantly arrive from the space segments. 

 

 

The different elements of the PERICLES project are 

described in Fig. 4, they are now tested on the ground based 

IASB-BIRA UV network data before requesting the ESA 

and PI’s authorisation to use them as a new B.USOC tool in 

the management of ISS data. In particular, the “Process 

Extractor Tool” and the “Anomaly Detector” have been 

recently evaluated in the B.USOC environment using the 

ground based UV network. 
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LINKED OPEN DATA IN THE EARTH OBSERVATION DOMAIN: THE VISION OF PROJECT
LEO

M. Koubarakis

National and Kapodistrian University of Athens
Greece

ABSTRACT

Lots of Earth Observation data has become available at no
charge in Europe and the US recently and there is a strong
push for more open EO data. Open EO data that are currently
made available by space agencies are not following the linked
data paradigm. Therefore, from the perspective of a user, the
EO data and other kinds of geospatial data necessary to sat-
isfy his or her information need can only be found in different
data silos, where each silo may contain only part of the needed
data. Opening up these silos by publishing their contents as
RDF and interlinking them with semantic connections will al-
low the development of data analytics applications with great
environmental and financial value. This is the goal of the new
European project LEO which we introduce in this paper.

1. INTRODUCTION

Lots of Earth Observation (EO) data has become available at
no charge in Europe and the US recently and there is a strong
push for more open EO data. For example, a recent paper on
Landsat data use and charges by the US National Geospatial
Advisory Committee - Landsat Advisory Group starts with
the following overarching recommendation: “Landsat data
must continue to be distributed at no cost”. Similarly, the five
ESA Sentinel satellites that would soon go into orbit have al-
ready adopted a fully open and free data access policy.

Linked data is a new data paradigm which studies how one
can make RDF data available on the Web, and interconnect it
with other data with the aim of increasing its value [1]. In
the last few years, linked geospatial data has received atten-
tion as researchers and practitioners have started tapping the
wealth of geospatial information available on the Web [2]. As
a result, the linked open data (LOD) cloud has been rapidly
populated with geospatial data some of it describing EO prod-
ucts (e.g., CORINE Land Cover and Urban Atlas published

Additional Authors: P. Smeros, C. Nikolaou, G. Garbis, K. Bereta, S.
Gianakopoulou, K. Dogani, M. Karpathiotaki, I. Vlachopoulos, D. Savva,
G. Stamoulis (National and Kapodistrian University of Athens, Greece); K.
Kyzirakos, S. Manegold (Centrum Wiskunde & Informatica, Netherlands);
B. Valentin (Space Applications Services, Belgium); H. Bach, F. Niggemann,
P. Klug (VISTA Geowissenschaftliche Fernerkundung, Germany); W. Anger-
mair, S. Burgstaller (PC-Agrar Informations und Beratungsdienst, Germany)

by project TELEIOS). The abundance of this data can prove
useful to the new missions (e.g., Sentinels) as a means to in-
crease the usability of the millions of images and EO products
that are expected to be produced by these missions.

However, open EO data that are currently made available
by space agencies such as ESA and NASA are not following
the linked data paradigm. Therefore, from the perspective of
a user, the EO data and other kinds of geospatial data neces-
sary to satisfy his or her information need can only be found
in different data silos, where each silo may contain only part
of the needed data. Opening up these silos by publishing their
contents as RDF and interlinking them with semantic connec-
tions will allow the development of data analytics applications
with great environmental and financial value.

The European project TELEIOS1 is the first project in-
ternationally that has introduced the linked data paradigm to
the EO domain, and developed prototype applications that
are based on transforming EO products into RDF, and com-
bining them with linked geospatial data. Examples of such
applications include wildfire monitoring and burnt scar map-
ping, semantic catalogues for EO archives, and rapid map-
ping. The wildfire monitoring application is available on the
Web2 and has been used operationally by government agen-
cies in Greece in the summer fires of 2012. Recently, it has
also been awarded 3rd place in the Semantic Web Challenge.

TELEIOS concentrated on developing data models, query
languages, scalable query evaluation techniques, and efficient
data management systems that can be used to prototype appli-
cations of linked EO data. However, developing a methodol-
ogy and related software tools that support the whole lifecy-
cle of linked open EO data (e.g., publishing, interlinking etc.)
has not been tackled by TELEIOS. The main objective of the
new European project “Linked Open Earth Observation Data
for Precision Farming” (LEO) presented in this paper is to go
beyond TELEIOS by designing and implementing software
supporting the whole life cycle of linked open EO data and its
combination with linked geospatial data, and by developing a
precision farming application that heavily utilizes such data.

LEO brings together the two core academic partners of

1http://www.earthobservatory.eu/
2http://papos.space.noa.gr/fend_static/
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TELEIOS (National and Kapodistrian University of Athens
and Stichting Centrum voor Wiskunde en Informatica), two
SMEs with lots of experience with EO data and their appli-
cations (Space Application Services and VISTA) and and one
industrial partner with strong Farm Management Information
Systems experience (PC-Agrar). LEO has started on October
1st, 2013 and will last for two years.

The rest of the paper is organized as follows. Section 2
presents the scientific and technical objectives of LEO. Sec-
tion 3 presents in more detail some of the research to be car-
ried out in the project. Finally, Section 4 concludes the paper.

2. SCIENTIFIC AND TECHNICAL OBJECTIVES OF
LEO

The detailed scientific and technical objectives of LEO are the
following:

1. To capture, as precisely as possible, the life cycle of
linked open EO data.

2. To develop publishing tools that transform open EO
data and metadata, made available by space agencies
such as ESA and NASA, from their standard formats
into RDF and make it available on the LOD cloud.

3. To develop publishing tools that transform open geospa-
tial data and metadata from their standard formats into
RDF and make it available on the LOD cloud. Open
geospatial data (e.g., digital maps, administrative data,
environmental data, etc.) are typically used together
with EO data in applications such as precision farming
and are made available by public agencies as well (e.g.,
the Bavarian Topographical Survey for our precision
farming application).

4. To develop tools that interlink open EO data sources
and geospatial data sources published as RDF.

5. To develop tools for cross-platform searching, brows-
ing and visualization of linked EO data and linked
geospatial data.

6. To demonstrate the value of the developed tools by:

(a) Performing large-scale publication and linking of
open EO data from the GMES Space Component
Data Access warehouse managed by ESA, and
relevant geospatial datasets made available by
other public bodies in Europe.

(b) Developing a precision farming application that
shows how geo-information services based on
linked open EO data, linked geospatial data and
specialized algorithms can contribute to an envi-
ronmentally friendly increase in the efficiency of
agricultural production.

Fig. 1: The life cycle of linked open EO data

The next section discusses the first of these objectives in
more detail. Because this objective refers to the whole life
cycle of linked open EO data, our discussion covers most of
the other objectives as well; therefore, it serves as a short in-
troduction to the whole research agenda of LEO.

3. THE LIFE CYCLE OF LINKED OPEN EO DATA

Developing a methodology and related software tools that
support the whole life cycle of linked open EO data has not
been tackled by any research project in the past, although
there is plenty of such work for linked data e.g., by project
LOD2 and others [3, 4]. Capturing the life cycle of open EO
data and the associated entities, roles and processes of public
bodies making available this data is the first step in achieving
LEO’s main objective of bringing the linked data paradigm to
EO data centers, and re-engineering the life cycle of open EO
data based on this paradigm.

The life of EO data starts with its generation in the ground
segment of a satellite mission. The management of this so-
called payload data is an important activity of the ground seg-
ments of satellite missions. Figure 1 gives a high-level view
of the life cycle of linked EO data as we envision it at this
moment in project LEO (this is a preliminary version which
will be further refined in the course of the project).

Let us now briefly discuss each one of these phases:

• Ingestion, processing, cataloguing and archiving. Raw
data, often from multiple satellite missions, is ingested,
processed, cataloged and archived. Processing results
in the creation of various standard products (Level 1,
2, etc., in EO jargon; raw data is Level 0) together
with extensive metadata describing them. For exam-
ple, in the fire monitoring application developed in
project TELEIOS, images from the SEVIRI sensor are
processed (cropped, georeferenced and run through
a pixel classification algorithm) to detect pixels that
are hotspots. Then these pixels are stored as standard
products in the form of shapefiles. Raw data and de-
rived products are complemented by auxiliary data,
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e.g., various kinds of geospatial data such as maps,
land use/land cover data, etc.

Raw data, derived products, metadata and auxiliary
data are stored in various storage systems and are made
available using a variety of policies depending on their
volume and expected future use. For example, in the
TerraSAR-X archive of DLR, long term archiving is
done using a hierarchy of storage systems (including
a robotic tape library), which offers batch to near-line
access, while product metadata are available on-line by
utilizing a relational DBMS and an object-based query
language.

TELEIOS has developed two technologies that are im-
portant for the first two of the phases (ingestion and
processing): the SciQL data model and query language
[5] and data vaults [6]. SciQL is an SQL-based query
language for scientific applications with arrays as first
class citizens [5]. It allows stating complex satellite im-
age processing functions as declarative SciQL queries,
thus it eases substantially the development of process-
ing chains run by EO data centers today. The data vault
is a mechanism that provides a true symbiosis between
a DBMS and existing (remote) file-based repositories
such as the ones used in EO applications [6]. The data
vault keeps the data in its original format and place,
while at the same time enables transparent data and
metadata access and analysis using the SciQL query
language. SciQL and the data vault mechanism are im-
plemented in the well-known column store MonetDB3.

• Content extraction, knowledge discovery and data min-
ing, and semantic annotation. In the DLR knowledge
discovery and data mining framework developed in
TELEIOS [7], traditional raw data processing has been
augmented with content extraction methods that deal
with the specificities of satellite images and derive
image descriptors (e.g., texture features, spectral char-
acteristics of the image). Knowledge discovery tech-
niques combine image descriptors, image metadata and
auxiliary data (e.g., GIS data) to determine concepts
from a domain ontology (e.g., forest, lake, fire, burned
area) that characterize the content of an image. Hier-
archies of domain concepts are formalized using OWL
ontologies and are used to annotate standard products.
Annotations are expressed in RDF and are made avail-
able as linked data so that they can be easily combined
with other publicly available linked data sources (e.g.,
GeoNames, OpenStreetMap, DBpedia) to allow for the
expression of rich user queries.

In TELEIOS we have experimented with implementing
content extraction and KDD algorithms using SciQL

3http://www.monetdb.org/

instead of specialized algorithms coded in an appropri-
ate programming language (e.g., C++ or Java).

• Tranformation into RDF. This phase transforms vector
or raster EO data from their standard formats (e.g.,
shapefiles or GeoTIFF) into RDF. In LEO we will ad-
vance the state of the art in transforming EO data and
geospatial data into RDF by first developing a generic
stand-alone tool that will be able to deal with vec-
tor data and their metadata, and to support natively
all popular geospatial data formats (shape files, KML
and GeoJSON initially). The tool will produce RDF
data modelled as in the recent works on stSPARQL
and GeoSPARQL where new data types to encode the
geometry of features have been defined. Since the
transformation of raster data (e.g., raw satellite im-
ages) into RDF does not appear to be reasonable, this
stand-alone tool will allow the transformation of the
accompanying metadata only in such cases. As an ad-
vanced alternative, we will also integrate the extraction
and transformation functionality of the stand-alone
tool into MonetDB, a DBMS that supports both RDF
(via relational mapping using the Strabon front-end de-
veloped in TELEIOS) and arrays (natively via SciQL).
This approach allows the use of SciQL during the
mapping process, e.g., to extract features from the
raw raster data that can then be transformed into and
published as RDF. Also, it opens up possibilities for
on-demand extraction and transformation when query-
ing the RDF data using the data vault machinery of
MonetDB.

• Storage/Querying. This phase deals with storing all
relevant EO data and metadata on persistent storage so
they can be readily available for querying in subsequent
phases. In TELEIOS, MonetDB (with SciQL and the
data vault) is used for the storage of raw image data
and metadata [6] while the spatiotemporal RDF store
system Strabon4 and the query language stSPARQL
is used for storing/querying semantic annotations and
other kinds of linked geospatial data originating from
transforming EO products into RDF [8].

• Data cleaning. Before linked EO data is ready for pub-
lication, this step is used to clean the data by e.g., re-
moving duplicates etc. An important issue in this phase
is entity resolution which we discuss in more detail in
the “linking” phase below.

• Publication. This phase makes linked EO data pub-
licly available in the LOD cloud using well-known data
repository technologies such as CKAN. In this way,
others can discover and share this data and duplication
of effort is avoided.

4http://strabon.di.uoa.gr
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• Interlinking. This is a very important phase in the
linked EO data life cycle since a lot of the value of
linked comes through connecting seemingly disparate
data sources to each other. Up to now, there has not
been much research or tools for interlinking linked
EO data. If one considers other published linked data
sets that are not from the EO domain, but have similar
temporal and geospatial characteristics, the situation
is the same. These data sets are typically linked only
with owl:sameAs links and only to core datasets
such as DBpedia or Geonames. In addition, these links
are often created manually since existing tools such as
Google Refine and Silk have not been found to perform
satisfactorily for these datasets [9].

In LEO we will advance the state of the art in the area
of interlinking of linked open data by concentrating on
the geospatial, temporal and measurement characteris-
tics of EO data. The first problem to be studied will
be entity resolution. For geospatial data, entity resolu-
tion has been studied only for location (point) datasets
in [10]. We will extend the relevant techniques to the
case of more complex geometries captured by the spa-
tial literal data types of stSPARQL and GeoSPARQL
that will be utilized in the data published by LEO as
discussed above. If needed, we might also use ontology
alignment techniques to deal with situations where the
techniques of [8] would fail (e.g., when the types of fea-
tures considered are synonyms or one type is a subclass
of the other etc.). Finally, we will consider geospatial
entity resolution among EO datasets published by LEO
and already existing geospatial datasets that do not fol-
low the stSPARQL/GeoSPARQL modelling paradigm
and use different vocabularies such as W3C Geo (e.g.,
OpenStreetMap data published by the LinkedGeoData
project). This will result in the development of tech-
niques for geospatial entity resolution in datasets that
use heterogeneous geospatial vocabularies.

We will also study the problem of discovering other
kinds of semantic links that are geospatial or temporal
in nature. For example, in linked EO datasets, it will of-
ten be important to discover links involving topological
relationships e.g., A geo:sfContains F where A
is the area covered by a remotely sensed multispectral
image I, F is a geographical feature of interest (field,
lake, city etc.) and geo:sfContains is a topolog-
ical relationship from the topology vocabulary exten-
sion of GeoSPARQL. The existence of this link might
indicate that I is an appropriate image for studying cer-
tain properties of F.

• Search/Browse/Explore/Visualize. This is also a very
important phase since it enables users to find and ex-
plore the data they need, and start developing inter-
esting applications. For this phase in LEO, we plan

to extend the tools developed in ESA project RARE5

and the tool Sextant [11] developed in TELEIOS with
additional functionalities. Finally, we plan to make
these tools available for mobile devices (tablets, smart-
phones) to enable the use of EO data by ordinary users
and application specialists alike.

4. CONCLUSIONS

We discussed the vision of the new European project LEO
which intends to bring the linked open data paradigm to Earth
Observation by extending the results of project TELEIOS.

5. ACKNOWLEDGMENTS

This work has been funded by the FP7 project LEO (611141).

6. REFERENCES

[1] Christian Bizer, Tom Heath, and Tim Berners-Lee, “Linked
data - the story so far,” International Journal on Semantic Web
and Information Systems, vol. 5, no. 3, pp. 1–22, 2009.

[2] Manolis Koubarakis, Manos Karpathiotakis, Kostis Kyzirakos,
Charalampos Nikolaou, and Michael Sioutis, “Data Models
and Query Languages for Linked Geospatial Data,” Invited pa-
pers from 8th Reasoning Web Summer School, 2012.

[3] S. Auer, L. Bühmann, C. Dirschl, O. Erling, M. Hausenblas,
R. Isele, J. Lehmann, M. Martin, P. N. Mendes, B. Van Nuffe-
len, C. Stadler, S. Tramp, and H. Williams, “Managing the
life-cycle of linked data with the LOD2 stack,” in ISWC, 2012.

[4] F. Maali, R. Cyganiak, and V. Peristeras, “A publishing
pipeline for linked government data,” in ESWC, 2012.

[5] M. L. Kersten, Y. Zhang, and M. Ivanova, “SciQL, a query
language for science applications,” in Proceedings of EDBT-
ICDT, Workshop on Array Databases, 2011.

[6] M. Ivanova, M. Kersten, and S. Manegold, “Data vaults:
a symbiosis between database technology and scientific file
repositories,” in SSDBM, 2012.

[7] D. E. Molina, S. Cui, C. O. Dumitru, M. Datcu, and Con-
sortium members, “KDD Prototype - Phase II,” Del. 3.2.2,
TELEIOS project, 2013.

[8] K. Kyzirakos, M. Karpathiotakis, and M. Koubarakis, “Stra-
bon: A Semantic Geospatial DBMS,” in ISWC, 2012.

[9] P. Shvaiko, F. Farazi, V. Maltese, A. Ivanyukovich, V. Rizzi,
D. Ferrari, and G. Ucelli, “Trentino government linked open
geo-data: A case study,” in ISWC, 2012.

[10] V. Sehgal, L. Getoor, and P. Viechnicki, “Entity resolution in
geospatial data integration,” in GIS, 2006, pp. 83–90.

[11] K. Bereta, N. Charalampos, M. Karpathiotakis, K. Kyzirakos,
and M. Koubarakis, “SexTant: Visualizing Time-Evolving
Linked Geospatial Data,” in ISWC, 2013.

5http://deepenandlearn.esa.int/tiki-index.php?
page=RARE\%20Project

[Poster Session] Linked Data

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

369 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


DATALIFT: A PLATFORM FOR INTEGRATING BIG AND LINKED DATA

Gabriel Kepeklian, Laurent Bihanic

ATOS
Bezons, France
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ABSTRACT

In the space domain, all scientific and technological develop-
ments are accompanied by a growth of the number of data
sources. More specifically, the world of observation knows
this very strong acceleration and the demand for information
processing follows the same pace. To meet this demand, the
problems associated with non-interoperability of data must be
efficiently resolved upstream and without loss of information.
We advocate the use of linked data technologies to integrate
heterogeneous and schema-less data that we aim to publish
in the 5 stars scale in order to foster their re-use. By propos-
ing the 5 stars data model, Tim Berners-Lee drew the perfect
roadmap for the production of high quality linked data. In this
paper, we present a technological framework that allows to go
from raw, scattered and heterogeneous data to structured data
with a well-defined and agreed upon semantics, interlinked
with other dataset for their common objects.

Index Terms— Datalift, Linked Data, Ontology, LOV,
Geography

1. INTRODUCTION

The project Datalift, launched in late 2010 and supported by
the French National Research Agency (ANR), has designed
and developed a technical platform that aims to process raw
data and to convert into semantified and interlinked data. It
brought together eight partners coming from academia (IN-
RIA, University of Montpelier, EURECOM) and industry
(Atos, Mondeca) as well as two important French govern-
ment agencies (IGN and INSEE) and the FING association
for dissemination and outreach.

The Datalift platform realizes a virtuous circle in the pro-
cessing of heterogeneous data. Every time it makes new data
interoperable, its value increases. Indeed, the more data is
linked, the more it gains value benefiting from the network ef-
fect. The platform takes as input raw data such as spreadsheet
data (csv), geographical data (shp), structured data (xml) or
even a connection to any relational database. In the space do-
main, the data is often described in XML (e.g. the Sentinel
program).

XML is a universal meta-language that provides a con-
sistent framework for the exchange of data and metadata be-

tween applications. However, XML does not provide any
means to express neither the semantics (meaning) of the data,
nor reasoning mechanism. For example, nested tags have no
intended meaning associated: it is up to each application to
interpret a nested structure. By contrast, linked data relies on
ontologies, formal models that encode the intended semantics
and vocabularies used by the data. Datalift is an open source
platform that include numerous converters, for transforming
raw data into RDF, the resource description framework model
which is the basis of linked data technologies.

2. ONTOLOGY SELECTION

RDF provides a standard way to express simple statements
about resources, using named properties and values. How-
ever, this models needs also to be complemented with a
schema expressing constraints regarding the properties that
can be attached to resources and their types: what types are
allowed for a resources? what properties are allowed for a
given resource type? what are the possible values for a given
property? what are the relationships between resource types
(generalization / specialization)? The role of ontologies is to
cover this aspect: the formalization of vocabulary used in the
data.

The publisher of a dataset should be able to select the
vocabularies that are the most suitable to describe the data,
and the least possible terms should be created specifically for
a dataset publication task. The Linked Open Vocabularies
(LOV) developed in Datalift provides easy access methods
to this ecosystem of vocabularies, and in particular by mak-
ing explicit the ways they link to each other and providing
metrics on how they are used in the linked data cloud. LOV
is integrated as module in the DataLift platform to assist the
ontology selection.

3. DATA TRANSFORMATION

Once a suitable ontology has been selected, Datalift proposes
an iterative process to transform the raw data into RDF while
being compliant with the target model. The raw data is first
converted into an initial RDF model following the W3C Di-
rect Mapping conventions that were designed for mapping
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SQL data into RDF but is here applied to any type of data
source (CSV, XML, etc.). The conversion tries to preserve
all the metadata available in the raw data (column names of
CSV files, data types and relations (foreign keys) in SQL data,
etc.). Once the data converted into RDF, a set of RDF-to-RDF
transformation modules allow the user to incrementally trans-
form the data to match the structures defined by each selected
ontology.

Once the transformation process is completed, the data is
ready to be made publicly available. This last step requires
to define a URI naming policy to ensure data has consistent
and and permanent identifiers. Datalift provides guidelines
for defining such policies as well as tools to implement them,
for example to separate resource URIs from representation
URLs, perform content negotiation for RDF and non-RDF
MIME types, etc. Finally, the publication step simply entails
copying the final data from Datalift’s internal RDF store into
a public one. If a dataset catalog (DCAT) is available, Datalift
will also populate it with a description of the published data.

4. INTERLINKING DATA

Just as data alone has little value, isolated RDF data would
provide little added-value beyond compliance with a shared
model, the business domain ontologies. To unleash the full
power of RDF, data has to be linked with other referenced
data. This is the interconnection step. Datalift provides tools
to search for relationships between local data and existing
public RDF data (i.e. open data available within remote
SPARQL endpoints) and enrich the local data with links.
Interconnection can occur at the dataset level (i.e. by compar-
ing data) or at the ontology level (links between ontologies
related to the same business domain that could easily be
converted into links between data using these ontologies).

5. EXPLOITATION AND APPLICATIONS

While Datalift automatically exposes RDF data over HTTP,
enforcing URI policies and content negotiation rules, it also
provides additional tools to ease access to and consumption
of RDF data, the most important of them being the SPARQL
endpoint. Datalift SPARQL endpoint is compliant with the
SPARQL 1.1 syntax, limited to read-only access, and includes
support for RDF-based access control based on S4AC (Social
Semantic SPARQL Security for Access Control): two users
running the same SPARQL query will get different results,
depending on the RDF graphs they are each allowed to access.

Other data access tools provided by the Datalift platform
include SVG-based data visualization, HTML pages genera-
tion with RDFa tags, Graph Store HTTP Protocol support (in
order to download a dump of an RDF dataset), etc. Datalift is
a general purpose platform with which we have developed a
number of use cases. INSEE and IGN have produced linked

data that reference each other. In statistical datasets of IN-
SEE, we can find owl:sameAs links to IGN geographical
concepts, and conversely.

5.1. A Geo-converter for the Web of Data

For many years now, the web of data has been dominated
with the use of only one Coordinate System (CRS), namely
WGS84, to represent the localization of geographic objects
on Earth. Nowadays, with the Open Data movement, more
and more publishers including governments and local author-
ities are releasing legacy data that is often geolocalized in a
different coordinate system. For example, IGN in France in
releasing data that is geolocalized using Lambert93, a Lam-
bert conformal conic projection (LCC) when objects are lo-
calized on the France metropolitan area. We have developed
two semantic web vocabularies that take into account geome-
tries defined in different coordinate systems and a REST web
service that supports the conversion of coordinates between
several CRS (Figure 1). The purpose of the REST Converter
is to propose a web based service to perform conversion be-
tween various CRSs. The algorithms implemented are the
ones described at http://geodesie.ign.fr/index.
php?page=algorithmes and available within the stan-
dalone Circ software. At the moment, the following features
are implemented in the Geo Converter:

• from/to WGS 84 to/from WGS 84 UTM ;

• from/to WGS 84 to/from Lambert 93 and

• from/to WGS 84 UTM to/from Lambert 93

The API can also convert a file with space separated val-
ues. The API supports JSON as one of the output format.
The code of the REST service is available at https://
github.com/vienlam/Geo

Fig. 1. The User Interface of the Geo Converter

[Poster Session] Linked Data

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

371 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


(a) Search options (b) Results displaying on a map (c) Route to the selected school (d) Details information with 3 tabs:
General, statistics and DBpedia

Fig. 2. The PerfectSchool application developed with Datalift

5.2. Perfect School: an example of an application devel-
oped by Datalift

The Perfect School application is an example of application
developed with the Datalift platform. This application aims
to provide useful information on schools in France using se-
mantic technologies, with RDF-ized data enriched with other
datasets in the wild. The application and the vocabulary have
successfully passed the integrity checker of an implementa-
tion for the candidate recommendation of Data Cube1 vocab-
ulary standardized by W3C.

In order to build such an application, we had to look at
some relevant datasets we selected in the French government
data portal data.gouv.fr. The ones selected for building
the application are:

• http://www.data.gouv.fr/DataSet/564055
in CSV format, containing a list of 67, 201 schools
(name, status, type), with geolocation position in Lam-
bert 93, for the academic year 2011-2012.

• http://www.data.gouv.fr/DataSet/572165
in CSV format, giving indicators results for profes-
sional schoolsfor the 2011-2012 academic year.

• http://www.data.gouv.fr/DataSet/572162
in CSV format, containing statistics for 2296 public
high schools and indicators. It complements the statis-
tics from INSEE.

We use the Datalift platform for transforming the different
CSV files into RDF. We have also reused some external on-
tologies for ensuring interoperability:

1http://www.w3.org/TR/vocab-data-cube/

• aiiso2 for the type of school and codes of school.

• geofla3 since the schools are considered as topo-
graphic entities.

• geom4 for representing the different geometries (points
with latitude and longitude) in a given coordinate ref-
erence systems with the ignf ontology at http://
data.ign.fr/def/ignf#.

• skos:Concept for describing the 30 types of nature
of schools.

• qb:DimensionProperty5 and qb:MeasureProperty
for modeling the dimensions and different indicators
available for a given school.

The resulting vocabulary is available at http://purl.
org/ontology/dvia/ecole. We also define different
URI patterns for identifying all data objects. For exam-
ple, The school “Albert Camus” in the city “Le Mans” with
the code school 0720800D can we viewed in the appli-
cation directly at http://semantics.eurecom.fr/
datalift/PerfectSchool/#school/0720800d/

For the interconnection process, we used the Silk platform
as it is re-packaged in the workflow of Datalift. Two datasets
were used for finding owl:sameAs links:

1. DBpedia French chapter6, as the scope of the applica-
tion was limited to France. We have found only 7 match
links with our schools datasets.

2http://vocab.org/aiiso/schema
3http://data.ign.fr/def/geofla#
4http://data.ign.fr/def/geometrie#
5http://www.w3.org/TR/vocab-data-cube/
6http://fr.dbpedia.org/sparql
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2. LinkedGeoData7, as the underlying data used comes
from the community project Open Street Map (OSM).
Here, we got a total of 601 matching links in the cate-
gory of lgdo:BuildingSchool.

The target device for the application is mobile phone, us-
ing principally two frameworks: Jquery mobile8 and Back-
boneJS 9. The application provides geolocation, search by
city/district, graph charts for stats, table views of relevant re-
sults aggregated or group by some other aspects. The Perfect
School Application provides 3 main views (Figure 2):

1. Search form: The interface retrieves the user location
and offers choices based on the School type: first de-
gree / second degree. When choosing first degree, the
user can further select one of (primary school, elemen-
tary school or other). For the second degree, apart from
looking for one of college, high school or other, the user
can look for public or private schools. The search but-
ton launches the query for retrieving the collection of
data matching the user’s criteria.

2. Search results: The search action returns a collection
of schools plotted on a map. A cursor on the left side
helps users to zoom in and out to get more details about
schools retrieved in a given area of interest. When se-
lecting a given school, the name is displayed and with
the possibility to see the route from the barycenter of
the result on the map.

3. Description of the school: It is divided in 3 differ-
ent tabs (a) General information (name, cycle, prin-
cipal denomination, nature and patronym used); (b)
Stats with all the different statistics in form of charts,
graphs comparing the school with the others; and
(c) DBpedia-FR10 information if available, obtained
with the owl:sameAs links for enriching the origi-
nal dataset with information such as founder, date of
creation, web site, population, head of school etc.

6. CONCLUSION

We have presented the Datalift platform for publishing and
interlinking datasets on the web of Linked Data. We have de-
scribed the framework architecture and its modules that sup-
port the selection of ontologies for representing the semantics
of the data, the conversion of the data into RDF for a wide
range of raw data formats, and the interlinking to other RDF
datasets. While the Datalift platform has been used with early
data publishers adopters such as INSEE and IGN in France,
it remains a prototype tool. Its development is now ongoing

7http://linkedgeodata.org/sparql
8http://jquerymobile.com/
9http://backbonejs.org/

10http://fr.dbpedia.org

as an open source project under the guidance of the Datalift
association.

We have also described a generic geo converter web ser-
vice that enables to transform a position on earth from one
coordinate system to another. Finally, we have presented the
PerfectSchool mobile application as an example of applica-
tion that was built using the different modules of the Datalift
platform. We will continue developing other applications that
make use of the lifting process performed by the platform and
show the added value of combining datasets to reveal new in-
sights on the data. In particular we are working with with
local and national government agencies to show how the pub-
lication and interlinking of datasets enable the development
of innovative application for citizens.
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ABSTRACT

Remote sensing the Earth with satellites is a serious—and
expensive—effort to support understanding of processes such
as land use, thus calling for proper sharing and linking of the
results. Analysis of remote sensing images and aggregation
of findings via statistical means are in efficient use in numer-
ous projects making sense of the data. In this paper we argue
and show via examples that sharing the remote sensing obser-
vations as Linked Data greatly supports doing of new science
on top of the existing science. In this paper we present the
idea of Linked Earth, where different observations about the
Earth are interlinked via shared locations, times and themes.
As we argue, achieving it will need different sciences to work
together according to Linked Science approach, thus focusing
on high shareability and reusability of their observations and
especially working on transdisciplinary questions.

Index Terms— Linked Data, Remote Sensing

1. INTRODUCTION

Gathering of remote sensing observations about the Earth re-
quires serious efforts, ranging from developing the satellites,
sending them to the orbit, imaging the Earth with various
wavelengths and sending the results back to the Earth. Analy-
sis methods—especially statistical analysis—are typically in
use to find interesting patterns and correlations from the data.
The big question, however, remains: how will the findings be
used after they have been gathered, beyond scholarly commu-
nication, visualizations and other ways to present the results?
Is it possible 1) create machine-processable representations
about the findings from remote sensing observations, and to
2) share the representations on the web? In this paper we take
these two questions as a starting point to study how to address
them.

Interestingly we now evidence the Linked Data is creating
a paradigm shift for Geographic Information Science: with
Linked Data, data is statements (that someone has stated),
statements can contradict, metadata is also data, semantics
can be explicitly defined, maintenance of data is done with-

out deletion, data sharing happens via URIs, and data is in-
tegrated by linking [1]. With Linked Data it is possible to
create a set of Linked Data statements from aggregated en-
vironmental observations, link those via shared space (like
grid cells) and shared times (like years) together with data
about economical and social phenomena about the area [2].
With the help of ontological patterns of the Linked Earth On-
tology (LEO) [3], it is possible to create Linked Data also
about the scientific findings that studies have revealed. A set-
ting where data at different levels of abstraction about sci-
entific observations and findings is available would support
Linked Open Science [4] where one can seamlessly follow
links from one discipline to another, and from between gran-
ularity/aggregation/abstraction levels.

This paper is structured as follows. Section 2 discusses
the question of getting from data to Linked Data. Section
3 gives examples of making sense of data, and argues for
Linked Science in order to get different disciplines to work
together on the Earth observations and studies, thus resulting
in Linked Earth ideal. Section 4 finishes the paper with con-
cluding remarks.

2. FROM DATA TO LINKED DATA

There are data available about environmental observations,
ranging from raw remote sensing imagery to data published
by authorities about things like amounts of population, finan-
cial figures, or road structures. Linking these data via com-
monalities allows for examining them together. For instance,
aggregation to grid cells, or to municipalities allow this kind
of studies. Time serves similarly as an integrator of data: if
two things happen at the same time and even in same place
they are spatiotemporally linked, at least weakly. If the two
phenomena constantly co-occur this suggests a strong corre-
lation between the two.

Having different data linked together as Linked Data1 sup-
ports these kinds of studies. The question there is what kind
of entities are used for linking: thematic (via concept hier-

1http://LinkedData.org
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archies), spatial (via shared locations) or temporal (via same
times). The Brazilian Amazon Rainforest Data2 [2] serves
as an example of a transdisciplinary collection of interlinked
data, ranging from population and market prices to observed
deforestation (both yearly and accumulated).

With the Linked Data approach one can query just that
part of the data which is needed for a research study at hand.
For instance, to get data about deforestation rates from 2002
to 2008 as aggregated to grid cells covering the Brazilian
Amazon Rainforest, one sends the following SPARQL query
to the SPARQL endpoint providing the data.

SELECT
?cell ?defor2002 ?defor2003
?defor2004 ?defor2005 ?defor2006
?defor2007 ?defor2008

WHERE {
?cell a lsv#Item ;
amazon:DEFOR_2002 ?defor2002 ;
amazon:DEFOR_2003 ?defor2003 ;
amazon:DEFOR_2004 ?defor2004 ;
amazon:DEFOR_2005 ?defor2005 ;
amazon:DEFOR_2006 ?defor2006 ;
amazon:DEFOR_2007 ?defor2007 ;
amazon:DEFOR_2008 ?defor2008 .

}

The essential differences are thus that 1) there is no need
to download the whole dataset having tens of different prop-
erties, and that 2) data and metadata are accessible online via
both SPARQL and by deferenceable URIs.

For instance if one wants to know the semantics of a prop-
erty amazon:DEFOR_2002 then one can access its defini-
tion online3. This reveals the details about the property, for in-
stance timeperiod it covers (amazon:year2002) and unit
(amazon:percent) of measure. The link structures allow
for further examining these values, for instance to see what in
this dataset is meant by “year 2002”.

By accessing the URL of the amazon:year2002 4 one can
learn that it covers the whole year, i.e. from January 1st to
December 31st, 2002. While this may sound obvious one
could mean with a certain year (like 2002) in fact only one
day (like January 1st), thus exemplifying the year—or only
averages from each month. Creating data about metadata, and
publishing the results as Linked Data allows for being both
1) explicit about the semantics and 2) sharing the description
about the intended meaning to others by web technologies.

The data itself then uses the described properties to pro-
vide values for different observations. Values of different ag-
gregated properties concerning one grid cell are all integrated

2http://LinkedScience.org/data/
linked-brazilian-amazon-rainforest/

3Via non-prefix full version of the URL i.e. http://spatial.
linkedscience.org/context/amazon/DEFOR_2002

4http://spatial.linkedscience.org/context/
amazon/year2002

together via the resource representing the cell (see an exam-
ple online5). The big difference from traditional approaches
comes not only from the way data is shared but also from
linkage structures between different datasets. As an example,
consider the following example linking from a grid cell to a
municipality.

amazon:AMZ_LINKED_25K_1000
amazon:hasItsCentroidInsideOf
amazon:BRAZIL_MUNICIPALITY_1508407 .

From the description6 of the municipality one can find a
link to the DBPedia, i.e. to the description about the Pará state
inside which the municipality in question is.

amazon:BRAZIL_MUNICIPALITY_1508407
tisc:insideOf
dbpedia:Para_State .

By linking to other resources research data itself gets en-
riched thus allowing for much more wider research questions
to be studied. Since the description of the Pará state in DBPe-
dia covers diverse data like its population rank (among states
in Brazil) or its rivers (Pará state is the mouthRegion of river
Tapajós) one can kickstart studying of transdisciplinary re-
search questions simply by following links.

3. MAKING SENSE OF DATA

The remote sensing of the Earth produces observations about
the geospatial phenomena such as agricultural activities and
land use in general. Similarly, observations of the market
prices fullfill the picture about ongoing global financial pro-
cesses. This combined with social observations, about tem-
poral and permanent movement of people add yet another di-
mension. Indeed this calls for creating a holistic oberview
that would allow detailed examination about the Earth as the
Linked Earth7 where various phenomena are linked (e.g. mar-
ket prices to agricultural activity).

To achieve this, different disciplines are required to work
together in a transdisciplinary way crossing many fields of
study, thus connecting sciences themselves to become Linked
Science8. This allows for studying different aspects about the
phenomena at the same time. For instance, Figure 1 illus-
trates a way to filter aggregated observations by value ranges.
In this example a user has selected all grid cells having both
below 4% of accumulated deforestation in 2007 and below
1% of pasture in 1996 to study how those cells are distributed
spatially, and how those grid cells divide to different value

5http://spatial.linkedscience.org/context/
amazon/AMZ_LINKED_25K_1000

6http://spatial.linkedscience.org/context/
amazon/BRAZIL_MUNICIPALITY_1508407

7Linked Earth community building has been started by creating and shar-
ing vocabularies at http://LinkedEarth.org

8http://LinkedScience.org
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ranges of accumulated deforestation in 1997 and pasture in
2006, accordingly. This example was realized by using the
facet-based search paradigm offered by Simile Exhibit9. The
idea is to allow for online exploration of linked spatiotem-
poral data in order to create hypothesis for further studies.
Animating between values of different properties gives furher
possibilities for illustrating changes (between different values
of same variable) or other possibly interesting patterns (be-
tween different properties) [5]. That way data can become
narrative [6] and reveal the story it has to tell.

Fig. 1. Filtering the values of observations via a facet-based
search.

The data can also be further spatially aggregated and made
interactive. Figure 2 illustrates this approach visually (for
more details see [7] and online videos10). Here deforesta-
tion rates as observed via remote sensing by satellites at the
Brazilian Amazon Rainforest are combined with the GDP of
the same areas in year 2005. Municipalities of the Pará state
of Brazil offer here the way to integrate the two types of data
for joint illustration: higher the pillar, the more GDP. The
color indicates the amount of deforestation—the more orange
the colour, the more deforestation observed.

Generating stories from data and finding potential hy-
potheses for examination give good grounds for research
agendas. By statistically analyzing with R [8] statistical com-
puting environment the available Linked Data one can reveal
correlations between very different phenomena. Tutorials11

of the LinkedScience.org provide several examples of doing
this by accessing the Brazilian Amazon Rainforest Data from
within R, for instance the following ones:

• Two basic tutorials for analyzing the deforestation ob-
servations

9http://www.simile-widgets.org/exhibit/
10http://linkedscience.org/projects/

triangle-of-sustainability/
11http://linkedscience.org/tutorials/

Fig. 2. Triangle of Sustainability- visualization making use of
Linked Brazilian Amazon Rainforest Data [7].

• Analysis of the health data together with deforestation
observations

4. CONCLUSIONS

In this paper we introduced the idea of studying the Earth
via the Linked Earth concept, i.e. by connecting machine-
processable descriptions of the different phenomena about the
Earth and sharing them as Linked Data. We argued that by us-
ing Linked Data technologies one can study transdisciplinary
research questions enabled by data enrichments via linking.
We showed via examples from the Brazilian Amazon Rain-
forest Data how this works in practice from data descriptions
and linkages to querying, visualizing and analyzing the data
from different disciplines.

We wish supporting actions from (very) different sci-
ences to engage communities in transcisciplinary research,
i.e. Linked Science, where different scientific studies and
resulting observations are linked together to support study-
ing of big questions about the Earth. This could result in a
realization of the Linked Earth concept where any studies
even remotely concerning the Earth can be easily found and
results reused for solving problems, both local and global
ones faster, more efficiently and with less expenses.
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ABSTRACT 

 

In order to facilitate the access to Earth Observation (EO) 

and other types of data (in-situ, modeled) for the Black Sea 

area, ASRC has developed an Earth Science Data Access 

and Processing Service for Black Sea (ESPOSS) to be 

provided through a dedicated web based platform. Users 

may inspect, download and process various datasets 

concerning multiple marine research and management 

domains. 

 

Index Terms— remote sensing, EO data, geoportal, 

open source, big data 

 

 

1. INTRODUCTION 

 

The Black Sea is one of the basins in the world with the 

most severe environmental degradation. The environmental 

problems of the Black Sea are intimately related to the 

unique characteristics of the marine environment. Efficient 

analysis and interpretation of EO data (especially satellite 

imagery) can contribute to a better understanding of these 

environmental challenges. In spite of the large number of 

data sources and information services, these are not always 

accessible to ordinary users. 

 In order to meet the users’ demands for simple 

interfaces to inspect, download, process and analyze the 

data, ASRC developed ESPOSS - a web based EO data 

access and processing application for the Black Sea. The 

application incorporates geospatial data from various 

sources (satellite images, in-situ data, model outputs) and 

serves as a working tool for the scientific community and 

the relevant decision makers. 

 One of the main challenges to be overcame by the 

ESPOSS platform is the very large quantity of EO and other 

type of data that is required to be accessed and fast analyzed 

in order to provide meaningful insight upon various 

environmental aspects related to the Black Sea basin. The 

volume of data manipulated by ESPOSS (especially EO 

data) is significant. However, ESPOSS will not replicate 

those datasets that can be accessed online through standard 

network services. To keep the rest of the data in a 

manageable size, ESPOSS will use special file formats with 

lossless compression mechanism. The main risk of relaying  

on third-party services is the lack of guarantee that the  

service will be always accessible. In order to manage such 

risks ESPOSS shall address as much as possible data 

coming from reliable services, such as the ones developed 

by ESA. The most important example would be MyOcean, 

the Copernicus service for marine monitoring thematic area. 

 Another main challenge in developing such a web 

portal is finding the best solution for representing and 

processing together data coming from various sources. Each 

piece of information is characterized by different formats, 

coordinate reference systems, spatial and temporal 

resolution etc. Coping with all these variables can prove to 

be not an easy task. Other challenges in developing ESPOSS 

might refer to: application design and interoperability, 

accessibility and creating a single entry point for all datasets 

and functionalities. 

 

 

2. SOFTWARE SOLUTIONS 

 

ESPOSS offers services based on Open Geospatial 

Consortium (OGC) standards for data retrieval (WMS [1], 

WCS [2], WFS [3]) and server-side processing (WPS) [4]. 

The services were built upon open source solutions such as: 

GeoServer, OpenLayers, GeoExt, PostgreSQL, GDAL, 

GRASS GIS. 

 The application is composed of several software 

modules/services. The modules are split into two categories: 

server-side modules/services (Data storage and access 

module, Data transformation, harmonization and routing 

service, Catalogue/Discovery service, Gazetteer service, 

Data portrayal/view service, Data download service, Data 

processing/invoke service, Coordinate transformation 

service , Access control service ) and client side modules - 

responsible for interaction with the user (User module, 

Webmapping module, Chart viewer module, Profile viewer 

module, Notification module). 
 The modules may also interact with other services 

(web services) hosted on separate servers in case of specific 

processing. The approach taken for the architectural design 

of the ESPOSS application is based on the Reference Model 

for Open Distributed Processing (RM-ODP) and the GIGAS 

methodology. The modules/services will be implemented 
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using free and open source software. The platform is 

developed according to INSPIRE directive [5]. 

 

 
Figure 1 - ESPOSS architecture 

 

 The online processing capabilities offered by 

ESPOSS are one of the major characteristics of the system. 

Three new features were recently implemented within the 

ESPOSS platform: 

 Crop – An instrument used to crop certain areas from 

a specific dataset or from multiple datasets;  

 Resample – This tool is useful if resampling is 

necessary to be performed for specific layers before 

applying other queries or processing tasks;  

 Profile – A very simple and powerful tool for creating 

dynamic profiles using one or multiple datasets. 

 

 More Web Processing Services (WPS) are to be 

implemented in the future, since the ability to analyze large 

amounts of data using various types of inspection tools is 

the key factor in providing an effective service for marine 

scientists and other stakeholders. 

 An important advantage of ESPOSS architecture 

(Figure 1) and the used software solutions is that it doesn't 

require very advanced hardware configuration in order to 

proper respond to user's needs in terms of fast and easy 

access to data and features. 

 Since it represents one of the most powerful and 

used solution for manipulating large collections of raster 

files, Rasdaman was also tested, with positive feedback. Its 

integration into the Black Sea geoportal system is under 

development and its capabilities shall be soon available to 

users. Figure 2 is an example of a profile tool built using 

Rasdaman and SST datasets available in ESPOSS. 

 ESPOSS user interface (Figure 3) represents the 

result of blending multiple open source solutions for 

geoportal development, such as OpenLayers, GeoExt, ExtJS 

or Bootstrap. 

 
Figure 2 - Profiling capabilities using Rasdaman 

 

 

3. DATASETS 

 

Users have access, among other geospatial data, to a wealth 

of satellite data coming from various sources and sensors, 

all related to Black Sea environmental parameters. Currently 

ESPOSS facilitates access to products such as: 

 MERIS Chlorophyll Level 3 data [6], products that 

are monthly averaged from the data collected by the 

sensor onboard Envisat platform between 2003 and 

2012. The values are expressed as mg/m3. The spatial 

resolution is 9km; 

 MERIS Total Suspended Matter (TSM) derived from 

a subset of MERIS Reduced Resolution Geophysical  

Level 2 Product delivered by ESA [7]. The time 

period for which these datasets are available is 

between 2000 and 2012; 

 MODIS derived Level 3 products based on 8 day 

composite, available from NASA's Ocean Color Data 

Distribution Center [8], covering the time span 2000-

2013. These products refer to the following 

parameters: Sea Surface Temperature (SST), 

Chlorophyll (CHL) Concentration and Diffuse 

Attenuation Coefficient at 490 nm; 

 Daily natural color imagery of the Black Sea basin 

acquired by the MODIS sensor; 

 Wind speed measurement retrieved from NOAA 

(National Oceanic and Atmospheric Administration) 

[9]. 

 

Together with satellite information, ESPOSS has integrated 

forecast data regarding significant wave height and total 

water level for Black Sea. This information is delivered each 

day, operationally, to ESPOSS users thanks to an agreement 
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between ASRC and the provider of forecast products: 

Kassandra Storm Surge Modelling System consortium. 

 

 
Figure 3 - ESPOSS interface 

 

 In-situ data shall also be integrated in the near 

future and proper tools for inspecting and downloading such 

datasets are to be implemented. 

 Our team aims to offer ESPOSS users the best 

services; therefore we are continuously looking for ways to 

improve. Having that in mind, a cooperation agreement has 

been concluded with the National Institute for Research and 

Development of Marine Geology and Geoecology 

(GeoEcoMar) regarding the EUXINUS network.  

EUXINUS network – the western Black Sea regional early 

warning system to marine geohazards, supported by 

GeoEcoMar – aims to contribute to hazard monitoring in the 

Black Sea. The network comprises 5 complex, fully 

automatic marine stations (buoys) with automatic equipment 

for measuring the characteristics and the dynamics of water 

masses located close the Romanian and Bulgarian shore. 

Information within the ESPOSS portal will be used together 

with EUXINUS data in order to correlate the satellite 

measurements with direct ones made by the network. 

 

 

4. CONCLUSIONS 

 

ESPOSS represents the first online platform that gathers 

large amounts of information for the Black Sea area and 

offers to its users access to online processing and analyzing 

tools. It aims at developing into a mature solution for 

handling big data for a specific area. It shall provide new 

and interesting capabilities of interpreting and connecting 

various types of datasets in order to extract the most 

valuable information to be further used. 
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ABSTRACT

New trends in exploration and visualization are highly de-
manded in dealing with the massive amount of collected
Earth Observation (EO) data. In this work, we propose an
immersive visual analytic of EO data utilizing Virtual Reality
technology. Precisely, we introduce the visualization of large
scale SAR images in an immersive 3D environment and also
introduce an interactive learning algorithm for the data clus-
tering using Nonnegative Matrix Factorization framework.
We conduct our experiments on a dataset of SAR images
represented by different features and show that the proposed
interactive clustering outperforms the others.

Index Terms— Immersive, Visual analytic, Matrix fac-
torization, Convex hull, Clustering

1. INTRODUCTION

The amount of collected earth observation data is increasing
in the order of several Terra bytes per day. To deal with such
a massive amount of data, Visual Analytics (VA) has gained a
high attention in data mining. The VA is actually considered
as a combination of visualization, interaction, and Machine
Learning (ML). Here, the user is involved in knowledge dis-
covery by observing the data and interacting with a visual in-
teractive interface. Additionally, the user might interact with
learning model by providing some feedbacks to leverage the
performance of the system.
The Cave Automated Virtual Environment (CAVE) has been
used intensively for the purpose of interactive visualization.
However, It has not been used enough to build up an interac-
tive machine learning system, in which the user plays a key
role in the learning process. Precisely, the knowledge discov-
ery is performed by visualization of data and the learning pro-
cess is affected by the feedback that the user provides to the
system. However, one challenge is to find a proper learning
algorithm that can be adapted by the user’s feedback. Addi-
tionally, the type of feedback and the way that the user inter-
acts with the machine are also important issues that should be
addressed properly.
In this paper, we propose an immersive visual analytics sys-
tem with application to synthetic Aperture Radar (SAR) im-

ages. Virtual reality technology is used to create an immer-
sive interactive visual interface. This is mainly composed of a
visualization room, namely CAVE and a 3D interactive soft-
ware [1]. A dataset of SAR images is represented by the Bag
of Word model of local descriptors to create high-dimensional
feature vectors. In order to position the images in 3D display
space, dimensionality reduction techniques are used to reduce
the dimension of feature vectors to 3D. The user is allowed to
try out different techniques with different parameters to have
an understandable visualization. In addition to the images,
the neighborhood graph, the Minimum Spanning Tree (MST)
of the data, the set of extracted local descriptors and visual
words are also visualized. Finally, the user is allowed to do an
interactive clustering based on drawing convex hulls around
similar semantic images. For this, a regularized Nonnegative
Matrix Factorization (NMF) framework is used to generate a
new representation of the data based on the user’s predefined
convex hulls.
The rest of paper is organized as follows: In Section 2 the
details of our proposed approach are provided. Here, we first
explain the details of the CAVE as an immersive interface and
then we discuss the proposed interactive learning algorithm
for data clustering. Section 3 some preliminary experimental
results applied on a dataset of SAR images are presented.

2. APPROACH

2.1. Immersive Visualization

The CAVE Automated Virtual Environment (CAVE) is used
to visualize the SAR image collections in an interactive 3D
virtual environment. The CAVE consists of four room-sized
walls playing the role of display screen and one tracking sys-
tem that has the ability to capture the motion of the user. The
user inside the CAVE has the ability to have 3D impression of
images positioned according to their 3D representations. Pre-
cisely, the position of images is determined by applying di-
mensionality reduction on the high-dimensional feature vec-
tors. Fig. 1.a depicts an snapshot of visualized images in the
CAVE. The user is able to navigate inside the data and ob-
server the structure of the data by doing several interactive
visualization approaches such as zoom in, zoom out, rota-
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Fig. 1. (a) Immersive visualization of SAR images in the
CAVE.

tion, translation, and navigation. The user interacts with the
data by selecting a few images and creates a convex hull from
them. Basically, it is assumed that the images inside a convex
hull are very similar to each other. In order to facilitate the
creation of convex hulls, the user tries out different combina-
tions of features and dimensionality reduction techniques in
order to see some clusters of images. Fig. 3.2 depicts several
convex hulls created on a set of SAR images.

2.2. Semantic Regularized NMF

R =
λ1

2

∑

i,j

∥vi − vj∥2 Wij = λ1Tr(V TLV ) (1)

where L = D−W and D is a diagonal matrix, whose entries
are column sums of W , Djj =

∑
l Wlj . Such as cost function

has been used before for the purpose of structure preservation
in [2].

O =
∥∥X − UV T

∥∥2
+ λ1Tr

(
V TLV

)
(2)

where X , the original data, is decomposed to U and V , where
V is the new representation of the data. Using the KKT-
conditions [3], we arrive at the following update rules for U
and V :

uik ← uik
(XV )ik

(UV TV )ik
(3)

vjk ← vjk
(XT U)jk + λ1(L

−V )jk

(V UT U)jk + λ1(L+V )jk
(4)

where we introduced the term L = L+ − L− with L+
ij =

(|Lij |+ Lij)/2, L−
ij = (|Lij | − Lij)/2.

3. EXPERIMENTS

3.1. Data sets

The used SAR dataset contains 3434 TerraSAR-X satellite
images of size 160 × 160 pixels, which are grouped in 15

Set Img C1 C2 C3 C4 C5 C6
1 16 93.75 6.25 0 0 0 0
2 59 1.69 23.73 74.58 0 0 0
3 45 2.2 95.56 2.22 0 0 0
4 266 6.39 4.89 2.26 67.29 1.13 18.05
5 292 14.38 .34 85.27 0 0 0
6 91 87.91 6.59 1.1 3.3 1.1 0
7 147 8.84 2.04 4.08 6.12 3.4 75.51

Table 1. The statistics of created convex hulls. The percent-
age of similar images (C1 − C6) in each convex hull is pre-
sented. Additionally, the total number of images in each set
is given in the second column.

classes. The images are represented by vectors of their most
representative features, so-called feature vectors. For each
image, the Bag-of-Word model of different local descriptors
such as Gabor [4], and SIFT [5] is used as feature vector.

3.2. Setup

We used a library of Dimensionality Reduction (DR) to
reduce the dimension of feature vector to 3D for visualiza-
tion [6]. Here, we combine different features with different
DR techniques to reveal different aspects of the data. Fig. 2
shows the 3D visualization of SAR images using two different
dimensionality reduction techniques applied on two different
features. Once the dataset is visualized in such a way as some
clusters are visible, the user starts interacting with data by
creating convex hulls around similar images. Once a few
convex hulls are created, these are used to create a similarity
matrix. Precisely, those images which are inside the same
convex hulls are considered as similar items in the similarity
matrix. The similarity matrix is used in SRNMF algorithm
to create a new representation of the data. Additionally, we
also use PCA and NMF to create new representations. In the
experiments, we choose at each time a subset of K clusters
and set the dimension of PCA, NMF, and SRNMF equal to
K. The Kmean algorithms is applied to do the clustering on
these new representations. The clustering accuracy are used
to demonstrate the performance of each representation.

3.3. Evaluation metrics

In order to evaluate the clustering results, we employ two
evaluation metrics, namely Accuracy (AC) and normalized
Mutual information (nMI) of clusters [9]. The accuracy is
obtained by computing the percentage of correctly predicted
cluster labels, provided the true labels are available. The nMI
measures the similarity of ground true clustering and the ob-
tained clustering. The details of these two metrics can be
found in [2].
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(a) (b) (c)

Fig. 2. 3D visualization of SAR images. (a) Images are positioned as the result of Isomap [7] applied on the corresponding
Gabor features. (b) Images are positioned as the result of Maximum Variance Unfolding(MVU) [8] applied on the corresponding
Weber features. (c) Created six convex hulls over the dataset. Each convex hull is represented by different colors.

3.4. Discussion

As it can be inferred from the results, PCA works well when
the dimension of the data is small. However, when the com-
plexity of data increases, by increasing the number of clus-
ters and also the dimension of the representation, the pro-
posed method outperforms the others in terms of clustering
accuracy. Additionally, the accuracy decreases by increasing
the dimension and also the number of clusters for all meth-
ods, which is logical. The results confirm that representations
based on Gabor features are more discriminative than SIFT
features. For instance, the accuracy of clustering of whole
dataset is 53% for Gabor and 46% for SIFT features. But,
SRNMF shows much more improvements on SIFT features
over the other two methods by an improvement of roughly
10%. Finally, Although we have tested our algorithm on two
kinds of features, it is not absolutely dependent on the kind of
the used feature. For instance, the raw data (i.e., pixel values)
can be used as features. For future works, it could be interest-
ing to find out other methods to cluster/learn features in this
immersive environment.

4. CONCLUSION

In this paper, we introduced an immersive visual analytics
system in order to visualize and process the SAR image repos-
itory. The CAVE visualizes the SAR images by applying di-
mensionality reduction on the high-dimensional feature vec-
tors extracted from the content of the images. The user can
change the visualization by trying out different features and
dimensionality reduction techniques. Additionally, we pro-
posed an interactive algorithm in order to increase the accu-
racy of clustering. The user inside the CAVE creates several
convex hulls over the similar items to build a regularization of
an NMF algorithm. The results confirmed that the proposed
method outperformed the others in terms of accuracy of clus-
tering results.
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Fig. 3. Clustering results on the SAR dataset.(a), (b) are the
accuracy and normalized mutual information of clustering on
SIFT features, respectively. (c), (d) show the accuracy and
normalized mutual information of clustering on Gabor fea-
tures, respectively.
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ABSTRACT
Interactive visual data mining, where the user plays a key role
in learning process, has gained high attention in data min-
ing and human-machine communication. However, this ap-
proach needs Dimensionality Reduction (DR) techniques to
visualize image collections. Although the main focus of DR
techniques lays on preserving the structure of the data, the
occlusion of images and inefficient usage of display space are
their two main drawbacks. In this work, we propose to use
Non-negative Matrix Factorization (NMF) to reduce the di-
mensionality of images for immersive visualization. The pro-
posed method aims to preserve the structure of data and at the
same time reduce the occlusion between images by defining
regularization terms for NMF. Experimental validations per-
formed on two sets of image collections show the efficiency
of the proposed method in respect to controlling the trade-off
between structure preserving and less occluded visualization.

Index Terms— Immersive visualization, Non-negative
matrix factorization, entropy

1. INTRODUCTION

Interactive data mining has gained high attention in Human-
Machine Communication (HMC) for pattern recognition
problems. One of the main challenges here is to develop an
interface between the human and machine to interact effi-
ciently. Immersive visualization of visual data might be a
good option to enable the user to explore a large set of images
and navigate inside the data [1, 2]. However, the main prob-
lem is how to arrange the images in this environment such
that:

• Similar images are close together (i.e., data structure is
preserved);

• Images are less occluded by each other;

• The display space is used as much as possible;

To address this problem, we propose to formulate a NMF al-
gorithm that takes into account the aforementioned require-
ments. There is no harm in non-negativity constraint of NMF,

since basically each image is represented by a Bag-of-Words
(BoW) model of local features. Therefore, the representative
feature vectors are non-negative values. In our approach, we
compute the graph of similarity in high dimensional space
and use it as the structure of the data to be preserved. It has
been shown that the Laplacian of the graph as a regulariza-
tion term can significantly preserve the similarity in a NMF
framework [3]. To decrease the overlap among the images,
we propose to use entropy as the second regularization term
of NMF. A good visualization is a trade-of between similar-
ity and occlusion. This trade-of is controlled by a parameter
λ. By increasing the entropy, we have less occlusion but the
structure of data vanishes.

The rest of paper is organized as follow: Section 2 reviews
related works in the area of visualization of image collection.
Sections 3.1 briefly explains the concept of immersive visu-
alization. In Section 4 we explain the proposed NMF for
dimensionality reduction. Experimental validations are rep-
resented in Section 5. Finally, in Section 6 we draw our con-
clusions.

2. RELATED WORK

The NMF was introduced in [4] as method for dimen-
sionality-reduction, where the low-dimensional structure is
presented by two non-negative matrices. Due to the non-
negativity of the matrices the vectors in the low-dimensional
representation are the additive combinations of the basis
vectors, which leads to a parts-based representation. This
representation has been shown to correspond to the way im-
ages are represented in the human brain. As an extension to
the NMF, Graph regularized NMF (GNMF) was proposed
that tries to preserve the similarity of the feature vectors in
the low-dimensional space [3]. This technique applies the
manifold learning technique LLE [5] and adds an additional
term to the main objective function.

In the area of image visualization, previous work has been
done in [6], where the authors choose the two-dimensional
locations of the images by minimizing a cost function con-
sisting of a structure-preserving and an overlap term. For the
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overlap all images are represented as circles with the same ra-
dius and the overlapping area of the circles is computed. Ad-
ditionally, in [7] an algorithm has been proposed, that spreads
images equally in a given area. This is achieved by minimiz-
ing a cost function, which consists of a structure-preserving
term, an entropy term and a term that penalizes locations of
images outside the predefined layout. In summary, All the
aforementioned methods first reduce the dimensionality of the
data, and then change the position of the data points to fulfill
the other requirements.

3. APPROACH

3.1. Immersive Visualization

For the visualization of the image collections we utilize a
Cave Automated Virtual Environment (CAVE). The cave con-
sists of four room-sized walls, which play the role of four dis-
play screens. They are aligned to form a cube-shape space.
This configuration allows the user to have a 180 degree hori-
zontal view. The computer generated scene is projected onto
the walls, using two projectors per wall, in order to have
stereoscopic scenarios. Furthermore, a real-time tracking sys-
tem comprising six infrared cameras, mounted on top of the
walls, computes the position and orientation of the user inside
the cube. This system provides the user with the ability of ex-
ploring and interactivity with the data. The user is allowed to
navigate inside the data and gain valuable information about
the structure of data. A snapshot of immersive visualization
of image collection in the CAVE is depicted in Figure. 1.

Fig. 1. Immersive visualization of image collections in a Cave
Automated Virtual Environment

4. REGULARIZED NMF

We consider a data matrix X = [x1, ...,xN ] ∈ RM×N ,
where xi is a feature vector, N is the number of samples
and M is the dimension of the feature vectors. Given a new
reduced dimension K, the NMF algorithm approximates the
matrix X by a product of two non-negative matrices U =

[uik] ∈ RM×K and V = [vjk] ∈ RN×K .

X ≈ UV T. (1)

Thereby, in the new representation, U can be considered as
a set of basis vectors and V as the coordinates of each sam-
ple with respect to these basis vectors. There are two cost
functions, that quantify the quality of the approximation, the
square of the Frobenius norm of the matrix differences and
and the divergence between the two matrices [8]. During the
rest of the paper we will focus on the divergence cost func-
tion:

OD =
∑

i,j

(
xij log

xij

yij
− xij + yij

)
(2)

where
Y = [yij ] = UV T (3)

Many extensions have been proposed to the NMF algo-
rithm, which introduce different regularizers into the objec-
tive function in order to enforce additional favorable proper-
ties for the new representation. For example, the GNMF adds
a similarity term to the objective in order to preserve the local
neighbor structure in the new representation:

G =
M∑

i=1

N∑

j=1

(
xij log

xij∑K
k=1 uikvjk

− xij +
K∑

k=1

uikvjk

)

+
λ1

2

N∑

j=1

N∑

l=1

K∑

k=1

(
vjk log

vjk

vlk
+ vlk log

vlk

vjk

)
Wjl

(4)

with the regularization parameter λ1 and the weight matrix
W . While the GNMF algorithm makes it possible to reduce
the dimensionality of the data for visualization and keep simi-
lar objects close to each other, it has the disadvantage that the
resulting distribution does not use the entire available space
and therefore the occlusion between the images is still high.
To remedy this, we propose to extend the GNMF with an en-
tropy term, which enforces the points in the new representa-
tion to be spread across the available space. The entropy term
we use, is the generalized entropy term.

−H =

N∑

j=1

K∑

k=1

(vjk log vjk − vjk) (5)

which reduces to the Shannon entropy, when the condition∑
jk vjk = 1 holds true. In order to maximize the entropy

of the system, we introduce the negative of the entropy term
into the minimization objective (4), which leads to the new
objective:
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O =
M∑

i=1

N∑

j=1

(
xij log

xij∑K
k=1 uikvjk

− xij +
K∑

k=1

uikvjk

)

+
λ1

2

N∑

j=1

N∑

l=1

K∑

k=1

(
vjk log

vjk

vlk
+ vlk log

vlk

vjk

)
Wjl

+ λ2

N∑

j=1

K∑

k=1

(vjk log vjk − vjk) ,

(6)

with the regularization parameter λ2. In order to find a local
minimum of this objective function we follow the principles
proposed in [8] to derive update rules for U and V . Introduc-
ing the Lagrange multipliers ψik and ϕik for the constraints
uik ≥ 0 and vik ≥ 0, respectively, and setting Ψ = [ψik] and
Φ = [ϕik] leads to the Lagrange L:

L = O + Tr(ΨUT) + Tr(ΦV T) (7)

with the KKT conditions

∂L
∂U

= 0,
∂L
∂V

= 0 (8)

and

ψikuik = 0, ϕikuik = 0 (9)

we come up with the following update rules for U and V :

uik ← uik

∑
j (xijvjk/

∑
k uikvjk)∑

j vjk
(10)

vk ←
((∑

i

uik + λ2

)
I + λ1L

)−1

R (11)

with

R =



v1k

∑
i (xi1uik/

∑
k uikv1k) + λ2

...
vNk

∑
i (xiNuik/

∑
k uikvNk) + λ2


 (12)

where L = D−W and D is a diagonal matrix, whose entries
are column sums of W , Djj =

∑
lWjl. For the derivation

of the update rule for V (11) we used an approximation for
the resulting logarithmic functions, which is based on the 1st
order Taylor expansion:

log x ≈ 1− 1

x
. (13)

The update rule for U remains the same as in the original al-
gorithm [8], since the newly introduced terms in the objective
(6) depend only on the variable V .

5. EXPERIMENTS

5.1. Datasets

The two real datasets used in our experiments are: 1) SAR
dataset; 2) Merced dataset.
SAR dataset contains 3434 SAR (Synthetic Aperture Radar)
images of the size 160x160 in 15 classes, such as presences of
forests, water, roads and urban area density. From this dataset
we extracted 64-dimensional SIFT [9]feature vectors.
Merced dataset contains 2100 images in 21 different groups.
From these images we also extracted SIFT feature vectors,
leading to 64-dimensional feature vectors.

5.2. Setup

For the experiments we selected a random subset of 1000
samples from each dataset. We run the optimization algo-
rithm 10 times with different random starting points for each
experiment and selected the best result. In order to analyze
the trade-off between similarity and entropy maximization
we introduced the parameters α and λ and set λ1 = αλ,
λ2 = α(1 − λ). In this way, α represents the scaling of the
similarity and entropy terms relative to the NMF-term and λ
represents the trade-off between similarity and entropy, where
λ = 1 corresponds to max. similarity and λ = 0 to max. en-
tropy. For the weighting matrix W we used a heat kernel
matrix with the number of neighbors k = 7. We compute
the similarity preservation of the resulting representation by
using the inverse of the similarity term in the cost function
(6). For the occlusion we represent all images as cubes with
edge size s = max (b, h), where b and h are the width and
height of the images, respectively, to measure the overlapping
volume of all cubes.

5.3. Results

Figures 2a and 3a depict the 3D-visualization of the im-
ages for α = 100 and λ = 1, figures 2b and 3b the 3D-
visualization for α = 100 and λ = 0.2 for the different
datasets. As can be seen, with a decreasing value of λ the im-
ages are better distributed in the available space, while similar
images are still placed close to each other. The behavior of
the algorithm is analyzed in figures 2c and 3c. The plots
show, that in general for a value of α ≥ 100 good results can
be achieved in respect of similarity and occlusion. Figures 2d
and 3d show, that the algorithm converges fast and finds the
local minimum for the two datasets in about 40 iterations.

6. CONCLUSIONS AND FUTURE WORK

We presented a novel method to find a low-dimensional rep-
resentation of an image dataset for 3D-visualization in an im-
mersive virtual environment. By extending the GNMF al-
gorithm with an entropy-maximizing term, we are able to

[Poster Session] Visualisation

3

Proc. of the 2014 conference on
Big Data from Space (BiDS’14) doi: 10.2788/1823

387 European Space Agency-ESRIN
Frascati, Italy, 12–14 November 2014

http://dx.doi.org/10.2788/1823


(a) (b)

10
−4

10
−2

10
0

10
2

10
4

10
−4

10
−2

10
0

10
2

10
4

10
6

si
m

ila
rit

y

10
−4

10
−2

10
0

10
2

10
4
3

4

5

6

7

8

9

10

11

A
bs

. O
cc

lu
si

on

scale

(c)

0 10 20 30 40 50 60 70 80 90 100
0

100

200

300

400

500

600

700

800

900

Iteration #

O
bj

ec
tiv

e 
fu

nc
tio

n 
va

lu
ve

(d)

Fig. 2. SAR dataset: (a) Visualization of images for α = 100
and λ = 1 (b) Visualization of images for α = 100 and λ =
0.2 (c) absolute occlusion and similarity for different values
of α and λ = 0.2 (d) Convergence rate.

achieve a similarity-preserving representation, which spreads
out in the available space and minimizes the occlusion be-
tween images. Experimental results confirm this behavior.

One disadvantage of the proposed algorithm is the addi-
tional parameter introduced by the entropy term. Therefore,
one possible direction for future work is to reduce the number
of parameters by finding the optimal relationship between λ1

and λ2. Furthermore the definition of a similarity term, that
is independent of the number of neighbors k, is another area
open to further exploration.
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THALES CIC VISION ON SPACE BIG-DATA PROJECTS   
 

Brigitte FEBRIER / Alain MONTMORY  
 

THALES/CIC 
 

ABSTRACT 
 
Thales CIC (Critical Information Systems and Cyber 
security) has set up a Thales Open Space GEO-cloud, to 
answer to the growing need of data sharing, working in 
collaborative way, integrating existing components and 
developing new Geo services for Thales internal use. This 
cloud, that takes benefit of Thales Services background in 
GAIA, Pleiades and Sentinel 2 Image Processing Units. 
These data processing projects already rely on big data 
technologies. Copernicus program will generate large 
amount of data. This flood of data can be mastered by the 
use of big data technology and the components developed 
by Thales can contribute to the setup of a Virtual EO 
(Earth Observation) Workspace. 

 
Index Terms — Cloud, IaaS, PaaS, SaaS, Virtualization, 

Hybridisation, Big Data, Processing, Framework, 
Orchestration, Catalog, Data mining, Collaborative. 

 
 1. INTRODUCTION 

 
The Thales Open Space GEO-cloud has been initialized and 
show in 2013 for “Paris Air Show”. There, Thales has 
integrated an existing EO Image Ground Segment 
“Pléiades” within a private cloud with big data technologies 
and virtualization. Our customers have appreciated these 
presentations. After this exhibition, Thales has realized new 
Space projects on this subject. 

This paper summarizes our experience and lessons 
learnt. 

 
2. PLACE FOR SEVERAL CLOUDS AND 

HYBRIDISATION 
 
According to the required service level, availability and 
security, Hybrid Outsourcing solution can be provided.  

As a key actor in critical information systems, Thales 
has developed a full range of cloud solutions to fulfill wide 
customer’s needs: HySIO. Hybrid Secure IT Outsourcing 
provides means from dedicated Infrastructure, private to 
secure public and community clouds as depict in Figure 1. 

Our public cloud solution CloudWatt  is the result of a 
partnership between Thales, Orange and “Caisse des 
Dépôts” that offers a genuine alternative to Amazon- and 
Google-type solutions. The key discriminator is that the 

location of the data is guaranteed through a sovereign 
cloud. 
 

 
 

Figure 1: Thales Sovereign Cloud Solutions  
 

To meet demand for open solutions and the 
requirements of increasingly critical information systems, 
we provide a suite of Open Source tools augmented by 
specific security components. These tools offer value-
added services from help desks to backup/restore, 
supervision and cybersecurity services.  

Figure 2 provides Value Added IaaS Services that can 
provide Thales. 
 

 
 

Figure 2: Value Added Services for better Availability    
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Security is a constant focus of attention for Thales. Our 

solution has a number of advantages compared to other 
cloud suppliers: real guarantees in terms of availability  
(99.95%), intrinsic security, infrastructure and data 
location, separation of solutions and hybridisation . 

 
 

3. A PRIVATE CLOUD SECURED IAAS 
 

A Private Cloud Secured IaaS platform based on Open 
Stack Framework is on-going for a CNES space project. A 
customized Mirantis Open Stack distribution is used to 
fulfill high availability needs.  

Architecture of this solution is described in Figure 3. 
Projects can be set up in minutes, mixing virtual and 

bare metal computer, in a dedicated project-network. Access 
to common services: Print, Log Concentration. They are 
controlled through Open Stack security groups.  Thanks to 
Foreman/Puppet tools, new template can be injected in 
Open Stack. Once a virtual machine is instantiated, a user 
can use Puppet tools to deploy application component onto 
his virtual machine. The target platform could be classified 
(with confidential defense agreement) thanks to Kerberos 
Users and Services authentication policies. 
. 

 
 

Figure 3: A CNES Private Cloud Secured IaaS   
 

The user accesses the platform thanks to an easy-to-use 
Web GUI with a full text selection of their working projects. 
Services are filtered thanks to Kerberos profile and role of 
the connected user. This kind of platform can be used as a 
cloud efficiency solution, inside customer premises for 
security or data privacy reasons. 

 
 
 
 

 

4. BIG DATA TECHNOLOGIES ASSETS 
 
GAIA  is a typical Big Data infrastructure. 
CNES has been involved in the DPAC for the global system 
architecture and also in GAIA DPCC (Data Processing 
Center). 

Thales Services has been chosen by CNES as scientists’ 
algorithms integrator but also final processing components 
implementation. 

According to the amount of measures, it addresses two 
main problems: 

• The data to be stored : 3 Peta Bytes (10^15),  
• The processing needs, 
• The reprocessing (on all data) capabilities. 

 

 
 

Figure 4: GAIA DPCC, a successful Big Data challenge   
 

Legacy centralized solutions have been discarded due to 
performance bottleneck but also to cost of necessary 
licenses and platforms. NoSql and Big Data technologies 
have been promoted inside our solution. 

Trade-off between those technologies is synthetized in 
figure 5. 

 

 
 

Figure 5: NoSql and Big Data technologies in place of 
legacy centralized solutions   
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GAIA DPCC relies on three main elements as show in 
figure 6: 

• Hadoop BigData Framework for storage, data 
handling and processing parallelization enhanced 
with cascading algorithm. 

• Phoebus software, orchestration framework 
developed by Thales Services for the CNES and 
used within a lot of Space projects. 

• Scientist’s software integration using a specific 
environment framework developed by Thales CIC. 
 

 
 

Figure 6: Hadoop, Phoebus and a processing framework as 
a basis of GAIA DPCC  

 
In addition, Thales Services is involved in Big Data 

Analytics where other BigData technologies are necessary, 
such as elasticSearch and Cassandra. 

 
The main benefits of these solutions are: 
• Horizontal scalability : These technologies can be 

used within private infrastructures but they also 
suit very well for clouds. It is easy to add without 
interruption of system, storage or processing 
capabilities by simply adding computers. 

• Availability : It is possible by configuration to 
define the level of redundancy required. 

• Performance: Processing paradigm is modified, 
now processing is going to data, thus avoiding 
network bottleneck. 

 
5. INTEGRATION OF EXISTING SOFTWARE 

 
Our experience has shown that it is possible to integrate 
existing software within a cloud. 

Pleiades Image Processing Unit integrates C+ 
algorithms within a java JEE architecture with a SQL 
PostGreSQL database for the catalog. It was also deployed 
classically.  

The work has consisted into four main activities: 

• Use of noSql elasticSearch technology for catalog 
instead of PostGreSQL database. 

• Integrate Phoebus Orchestration framework with 
Hadoop/Hadoop Mapreduce. 

• Virtualize  the applications and install them using 
OpenStack framework provided by Cloud. 

• Add new geomatic capabilities such as:  Open 
Street Map data as cartographic background data, 
geocoding capabilities, performing searching 
solutions with faceting, Web Jpeg200O viewers. 
 

This GEO-space cloud has been realized successfully. 
 
6. NEED FOR NEW COMPONENTS AND SERVICES 
 
Users need to have more and more services. 

Among the new components / elements to be added, we 
can mention: other open data, collaborative software, 
complete development framework from integration of 
algorithms to deployment of application, testing tools with 
searching and viewing capabilities. 

Most of them are already available. They have to be 
adapted and industrialized for cloud solutions. 
 

 
 

Figure 7: IaaS, PaaS and SaaS to offer a collaborative 
Space Environment  

 
7. IMPROVE EXCHANGES BETWEEN PLATFORMS 
 
One of the challenges of the cloud solutions is the transfer 
of data between platforms, the access of these data by end-
users without specific install. 

To improve communication between different platforms 
(data providers, scientists, added-values producers, end-
users), some standard must be established. 

Our solutions implement OGC / INSPIRE 
recommendations as shown in following figure. 
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Figure 8: OGC / INSPIRE recommendations – a key factor 

to exchange data  
 
In the scope of DOTCloud CNES R&D, a study is ongoing 
to enhance data transfer performance and efficiency 
while transferring data between server and clients using 
Internet.  

In this analysis, some recommendations / solutions are 
provided to answer to: 

• Resume on error / interruption, 
• Data Check mechanisms, 
• Constraints of environments (fireguard, proxy, 

busy bandwidth), 
• Aggregation of files. 

 
These solutions shall allow the capability to have multi-
tenant and multi-provider cloud infrastructure. 
 
This Thales Solution could be an added value component 
that contributes to build an European alternative to the 
Amazon Cloud solution.  
 
Thales is ready for COPERNICUS and looking for 
European Partners. 
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ABSTRACT 
 
We present here the Cloud Platform Operations conducted 
by Terradue for serving Earth Sciences practitioners in 
deploying scalable data processing applications, and for 
helping them make extensive use of Earth observations (EO) 
data. The associated business model is based on several 
enablers that pertain to the new born ‘platform economy’, 
and are applied to the earth sciences domain. 
Performances analysis embedded in the daily operations, 
combined to a cost effective software development 
environment on the Cloud, are enablers for creating 
trustworthy partnerships on the Platform, with two-sided 
networks involving Open Science practices and Business-to-
Business agreements to deliver innovative EO services. 
 

Index Terms— cloud platform, earth sciences, DevOps, 
big data analytics, computational science, hosted processing, 
operations support, partners ecosystem, open science. 
 

1. INTRODUCTION 
 
Earth observation sensors are continuously feeding the “data 
deluge", a phenomenon that is experienced by practitioners 
in numerous domains of business, government and science, 
and that is emphasizing cycles of data management where 
gigabytes of new information flow daily through the 
operations networks. For example, the ESA Sentinels 
missions, developed by the European Space Agency for the 
space component of the Copernicus programme, are starting 
to deliver unmatched amounts of Earth Observation data, 
and will drive the community to transition towards 
innovative solutions, that aim at better prepared people for 
the new digital era of computational science. This transition 
is impacting user services, but most of all, the way people 
and organizations work and collaborate. Considering more 
automated usages of Earth observation data, stakeholders in 
key applications domains are closely looking at means to 
keep up with this flood and at how the current platforms and 
technologies will evolve to serve Earth science research 
under such new constraints. Cloud operations offering 
partner agreement flexibility and deployment cost efficiency 
are part of the new ‘platform economy’ that is now reaching 
the Earth observations community.  

 
2. THE GROWTH OF GLOBAL DATA ACCESS  

 
In the last decade, we have helped to build successful EO e-
Infrastructures and user services such as G-POD [1] that 
was precursor in bringing users and processing to the 
massive ESA data archives, and GENESI-DEC [2], 
extending data exploitation to e.g. seafloor, sea surface or 
global atmospheric observations. But in the coming years, 
continuously growing data archives will provide tens of 
terabytes of earth observation data, through tens of 
thousands registry entries representing tens of millions of 
data records, sitting on the Web and Cloud Data Centers. 
Partners from research and businesses now expect to find 
viable ways to make sense of it. This will require new 
business & science services to allow a range of 
matchmaking operations, with key aspects such as data 
savvy support teams, solid partner programs for data staging 
on the cloud and compute resources provisioning, easy to 
understand service level agreements for cloud-based 
operations, and technical teams able to grab innovations of 
the open web to enable fast data sharing and cross-
community fertilization scenarios at the global scale.  
 
We have evolved our processes to address many of these 
challenges, as the EO community needs more than ever to 
reach out with the way data is handled by the rest of the 
world. Evolutions in distributed Cloud storage and 
computing, lean software engineering, social web platforms, 
and web APIs are the ingredients to deliver to everyone on-
demand data processing services, with reliable access to 
data sources from distributed, multi-tenant data archives, 
globally. Spatial and time dimensions of Earth observations 
datasets are fundamental, like addressed with standards such 
as the OGC® OpenSearch Geo & Time extensions, 
elaborated and implemented by Terradue through ESA 
funding [3] that can be largely adopted within multiple 
software development communities. But there is also a 
critical need for easy to understand semantics of all the 
sensor-generated data, for dimensions like the observed 
electromagnetic spectrum, the measured physical properties 
of the earth surface, or the sounding of the earth atmosphere 
dynamics. Standards elaboration and implementation are the 
way to go for such data access improvements. Keeping pace 
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with standards maturation and adoption requires corporate 
processes that bring value to the customers: proven 
interoperability, effective lower costs, easy to deploy 
solutions. We had to improve the engineering processes and 
the design of our Cloud Platform to be natively ready for 
standards-driven data processing workflows that bring such 
value to users. It implied a new organizational process of 
continuous integration, ranging from the software 
development team (including platform partners) to the IT 
operations team in charge of the daily delivery of improved 
user experience. The result is a Cloud Platform model able 
to leverage a tremendous pool of distributed data 
repositories, built over the last decade through Spatial Data 
Infrastructure efforts [4], system of systems initiatives and 
EO ground segments harmonization [5], Grid Computing 
learning’s [6], research e-Infrastructures developments [7], 
and more recently through the common use of Cloud storage 
technology and distributed services for EO data 
management and exploitation [8].  
 

3. DEVELOPER CLOUD SANDBOXES  
 

The cornerstone of Terradue’s cloud platform is the 
Developer Cloud Sandboxes service, a virtual laboratory 
component where scalable processing chains are prepared 
and validated by data scientists. For each user or team of 
users, the service delivers custom Linux Virtual Machines 
hosted on Terradue's private Cloud. It consists in a Platform 
as a Service (PaaS) environment for the development of 
processing chains with the flexibility and scalability of the 
Hadoop framework. As a baseline approach, executable 
programs can be embedded as-is to become the processing 
units of a target application, but the PaaS environment also 
supports developers to build fully scalable applications in R 
or Python. The laboratory of our Cloud Platform 
complements this mechanism with data casting and data 
staging facilities natively designed for Cloud operations. 
 
Numerous processor or model integration and exploitation 
activities have been performed in the last two years. They 
cover many Earth Sciences domains such as Geohazards 
(e.g. SBAS and ROI_PAC processors), environmental 
studies (e.g. MOHID, MyROMS models), or Climate 
Change (specific developments for Ice Sheets – Ice Velocity 
ECV productions, or for spatial and temporal variability in 
the onset of the growing season in Arctic regions). 
 
The encapsulation of a processing chain within Hadoop 
follows the Hadoop Streaming programming framework, 
and benefits natively of a "Cluster Simulation" test mode 
(Hadoop pseudo-cluster). The processing chains can 
therefore be tested and validated with a cost effective model 
on Terradue's Cloud Platform. Once validated for data 
access and distributed processing, the Hadoop-enabled chain 

is natively ready for "scaling out" on nearly any commercial 
public Cloud provider, or through research agreements, on 
academic resources like the ones provided by EGI.eu. 
 
The cost effectiveness of the Sandbox approach opens the 
door for more and new types of processor integration 
frameworks. Recent examples are the Argans’ Toucan 
framework, a Open Source Python development for the 
ingestion of both satellite and in-situ measurements and 
their exploitation for inter-sensor calibration and analysis, 
and the Silk MapReduce framework, a Link Discovery 
Framework for the Web of Data, used to generate RDF links 
between datasets using a cluster of multiple machines to 
process Linked Data at the scale of the Web.  
The cost effectiveness of the Cloud Platform also applies to 
the phase of scale-out operations, for which thousands of 
processing hours running on a large commercial Cloud 
cluster means a lead time, from order to delivery, in the 
range of a few days or hours, for a cost most often below the 
thousand euros threshold. 
 

 
 
Figure 1: Terradue’s Developer Cloud Sandboxes service 
 
Overall, shortened time and costs from development to 
operations is a key aspect for enabling Platform operations 
and creating the synergies were partners join a Cloud 
Platform to innovate and bring new solutions to their 
customers or research partners. Practices for continuous 
integration, testing and monitoring are part of that equation.  
 

4. PERFORMANCES ASSESSMENTS 
 
Earth Sciences applications most often require large storage 
and compute-intensive processing. Performances assessment 
for distributed data processing jobs, in particular with 
respect to "big data issues", is key for scaling-out 
architectures. Terradue’s Cloud Platform is continuously 
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monitored and optimized for data staging and compute load 
operations. Amongst the typical ‘Developments to 
Operations’ (DevOps) activities that we perform are load 
testing of our Hadoop Clusters, and applications build with 
automated tests using Jenkins continuous integration server. 
Powerful deployment and monitoring tools like Puppet and 
Ganglia are part of our DevOps culture. We also regularly 
publish performance assessment results (both in terms of 
simplified tasks for the user and of computing resources 
exploited) through our participation in R&D projects and 
testbed initiatives, in which Terradue’s Cloud Platform has 
been supporting user workflow improvements, system load 
testing and parallel computing stress tests. 
 
Together with the scientific partner CNR-IREA, we 
investigated through the OGC® OWS-10 testbed [9] how 
large deployment and cluster processing applications 
operate in a multi-tenant Cloud environment. The testbed 
used Cloud resources provisioned on Amazon Web Services 
(AWS) for compute, Interoute for Cloud-based data access 
service, and Terradue’s Cloud Platform for Applications 
bursting. CNR-IREA is an early adopter of the Developer 
Cloud Sandbox service, exploited to research performances 
improvements for its Small Baseline Subset (SBAS) 
processing technique. Hours of processing time were gained 
compared to previous local runs, and further parallelization 
improvements were identified in analyzing the testbed logs.  
 
Another example is the successful data processing campaign 
for the ESA Climate Change Initiative (CCI), Ice Velocity 
Essential Climate Variable productions, where the partners 
DTU and S&T Corporation worked collaboratively on our 
Cloud Platform to develop, test intensively and significantly 
improve their workflow processing times and costs, to 
finally confidently use the Platform’s API to burst their 
production chain on Amazon Web Services clusters, and 
monitor their performances according to the estimates.  
 

5. EMPOWER USERS FOR CLOUD OPERATIONS 
 
Once a processing chain is validated for distributed 
processing, it is also available and reusable, including 
shareable by a group of partners within our Community Hub 
service. This Hub is operated according to either an "Open 
Store" concept of operation (Open Science purposes) or 
according to a "Marketplace" concept of operation 
(Business to Business transactions), and is powered by a set 
of partner programs. For these improvements, we defined 
user workflows that integrate the APIs of powerful Cloud 
Services as various as e.g. OpenNebula, Github or Zenodo. 
Cloud operations at the Producer level are also leveraging 
the processing power of Cloud Computing providers, 
leading to unmatched costs in the realization of data 
processing or re-processing campaigns. 

 
 
Figure 2: the value chain involves open source tools, open 
science practices, and community management in order to 
leverage synergies, from developers’ environments to 
marketplaces for integrators and producers. 
 
Started in spring 2014 for the GEO communities dealing 
with Geohazards [10], we are applying this approach for 
new Cloud provisioning capabilities of the ESA Geohazards 
thematic exploitation platform [11], in order to support users 
in deploying on-demand hosted processing. We are 
developing the tools that will accompany users in the 
selection and dimensioning of a production environment on 
a Cloud provider. The provisioning of a production cluster 
can be done either by users themselves from a community 
portal, or can be delegated to Terradue, when special cases 
need to be handled, via our capacity to operate for our 
partners as a Cloud broker. 
 

6. NEW MODELS OF COLLABORATION 
 
Our Cloud Platform partners are forming an ecosystem of 
producers and consumers sharing a common goal. As we 
need to build trust in our platform to bootstrap new value 
chains making use of Earth observations, our technology 
selection process was focused on supporting the  
collaborations that enact and sustain such ecosystems. An 
example is the “e-Collaboration for Earth observations” 
service deployed for ESA [12], a collaborative environment 
supporting sponsors to express a data challenge to solve, 
invite data scientists to participate, and provide them with 
the framework services to implement their solutions. Here 
the operations consist in running focused contests around 
such dynamically formed communities. The model is fully 
supported by our Developer Cloud Sandboxes service, and 
is an example of the many innovations that can be built from 
there. Having our Cloud Platform allowing operations based 
on a two-sided network model provides our partners with 
opportunities to gain from network effects on the Platform. 
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7. ENTER THE PLATFORM ECONOMY 
 
We see a whole set of benefits for space agencies and 
industry in their current transition to cloud computing for 
the exploitation of Earth data. This is a move to the platform 
economy. Decades of scientific data gathered from Earth 
observation satellites proved useful to society. Upcoming 
are citizen services built by an ecosystem of value-adding 
providers. New jobs are needed for creating these innovative 
apps and we already engaged with several of them. The 
current ‘digital era’ market conditions require companies to 
simplify their operations and embrace continuous 
innovation. This allows us to get ourselves in position to 
provide low cost, scalable and reliable services. 
As we receive a growing number of signs from research 
organizations in search of improved work processes, our 
answer is to embrace the new platform economy. 
Transitioning Terradue’s technology stack into services for 
the Platform operations was a long endeavor. It first 
required us to deeply consider other corporations through 
their primary needs for value-added. Our business 
foundations are now made of core services that sustain a full 
stack of critical EO data management functions. This model 
is fueled by our corporate processes for strengthening the 
core functions having validated value for partners, and then 
finding the proper channels to develop network effects via 
user engagement on the platform. It builds on decentralized 
value-creation, matching well the Big Data exploitation 
challenges that are ahead for the earth sciences sector. 

 
8. CONCLUSIONS 

 
Terradue’s Cloud Platform for big earth sciences is 
supporting community-driven research, collaboration and 
innovation. This approach is delivered at different scales: as 
an Open Source backbone supporting the ESA Geohazards 
Thematic Exploitation Platform (TEP) Pilot; as a turn-key 
Data Challenges Platform for the ESA E-Collaboration for 
Earth Observation (E-CEO) project; and as a commercial 
Cloud Platform through which Terradue operates several 
business partnerships in support of Earth Observation data 
exploitation goals.  
The next logical step is to implement platform-based 
analytics to better understand the community trends, 
improve the user experience and maintain a focused set of 
user-approved services: what are the data needed for an area 
of interest at a given time span ? What are the data archive 
gaps compared to the platform usages ? Analytics can 
answer such questions, from assets such as  volume of 
information generated from the platform user logs, platform 
searches and tickets issuing, website browsing patterns, 
open data available on the Web and within OpenSearch-
enabled catalogs, scientific blogs, twitter feeds… There is a 
whole new landscape of innovations to explore. 
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ABSTRACT 

 
The present study concentrates on specification and 

prototyping of processing technology for on-demand 

parameterized generation of Earth Observation products 

optimally suited for user specific visual analysis and 

exploration. The study’s objective is to advance the today’s 

offers of the provider-defined browse services by creation of 

customized portrayals and data representations. The planned 

developments also enable defining and implementing a new 

concept of a satellite data distribution system. 

 

Index Terms— Data access, browse, WPS, OGC 

 

1. INTRODUCTION 

 

The use of Earth Observation (EO) satellite data and 

satellite-derived products is becoming growingly extensive, 

as consequence of the increase in data availability and data 

quality. One of the main problems that affect the distribution 

of EO-based data is the wide fragmentation of access 

platforms and provider services. Almost all data producers 

(either public or private) provide their own data distribution 

mechanisms, science data characteristics (radiometric and 

geometric) and data formats. As a result most of 

applications that could make use of multi-sensor / multi-

temporal EO data are hampered by highly time consuming 

data collection and data preparation needs ([1], [2], [3], [4]). 

A more effective way to access, visualize and preliminary 

exploit satellite-retrieved products for an effective data 

selection and download, should allow the user: 

- visualizing data in full resolution 

- displaying data in free band combinations 

- retrieve basic thematic information such as vegetation 

indexes, water, snow and cloud information 

- visualizing the temporal evolution of specific bands / 

products 

- accessing to multi-mission data (e.g. vegetation indexes 

from different satellite sensors). 

The project “Key Concepts for Viewing and Exploring 

Multi-Source EO Products”, aims at developing two key 

technologies to enable efficient satellite-based data 

selection, access and exploitation, pursuing: 

- The creation of an Enhanced View Data Model 

(EVDM) for full resolution data visualization and 

exploitation. 

- The specification of an Earth Observation Web 

Processing Service application profile (EO-WPS) for 

on-demand generation of the custom parameterized 

view products and related proof-of-concept prototype 

implementation of the critical software components. 

Concerning the related information and service models, it is 

planned in the project to contribute to the Open Geospatial 

Consortium (OGC) standardization activities (relevant 

Standards Working Groups) with the ambition to create 

standardised interoperable technical solution for data access 

and exploitation, and the perspective of adoption of this 

solution by various data provider. 

Following sections describe the two main technologies 

being developed, and advantage of their integration in a 

concept of Multi-source Data Distribution System. 

 

2. ENHANCED VIEW DATA MODEL (EVDM) 

 

The current concept of browse product, that foresees 

previews already stored in the system in a pre-defined 

colour coding, does not allow satisfying most of the data 

selection user needs. A new concept of browse data model 

shall be explored and implemented. The scope of the EVDM 

is to specify an intermediate data level between the full 

datasets (either Level 1 or higher processing levels) and 

what the user can visualize on the computer screen (namely 

a RGB image, a series of images, or a temporal evolution of 

a single point). The final aim is to allow the user to visualize 

in real time all the features that can be of interest to analyse 

the dataset, and precisely identify the sub-dataset to be 

extracted / downloaded (see Figure 1). 

The following features shall be available with the new 

browse product data model: 

- It shall contain data in full resolution 

- It shall allow retrieving science data (in physical units) 

- It shall contain a number of bands for each product to 

allow generating the requested visualization modes (e.g 

true color, false color for vegetation enhancement, bare 

soil enhancement, snow enhancement and so on) 
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- It shall contain a number of bands for each product to 

allow generating the most common spectral indexes on 

the fly (e.g. NDVI, Snow Index, basic Clouds masks). 

As result, EVDM represents a subset of the original datasets 

that contains only key information for data visualization and 

exploitation; a support xml metadata file is also extracted 

and stored on the Metadata DB (see Figure 2). 

Different EV products are defined on the basis of the 

sensors to be registered: MODIS data will cover the whole 

eight (8) bands while, for instance, Landsat data will fill 

only 6 of the 8 bands and so on; specific transformation 

schema is defined for each sensor. As a further 

consequence, the EV products shall foresee a strong 

reduction of data size with respect to the original products: 

this is more evident for sensors with high spectral 

capabilities (see Table 1). 

 

3. EARTH OBSERVATION WEB PROCESSING 

SERVICE (EO-WPS) 

 

The OGC Web Processing Service standard defines an 

interface for publishing of the “geospatial processes” and 

discovery and binding of those processes by clients. The 

“Process” denotes any algorithm, calculation, or model 

operating on spatially referenced data [12]. 

The currently applicable version 1.0 of WPS standard [12] 

should be soon replaced by a new version 2.0 of the which 

standard is currently being prepared by the WPS 2.0 OGC 

Standard Working Group (SWG). A fairly complete draft of 

the new standards is already available for the subscribed 

OGC members [13] and it is being considered by the 

authors. 

The OGC WPS defines a fairly generic processing model. In 

order to assure interoperability, the standard foresees 

creation of Application Profiles for domain-specific WPS 

processes. The Application Profile is a formal document 

describing the details of invocation of the covered WPS 

process. A unique URI must be used by the WPS process 

instance to announce conformance with a particular 

Application Profile. This approach is expected to be 

preserved by the upcoming WPS 2.0 standard. 

The ambition of this study is preparation of a draft of an 

EO-WPS Application Profile defining an interface for the 

common operations needed by the advanced analysis and 

visualisation of the EO data. The EO-WPS shall 

complement the WCS (data access) and WMS 

(visualisation) OGC standards in cases where a custom, 

parameterised and non-trivial processing of the data is 

required. In course of the EO-WPS preparation, classes of 

typical processing operations with their common parameters 

shall be identified and a common way of encoding the WPS 

processes shall be designed. 

 

 
 
Figure 1. Expected EO data discovery scenario with the use of 

EV and WPS with respect to the present scenario 

 

 
Figure 2. EVDM with respect to the standard way of archiving 

Level 1 datasets. 

 
 LN5 LN8 MODIS AATSR S2 

Level 1 product 

(MB) 
200,00 900,00 480,00 700,00 500,00 

EV product 

(MB)  
16,98 19,78 31,72 1,30 25,43 

Overall archive 

(PB) 
5,70 0,95 0,82* 2,68 NA 

EV DB 

estimated (TB) 
69,59 3,01 23,26* 2,15 NA 

*Only TERRA Archive 

Table 1. Comparison among size of original Level 1 datasets 

and expected EV products size for the most common sensors. 

 

4. SYNERGIC USE OF EVDM AND EO-WPS 

 

The synergy between EVDM and EO-WPS allows defining 

a general approach for multi-dimensional EO-based data for 
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false colors, thermal bands, 
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visualization, exploitation and download. The concept 

behind the Multi-source Data Distribution System (MDDS) 

is to overcome the data discovery and distribution problems 

as identified in previous sections, and provide satellite data 

users with an effective platform to support them in their 

daily work. MDDS shall feature the following main 

functionalities: 

- browse a wide range of EO data collected by different 

sensors and processed by different on-ground facilities 

- visualize collected data with full resolution previews, in 

different band combinations, visualising also, if needed, 

spectral indexes images 

- visualise the temporal evolution of a specific pixel, for 

a specific field, on a specific point and time frame (e.g. 

the time evolution of the NDVI index on a specific 

point, for a defined timeframe) 

- visualize time series of data (single source, multi 

source) including animations 

- download data with enhanced options such as: 

o spatial sub-setting 

o spectral sub-setting 

o temporal sub-setting (allowing downloading 

time series of data) 

o selection of the preferred file format 

o re-projection options 

o multi-sensor datasets 

Figure 3 shows the overall (simplified) architecture of 

MDDS: on the left side it is possible to identify the external 

data sources that are accessed by MDDS for data ingestion 

and for preparation of products to be downloaded by the 

user. MDDS aims at exploiting at the maximum the 

possibility of the remote data sources to perform local 

processing, using specific protocols (e.g. OpenDAP) to 

reduce the data download rate and reduce the Automatic 

Data Ingestion (ADI) work. The ADI module has the scope 

to continuously check whether new products are available 

within the data sources. When new data are found, ADI 

processes each new dataset found creating the respective EV 

product and metadata stored in the Data ARchive system 

(DAR). The DAR is devoted to the hosting of the registered 

products EV and metadata. The GUI Visual module has the 

scope of providing the user with all the needed tools for data 

search and exploitation: following the user preferences, it 

invokes the “on-the-fly” creation of visualization products 

making use of WPS, gets the results and displays the result. 

The GUI download module allows setting all the parameters 

for the download of the data, invoking the Processing Nodes 

(PNs) once a new dataset has been requested the download. 

Also PNs make use of WPS to access to the remote data and 

providing pre-processing options. 

With respect to existing solutions (e.g. the ngEO 

infrastructure for data access and download [14], the 

Multisensor Evolution Analysis – MEA Platform for multi-

sensor and multi-temporal data exploitation[6], [7], [8], [9],  

 

 
Figure 3. Simplified MDDS architecture, with a clear 

identification of data flow for data ingestion, data visualization 

and data download processes. The key components to be are 

identified in red. 

 

 
Figure 4. MDDS in the framework of GEOSS: MDDS works as 

a ”one-stop-shop” distribution system for all the expected 

GEOSS data towards the wide range of user devices. 

 

[10], [11]) the MDDS allows generating in real time the 

datasests to be exploited by the users, avoiding locking the 

platform to pre-defined products (either browse products or 

thematic products), and to subset data directly at the 

ordering stage. 

Besides satellite-based data, MDDS can be considered as a 

direct data access interface to available data sources, 

complementing the GEOSS Common Infrastructure (0) that 

is more a thematic data discovery portal (see Figure 4). 

 

5. CONCLUSIONS 

 

The development of the key (enabling) technologies 

allows defining more advanced data exploitation scenarios. 

MDDS 

Satellite data users 
(multi-platform) 

GEOSS data 
providers(standard)

access) 
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The final aim is to allow users to visualize in real time all 

the features that can be of interest to analyse the dataset, and 

precisely identify the sub-dataset to be extracted / 

downloaded. The proposed approach does not store the 

“static” browse images, but an intermediate level product 

(Enhanced View products) optimised for fast on-the-fly 

generation of the custom flat browse imagery (such as user 

defined band combination and arithmetic) served through 

the proposed EO-WPS interface. Besides the browsing of 

the individual products, time series inspection is also 

considered (e.g., single point time-series analysis). 

This approach allows enhancement of the discovery process 

from the current simple visual inspection of pre-defined 

information to a light-weight direct interaction with the 

stored data. 

The project also tries to address the deployment possibilities 

of the developed key (enabling) technologies within various 

operator environments. One of the options is to apply the 

technology as an off-the-shelf software product suited for 

integration into a data access façade of specific data 

repositories, operated by a third party (e.g., the 

Collaborative Ground Segments of the Sentinel missions, 

the ESA Thematic Exploitation Platforms, etc.); or, 

alternatively, it could be presented as a stand-alone multi-

mission data access service (facility) operated by an 

independent value adding organisation. 
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ABSTRACT 

 
Semi-automated content-based semantic data enrichment 

represents a possible strategy for increasing the applicative 
value Earth Observation represents. 

To this end, devising a scientifically principled and 
effective way of soliciting and integrating volunteered 
ground truth data with varying degrees of believability as 
supervision to thematic mapping systems is a problem of 
significant theoretical and practical interest. 

We consider a probabilistic data integration and fusion 
strategy, and conduct a preliminary evaluation activity based 
on public micro-blogging streams and on ad-hoc recollected 
data to try and validate the approach. 
A limiting factor is represented by the disparate attainable 
precisions in basic parameters such as geo-location. A 
further point of interest is represented by the foreseeable 
effects that the implementation of such a strategy would 
have on acquisition scheduling. 
 

Index Terms— Heterogeneous mining 
 

1. INTRODUCTION 
 

Effective up-to-date thematic map generation from Earth 
Observation data can be carried out by exploiting supervised 
machine learning techniques [1]. An issue for the 
widespread adoption of this strategy is represented by the 
cost of using trained image analysts to this end. The 
integration of lower quality volunteered supervision 
represents a possibility to be evaluated. The definition of 
explicit end-to-end performance measures requires specific 
applicative cases to be considered. We consider the 
scenarios of rapid mapping and GIS update.  

A possibility for augmenting thematic mapping tools is 
represented by the merging of the current authoritative input 
sources with feeds with lower levels of quality generated by 
social network or by volunteered data. The evaluation of the 
level of service that can be provided by such a service is the 
object of this contribution. 
 

2. RELATED WORKS 
 

The composition of micro-blogging with different data has 
been considered in different domains, such as meteorology. 

Hyvarinen et al. [2] consider content harvested on social 
interaction sites (e.g. Text, photos, videos) as a complement 
to traditional weather observations. Different weather-
related photos and their metadata are accessed from photo-
sharing services, and their reliability is assessed 
preliminarily for hail detection. Crooks et al. [3] analyze the 
spatial and temporal characteristics of the Twitter feed. The 
experiments support the notion that people act as sensors to 
give us comparable results in a timely manner, and can 
complement other sources of data. Schnebele et al. [4] fuse 
remote sensing and Volunteered geographical data for the 
generation of Flood hazard maps. The authors show how 
volunteered data obtained through Google news, videos and 
photos can improve results. Multi-temporal analysis is a 
possibility: Pozdnoukhov et al. [5] use a streaming latent 
Dirichlet allocation topic model and then apply Markov-
modulated non-homogeneous Poisson processes for real-
time analysis of the temporal evolution and spatial 
variability of population's response to various stimuli.  
Geolocation can be carried out on a message or set of 
messages based on their textual content based on dialect or 
the mention of regional issues such as sports teams, for 
example, as well as the mention of landmarks. Approaches 
such as the one in [6] geolocate texts by information 
retrieval. Given training documents labeled with 
latitude/longitude coordinates, a (potentially adaptive) grid 
is overlaid on the Earth and pseudo-documents constructed 
by concatenating the documents within a given grid cell; 
then a location for a test document is chosen based on the 
most similar pseudo-document. Hong et al. [7] take the 
Markovian nature of a user's location into account, showing 
high accuracy in location estimation. Moreover, their 
algorithm identifies interesting topics based on location and 
language. A fundamental aspect to be taken into account 
when designing pre-operational systems based on 
aggregating estimated geo-locations for microblogging sites 
is that classifying latent user attributes in them is hard. Wing 
et al. [8] describe and evaluate several simple supervised 
methods for document geolocation using only the 
document's raw text as evidence. For Wikipedia, the best 
method obtains a median prediction error of just 11.8 
kilometers. Twitter geolocation is more challenging: obtain 
a median error of 479 km is obtained, an improvement on 
previous results for the dataset. Watanabe et al. [9] propose 
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an automatic geotagging method and subjectively evaluate 
the precision of  detected local events to 25.5% accuracy.  
Of course, credibility is an issue as well. Castillo et al. [10] 
focus on automatic methods for assessing the credibility of a 
given set of tweets, analyzing microblog postings related to 
``trending'' topics, and classifying them as credible or not 
credible, based on features extracted from them.  
Human assessments about the credibility of items are used 
for validation. Results show that there are measurable 
differences in the way messages propagate, that can be used 
to classify them automatically as credible or not credible, 
with precision and recall in the range of 70% to 80%. 
A final limitation worth mentioning is the usage of a 
sampling system as a data source. Morstatter et al. [11] 
compare data collected using Twitter's sampled API service 
with data collected using the full, albeit costly, Firehose 
stream that includes every single published tweet. 
Significant biases exist in the Streaming API with respect to 
the Firehose one.  
These results make it clear that voluntary provision of 
information (especially geo-location) is required for 
thematic mapping quality. 
 

3. METHODOLOGY 
 
We build and test a working prototype in order to verify the 
feasibility of improving thematic mapping services by 
providing them with user-generated supervision acquired by 
mobile terminals connected to a micro-blogging service.  
The prototype operates on a metric resolution aerial image 
of the Concha site in Donostia/San Sebastian, Spain, whose 
most prominent feature is a large sandy beach and a subset 
of which is presented in the figure below. Expert 
supervision is represented in the form of shaded polygons 
for a few coverage classes including two types of 
Vegetation, three types of Water, Beach, BuiltUp and 
Beach. 

 
A supervised Decision Tree classifier is set up to operate on 
an HSV color space transformation of the original RGB 
space complemented by a Local Binary Pattern texture 
estimation. A false color composite of the obtained 
classification is represented in the figure below, with Blue 

and Cyan representing Water and Coastal_Water classes, 
green for Vegetated, and yellow for the Beach class.  

 
A cross-validation procedure generates performance figures 
for this well-trained Decision Tree classifier, whose 
supervision has a geometrical precision that closely matches 
that of the orthorectified raster image, is of 88±6%. 
We expect that an increase in the uncertainty of the 
geometrical position of the provided inputs will 
progressively affect the quality of the obtained 
classification. To test this assumption, we run large scale 
MonteCarlo simulations of the whole classification 
procedure while adding localization noise to the training 
samples. 
Figures for a uniformly distributed and a Gaussian 
localization noise are presented in the figures below. 
 

 

 
 
The plots show that the performance of the thematic 
mapping system is negatively affected by the decrease in 
geometrical precision implied by the move from an expert 
supervision based on an orthorectified image to a series of 
points provided via a micro-blogging platform and mobile 
devices. 
This degradation in performance is limited to less than 10%, 
though, for localization precisions down to about 50 meters, 
well below what is made available by GNSS systems and by 
the decrease in resolution imposed by privacy concerns in 
micro-blogging platforms. 
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4. SYSTEM IMPLEMENTATION 
 
This section analyses the components of the service, the way 
the service can be triggered and its behaviour. 
The service is based on the following components: 

• A social media interface (e.g. to a micro-blogging 
service a la Twitter) 

• An ontology service 
• An phenomena catalogue 
• An EO catalogue 
• An unsupervised geo-classifier. 

The phenomena catalogue is composed of a collection of 
phenomenon data sets. Each collection is associated to a 
scale range which defines the possible scales related to the 
event and it is composed of three subsets: a training, a test 
and a validation set.  
The EO data catalogue is composed by two subsets of data, 
the EO data set (which includes all the available EO 
measurements) and the validation set (which is a set of 
ground truth point associated to each phenomena) organized 
according to different scale range and time. 
 
The service will be accessible by two different type of users, 
EO expert / trusted and standard / untrusted ones, and is 
meant to perform different functions according to the user 
type and their requests. All the service invocation requires 
this common set of inputs : 

1. @geoclassifier to trigger the service 
2. Geographical information  
3. A picture of the observed phenomenon 
4. A scale range / Distance from the phenomenon 

 
A trusted user invokes the geo-classifier with a micro-
blogging message including the following additional input: 

1. A Phenomenon identifier (e.g. hashtag) 
 

 
 
The specific scenarios foreseen for a trusted user invocation 
of the service are the use of the micro-blogging message to 
improve both EO Catalogue Validation set and phenomena 
catalogue. 
 
A non-EO expert user is foreseen to trigger the service in 
two specific scenarios, either to query the catalogue or to 
provide information about an event happening around them. 
 

In the first case, the user will invoke the service with a 
micro-blogging message to query the catalogue providing 
the following additional input: 

1. An hashtag to trigger the query service 
In return, the service is meant to provide to the user a 
classification result and the related accuracy of the 
phenomenon based on the available phenomena catalogue, 
and a classification result and related accuracy of the 
phenomenon based on an EO measurement. 
 

 
On the other hand, a non-expert user can invoke the service 
to report about an ongoing phenomenon. The following data 
will be the input of the service: 

1. A Phenomenon identifier. (e.g. hashtag) 
 

 
The service in this case will process the micro-blogging 
message to verify the reported phenomenon and augment 
the available EO validation set. 
 
When invoked by an EO expert user, it is assumed that 
inputs are being provided by a trusted source and that these 
can be used to improve the Phenomena catalogue and EO 
Catalogue. The service will thus behave according to the 
algorithm described in the steps below:   

1. The Ontology Engine will verify which phenomena 
is the “Phenomenon identifier” referring to 

2. The reported Phenomenon, geo:time location scale 
will be added to the EO validation set 

3. The Unsupervised classifier will classify the 
picture against the phenomena catalogue  

4. If the output of the classification and the output of 
the ontology do not belong to the same 
phenomenon, the new dataset will be added to the 
phenomenon training data set 

5. If the output of the classification and the output of 
the ontology are the same, the service will evaluate 
the overall accuracy (or other parameter like 
anomaly detection) of all the EO data pixel related 
to the phenomena with (Awp) and without (Anp) 
the new input in the Test set. 
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6. According to the accuracy values, the service will 
add the pixel to the phenomenon test set or to the 
validation set. 

 
When a non-expert user invokes the service to query the 
catalogues, the service will 

• Classify the picture against the phenomena 
catalogue 

• Classify the next EO acquisition related to the 
reported scale  

• Reply to the user providing the related accuracy. 
 
When non-expert users reports a phenomenon to the service, 
the input they provide can be used to improve the EO 
Catalogue or the Phenomena one, or also could 
promote/elect the user to expert according to particular rule.  
A possible algorithm is displayed in the picture below.  
 

 
 

5. CONCLUSIONS 
 

The fusion of volunteered data from observers on the 
ground represents a possibility to be considered in order to 
improve in quality and quantity the capacity of Earth 
Observation systems to provide global up-to-date thematic 
maps. 

While the exploitation of micro-blogging sites as 
information channels is natural from an applicative point of 
view, the limitations imposed by strict privacy policy imply 
that the development of ad-hoc data recollection 
applications and of the related data storage, anonymization 
and analysis systems should be considered as a significant 
alternative. 
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ABSTRACT 
 
In the current geopolitical context, decision makers 
increasingly need to have a clear and global view of 
geographical repartition and temporal evolutions of terrorist-
related activities. 
The use case we are presenting today is focused on spatial 
and temporal analysis of terrorists’ acts. This analysis is one 
particular use case of the CS GEOSTORM services 
platform.  
This analysis relies on all available data about terrorists’ 
acts at global scale since the 70’s. This represents a huge 
volume of unstructured information. The bundles of data are 
fragmented, and need to be filtered, denoised, geolocalized 
and merged. 
We focus here on the visualization capacities of the 
GEOSTORM platform.  
  

Index Terms— Data Visualization (dataviz), Big Data, 
Services platform, Terrorist acts, Spatial analysis, Temporal 
Analysis. 
 
 
 

1. INTRODUCTION 
 
GEOSTORM (stands for GEO Services plaTfORM) is a 
geospatial intelligence platform optimized to offer storage, 
processing, dissemination and visualization of all geo-
information.  

The product is developed by CS as private venture. The 
product is based on several open-source components. It was 
designed to ease the development of CS customers’ projects.  

It addresses the whole problematic of a classical information 
system, ingestion, storing, dissemination and visualization. 
From the Gartner definition of Big Data : “Big data is high-
volume, high-velocity and high-variety information assets 
that demand cost-effective, innovative forms of information 
processing for enhanced insight and decision making”, the 
platform handles for now, mostly the variety. Indeed, 
GEOSTORM is able to ingest all kind  of geo temporal data 
to extract relevant information and correlation from 
heterogeneous datasets.  

The use case presented in this abstract focuses also on the 
visualization part (dataviz) which eases the understanding 
and the analysis of data. 

 
 
 
 

2. GEOSTORM CONCEPT 
 
The product is an answer to several kinds of applications:  

- Agriculture, 
- Defence  
- Intelligence 
- Sustainable development 
- Risk management 
- Crisis management  
- And many more. 

 
GEOSTORM is a geo-decisional platform that ease 
integration of data: the business administrator of the 
platform can ingest data in a simple way without the need of 
any specifics training or tools deployed on premises. 
 
GEOSTORM also merges heterogeneous information: the 
product automates the merging of data (semantic for vector 
data, spatial and temporal). For example, it can ingest vector 
data in several formats (osm (Open Street Map), iso) and 
merges the semantic into one (iso) and then manage the 
portraying of the vector in a unique manner (osm)  
 
GEOSTORM enhances multidimensional aspects: the 
platform is able to handle temporal aspects (raster or vector 
data). It can display as a short movie temporal series of data 
(for ex. Sentinel or Spot5-take 5 temporal series) in order to 
show an evolution of a phenomena. It has the ability to 
zoom on temporal area to focus on a specific period.  
 
GEOSTORM encourages collaborative working: the system 
is web-based, and gathers all data and services in a same 
platform. User can then collaborate in a simple way around 
a unique WEB platform (share of mas, share of results of 
computing, annotations). 
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GEOSTORM connects business systems and external 
sensors: due to compliance with standards (see below), the 
platform is able on one hand to connect to external systems 
(data providers, sensors, modeling systems). On the other 
hand, external systems can connect to the platform to add 
value to their business.  
 
GEOSTORM ensures an all-road access to your 
information: it manages online, offline, and mobility modes. 
 

GEOSTORM can handle all sort of geophysical data:  
- Geographical (image, raster maps, vector maps),  
- Hydrographical (enc maps, bathymetry),  
- Oceanographical (sensors, model outputs in 

NetCDF), 
Meteorological (weather station outputs, forecast 
bulletin, model outputs in GRIB formats). 
 
 

 
3. GEOSTORM ARCHITECTURE 

 
 
The GEOSTORM product is based upon a full REST 
(REpresentational State Transfer) and SOA (Service 
Oriented Architecture), modular architecture. For 
interoperability reasons, it is compliant with all major 
standards of the domain (OGC (Open Geospatial Group) 
WxS, BPMN (Business Processing Modelling Notation). 
This architecture is highly scalable and versatile, able to 
integrate either vendor component, or their free open-source 
equivalent.   
It is designed to be deployed on either traditional or 
virtualized architecture, i.e. in a cloud in SAAS (Software 
As A Service) way. The applications made with 
GEOSTORM are likely to be accessed through mobile 
devices.  

 
4. HELP TO BIG DATA ANALYSIS 

 
The framework offers capacities of storage, processing, 
dissemination and visualization of huge datasets. It embeds 
many technologies among which “big data”-related 
technologies such as Postgres HSTORE and Postgres 
JSONB.  
The HSTORE repository which is based upon a key/value 
model (NoSQL database) allows to store huge informal data 
such as the terrorism dataset.  Such technology ensures the 
scalability of the system towards millions or billions of data. 
 
The dataset is ingested through the back office of the 
application. In case of errors the operator has to intervene, 
otherwise the data is automatically indexed, stored in the 
noSQL database, and optimized to be visualized through a 
WEB service. 

Figure 1 - GEOSTORM ARCHITECTURE 
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Once the data is in the system, an end user is able to 
navigate in a seamless layer, geographically and also in 
time. He can search for keywords in the dataset. It helps to 
analyze informal dataset with that adding of the 
geographical dimension and the time. The end users can 
deduce correlation in space and time. 
GEOSTORM provides visualization capabilities adapted to 
various and huge datasets. It proposes many graph types to 
fit the complexity of multi-variable problems:  
Treemap, bubbles, clusters, heatmap, are available in 
GEOSTORM to represent problems in D-2, D-3 
visualization.  
These representation capabilities can be used to generate 
value-added products, KPI (Key Performance Indicator), 

tables; but have to be developed depending on the specific 
thematic addressed.  
 
For every business domain, OTS (On The Shelf) 
components are available to the developer in order to build 
all specifics modules for the final application. For example, 
modules for ingestion, geolocalization and filtering can be 
associated to make out a specific chain, providing in 
addition support to many data formats (shp, kml, geotiff, 
tiff, jp2000, netcdf-cf, grib, csv). 
 
Also, the project is still going on to enhance the 
performances and the capacities. In particular 2015 will be 
the opportunity to bench others big data solutions such has 
Hadoop, Elastic Search, MongoDB. 

 
 
 
5. APPLICATION TO TERRORIST ACTS ANALYSIS 

Figure 2 – A screenshot on the example of terrorism visualization through the time line 
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In this snapshot of the product, a seamless geo-
representation of heterogeneous data around terrorism in the 
middle-east can be easily visualized. The user can navigate 
through the data in 2D and also through time. Thanks to a 
temporal window, he can focus on a specific period of time 
(timeframe). By clicking on a point of interest, he can 
display a detailed description of the selected terrorist act. 
Starting from this, he can merge with external information 
to draw higher level conclusions of interest. For instance, on 
that map, all terrorists’ acts in Afghanistan can be correlated 
to ethnic groups as they are all performed in the area where 
two particular ethnic groups settle. 
 
This conclusion could not be deduced with a simple data 
sheet tool.  
To achieve this, the raw data (csv files) have to be filtered 
(delete incomplete samples with no time or no geo 
information or inconsistent data), harmonized (put in a 
unique semantic) and geolocalized. The process in 
Geostorm is a semi-automatic process. 
The platform proposes, to the data manager, a selection of  
files to ingest, and then shows automatically a generic 
decomposition of the data into columns; among them a 
name, a description, a time stamp, a localization (lat/long,  
town, country). The administrator must valid this proposal 
and then the system automatically stores the information  
into a key, value database. All the information from the 
original dataset is kept in order to allow full text requests on 
the data by end users. The information regarding the 
localization is transformed into geographic coordinates with 
a geocoder. Afterwards, a vector layer is automatically 
generated into the system. 
Then, the data can be visualized and requested with other 
dataset to deduce correlations in time or space. The request 
can contain key words, an area of interest and a time slot. 

 
 

6. CONCLUSION 
 
Starting with a huge amount of various raw data coming 
from many heterogeneous data sources, beyond the 
problematic of storage, ingestion etc., it is important to filter 
and correlate data in order to obtain a relevant subset of 
smart data.  
The second point is the choice of the most relevant 
visualization of the domain-specific data to ensure the most 
pertinent highlighting of the information hidden in the 
datasets. 
 
GEOSTORM offers components for all these problematic 
and thus allows users to better understand their data.  
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Oliver, Simon 45
Ordonez Blanco, Diego 128
Osuna, Pedro 346
Ottavianelli, Giuseppe 248

Pace, Gaetano 109
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Tănase, Radu 59, 132
Tang, Benyang 206
Tanner, Michael D. 1
Teeninga, Paul 218
Thankappan, Medhavy 45
The Pericles Consortium, 362
Thompson, David 206
Tiriticco, Davide 263
Trager, Scott 218
Tromeur, Frédéric 405
Troncy, Raphaël 370
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Abstract 

 

The 2014 conference on Big Data from Space (BiDS'14) was co-organised by ESA, the Joint Research Centre (JRC) 

of the European Commission, and the European Union Satellite Centre (SatCen).  It was held at the ESA Centre for 

Earth Observation (ESRIN), Frascati, 12th--14th November 2014.  The conference brought together researchers, 

engineers, developers, users in the area of Big Data in the space sector.  The focus is on the whole data life cycle, 

ranging from data acquisition by space borne and ground-based sensors to data management, analysis and 

exploitation in the domains of Earth Observation, Space Science, Space Engineering, Space Weather, etc. Special 

emphasis is put on highlighting synergies and cross-fertilisation opportunities. 

Big Data from Space is an emerging domain given the recent sharp increase in all three main dimensions of big 

data: volume, velocity, and variety. Fortunately, this increase is paralleled by tremendous amount of new 

developments related to big data in other fields and enabled by technological breakthroughs and new challenges 

in hardware and software developments, multi-temporal data analysis, data management and information 

extraction technologies.  In addition, the recent multiplication of open access initiatives to big data from space is 

giving momentum to the field by widening substantially the spectrum of users as well as awareness among the 

public while offering new opportunities for scientists and value-added companies.  This is especially true for Space 

Science with the processing and data volume challenges given by the Gaia mission that aims to build a catalogue 

of approximately 1 billion astronomical stars, and for Earth Observation data with the public release of the 

complete archive of Landsat data by the United States Geological Survey. At an even larger scale, the ambitious 

and unique European Union Copernicus programme whose Sentinel missions operated by the European Space 

Agency will deliver free and open access to global data in the microwave and optical/infrared ranges. 

These proceedings consist of a collection of 108 short papers corresponding to all the oral and poster 

presentations presented at the conference.  They are organised in sections matching the order of the conference 

sessions followed by the contributions that were presented during the poster session, also organised by topics.  

They provide a snapshot of the current research activities, developments, and initiatives in Big Data from Space. 
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